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Preface to the Fifth Edition
In writing this book we have had in mind both computer science students and mathematics majors. We have aimed to make our account simple enough that these students
can learn it and complete enough that they won't have to learn it again.
The most visible changes in this edition are the 274 new supplementary exercises and the new chapters on probability and on algebraic structures. The supplementary exercises, which have complete answers in the back of the book, ask more
than 700 separate questions. Together with the many end-of-section exercises and the
examples throughout the text, these exercises let students practice using the material
they are studying.
One of our main goals is the development of mathematical maturity. Our presentation starts with an intuitive approach that becomes more and more rigorous as
the students' appreciation for proofs and their skill at building them increase.
Our account is careful but informal. As we go along, we illustrate the way
mathematicians attack problems, and we show the power of an abstract approach.
We and our colleagues at Oregon have used this material successfully for many
years to teach students who have a standard precalculus background, and we have
found that by the end of two quarters they are ready for upperclass work in both
computer science and mathematics. The math majors have been introduced to the
mathematics culture, and the computer science students have been equipped to look
at their subject from both mathematical and operational perspectives.
Every effort has been made to avoid duplicating the content of mainstream
computer science courses, but we are aware that most of our readers will be coming
in contact with some of the same material in their other classes, and we have tried to
provide them with a clear, mathematical view of it. An example of our approach can
be seen first in Chapter 4, where we give a careful account of while loops. We base
our discussion of mathematical induction on these loops, and also, in Chapter 4 and
subsequently, show how to use them to design and verify a number of algorithms.
We have deliberately stopped short of looking at implementation details for our
algorithms, but we have provided most of them with time complexity analyses. We
hope in this way to develop in the reader the habit of automatically considering the
running time of any algorithm. In addition, our analyses illustrate the use of some
of the basic tools we have been developing for estimating efficiency.
The overall outline of the book is essentially that of the fourth edition, with the
addition of two new chapters and a large number of supplementary exercises. The
first four chapters contain what we regard as the core material of any serious discrete
mathematics course. These topics can readily be covered in a quarter. A semester
course can add combinatorics and some probability or can pick up graphs, trees, and
recursive algorithms.
We have retained some of the special features of previous editions, such as
the development of mathematical induction from a study of while loop invariants,
but we have also looked for opportunities to improve the presentation, sometimes
by changing notation. We have gone through the book section by section looking
for ways to provide more motivation, with the result that many sections now begin

xi
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where they used to end, in the sense that the punch lines now appear first as questions
or goals that get resolved by the end of the section.
We have added another "Office Hours" section at the end of Chapter 1, this
one emphasizing the importance of learning definitions and notation. These sections,
which we introduced in the fourth edition, allow us to step back a bit from our role
as text authors to address the kinds of questions that our own students have asked.
They give us a chance to suggest how to study the material and focus on what's
important. You may want to reinforce our words, or you may want to take issue
with them when you talk with your own students. In any case, the Office Hours
provide an alternative channel for us to talk with our readers without being formal,
and perhaps they will help your students open up with their own questions in class
or in the office.
We have always believed that students at this level learn best from examples,
so we have added examples to the large number already present and have revised
others, all to encourage students to read the book. Our examples are designed to
accompany and illustrate the mathematical ideas as we develop them. They let
the instructor spend time on selected topics in class and assign reading to fill
out the presentation. Operating in this way, we have found that we can normally
cover a section a day in class. The instructor's manual, available from Prentice
Hall, indicates which sections might take longer and contains a number of suggestions for emphasis and pedagogy, as well as complete answers to all end-ofsection exercises.

The end-of-chapter supplementary questions, which are a new feature of this
edition, are designed to give students practice at thinking about the material. We see
these exercises as representative of the sorts of questions students should be able to
answer after studying a chapter. We have deliberately not arranged them in order of
difficulty, and we have deliberately also not keyed them to sections-indeed, many
of the exercises bring together material from several sections. To see what we mean,
look at the supplementary exercises for Chapter 5, on combinatorics, where we have
included an especially large number of problems, many of which have a variety
of essentially different parts. A few of the supplementary questions, such as the
ones in Chapter 12 on algorithms to solve the Chinese Remainder and Polynomial
Interpolation problems, also extend the text account in directions that would have
interrupted the flow of ideas if included in the text itself. Some of the questions
are very easy and some are harder, but none of them are meant to be unusually
difficult. In any case, we have provided complete answers to all of them, not just the
odd-numbered ones, in the back of the book, where students can use them to check
their understanding and to review for exams.
The new chapters on probability and algebraic structures respond to requests
from current and past users who were disappointed that we had dropped these topics
in going from the third edition to the fourth. Since those were two of our favorite
chapters, we were happy to reinstate them and we have taken this opportunity to
completely revise each of them. In Chapter 9 we now work in the setting of discrete
probability, with only tantalizing, brief allusions to continuous probability, most
notably in the transition to normal distributions from binomial distributions. The
material on semigroups, rings, and fields in Chapter 12 is not changed much from
the account in the third edition, but the discussion of groups is dramatically different.
The emphasis is still on how groups act on sets, but in the context of solving some
intriguing combinatoric problems we can develop basic abstract ideas of permutation
group theory without getting bogged down in the details of cycle notation. As another
response to reader feedback, we have moved the section on matrix multiplication
from Chapter 3 to Chapter 11, which is the first place we need it.
Naturally, we think this edition is a substantial improvement and worth all of
the effort it has taken. We hope you will agree. We welcome any comments and
of course especially welcome reports of errors or misprints that we can correct in
subsequent printings.
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Supplements
The Instructor's Resource Manual, which course instructors may obtain gratis from
Prentice Hall, contains complete answers to all exercises in the text. In addition,
Prentice Hall publishes inexpensive student workbooks of practice problems on discrete mathematics, with full solutions to all exercises. The Prentice Hall Companion
Web site for this text contains information about such materials.
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To the Student Especially
You may find this course the hardest mathematics class you have ever taken, at least
in part because you won't be able to look through the book to find examples just
like your homework problems. That's the way it is with this subject, and you'll need
to use the book in a way that you may not be used to. You'll have to read it. [In
computer science there's an old saying, usually abbreviated as RTFM, which stands
for "read the friendly manual."] When you do read the book, you'll find that some
places seem harder than others. We've done our best to write clearly, but sometimes
what we think is clear may not be so obvious to you. In many cases, if you don't find
a passage obvious or clear, you are probably making the situation too complicated or
reading something unintended into the text. Take a break; then back up and read the
material again. Similarly, the examples are meant to be helpful. In fact, in this edition
we have made a special effort to put even more examples early in each section to
help you see where the discussion is leading. If you are pretty sure you know the
ideas involved, but an example seems much too hard, skip over it on first reading
and then come back later. If you aren't very sure of the ideas, though, take a more
careful reading.
Exercises are an important part of the book. They give you a chance to check
your understanding and to practice thinking and writing clearly and mathematically.
As the book goes on, more and more exercises ask you for proofs. We use the word
"show" most commonly when a calculation is enough of an answer and "prove"
to indicate that some reasoning is called for. "Prove" means "give a convincing
argument or discussion to show why the assertion is true." What you write should
be convincing to an instructor, to a fellow student, and to yourself the next day.
Proofs should include words and sentences, not just computations, so that the reader
can follow your thought processes. Use the proofs in the book as models, especially
at first. The discussion of logical proofs in Chapter 2 will also help. Perfecting the
ability to write a "good" proof is like perfecting the ability to write a "good" essay
or give a "good" oral presentation. Writing a good proof is a lot like writing a good
computer program. Using words either too loosely or extensively (when in doubt,
just write) leads to a very bad computer program and a wrong or poor proof. All this
takes practice and plenty of patience. Don't be discouraged when one of your proofs
fails to convince an expert (say a teacher or a grader). Instead, try to see what failed
to be convincing.
Now here's some practical advice, useful in general, but particularly for this
course. The point of the homework is to help you learn by giving you practice
thinking correctly. To get the most out of it, keep a homework notebook. It'll help
you review and will also help you to organize your work. When you get a problem
wrong, rework it in your notebook. When you get a problem right, ask yourself what
your method was and why it worked. Constantly retracing your own successes will
help to embed correct connections in the brain so that when you need them the right
responses will pop out.
Read ahead. Look over the material before class to get some idea of what's
coming and to locate the hard spots. Then, when the discussion gets to the tough
points, you can ask for clarification, confident that you're not wasting class time on
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things that would be obvious after you read the book. If you're prepared, you can
take advantage of your instructor's help and save yourself a lot of struggling. After
class, rewrite your class notes while they're still fresh in your mind.
At strategic places in the book, we have inserted very short "Office Hours"
sections with the kinds of questions our own students have asked us. These informal
sections address questions about how to study the material and what's important to
get out of it. We hope they will lead to your own questions that you may want to
raise in class or with your instructor.
Study for tests, even if you never did in high school. Prepare review sheets
and go over them with classmates. Try to guess what will be on the exams. That's
one of the best ways to think about what the most important points have been in
the course. Each chapter ends with a list of the main points it covers and with some
suggestions for how to use the list for review. One of the best ways to learn material
that you plan to use again is to tie each new idea to as many familiar concepts and
situations as you can and to visualize settings in which the new fact would be helpful
to you. We have included lots of examples in the text to make this process easier.
The review lists can be used to go over the material in the same way by yourself or
with fellow students.
The supplementary exercises at the ends of the chapters are also a good way
to check your command of the chapter material. You don't need to work them all,
though it's a good idea to look them all over just to see what kinds of questions one
can be expected to answer. Our best advice on doing exercises is that doing a few
thoughtfully is better than trying to do a lot in a hurry, and it will probably take you
less time overall.
Answers or hints to most odd-numbered exercises in the sections, as well as
complete answers to all supplementary exercises, are given in the back of the book.
Wise students will look at the answers only after trying seriously to do the problems.
When a proof is called for, we usually give a hint or an outline of a proof, which
you should first understand and then expand upon. A symbols index appears on the
inside front cover of the book. At the back of the book there is an index of topics.
After Chapter 13 there is a brief dictionary of some terms that we use in the text
without explanation, but which readers may have forgotten or never encountered.
Look at these items right now to see where they are and what they contain and then
join us for Chapter 1.
KENNETH A. Ross
ross@ math.uoregon.edu

R. B. WRIGHT
wright@math.uoregon.edu
CHARLES
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Sets, Sequences, and Functions
This chapter is introductory and contains a relatively large number of fundamental
definitions and notations. Much of the material may be familiar, though perhaps
with different notation or at a different level of mathematical precision. Besides
introducing concepts and methods, this chapter establishes the style of exposition
that we will use for the remainder of the book.

1.1

Some Warm-up Questions
In this section we point out the importance of precision, abstraction and logical
thinking. We also introduce some standard terms and notation. The mathematical
content is less important than the ways of thinking about things.
How many numbers are there between I and 10? Between 1 and 1000? Between
1000 and 1,000,000? Between 6357 and 924,310? These questions are all just special cases of the more general question, "How many numbers are there between m
and n?" For example, the question about how many numbers there are between 1000
and 1,000,000 is the case where m = 1000 and n = 1,000,000. If we learn how to
answer the general question, then we'll be able to apply our method to solve the
four specific [and fairly artificial] problems above and also any others like them that
we come across in practice. By the end of this section we'll even be able to answer
some substantially more challenging questions by using what we've learned about
these simpler ones.
The process of going from specific cases to general problems is called abstraction. One of our goals in this book is to convince you that abstraction is your
friend. This assertion may seem hard to believe right now, but you will see lots of
examples to prove our point. For now, we claim that abstraction is valuable for at
least three reasons.
First, the process of abstraction strips away inessential features of a specific
problem to focus attention on the core issues. In this way, abstraction often makes a
problem easier to analyze and hence easier to solve. Indeed, one can view abstraction
as just one standard step in analyzing any problem.
Second, the solution to the abstracted problem applies not just to the problem
we started with but to others like it as well, i.e., to all problems that have the same
1
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abstract type. By solving the abstract problem, we solve a whole class of specific
problems at no extra cost.
Moreover, using abstraction means that you don't have to do a lot of essentially
similar homework problems. A few well-chosen exercises, together with abstraction,
can provide all the practice necessary to master-really master-new ideas. We will
have more to say later about how you can use abstraction to get the most out of
your homework.
So how many numbers are there between the two numbers m and n? That
depends on what we mean by "number." If we allow rational numbers like 311/157,
then there are already infinitely many of them between any two different numbers
m and n. The answer is always the same and not very interesting in this case.
Let's make the question interesting by asking how many integers there are
between m and n. [Recall that an integer is one of the numbers in the list
... ,-5,-4, -3,-2, -1,0,

1,2,3,4,5, ...

which extends without bound in both directions.] How many integers are there
between I and 10? If we mean "strictly between," then the numbers are 2, 3, 4,
5, 6, 7, 8, 9, and there are 8 of them, but if we mean "between, but allowing 1 and
10, too," then the answer is 8+2 = 10. We can't answer the question until we have a
clear, precise statement of it. Usually, when people say "think of a number between
I and 10," they mean to allow both I and 10, so for the rest of this section let's
agree that "between" includes both ends of the range. Then our general problem is
How many integers i are there with m < i < n?
Lots of people will guess that the answer is n - m. To show that this guess is wrong
in general, it's enough to exhibit one pair of numbers m and n for which it's wrong.
How about m = I and n = 10, i.e.,
How many integers i are there with I < i < 10?
The right answer is 10, as we observed above, not 10 -1, so the guess n - m
is wrong.
In fact, our example with m = I and n = 10 shows how to get the correct
answer in lots of cases. If m = I and n is any positive integer, then the integers i
with m = I < i < n are just 1, 2, . . ., n, and there are exactly n of them. We record
this modest piece of information.

Fact 1 If n is a positive integer, then there are n integers i such that I < i < n.
Now to find out how many integers i there are with 1000 < i < 1,000,000
we could list them all and then count them, but there's an easier way that leads to a
general method: count the i's with I < i < 1,000,000 and then throw away the ones
with i < 1000, i.e., with i < 999. Fact I gives us our answer: 1,000,000 - 999 =
999,001. This method leads us to another general fact.

Fact 2

If m and n are positive integers with m < n, then the number of integers
i such that m < i < n is n - (m - 1) = n - m + 1.
Before you read on, stop and make sure that you see where the m - 1 came
from here and why this result really does follow from Fact 1.
Fact 2 is a statement in the form "if ... , then ... ." The part between "if' and
"then" contains its hypotheses, that m and n are positive integers and that m < n,

and the part after "then" is its conclusion, in this case a statement about a certain set
of integers. If ... then ... statements of this sort come up in all kinds of situations,
not just in mathematics, and the ability to handle them correctly can be crucial.
We will work with such statements throughout this book, and we will pay special
attention to them in Chapter 2 on logic and arguments.
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Given an implication such as Fact 2, it's natural to ask whether the hypotheses
are really necessary. Would the conclusion still be true if we dropped a hypothesis? If not, how would it change? Can we isay anything at all useful under weaker
hypotheses?
If we leave out the second hypothesis of Fact 2 and allow m > n, then we
get an easy answer, since there are no i's at all with both m < i and i < n. If a
computer program with inputs m and n prints something for each integer between
m and n, and if we want to know how many things it prints, then we may need to
consider the case m > n. For our discussion now, though, let's keep m < n as a
hypothesis.
What would happen if we allowed either m or n to be negative or 0? For
example, how many integers i are there with -10 < i < 90? If we simply add
11 to everything, then the question becomes how many integers i + 11 are there
with -10 + 11 = 1 < i + 11 < 90 + 11 = 101? Then Fact 2 says that there are
101 - 1 + 1 possible i + lI's, so that's how many i's there are, too. This answer is
(90 + 11) - (-10 + 11) + 1 = 90- (-10) + 1 = n -m + 1 still. It didn't really
matter that we chose to add 11; any integer bigger than 10 would have let us use
Fact 2 and would have canceled out at the end. The method also didn't depend on
our choice of m = -10. The hypothesis that m and n are positive is unnecessary,
and we have the following more general result.
Fact 3 If m and n are integers with m <n, then there are n
with m <i <n.

-

m + 1 integers i

Let's try a harder question now. How many integers between 1 and 100 are
even? How many between 10 and 100? Between 11 and 101? Between 17 and 72?
Recall that an integer is even if it's twice some integer. The even integers, then, are
the ones in the list
... ,-8, -6,-4,-2,O0,2,4,6,8, 10,...
and the odd integers are the ones that aren't even, i.e., the ones in the list
*.,-7,

-5, -3, -1, 1,3,5,7,9,.

Our new general question is, "How many even integers i are there that satisfy
m < i < n?" Let's assume first that m and n are positive and worry later about
negative possibilities. Since Fact 2 says that there are n - m + 1 integers between
m and n, and since about half of them are even, we might guess that the answer is
(n - m + 1)/2. We see that this guess can't be right in general, though, because it's
not a whole number unless n - m + 1 is even. Still, we can figure that (n - m + 1)/2
is probably about right.
The strategy that worked before to get the correct answer still seems reasonable:
count the even integers from 1 to n and subtract the number of even integers from
I to m - 1. Without actually listing the integers from I to n, we can describe the
even ones that we'd find. They are 2, 4, .. ., 2s for some integer s, where 2s < n
but n < 2(s + 1), i.e., where s < n/2 < s + 1. For example, if n = 100, then s = 50,
and if n = 101, then n/2 = 50.5 and again s = 50. Our answer is s, which we can
think of as "the integer part" of n/2.

There's a standard way to write such integer parts. In general, if x is any
real number, the floor of x, written Lxj, is the largest integer less than or equal
to x. For example L[r] = L3.14159265 - i' = 3, L50.5] = 50,
L-2.5] = -3. The ceiling of x, written Fxl, is similarly defined
est integer that is at least as big as x, so rTjr = 4, r5o.51 =
and [-2.51 = -2. In terms of the number line, if x is not

L17] = 17, and

to be the small51, F721 = 72,
an integer, then
Lx] is the nearest integer to the left of x and [xl is the nearest integer to the
right of x.
We've seen that the number of even integers in 1, 2,

tially the same argument shows the following.

. . .,n

is

Ln/2j, and essen-
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Fact 4 Let k and n be positive integers. Then the number of multiples of k between
1 and n is Ln/kj.

Again, stop and make sure that you see how the reasoning we used for the
even numbers with k = 2 would work just as well for any positive integer k. What
does Fact 4 say for k = 1?
It follows from Fact 4 that if m is a positive integer with m < n, then the
number of multiples of k in the list m, m + 1, .. ., n is Ln/kj - L(m - 1)/k]. It's
natural to wonder whether there isn't a nicer formula that doesn't involve the floor
function. For instance, with k = 2 the number of even integers between 10 and
100 is [100/2] - L9/21 = L50j - L4.5] = 50 - 4 = 46, and the number between
11 and 101 is L101/2

(n

= L50.5j - L5] = 50

-[10/2J

5 = 45. In both cases

-

+ 1)/2 = 91/2 45.5, which is close to the right answer.
In fact, as we will now show, (n - m + 1)/2 is always close to our answer

-m

Ln/kJ - L(m - 1)/k], which is the actual number of multiples of k between m and n.

Notice that we will need to use a little algebra here to manipulate inequalities. As
we go along in the book, we'll need more algebraic tools, though probably nothing
harder than this. If your algebra skills are a little rusty, now would be a good time
to review them. Here's the argument.
In general, Lx] < x < LxJ + 1, so x - 1 < Lx] < x. Thus, with n/k for x,
we get
nk-1<
< n
n
Lkj<k(1)
k
k
k
and similarly, with (m - 1)/k for x, we get
rn- I
IM -Ii
r-i
-11 <
<
(2)
k
<k Jk~2
Multiplying (2) through by -1 reverses the inequalities to give

m- I

M- I

m-I +1

(3)

Finally, adding inequalities (1) and (3) term by term gives

n

m-1 Inir

k
which just says that

k

n-rn+1
k_ _ -

m-1 < n

LkJ

k

k

j

1 < our answer <

m-

I

k

n-rn+1

+ 1.

k
kc
We've shown that the number of multiples of k between m and n is always an integer
that differs from (n -m + 1)/k by less than 1, so (n - m + 1)/k was a pretty good
guess at the answer after all.
To finish off our general question, let's allow m or n to be negative. How does
the answer change? For example, how many even integers are there between -11
and 72? The simple trick is to add a big enough even integer to everything, for
instance to add 20. Then, because i is even with -11 < i < 72 if and only if i + 20
is even with -11 + 20 < i + 20 < 72 + 20, and because the number of even integers
between -11 + 20 = 9 and 72 + 20 = 92 is L92/2]

-

L8/2] = 46-4 = 42, this is

the answer to the question for -11 and 72, too.
The same trick will work for multiples of any positive integer k. Moreover, if
we add a multiple of k to everything, say tk for some integer t, then we have

Ln +tk Lm -I+tki Ln
+ Lm I+I
n] +t

k

L

(Lm
k

k

+ t)

[why?]
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so the answer to our question is still the same, even if m is negative. Altogether,
then, we have the following.

Theorem

Let m and n be integers with m < n, and let k be a positive integer.
Then the number of multiples of k between m and n is

Ln] L
~
-]
Lkm
Lk

which differs from (n

-

m + 1)/k by at most 1.

When we dropped the little question "[why?]" into the argument just before
the theorem, we hoped that you would pause for a moment and not just rush through
the symbols to get to the end. Reading mathematics slowly enough takes lots of
practice, especially in view of our natural tendency to read as quickly as possible.
In this instance, something changes with each "=" sign, and to be convinced that
the whole argument has actually proved something, we need to examine each step
for correctness. To answer the "[why?]" we need some sort of argument to show
the fact that
if

t

is an integer, then [x + tj

=

[xJ +

t

for every number x.

One way to visualize this fact on the number line is to observe that adding t to
numbers simply slides points t units to the right on the line. The numbers Lx] and
x get slid to Lxl + t and x + t, respectively, and so Lx] + t is the closest integer to
the left of x + t.
Convinced? Here's another argument based on the definition of floor. If t is an
integer, then so is Lx] + t. Since Lxj < x < Lxl + 1, we have Lxl + t < x + t <
LxJ + t + 1. But [x + tj is the only integer k with k < x + t < k + 1, so L[x + t
must be Lx + t].
The theorem gives us a formula into which we can plug numbers to get answers.
It tells us what sorts of input numbers we are allowed to use, and it tells us what
the answers mean. It's a fine theorem, but the theorem itself and its formula are
not as important as the analysis we went through to get them. Nobody is going to
remember that formula for very long, but the ideas that went into deriving it are
easy to understand and can be applied in other situations as well. At the end of this
section we list some generally useful methods, most of which came up on the way
to the theorem. It's worthwhile right now to look back through the argument and
to review the ideas that went into it. As for the formula itself, it will be helpful for
working some of the easiest homework exercises.
Now how about really changing the problem? How many prime integers are
there between m and n? [Recall that an integer greater than 1 is prime if it is not the
product of two smaller positive integers.] Suddenly the problem gets a lot harder.
We'd still be done if we could tell how many primes there are in 1, 2, ... , n, but
unfortunately there is no general way known of counting these primes other than
actually going through 1, . . ., n and listing all of them. A list of the primes less
than 1000 is given in Figure 1. The Prime Number Theorem, a nontrivial result
from analytic number theory, says that for large enough values of n the fraction of
numbers between I and n that are prime is approximately I/ Inn, where In is the
natural logarithm function; so we can estimate that there are something like n/ lnn
primes less than n. If 100 < m < n, then the answer to our question is roughly
n
Inn

mr-I

ln(m

-

1)

How big is "large enough" here? In particular, is 100 anywhere near large
enough for these estimates to be valid? And even if the difference between the fraction we want and 1/ In n is very small, multiplying it by n can give a big difference
between the actual number of primes and n /lnn. The percentage error stays the
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Figure 1 o

2, 3,
97,
181,
277,
383,
487,
601,
709,
827,
947,

The Primes Less Than 1000

5, 7,
101,
191,
281,
389,
491,
607,
719,
829,
953,

11,13, 17, 19,
103, 107, 109,
193, 197, 199,
283, 293, 307,
397, 401, 409,
499, 503, 509,
613, 617, 619,
727, 733, 739,
839, 853, 857,
967, 971, 977,

23, 29, 31, 37,
113, 127, 131,
211, 223, 227,
311, 313, 317,
419, 421, 431,
521, 523, 541,
631, 641, 643,
743, 751, 757,
859, 863, 877,
983, 991, 997

41, 43, 47, 53,
137, 139, 149,
229, 233, 239,
331, 337, 347,
433, 439, 443,
547, 557, 563,
647, 653, 659,
761, 769, 773,
881, 883, 887,

59, 61, 67, 71,
151, 157, 163,
241, 251, 257,
349, 353, 359,
449, 457, 461,
569, 571, 577,
661, 673, 677,
787, 797, 809,
907, 911, 919,

73, 79. 83, 89,
167, 173, 179,
263, 269, 271,
367, 373, 379,
463, 467, 479,
587, 593, 599,
683, 691, 701,
811, 821, 823,
929, 937, 941,

same, though, and despite these valid concerns the Prime Number Theorem is still
a handy and commonly used tool for making rough estimates.
Questions such as the one we have just considered come up in the design of
encryption codes and fast algorithms that use random choices. If we're looking for
a fairly large prime, say one with 30 decimal digits, we can calculate In 1030 =
30 In 10 ; 70 and conclude that roughly 1/70 of the integers less than 1030 are
prime. Most of the primes in this range are bigger than 1029 [see Exercise 15]. It
turns out that on average we should expect to try about 70 random numbers between
1029 and 1030 before we hit a prime. When you think about it, 70 trials is not
very many, considering the sizes of the numbers involved. There are lots of primes
out there.
In this section we've taken some fairly elementary questions about integers as
examples to illustrate various problem-solving methods that will appear again and
again throughout the book. Some of these methods are:
Removing ambiguity by determining precisely what the problem is about.
Abstracting general problems from specific cases.
Using specific examples as a guide to general methods.
Solving special cases first and then using them as parts of the general solution.
Changing hypotheses to see how the conclusions change.
Using suitable notation to communicate economically and precisely.
Counting a set without actually listing its members.
Counting a set by counting a larger set and then throwing out some members.
It's worth looking back through the section to see where these methods came
up. Some were used several times; can you spot them all? One reason for hunting for
such usage is to get practice in identifying and describing standard steps so that you
will, in time, automatically think of using them yourself. The techniques listed above
are just a few examples of ones that will help you to analyze and solve problems
quickly; using them should help give you confidence in your answers.

EM-"n1. How many integers are there between the following pairs
of numbers?
(a) I and 20

(b) 2 and 21

(c) 2 and 20

(d) 17 and 72

(e)-6 and 4

(f) 0 and 40

(g) -10 and -1

(h) -1030

(i) 1029 and 1030

and 1030

2. (a) How many 4-digit numbers are there, i.e., numbers
from 1000 to 9999?
(b) How many 5-digit numbers are there that end in I?
(c) How many 5-digit numbers end in 0?
(d) How many 5-digit numbers are multiples of 10?

3. Give the value of each of the following.

(a) (17/73]

(b) L1265i

(c) L-4.lj

(d) L-4j

4. Give the value of each of the following.
(a) [0.763]
(b) 2[o.6] - [1.21
(c) [1.1] + [3.31
(d) [Vl3 - Laxi
(e) [-731- l-73]
5. How many even integers are there between the following
pairs of numbers?
(a) 1 and 20
(b) 21 and 100 (c) 21 and 101
(d) 0 and 1000 (e) -6 and 100 (f) -1000 and -72
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6. How many odd integers are there between the following
pairs of numbers?

between 1 and 5000 are multiples of 5 but not multiples of 10?

(a) 1 and 20

(b) 21 and 100

(b) Write another.

(c) 21 and 101

(d) 0 and 1000

(c) What is the answer to the specific problem in
part (a)?

7. How many multiples of 6 are there between the following pairs of numbers?
(a) 0 and 100

(b) 9 and 2967

(c) -6 and 34

(a) The number of primes between 1 and 1030.

(d) -600 and 3400
8. How many multiples of 10 are there between the following pairs of numbers?
(a) 1 and 80
(c) 9 and 2967

(b) 0 and 100
(d) -6 and 34

(e) 104 and 105

(f) -600 and 3400

9. Explain in words how you could use a simple pocket
calculator to find Ln/kJ for integers n and k. What if
n/k is negative?
10. (a) Describe a situation in which you would prefer to use

Lxi notation rather than the phrase "the greatest integer at most equal to x."
(b) Describe a situation in which you would prefer to use
words rather than the L J notation.
11. In the argument for the theorem on page 5 we used the
fact about L j that if t is an integer, then Lx + t] =
Lxi + t for every number x.
(a) State a similar fact about F 1
(b) Explain how the fact in part (a) follows from the definition of ceiling.
12. How many 4-digit numbers [see Exercise 2] are multiples of your age?
13. (a) How many numbers between 1 and 33 are prime?
(b) How does this number compare with 33/ In 33?
(c) Would you like to try this problem with 33 replaced
by 3333? Maybe with a computer?
14. (a) Write a generalized problem that is an abstraction of
the following specific problem. How many integers

1.2

15. Use the estimate in the text based on the Prime Number
Theorem to give approximate values of the following.

Factors and Multiples

(b) The number of primes between 1 and 1029.
(c) The number of 30-digit primes.
(d) The percentage of 30-digit numbers that are primes.
16. Give a convincing argument that Fact 2 is true in general, and not just when m = 1000 and n = 1,000,000, as
was shown in the text.
17. Give a convincing argument that Fact 3 is true, given
that Fact 2 is true. Your argument should work for all
integers m and n, and not just for one or two examples.
18. (a) What does Fact 4 say for k = 1? Is this statement
obvious?
(b) What does Fact 4 say for k > n? Is this statement
obvious?
19. (a) Give a specific example of numbers x and y for

which LxJ + LyJ < Lx + Yi.
(b) Give a specific example of numbers x and y for
which Lxi + LAi = Lx + yJ.
(c) Give a convincing argument that Lxi + LyJ
Lx + yJ for every pair of numbers x and y. Suggestion: Use the fact that Lx + yj is the largest integer
less than or equal to x + y.
20. Let x and y be any numbers at all with x < y.
(a) Show that the number of integers between x and y is
LYJ- Fxl + I.
(b) Show that the number of integer multiples of the positive integer k between x and y is
LY/kJ - rx/kl + 1.

I

When we divide one integer by another, the answer is generally not an integer.
If it is an integer, then this fact is usually worth noting. In this section we look
at questions in which getting an integer answer is the main concern. To keep the
discussion simple, we will restrict our attention here to the natural numbers, i.e.,
the nonnegative integers, but much of what we say will also be true for integers in
general.
If m and n are integers, then n is a multiple of m if n = km for some integer k.
One could also say that n is an integer multiple of m to stress the important fact
that k is an integer. Other ways to say that n is a multiple of m are that n is divisible
by m, that m divides n, that m is a divisor of n, or that m is a factor of n. We write
m In, which we read as "m divides n," to signify any of these equivalent statements,
and we write m In in case m In is false.
If n is a multiple of m, then so is every multiple of n, because if n = km for
some integer k, then In = (1k) m for every integer 1. Similarly, if dim, then dum
for every integer 1.
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(a) We have 316, 4120, 15115, and 9112002, since 6 = k 3 for k = 2, and similarly
20 = 5 4, 15 = 1 - 15, and 2002 = 22 91. Also 1112002, since 11122 and
2212002.
(b) For every nonzero integer n, we have uIn and nIn, since n = n. 1 = 1 n. *

j LT,
IW
4

If n = km and m =#0, then k must be n, because m is defined to be the number
x for which xm = n. There is only one such number, since if xm = ym then x = y.
[Either think of canceling the m's or rewrite the equation as (x - y) m = 0 to see
that x -y must be 0 because m # 0.] Thus, if m :$ 0, then mIn if and only if m is
an integer.
.

-

(a) We could have approached Example 1(a) by observing that
15
l_5 = 1, and 2002
91 = 22.
(b) Similarly 1 In and nln because n and - are integers.

MEN
A

(c) Since 7,

*1,and 2002

1

6

= 2, 20 = 5,

n

are not integers, we have

417, 12111, and 1712002.

U

The integer 0 needs special treatment. Since 0 = 0 n whenever n is an integer, 0 is
always a multiple of n, i.e., every integer is a divisor of 0. In particular, 0 divides 0.
On the other hand, if 0 divides n, i.e., if n is a multiple of 0, then n = k 0 = 0, so the
only multiple of 0 is 0 itself. We can't define n if n = 0, because we would need to
have
0 = n, which
is impossible. We can't define 00 either without violating some
0
of the laws of algebra. [For example, the nonsense equation 0 + I
°+
0.1=
0
would imply I = 0.]
o
.

C-*

There is a well-known link between divisibility and size.

Proposition If m and n are positive integers such that mmn, then m < n and
-

<

n.

Proof Let k = m. Then k is an integer and n = km. Since n #00 and since n
and m are both positive, k can't be 0 or negative. The smallest positive integer is 1,
so 1 < k. Hence m = 1 m < k m = n. Since kin, the same argument shows that
k <n.
U
.

Note that if we were working with real numbers, instead of restricting ourselves
to integers, then the conclusion of the proposition might well be false. For example,
in the real number setting we have 5 = 5 7, so we could view 7 as a divisor of 5,
but of course 7 S 5. What goes wrong with the proof in this case? Think about it.
As we said in Section 1.1, an integer n is even if it is a multiple of 2. Thus n
is even if and only if n = 2k for some integer k. In particular, 0 is an even integer.
An integer is odd if it is not even. Every odd integer can be written as 2k + 1 for
some integer k. One way to see this is to imagine listing the integers in increasing
order. Every second integer is a multiple of 2 and the odd integers lie between the
even ones, so adding I to the even integers must give the odd ones. It is common to
refer to even integers as even numbers and to odd integers as odd numbers. This
terminology should cause no confusion, since the terms "even" and "odd" are only
applied to numbers that are integers.
As we noted in Examples I and 2, both 1 and n are always divisors of n. The
next theorem characterizes the primes as the positive integers n for which these two
are the only divisors.

Theorem 1 An integer n greater than 1 is a prime if and only if its only positive
divisors are I and n.

1 We will use * to signify the end of an example or proof.
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Proof We will show the logically equivalent statement that n is not a prime if
and only if it has at least one positive divisor other than 1 and n.
Suppose that n is not a prime. Since the primes are the integers greater than 1
that are not products of two smaller integers, there must be positive integers s and
t with s < n, t < n, and st = n. Then s is a positive divisor of n that's not n. It is
also not 1, since st = n $ t = 1- t.
In the other direction, suppose that n has some positive divisor m different
from l and n. Then m is an integer, and n = m m. By the proposition above, both
m and - are smaller than n, so n is not a prime.
Note that s and t in the proof of the theorem might be equal. For example,
if n = 9, then they would have to be equal. We used two different symbols,
s and t, because we had no reason to believe that the two factors would be the
same in general.
Theorem 1 may seem too familiar and obvious to be worth mentioning. One
reason we have included it is to illustrate its pattern of proof, called an indirect proof.
Later on, in Chapter 2, we will look closely at how to construct logical arguments.
When we get there, you may want to recall this proof as an elementary example.
The first few positive integers are
1, 2, 3, 4=2.2, 5, 6=2.3, 7, 8=2.2.2,
9=3.3, ... , 29, 30=2.3.5.
The primes in this list, 2, 3, 5, 7, ... , 29, are the ones greater than 1 that have

no interesting factors. In that sense, they are the leftovers after we factor everybody
else. See page 6 for a list of the primes less than 1000.
So how do we factor the nonprimes? Suppose that we are given n to factor.
We can try dividing n by all smaller positive integers. If none of them divide n,
then n is prime. Otherwise, when we find a factor, say m, then we can attack m
and - and try to find their factors. We can keep this up until nothing we look at
has smaller factors, i.e., until we have found a collection of primes whose product
is n. For example, 60 = 6
60 = 2. 2 3 5.
.

.

10 = (2

.

3)

.

(2

.

5) gives primes 2, 2, 3, 5 with

.

Actually, as shown in Exercise 17, we don't need to try all numbers smaller
than n as factors, but only the primes p with p < A. Lists of thousands of primes
are readily available to make the computation easier. [Note that such a list only has
to be computed once and then stored.] The trouble with this method is that it is only
effective for small values of n. If n is large-integers with 100 or more decimal
digits are routinely used in encryption programs-then, even if we somehow had a
list of all smaller primes, there would just be too many to try.
A great deal of recent progress has been made on alternative methods for
factoring integers. Symbolic computation programs make short work of factoring
quite large numbers, but factorization for really giant integers is still considered
to be exceedingly difficult in practice. Nevertheless, the approach that we have
just described has theoretical value and is the essence of the proof of the following theorem.

Theorem 2 Every positive integer n can be written as a product of primes. Moreover, there is only one way to write n in this form [except for rearranging the order
of the terms].
This fact is probably familiar; it may even be so familiar that you think it
is obvious. Its proof is not trivial, though. In this book we prove the theorem in
two stages; see Example 1 on page 167 and Theorem 5 on page 177. Note that the
statement "there is only one way to write n in this form" would not be true if we
allowed the integer 1 to be a prime; for example, we could write 6 = 1 - 1 2. 3 or
simply 6 = 2. 3. This is why 1 is not considered a prime.
.

Chapter 1 * Sets, Sequences, and Functions

10
MI

We can, at least conceptually, display factorization information graphically. For
example, Figure 1 shows the complete set of divisors of 60 arranged in a suggestive way. The arrows display the divisor relation, since mIn if and only if we can
go from m to n along a path made by following arrows. Each arrow corresponds
to some prime, and the way we've drawn the figure the edges that are parallel all
go with the same prime. The divisors of 30, or of any other divisor of 60, form a
piece of this figure in the same style as the whole figure. Later, when we have more
graph-theoretic tools at our disposal, we will come back to pictures like this.
U

3,11 R1 I 31

60

We saw at the beginning of this section that
if mmn and niq, then miq.

12

15

4

Then we saw in the Proposition on page 8 that if m and n are positive and if mIn,
then m-< n. It's natural to think of another familiar fact:
if m <n andn <q, thenm <q.

5

I

Figure 1 A

There is an important similarity here that we will come back to in §§3.1 and 11.1.
As Figure 1 reminds us, though, I and < are not the same. Indeed, 4160, 30160, and
4 < 30, but 4130.
If we need to compute the prime factors of a large integer n, then we may be
in for a long wait. Often, though, one really just wants to know the factors that two
integers m and n have in common. This problem may seem more complicated than
factorization of a single integer, but it turns out to be much easier. Later on, in §4.7,
we will give a complete account of Euclid's algorithm for finding largest common
factors. To discuss the problem and its applications more completely, we need to
define some more terminology.
Consider two positive integers m and n. Any integer that divides both of them
is called a common divisor or a common factor of m and n. Of course, 1 is always
a common divisor, and often the hope is that it will be the only common divisor. In
any case, among the common divisors of m and n, there is a largest one, called their
greatest common divisor and denoted by gcd(m, n). [Some people use the term
"highest common factor" and write hcf(m, n).]
(a) The divisors of 18 are 1, 2, 3, 6, 9, and 18, and the divisors of 25 are 1, 5, and
25. The only common divisor of 18 and 25 is 1, so gcd(18, 25) = 1.
(b) The divisors of 24 are 1, 2, 3, 4, 6, 8, 12, and 24, so the common divisors of
18 and 24 are 1, 2, 3, and 6, and thus gcd(18, 24) = 6.
(c) The common divisors of 168 and 192 are 1, 2, 3, 4, 6, 8, 12, and 24, so
gcd(168, 192) = 24.
(d) The only common divisors of 168 and 175 are 1 and 7, so gcd(168, 175) = 7.
(e) The only common divisor of the integers 192 and 175 is 1, and hence we have
c

gcd(192, 175) = 1.

In Example 5 we made some claims that would be easy, but tedious, to verify.
Although we didn't say so, our approach relied upon finding all factors of m and all
factors of n, and then finding the largest number common to both lists. Theorem 2

assures us that this approach will succeed, but our comments above indicate that
finding all the factors may take a long time.
We revisit Example 5 and write each of 168, 192, and 175 as a product of primes:
168=2 2 2 3 .7=23
192 = 2 2 2 2 2 2
.

175 = 5

7 =52 7.

.3

3 7;
=

26 3;
.
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A common divisor of 168 and 192 will also be a product of primes that divide
both 168 and 192, and it can have at most three occurrences of 2, at most one
occurrence of 3, and no factors 7. So the greatest common divisor must be 2.2.2-3 =
23 3 = 24, i.e., gcd(168, 192) = 24.
Similar observations confirm that gcd(168, 175) = 2 30 5°
0 71 = 7 and
gcd(192, 175) = 2° 30 50 70 = 1.
c
We can describe our thinking in Example 6 with the help of some new notation.
If a and b are numbers, then their minimum, written min(a, b), is defined to be a
if a < b and to be b if b < a. Using this notation, we could write the calculation of
gcd(168, 192) as
gcd(23 31 . 71, 26 .31 . 70) =

2 min{3,61

. 3 min{1,l . 7 min iol = 23 31 70

In Example 5 we observed that gcd(192, 175) = 1 because 192 and 175 have
no common factors-except I of course-a situation sufficiently important to warrant a name. Two positive integers m and n are relatively prime [to each other] if
gcd(m, n) = 1. We emphasize that "relatively prime" is a property of pairs of integers, neither of which needs to be a prime. For example, 192 and 175 are relatively
prime, but neither of them is a prime. In particular, it makes no sense to ask whether
a single integer, such as 192, is relatively prime.
Verifying that two numbers are relatively prime turns out to have practical
importance, not only in mathematics itself but also in applications of mathematics
to computer science, in particular to encryption methods. It is quite remarkable that
the Euclidean algorithm is able to compute greatest common divisors and hence can
check whether two integers are relatively prime, using a number of arithmetic steps
that only increases in proportion to the number of digits in the numbers involved.
That is, the number of steps for the worst 100-digit numbers is only about twice the
number of steps for 50-digit numbers or, indeed, only 50 times the number of steps
for 2-digit numbers.
Not only is this 2300-year-old algorithm fast, it can also be made to produce
integers s and t so that
gcd(m, n) = sm + tn.
(*)
One consequence of (*), which we will justify in §4.7, is the useful and familiar fact
that if a prime divides a product of two positive integers, then it divides at least one
of the factors. See the proof of Lemma 4.7 on page 177 for the details.
Here's another consequence of (*). You probably noticed in Example 5 that the
greatest common divisor was always not only the largest of the common divisors,
but it was also a multiple of all of the others. This phenomenon is true in general,
because if d is any divisor of both m and n, say m = ad and n = bd, then
gcd(m, n) = sm + tn = s ad + t . bd = (sa + tb) d,
so gcd(m, n) is a multiple of d.
Sometimes one can rule out potential factors. Suppose that we are trying to
find the factors of 100. We can see that the factors of 99 are not going to divide
100, because if d is a divisor of both 100 and 99, say 100 = ad and 99 = bd, then
1 = 100- 99 = (a - b) . d, so d must be 1. We have deduced that 100 and 99
are relatively prime without finding the factors of 100. Similarly, we can see that
gcd(8750, 8751) = I without factoring either number. The same kind of reasoning
shows that gcd(8750, 8752) = 2, and that gcd(8751, 8753) = 1 [not 2, because both
numbers are odd]. Euclid's ancient algorithm organizes this kind of argument into a
constructive scheme.
A notion closely related to greatest common divisor is "least common multiple."
You are already familiar with this idea, possibly under the different name "lowest
common denominator." Suppose that we wish to simplify
3
10

4
15

12
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The idea is to rewrite both fractions with the same denominator. The smallest common multiple of both 10 and 15 is 30, so the lowest common denominator is 30 and
we calculate
9
8
17
3
4
3 3
4 2
30
15 2
30
30
10
15
10 3
The idea of lowest common denominator only makes sense in the context of fractions,
but the new term that we will define makes sense in a wider context.
Given two positive integers m and n, any integer that is a multiple of both
integers is called a common multiple. One such common multiple is the product
mn. The smallest positive common multiple of m and n is called their least common
multiple and is written lcm(m, n). Note that

I < lcm(m, n) < mn.
Recall from Example 6 that
168=2 2 2 .3

7= 2.3. 7,

192=2 2 2 2 2 2 .3=26

3,

and

7

175 =5.5.7 =2

A positive integer is a multiple of 168 if and only if its prime factorization has at
least three 2's, one 3, and one 7. It is a multiple of 192 if and only if its factorization
has at least six 2's and one 3. To be a multiple of both 168 and 192, a number must
have at least six 2's, one 3, and one 7 as factors. Therefore,

lcm(168, 192) = 26.3.7 = 1344.
In symbols,
lcm(2 3

31

71,26.31

70)

2max(3,61

3maxI1,})

7max{I,0}

where max(a, b) is the larger of a and b.
In the last example we had
gcd(168, 192)

lcm(168, 192) = 24 1344 = 168. 192.

Equality here is not an accident, as we now show.

Theorem 3

For positive integers m and n, we always have
gcd(m, n) 1cm(m, n) = mn.
.

Proof We could give a proof based on prime factorization and the fact that
mina, b} + max{a, b) = a + b [Exercise 21]. However, there's an easier way. For
short, let's write g for gcd(m, n) and l for 1cm(m, n). Since I is a multiple of both
m and n, there are positive integers a and b with I = am = bn. As we said above,
the Euclidean algorithm produces integers s and t with g = sm + tn. This is not an
obvious fact now, but will be easy when we study it later. Thus
g l = sm

I + tn /

-

smbn + tnam

=

(sb + ta) imn

> mn.

The last inequality holds because sb + ta is a positive integer, so it's at least 1.
Now also m and are integers, and
mn
-=I
g

n
-=
g

m
- n,
g

1.2
so

I
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is a multiple of both m and n. Since I is the smallest common multiple of m
and n, we must have
> 1, and hence
m

g

n

mn > g *1.
We've shown that g 1> mn and mn > g *1, so g - / = mn, as desired.

U

This theorem has a practical consequence. Since
lcm(m, n) =

mn

gcd(m, n)

in order to compute least common multiples we just need to compute greatest common divisors (using the fast Euclidean algorithm) and then multiply and divide.
As a side note, one of our students once told us that she saw grade-school
children in Guatemala being taught the Euclidean algorithm so that they could use
the theorem to calculate lowest common denominators.
We remarked above that every common divisor of m and n is a divisor of
gcd(m, n), and it's natural to suspect that every common multiple of m and n must
be a multiple of lcm(m, n), too. One might even hope to use Theorem 3 somehow
to show this, but that doesn't seem to be so easy. Luckily, we can get a simple proof
by using another fundamental idea.
So far, this section has emphasized cases in which nn is an integer, but of
course, in general, when we divide m by n there will be something left over. For
example, if we divide any odd integer by 2, there's a remainder of 1. Here is the
precise result that we need, which we will return to in §3.5.

The Division Algorithm Let m be a positive integer. For each integer n there
are unique integers q and r satisfying
n = m *q + r and 0 < r <in.

e

The numbers q and r are called the quotient and remainder, respectively,
when n is divided by m. For example, if m = 7 and n = 31, then 31 = 7 .4 + 3,
so q = 4 and r = 3. If m = 73 and n
and r = 28.

=

1999, then 1999

=

73. 27 + 28, so q

=

27

It may seem odd to call this theorem an algorithm, since the statement doesn't
explain a procedure for finding either q or r. The name for the theorem is traditional, however, and in most applications the actual method of computation is
unimportant. A constructive algorithm to divide integers will be given in §4.1;
see the theorem on page 132. For now, let's just use the theorem, since we all
believe it.
If we divide the conditions n = mq + r and 0 < r < m through by m and
rewrite them as
n
r
r
-=q
+with 0 <-<
1,
m

m

-m

we see that q is just Ln/m]. Then r = (n/m - Ln/m]) m, which is easy to compute
with a pocket calculator if n and m are reasonably small. For example,

8,324,576
51,309

162.24397 and 0.24397 x 51,309 : 12,518,

yielding 8,324,576 = 162. 51,309 + 12,518.

The Division Algorithm lets us complete the proof of the following.

Theorem 4 Let m and n be positive integers.
(a) Every common divisor of m and n is a divisor of gcd(m, n).
(b) Every common multiple of m and n is a multiple of lcm(m, n).

14

Chapter 1 * Sets, Sequences, and Functions
Proof We showed (a) earlier, on page 11. To show (b), consider a common multiple s of m and n. By the Division Algorithm, s = q lcm(m, n) + r for some
integers q and r with 0 < r < lcm(m, n). Now s and q lcm(m, n) are both common multiples of m and n, so r must be too, because it's the difference between two
common multiples. But r < lcm(m, n), and lcm(m, n) is the least common multiple.
The only way out is for r to be 0, which means that s = q lcm(m, n), a multiple
of lcm(m, n) as desired.
E
.

.
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1. True or False. Explain briefly.
(a) 814
(b) 4115
(d) 1111001
(e) 3110400

12. Can two even integers be relatively prime? Explain.

(c) 221374

13. (a) Describe the positive integers that are relatively
prime to 2.

(a) nil for all positive integers n.

(b) Describe the positive integers that are relatively
prime to 3.

(b) nIn for all positive integers n.

(c) Describe the positive integers that are relatively

2. True or False. Explain briefly.

2

(c) nmn for all positive integers n.
3. (a) Find the following:
gcd(27, 28) gcd(6, 20) gcd(15, 30)
gcd(16, 27) gcd(13, 91)
(b) Find the following:
lcm(27, 28) lcm(6, 20) lcm(15, 30)
lcm(16, 27) lcm(13, 91)

prime to 4.
(d) Describe the positive integers that are relatively
prime to some fixed prime p.
(e) Describe the positive integers that are relatively
prime to a fixed positive power pk of a prime p.
14. Suppose that m and n are integers that are multiples of
d, say m = ad and n = bd.

4. Check your answers to Exercise 3 using Theorem 3.

(a) Explain why dIlm for every integer 1.

5.

(b) Show that m + n and m

(a) Find the following:
gcd(8, 12) gcd(52, 96) gcd(22, 374)
gcd(56, 126) gcd(37, 37)
(b) Find the following:
lcm(8, 12) lcm(52, 96) lcm(22, 374)
lcm(56, 126) lcm(37, 37)

-

(c) Must d divide 17m -72n?

n are multiples of d.
Explain.

15. (a) Show that gcd(m, n) is a divisor of n

-

m.

(b) Show that the only possible common divisors of m
and in + 2 are 1 and 2.
(c) Find gcd(1000, 1002) and gcd(1001, 1003).

6. True or False. Explain briefly.
(a) The integer 33,412,363 is a prime.
(b) 33,412,363 = 4649 7187.
7. Since every integer is a divisor of 0, it makes sense to
talk about the common divisors of 0 and n for n a positive integer.
(a) Find gcd(0, 10), gcd(l, 10), and gcd(10, 10).
(b) What is gcd(0, n) in general?
(c) Discuss the problem of defining lcm(0, n).
8. To emphasize the meaning of mIn, some authors say that
"Im divides n evenly." We don't. Do you see why?
9. Consider positive integers m and n.
(a) Suppose that lcm(m, n) = mn. What can you say
about m and n? Explain.
(b) What if Icm(m, n) = n?
(c) How about if gcd(m, n) = m?

(d) Find gcd(1000, 1003) and gcd(1000, 1005).
16. (a) List the positive integers less than 30 that are relatively prime to 30.
(b) List the positive integers less than 36 that are relatively prime to 36.
17. Let n be a positive integer.
(a) Show that if n = kl, with 1 < k < I < n, then

k < In.
(b) Give an example for which n = ki and k =

V/Hi.

(c) Show that if n > 2 and n is not a prime, then there is
a prime p such that p < ,rnH
and pIn.
(d) Conclude that if n > 2 and n has no prime divisors p
with p < , then n is a prime.
18. Draw diagrams like the one in Figure 1 that show the
following:

10. What are gcd(p, q) and Icm(p, q) if p and q are different primes?

(a) The divisors of 90.

11. For each of the following pairs of positive integers, state
whether they are relatively prime and explain your
answer.

(c) The divisors of 24.

(b) The divisors of 8.
19. Suppose that m and n are positive integers and that s

(a) 64 and 729

(b) 27 and 31

and t are integers such that gcd(m, n) = sm + tn.

(c) 45 and 56

(d) 69 and 87

Show that s and t cannot both be positive or both
negative.

1.2 * Factors and Multiples
20. Least common multiples let us find least common denominators, but some cancellation may still be required
to reduce the answer to lowest terms.
(a) Illustrate this fact by adding Io and

15

21. Show that min(x, y1 + max~x, y} = x + y for all real
numbers x and y. Suggestion: Split the argument into
two cases.
22. For m :A 0, explain why m is meaningful and equal to 0.

(b) Find two other positive integers m and n such that
+1 = 1 with I < s < lcm (m, n).

:
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the very simplest problems, you won't be able to look back through the section
and find an example to imitate. That's actually good, but it takes a different style
of studying. The idea is to use the examples as abstract models, and in order to
do that you'll need to read them in a new way.
Here's what I'd recommend.
* Read through the section fairly quickly before class, to get some idea of what's
going to be covered. Usually you should read math v e r y s I o w I y, which
is sometimes hard to remember to do, but in this case a quick overview is
appropriate.
* Listen up in class. If we come to a point that you found confusing in your
reading, and if I don't explain it, stop me. If you've thought about it and my
explanation hasn't straightened you out, then chances are very good that a lot
of other students will also need help. I need your questions in order to know
how best to use our class time.
• After class reread the section slowly before you start on the homework. Here's
where the new way of reading kicks in. Read each example carefully, of
course, and then ask yourself how the answer or the method in the example
would change if you changed some of the conditions a little. If the 73 were a
17, what difference would that make? If the set had only one element, would
the answer be the same? What if one number were a lot bigger than the other?
What if there were three numbers instead of two? Ask yourself questions like
this, and answer them in your own words. Try to describe to yourself in a
general way what the method was in the example. For instance, "We found
that every number was a divisor of 0 because that's the same as saying that
o is a multiple of every number, and that's obvious because every number
times 0 is 0." The point of talking to yourself in this way as you read is to
abstract the essence of the example-to see what's really important in it and
what's just inessential detail. Reading in this way makes one example do the
work of many, and means that when you get to the homework you'll have a
better understanding of the basic ideas.
* When you do the homework, do the same thing as you did with the examples.
Just after you finish a problem ask yourself, while the exercise is as fresh in
your mind as it will ever be, "What did I just do?" and "How would the
answer have changed if ...

?"

You'll be able to abstract the exercise and get

as much out of it as if you'd done dozens of similar ones.
That's probably enough for today. Give these ideas a try, and let me know
how it goes. And speak up in class if you see that we need to go over something.
0

1.3

Some Special Sets
In the first two sections we discussed some properties of real numbers, with a focus
on integers and fractions. It is convenient to have names, i.e., symbols, for some of
the sets that we will be working with. We will reserve the symbol N for the set of
natural numbers:
= {O. 1, 2, 3, 4, 5,6, ....

Note that we include 0 among the natural numbers. We write P for the set of positive
integers:
P= 11, 2, 3, 4, 5, 6, 7,....
Many mathematicians call this set N, but in discrete mathematics it makes sense
to include 0 among the natural numbers. The set of all integers, positive, zero, or
negative, will be denoted by Z [for the German word Zahl].
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The symbol E will be used frequently to signify that an object belongs to a
set. For example, 73 c Z simply asserts that the object [number] 73 belongs to the
set Z. In fact, we also have 73 c N. On the other hand, -73 , N, though of course
-73 E Z. The symbol E can be read as a verb phrase "is an element of," "belongs
to," or "is in." Depending on context, it can also be read as the preposition "in." For
example, we often want statements or definitions to be true "for all n E N," and this
would be read simply as "for all n in N." The symbol 0 can be read as "is not an
element of," "does not belong to," or "is not in."
Numbers of the form m/n, where m E 2, n c 2, and n zA 0, are called rational
numbers [since they are ratios of integers]. The set of all rational numbers is denoted
by Q. The set of all real numbers, rational or not, is denoted by IR. Thus R contains

all the numbers in Q, and R also contains

VA, V3,

, -7r,

e and many, many

other numbers. Small finite sets can be listed using braces { I and commas. For
example, {2, 4, 6, 8, 101 is the set consisting of the five positive even integers less
than 12, and {2, 3, 5, 7, 11, 13, 17, 191 consists of the eight primes less than 20. Two
sets are equal if they contain the same elements. Thus
{2, 4, 6, 8, 10 =

10, 8, 6,4, 21 = {2, 8, 2, 6, 2, 10,4, 2);

the order of the listing is irrelevant and there is no advantage [or harm] in listing
elements more than once. We will consistently use braces { }, not brackets [ ] or
parentheses ( ), to describe sets.
Large finite sets and even infinite sets can be listed with the aid of the mathematician's et cetera, that is, three dots . .. , provided the meaning of the three dots
is clear. Thus {1, 2, 3, . . .1, 0001 represents the set of positive integers less than or
equal to 1000 and {3, 6, 9, 12, ... I presumably represents the infinite set of positive
integers that are divisible by 3. On the other hand, the meaning of {1, 2, 3, 5, 8, . . .
may be less than perfectly clear. The somewhat vague use of three dots is not
always satisfactory, especially in computer science, and we will develop techniques
for unambiguously describing such sets without using dots.
Sets are often described by properties of their elements using the notation

A variable [n or x, for instance] is indicated before the colon, and the properties are
given after the colon. For example,
{n: n e N and n is even)
represents the set of nonnegative even integers, i.e., the set {0, 2, 4, 6, 8, 10, . . . }.
The colon is always read "such that," and so the above is read "the set of all n such
that n is in N and n is even." Similarly,
{x x e1R and 1 <x < 3}
represents the set of all real numbers that are greater than or equal to 1 and less
than 3. The number 1 belongs to the set, but 3 does not. Just to streamline notation,
the last two sets can be written as
{n E N: n is even)

and

{x E IR: 1 < x < 3).

The first set is then read "the set of all n in N such that n is even."
Another way to list a set is to specify a rule for obtaining its elements using
some other set of elements. For example, {n2 : n E N) represents the set of all
integers that are the squares of integers in N, i.e.,
{n 2 : n E N) = {m E N1: m = n2 for some n E N)= {0, 1, 4, 9, 16, 25, 36, . . .}.
Note that this set also equals {n2 : n E Z1. Similarly, {(-1): n E NI represents the
set obtained by evaluating (- 1)f for all n E N, so
T(-h)t : ntuC
This set has only two elements, even though

= i-1, 1i.
N

is infinite.
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As with numbers and functions, we need to be able to work with general sets,
not just specific examples. We will usually denote generic sets by capital letters such
as A, B, S, or X. Generic members of sets are usually denoted by lowercase letters
such as a, b, s, or x.
Now consider two sets S and T. We say that S is a subset of T provided every
element of S belongs to T, i.e., if s e S implies s E T. If S is a subset of T, we
write S C T. The symbol C can be read as "is a subset of." We also will occasionally
say "S is contained in T" in case S C T, but note the potential for confusion if we
also say "x is contained in T" when we mean "x E T." Containment for a subset
and containment for elements mean quite different things.
Two sets S and T are equal if they have exactly the same elements. Thus
S = T if and only if S C T and T C S.

A

*

(a) We have P C N, N C Z, Z C Q, and Q C Ri. As with the familiar inequality
<, we can run these assertions together:

P C N C Z C Q C R.
This notation is unambiguous, since 1P C Z, N C IR, etc.
(b) Since 2 is the only even prime, we have
In c P : n is prime and n > 3} C {n e IP: n is odd}.
(c) Consider again any set S. Obviously, x E S implies x e S and so S C S. That
is, we regard a set as a subset of itself. This is why we use the notation C
rather than c. This usage is analogous to our usage of < for real numbers. The
inequality x < 5 is valid for many numbers, such as 3, 1, and -73. It is also
valid for x = 5, i.e., 5 < 5. This last inequality looks a bit peculiar because
we actually know more, namely 5 = 5. But 5 < 5 says that "5 is less than 5
or else 5 is equal to 5," and this is a true statement. Similarly, S C S is true
even though we know more, namely S = S. Statements like "5 = 5," "5 < 5,"
"S = S," or "S C S" do no harm and are often useful to call attention to the
fact that a particular case of a more general statement is valid.
C
We will occasionally write T c S to mean that T C S and T # S, i.e., T is
a subset of S different from S. This usage of c is analogous to our usage of < for
real numbers. If T C S, then we say that T is a proper subset of S.
We next introduce notation for some special subsets of IR, called intervals. For
a, b E R with a < b, we define
[ab] = {xER:a <x <b);

(ab) = {x

[ab) = {x R:a

(a,b] = {x ER:a <x <b.

<x <b);

R:a

<x <b};

The general rule is that brackets [ , ] signify that the endpoints are to be included
and parentheses (, ) signify that they are to be excluded. Intervals of the form [a, b]
are called closed; ones of the form (a, b) are open. It is also convenient to use the
term "interval" for some unbounded sets that we describe using the symbols oC and
-xc, which do not represent real numbers but are simply part of the notation for
the sets. Thus
[a,c) = {x ER:a <x};
(a,oo) = {x ER:a <x};
(-oo,b] = {x e R:x <b};

(-oob) = {x eR :x <b}.

Set and interval notation must be dealt with carefully. For example, [0, 1],
(0, 1) and {0, 1} all denote different sets. In fact, the intervals [0,1] and (0,1) are
infinite sets, while {0, 1} has only two elements.
Think about the following sets:

{n E N :2 < n < 31,

{x E R: x 2 < 0},

fr e Q : r-2 = 21,

{x

e R: x2 + 1

=

01.
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What do you notice? These sets have one property in common: They contain no
elements at all. From a strictly logical point of view, they all contain the same
elements, so they are equal in spite of the different descriptions. This unique set
having no elements at all is called the empty set. We will use two notations for
it, the standard 0 and very occasionally the suggestive { }. The symbol 0 is not
a Greek phi 0; it is borrowed from the Norwegian alphabet and non-Norwegians
should read it as "empty set." We regard 0 as a subset of every set S, because we
regard the statement "x E 0 implies x E S" as logically true in a vacuous sense.
You can take this explanation on faith until you study §2.4.
The set of all subsets of a set S is called the power set of S and will be
denoted P(S). Since 0 C S and S C S, both the empty set 0 and the set S itself
are elements of P(S), i.e., 0 E P(S) and S E P(S).
A

*

(a) We have P(0) = {0}, since 0 is the only subset of 0. Note that this one-element
set {0} is different from the empty set 0.
(b) Consider a typical one-element set, say S = {a}. Then P(S) = {0, {a}} has two
elements.
(c) If S = {a, b} and a =A b, then P(S) = {0, {a], {b}, {a, b}} has four elements.
(d) If S = {a, b, c} has three elements, then
P(S) = {0, {a), {b), {c}, la, bl, {a, cl, {b, c}, {a, b, c}}
has eight members.
(e) Let S be a finite set. If S has n elements and if n < 3, then P(S) has 2'
elements, as shown in parts (a)-(d) above. This fact holds in general, as we
show in Example 4(b) on page 141.
(f) If S is infinite, then P(S) is also infinite, of course.
U
We introduce one more special kind of set, denoted by X*, that will recur
throughout this book. Our goal is to allow a rather general, but precise, mathematical treatment of languages. First we define an alphabet to be a finite nonempty
set I [Greek capital sigma] whose members are symbols, often called letters of E,
and which is subject to some minor restrictions that we will discuss at the end of
this section.
Given an alphabet E, a word is any finite string of letters from E. Finally,
we denote the set of all words using letters from E by E* [sigma-star]. Any subset
of E* is called a language over E. This is a very general definition, so it includes
many languages that a layman would not recognize as languages. However, this is
a place where generalization and abstraction allow us to focus on the basic features
that different languages, including computer languages, have in common.

A

(a) Let E = {a, b, c, d, . . ., zl consist of the twenty-six letters of the English
alphabet. Any string of letters from E belongs to E*. Thus E* contains math,
is, fun, aint, lieblich, amour, zzyzzoomph, etcetera, etc. Since E* contains a,
aa, aaa, aaaa, aaaaa, etc., X* is clearly an infinite set. To provide a familiar
example of a language, we define the American language L to be the subset
of X* consisting of the words in the latest edition of Webster's New World
Dictionary of the American Language. Thus
L = {a, aachen, aardvark,aardwolf, ...

,

zymurgy},

a very large but finite set.
(b) Here is another alphabet:
E = {A, E, B, r, £[, E, IK, 3, 14, II, K, JI, M, H, 0, n, P, C, T,
Y. D, X, II, , 'LIII,
II, 'b, EI, E, 3, to, H J.
This is the Russian alphabet and could be used to define the Russian
language or any other language that uses Cyrillic letters. Two examples of
Russian words are MATEMATIIKA and XPYIIIEB. Note that BI looks like
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two adjacent symbols; however, it is regarded as a single letter in the alphabet E
and it is used that way in the Russian language. We will discuss other instances
where letters involve more than one symbol. In particular, see the discussion
of the ALGOL language in Example 4(d) below.
(c) To get simple examples and yet illustrate the ideas, we will frequently take E
to be a 2-element set {a, bi. In this case E* contains a, b, ab, ba, bab, babbabb,
etc.; again X* is infinite.
(d) If E = {0, 11, then the set B of words in E* that begin with 1 is exactly the
set of binary notations for positive integers. That is,
B ={1, 10, 11, 100, 101, 110, 111, 1000, 1001,...}.

E

There is a special word in E* somewhat analogous to the empty set, called the
empty word, null word, or null string; it is the string with no letters at all and is
denoted by X [Greek lowercase lambda].
A

A

(a) If E = {a, b}, then
E* = {X,a,b,aa,ab,ba,bb,aaa,aab,aba,abb,baa,bab,bba,...l.
(b) If E = {al, then
*= {=X,a,aa,aaa,aaaa,aaaaa,aaaaaa,...1.

This example doesn't contain any very useful languages, but like E*, where
E = ja, b}, it will serve to illustrate concepts later on.
(c) If E = {0, 1, 21, then

* = {,, 1,2, 00, 01, 02, 10, 11, 12, 20, 21, 22, 000, 001, 002,.
(d) Various computer languages fit our definition of language. For example, the
alphabet E for one version of ALGOL has 113 elements; I includes letters, the
digits 0, 1, 2, ... , 9, and a variety of operators, including sequential operators
such as "go to" and "if." As usual, E* contains all possible finite strings of
letters from E, without regard to meaning. The subset of E* consisting of those
strings accepted for execution by an ALGOL compiler on a given computer is
a well-defined and useful subset of E*; we could call it the ALGOL language
determined by the compiler.
U
As promised, we now discuss the restrictions needed for an alphabet E.
A problem can arise if the letters in E are themselves built out of other letters,
either from E or from some other alphabet. For example, if E contains as letters the
symbols a, b, and ab, then the string aab could be taken to be a string of three letters
a, a, and b from E or as a string of two letters a and ab. There is no way to tell which
it should be, and a machine reading in the letters a, a, b one at a time would find it
impossible to assign unambiguous meaning to the input. To take another example,
if E contained ab, aba, and bab, the input string ababab could be interpreted as
either (ab)(ab)(ab) or (aba)(bab). To avoid these and related problems, we will not
allow E to contain any letters that are themselves strings beginning with one or more
letters from E. Thus E = {a, b, c, E = {a, b,ca}, and E = {a, b, Abl are allowed,
but E = {a, b, c, ac} and even E = {a, b, ac} are not.
With this agreement, we can unambiguously define length(w) for a word w
in E * to be the number of letters from E in w, counting each appearance of a
letter. For example, if E = {a, b}, then length(aab) = length(bab) = 3. If E =
{a, b, Ab}, then length(ab) = length(AbAb) = 2 and length(aabAb) = 4. We also
define length(A) = 0. A more precise definition is given in §7.1.
One final note: We will use w, wI, etc., as generic or variable names for words.
This practice should cause no confusion, even though w also happens to be a letter
of the English alphabet.
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ionic

E* : length(w) = 2}, then A = {aa, ab, ba, bbl. If

If I = la, b} and A = fw
B

=

{w

E

V : length(w) is even),

then B is the infinite set {X, aa, ab, ba, bb, aaaa,aaab,aaba, aabb .... I. Observe
that A is a subset of B.
a

I

0

1

1

1. List five elements in each of the following sets.
(a) {n e N n is divisible by 5)
(b) 12n + 1: n c PI
(c) P(Q 1, 2, 3, 4, 51)
(d) f2 : n E NJ
(e) fl/n: n E PI
(f) {r E Q :0 < r < 1)
(g) In E N: n + 1 is prime}
2. List the elements in the following sets.
(a) {l/n : n = 1, 2, 3, 4}
(b) {n2 - n : n = 0 1, 2, 3, 41
(c) fl/n 2 : n E P, n is even and n < 11}
(d) 12+(-l)n :n eNJ
3. List five elements in each of the following sets.
(a) E* where E = la, b, c}
(b) 1w E
: length(w) < 2) where I = {a, b}
(c) {w E V : length(w) = 4} where E = la, b}
Which sets above contain the empty word X?
4. Determine the following sets, i.e., list their elements if
they are nonempty, and write 0 if they are empty.
(a) nEN: n 2 =9)
(b)fnE Z:n 2 =9}
2
(c)fxe R:x =91
(d){n E N:3<n<71
(e) {n EcZ: 3 < InI < 7}
(f) {x e R: x2 < 0}
5. Repeat Exercise 4 for the following sets.
(a) in EN: n2 = 31
(b) x E Q: X2 = 3}
(c) x e R : x < 1 and x > 21
(d) f3n + 1: n E N and n <6)
(e) {n E P : n is prime and n < 15} [Remember,
1 isn't prime.]
6. Repeat Exercise 4 for the following sets.
(a) {n E N: n1121
(b) n E N: n2 + I = 0}

(c) in E:

[nj

=8}

(d){neN: [n] =8}

7. Let A = {n e N : n < 201. Determine the following sets,
i.e., list their elements if they are nonempty, and write 0
if they are empty.
(a) In E A: 41nj
(b) {n E A n141
(c) in E A: max{n, 41 = 41
(d) {n E A: max{n, 141 = n}
8. How many elements are there in the following sets?
Write oo if the set is infinite.

(a) In E N : n2 = 21
(b) {n EZ: 0 < n <73)
(c) In E Z : 5 < nl < 73)
(d) {n E 2: 5 < n < 731
(e) fn e

: n is even and ln <73)

(f) {x E Q : 0 < x < 73)
(g) {x E Q : x2 = 21
(h) Ix e R : x 2 = 2)
9. Repeat Exercise 8 for the following sets.
(a) Ix E R: 0.99 < x < 1.00}
(b) P({O, 1, 2, 3))
(c) P(N)

(d) in E N: n is even}
(e) (n E N: n is prime)
(f) in E N n is even and prime)
(g) in E N n is even or prime)
10. How many elements are there in the following sets?
Write 00 if the set is infinite.
(b) [-1, 1]
(a) {-1, 1)
(c) (-1,1)
(d) {n E Z:-1 <n< 1}
(e) Z* where E = fa, b, c}
(f) fw E V : length(w) < 41 where E = fa, b, c)
11. Consider the sets
A = fn E P: n is odd)
B = fn e P: n is prime)
C = f4n + 3 : n E PI
D = fx ER: x 2 - 8x + 15 = 01
Which of these sets are subsets of which? Consider all
16 possibilities.
12. Consider the sets f0, 1), (0, 1) and [0,1]. True or False.
(a) {O, 11 C (0, 1)
(b) f0, 11 C [0,1]
(d) (0,1} C Z
(c) (0,1) C [0,1]
(e) [0, 1] c Z

(f) [0, 1] C Q

(g) 1/2 and 7r/4 are in f0, 11
(h) 1/2 and 7r/4 are in (0, 1)
(i) 1/2 and 7r/4 are in [0, 1]
13. Consider the following three alphabets: E1 = fa, b, c),
= {a,
(2 b, ca}, and E3 = {a, b, Ab}. Determine to
which of Z*, V, and E* each word below belongs,

and give its length as a member of each set to which it
belongs.
(a) aba
(b) bAb
(c) cba
(f) baAb
(e) caab
(d) cab
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(a) If the first [i.e., leftmost] letter of w is deleted, is the
resulting string in E*?

14. Here is a question to think about. Let E = (a, b)and
imagine, if you can, a dictionary for all the nonempty
words of E* with the words arranged in the usual alphabetical order. All the words a, aa, aaa, aaaa, etc., must
appear before the word ba. How far into the dictionary
will you have to dig to find the word ba? How would
the answer change if the dictionary contained only those
words in E* of length 5 or less?

(b) How about deleting letters from both ends of w? Are
the resulting strings still in E*?
(c) If you had a device that could recognize letters in E
and could delete letters from strings, how could you
use it to determine if an arbitrary string of symbols is
in E*?

15. Suppose that w is a nonempty word in E.

1.4

Set Operations

I
In this section we introduce operations that allow us to create new sets from old sets.
We define the union A U B and intersection A n B of sets A and B as follows:
A U B = {x :x E A or x E B or both};
A

n B = {x :x E A and x E B).

We added "or both" to the definition of A U B for emphasis and clarity. In ordinary
English, the word "or" has two interpretations. Sometimes it is the inclusive or and
means one or the other or both. This is the interpretation when a college catalog
asserts: A student's program must include 2 years of science or 2 years of mathematics. At other times, "or" is the exclusive or and means one or the other but not
both. This is the interpretation when a menu offers soup or salad. In mathematics we
always interpret or as the "inclusive or" unless explicitly specified to the contrary.
Sets A and B are said to be disjoint if they have no elements in common, i.e., if
A n B = 0.

AZ

I

(a) Let A = {n e N : n < I1}, B = in E N : n is even and n < 20}, and
E = {n E N : n is even). Then we have

A U B = {O, 1,2,3,4,5,6,7,8,9, 10, 11, 12, 14, 16, 18,201,
A U E = {n E N: n is even or n < 11), an infinite set,
A n B = (0,2,4,6,8,101

and

A n E = {0,2,4,6,8, 10}.

Since B C E, we have B U E = E and B n E = B.
(b) Consider the intervals [0, 2] and (0, 1]. Then (0, 1] C [0, 2] and so
(0, 1] U [0, 2] = [0, 21

and

(0, 1] n [O. 2] = (0,11.

(c) Let E = {a, b}, A = (A, a, aa, aaa), B = (Ab, bb, bbb}, and C = {w E E*
length(w) < 2}. Then we have

A U B = {X,a,b,aa,bb,aaa,bbb) and

AnB

=

A U C =A,,a,b,aa,ab,ba,bb,aaa) and

A n C

B U C = {A,a,b,aa,ab,ba,bb,bbb} and

B

Given sets A and B, the relative complement A
are in A and not in B:

IX),
=

(A,a,aa},

n C = {A,b,bb}.

.

\ B is the set of objects that

A \ B = {x : x E A and x ¢ B) = {x E A : x 0 B).
It is the set obtained by removing from A all the elements of B that happen to be
in A. Note that the set (A \ B) U B may be bigger than the set A.
The symmetric difference A ( B of the sets A and B is the set

A ED B

=

{x : x E A or x E B but not both).
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Note the use of the "exclusive or" here. It follows from the definition that
A
C~fi
~~

e

B

=

(A U B)

\ (A n B) = (A \ B) U (B \ A).

(a) Let A = {n e N n < 11}, B = In e N: n is even and n < 20}, and
E = {n E N :n is even) as in Example 1(a). Then we have
A \ B ={1, 3,5,7,9, 111,

B \ A ={12, 14,16,18,201,

and

AED B = {1,3,5,7,9, 11, 12, 14,16,18,201.
Since B C E, we also have B \ E = 0. Some other equalities are
E \B = In E N:n is even and n > 221 = {22, 24, 26, 28,...},
N\ E = In c M n is oddly = {1, 3, 5, 7, 9, 1,.... },
A ( E

=

{1,3,5,7,9, 11 U {nc N n is even and n > 12}

= {1, 3, 5, 7, 9, 11, 12, 14, 16, 18, 20, 22, ..

.

.

(b) for the intervals [0, 2] and (0, 1], where (0, 1] C [0, 2], we have
(0, 1] \ [0, 2] = 0,
[0, 2] \ (0, 1= {0}U(1,2] and [0,2]\(0,2) ={0,2}.
(c) Again let E = {a, b}, A = {X, a, aa, aaa}, B
{Xb, bb, bbb}, and C
{w cE*: length(w) < 21. Then we have
A\B = {a,aa,aaa},
B \A = {b,bb,bbb},
Anc = {X,a,aa),

B\ C ={bbb},

C\A = {b,ab,ba,bb},

A\E = {X,aa,aaa}.

=

U

It is sometimes convenient to illustrate relations between sets with pictures
called Venn diagrams, in which sets correspond to subsets of the plane. See Figure 1,
where the indicated sets have been shaded in.

Figure 1 0

)
AUB

A

nB

A\B

A eB

It is useful to have notation for the set of elements that are not in some
set. We wouldn't really want all elements not in the set, for that would include
everything imaginable: matrices, graphs, and nonmathematical objects such as stars,
ideas, snails, and puppy dogs' tails. We really want all elements that are not in
the set but are in some larger set U that is of current interest, which in practice
might be N, MR,
or V, for example. In this context, we will call the set of interest
the universe or universal set and focus on its elements and subsets. For example,
depending upon the choice of the universe, the interesting objects that are not in the
set {2, 4, 6, 8, . . . } of positive even integers might be the other nonnegative integers,
might be the other integers [including all the negative integers], might be all the
other real numbers, etc. For A C U the relative complement U \ A is called in this
setting the absolute complement or simply the complement of A and is denoted
by AC. Thus we have
AC = {x c U : x V Al.

Note that the relative complement A \ B can be written in terms of the absolute
complement: A \ B = A rn BC. In the Venn diagrams in Figure 2, we have drawn the
universe U as a rectangle and shaded in the indicated sets.
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Figure 2 No

U

U

AC

BC

U

U

Ac n BC(the region N

X3A AI

)

(A U B)c

(a) If the universe is N, and if A and E are as in Example l(a) and Example 2(a),
then
Ac = {n

E

N: n > 121 and

Ec = In E N: n is odd).

(b) If the universe is R, then [0, I]C = (-coo 0) U (1, oo), while
(0, 1)c = (-cc, 0] U [1, cc)

and

{0, 1}' = (-cc, 0) U (0, 1) U (1, cc).

For any a E R, we have [a, oo)C = (-xc, a) and (a, c)C = (-co, a].

.

The last two Venn diagrams in Figure 2 illustrate that Ac n BC = (A U B)C. This

set identity and many others are true in general. Table 1 lists some basic identities
for sets and set operations. Don't be overwhelmed by them; look at them one at a
time. Except perhaps for laws 3 and 9, they should be apparent with a moment's
thought. If not, drawing Venn diagrams might help.
As some of the names of the laws suggest, many of them are analogues of
laws from algebra, though there is only one distributive law for numbers. Compare
the identity laws with the ones in algebra:
x+0=x,

x 1=x

and

x 0=0

forxelR.

The idempotent laws are new [certainly a + a = a fails for most numbers], and the
laws involving complementation are new. All sets in Table 1 are presumed to be
subsets of some universal set U. Because of the associative laws, we can write the
sets A U B U C and A n B n C without any parentheses and cause no confusion.
The identities in Table 1 can be verified in at least two ways. One can shade
in the corresponding parts of Venn diagrams for the sets on the two sides of the
equations and observe that they are equal. One can also show that two sets S and
T are equal by showing that S C T and T C S. verifying these inclusions by
showing that x E S implies x E T and by showing that x e T implies x E S.
We illustrate both sorts of arguments by verifying two of the laws that are not so
apparent. However, proving set-theoretic identities is not a primary focus in discrete
mathematics, so the proofs are just here for completeness.
IA:ZJA

The De Morgan law 9a is illustrated by Venn diagrams in Figure 2.
Here is a proof in which we first show (A U B)C C AC, BC, and then we
show AC, BC C (A U B)C. To show (A U B)C C AC, BC, we consider an element
x in (A U B)C. Then x 0 A U B. In particular, x 0 A and so we must have x E AC.
Similarly, x V B and so x E BC. Therefore, x e AC, BC. We have shown that
X E (A U B)C implies x E AC n BC; hence (A U B)C c Ac n Bc.
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TABLE 1 Laws of Algebra of Sets
la.

AUB=BUA I
AnB = BnA
A

b.
2a.

commutative laws

(AUB)UC=AU(BUC)

b.

associative laws

(AnB)nc=An(Bnc))

3a.

A U (B n C) = (A U B) n (A U C)
An(BUC)=(AnB)U(AnC)

b.
4a.

AUA=A

b.

AnA =A

5a.
b.

AU0=A
A U U =U

C.

An0=0

d.

AfnU=A

6.

(Ac)C = A

7a.
b.

A U Ac = U

J

I

distributive laws
idempotent laws

identity laws

double complementation

An Ac =0

8a.

Uc =0

b.

0C = U

9a.
b.

(AU B)c =Ac nBc
(AnB)c=AcUBc

De Morgan laws

j

To show the reverse inclusion Ac n Bc C (A U B)C, we consider y in Ac n BC.
Then y E Ac and so y ¢ A. Also y E Bc and so y 0 B. Since y 0 A and y 0 B, we
U
conclude that y ¢ A U B, i.e., y e (A U B)C. Hence Ac n Bc C (A U B)C.
A

*

The Venn diagrams in Figure 3 show the distributive law 3b. The picture of the set
A

Figure 3

n

(B U C) is double-hatched.

l

A

n

(B UC)

(A n B) U (A n C)

Here is a proof where we show that the sets are subsets of each other. First
consider x e A n (B U C). Then x is in A for sure. Also x is in B U C. So either
x E B, in which case x E A n B, or else x E C, in which case x e A n C. In either
case, we have x e (AfnB)U(AfnC). This shows that Afn(BUC) C (AfnB)U(A nC).
Now consider y e (A n B) U (A n C). Either y E A n B or y E A n C; we
consider the two cases separately. If y E A n B, then y E A and y E B, so y E B U C
and hence y E A n (B U C). Similarly, if y e A n C, then y e A and y E C, so
y E B U C and thus y e An (B U C). Since y e An (B U C) in both cases, we've
shown that (A n B) U (A n c) c A n (B U C). We already proved the opposite

inclusion and so the two sets are equal.

U

The symmetric difference operation E is at least as important in computer
science as the union U and intersection n operations. It will reappear in various
places in the book. Like U and n, ED is also an associative operation:
(A ffB) E C = A E (B ffC),
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but this fact is not so obvious. We can see it by looking at the Venn diagrams
in Figure 4. On the left we have hatched A ED B one way and C the other. Then
(A eD
B) (D C is the set hatched one way or the other but not both. Doing the same
sort of thing with A and B E C gives us the same set, so the sets (A E B) (DC and
A D (B EDC) are equal.

Figure 4

I

,

.

.

A E B, C

A

A,B EDC

(AEB) DC

,

(BEC)

Of course it is also possible to prove this fact without appealing to the pictures.
You may want to construct such a proof yourself. Be warned, though, that a detailed
argument will be fairly complicated [see Exercise 18 on page 49].
Since f is associative, the expression A (D B (D C is unambiguous. Note that
an element belongs to this set provided it belongs to exactly one or to all three of
the sets A, B, and C; see again Figure 4.
Consider two sets S and T. For each element s in S and each element t in T,
we form an ordered pair (s, t). Here s is the first element of the ordered pair, t is
the second element, and the order is important. Thus (sl, t 1) = (S2, t2) if and only
if Si = S2 and tj = t2. The set of all ordered pairs (s, t) is called the product of S
and T and written S x T:
S x T = {(s, t): s c S and t

E

T).

If S = T, we sometimes write S2 for S x S.
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Figure 5 p,

1

(a) Let S = 11, 2, 3, 4} and T = {a, b, c}. Then S x T consists of the 12 ordered
pairs listed on the left in Figure 5. We could also depict these pairs as corresponding points in labeled rows and columns, in the manner shown on the right
in the figure. The reader should list or draw T x S and note that T x S -* S x T.
(1,c)

(2,c) (3,c)

(4,c)

C

*

*

*

*

(1,b)
(Ia)

(2,b)
(2,a)

(4,b)
(4,a)

b

*

*

*

*

a

*

*

*

*

(3,b)
(3,a)

List of {1,2,3,41 X (a,b,c)

1 2 3 4
Picture of 11,2,3,4) X {a,b,c)

(b) If S = {1, 2, 3, 4), then S2 = S x S has 16 ordered pairs; see Figure 6. Note
that (2, 4) # (4, 2); these ordered pairs involve the same two numbers, but
in different orders. In contrast, the sets {2, 4) and {4, 2} are the same. Also
note that (2, 2) is a perfectly good ordered pair in which the first element
happens to equal the second element. On the other hand, the set {2, 2) is just
the one-element set {2} in which 2 happens to be written twice.

Figure 6 o

(1,4)
(1,3)
(1,2)
(1,1)

(2,4)
(2,3)
(2,2)

(3,4)
(3,3)
(3,2)

(4,4)
(4,3)
(4,2)

4
3
2

*
*
*

*
*
*

*
*
*

*
*
*

(2,1)

(3,1)

(4,1)

I

*

*

*

*

List of 11,2,3,412

1 2 3 4
Picture of {1,2,3,412

Our notation for ordered pairs, for instance (2, 4), is in apparent conflict with
our earlier notation for intervals in §1.3, where the symbol (2, 4) represented the set
{x E R: 2 < x < 41. Both uses of this notation are standard, however. Fortunately,
0
the intended meaning is almost always clear from the context.
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For any finite set S. we write ISI for the number of elements in the set. Thus
T I precisely when the finite sets S and T are of the same size. Observe that
101 =Oand I{1,2,... ,n}I =n forn EIP.

Moreover, IS x TI = ISI IIT . You can see where the notation x for the product
of two sets came from. It turns out that IP(S)I = 21SI, as noted in Example 2 on
page 19, so some people also use the notation 2S for the set P(S).
We can define the product of any finite collection SI, S2 , ... , S, of sets. The
product set SI x S2 x ...

where SI

E

SI,

S2

x S, consists of all ordered n-tuples (SI, S2,

, SO

(ES2, etc. That is,

SI X S2 X ... X Sn =
{(SI, S2,

sn):Sk E Sk for

k = 1, 2, .

n}.

Just as with ordered pairs, two ordered n-tuples (SI, 2.. ., s) and (t1 , t2 ,. *,)
are regarded as equal if all the corresponding entries are equal: Sk = tk for k =
1, 2, . . ., n. If the sets SI, S2, . . ., Sn are all equal, say all equal to S, then we
may write S' for the product SI x S2 x ... x S,. For example, if S = 10, 1j, then
n), where
Sn = {0, 1}n' consists of all n-tuples of 0's and l's, i.e., all (SI S2, .
each Sk is 0 or 1.

'aMmn
7X

L__
i

1. Let U = I1,2,3,4,5,...

12), A = [1,3,5,7,9, 1]},

B = {2, 3,5,7, 11), C = 12,3,6, 121, and D = 12,4,81.
Determine the sets
(a) AUB

(b) AnC

(c) (AUB)fnCC

(d) A \B

(e) C \D

(f) B q3D

(g) How many subsets of C are there?

2. Let A ={1, 2,3}, B ={n E P: n is even}, and C=
{n E P n is odd).
(a) Determine A n B, B n C, B U C, and B e C.
(b) List all subsets of A.
(c) Which of the following sets are infinite? A e B,
A e C, A \ C, C \ A.
3. In this exercise the universe is R. Determine the following sets.
(a) [0, 3] n [2, 6] (b) [0, 3] U [2, 6]
(c) [0, 3] \ [2, 6]
(d) [0, 3] E) [2, 61
(g) [0, oc) n Z

(e) 1°, 3 ]c
(f) [0, 3] n 0
(h) [0, co) n (-oo, 2]

(i) ([O, oo) U (-0c, 2])C

4. Let E = {a, b}, A = {a, b, aa, bb, aaa, bbb},
B = tw E A*: length(w) > 21, and
length(w) < 2).
C = 1W E V
(a) Determine A n C, A \ C, C \ A, and A EDC.

6. The following statements about sets are false. For each
statement, give an example, i.e., a choice of sets, for
which the statement is false. Such examples are called
counterexamples. They are examples that are counter to,
i.e., contrary to, the assertion.
(a) A U B C A n B for all A, B.
(b) A n 0 = A for all A.
(c) A

n (B U C) =

(A n B) U C for all A, B, C.

7. For any set A, what is A EDA? A ( 0?

8. For the sets A = 11,3,5,7,9,11) and B = {2, 3,5,7, 11},
determine the following numbers.
(a) JAI
(b) IBI
(c) IAU BI
(d) IAI + IBI-IA n BI
(e) Do you see a general reason why the answers to (c)
and (d) have to be the same?
9. The following statements about sets are false. Give a
counterexample [see Exercise 6] to each statement.
(a) A n B = A n C implies B = C.
(b) A U B = A U C implies B = C.
(c) A C B U C implies A C B or A C C.

(c) Determine E* \ B, E \ B, and E \ C.

10. (a) Show that relative complementation is not commutative; that is, the equality A \ B = B \ A can fail.
(b) Show that relative complementation is not associative: (A \ B) \ C = A \ (B \ C) can fail.

(d) List all subsets of E.

11. Let A = {a, b, c} and B = {a, b, di.

(b) Determine A

AB, B

n C, B U C, and B \ A.

(e) How many sets are there in P(E)?
5. In this exercise the universe is E*, where E = {a, b).
Let A, B, and C be as in Exercise 4. Determine the following sets.
(a) BC n Cc

(b) (B n C)'

(c) (B U C)c

(d) BC U Cc

(e) Al n C

(f) AC n Bc

(g) Which of these sets are equal? Why?

(a) List or draw the ordered pairs in A x A.
(b) List or draw the ordered pairs in A x B.
(c) List or draw the set {(x, y) E A x B : x = y}.
12.LetS={0,1,2,3,4}andT={0,2,4}.
(a) How many ordered pairs are in S x T? T x S?
(b) List or draw the elements in the set
{(m, n) E S x T : m < n).
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(c) List or draw the elements in the set
((m, n) E T x S: m < n}.
(d) List or draw the elements in the set
{(m, n) E S x T : m + n > 31.
(e) List or draw the elements in the set
{(m, n) E T x S : mn > 4).
(f) List or draw the elements in the set
{(m, n) E S x S : m + n = 101.
13. For each of the following sets, list all elements if the set
has fewer than seven elements. Otherwise, list exactly
seven elements of the set.

(a) {(m, n) E N2 : m = nl
(b) {(m, n) E N2 m + n is prime}
(c) {(m, n) E p 2 m = 6}
(d) {(m, n) e P 2 min{m, n} = 31
(e) {(m, n) (Ep 2 max~m, n) = 31
(f) ((m, n) E N2: m 2 = nj
14. Draw a Venn diagram for four sets A, B, C, and D. Be
sure to have a region for each of the 16 possible sets such
as A n BC n C, n D. Note: This problem cannot be done
using just circles, but it can be done using rectangles.

1.5 Functions

I
You are undoubtedly already familiar with the term "function" and its usage. Here
are some functions that you have probably encountered before:
fi (x = x 2;

f2 (x) =

T;

f3(x) = log(x);

f4(x) = sin(x).

In fact, each of these functions appears on all scientific calculators, where log is
shorthand for logl 0 . Here we have named the functions fi, f2, f3 and f 4 . The
letter x, called a variable, represents a typical input, and the equations above tell
us what the corresponding output is. The most crucial feature of a function is that
this output is uniquely determined; that is, for each x there is exactly one output.
For example, the function fl assigns the value [or output] 81 to the input x = 9,
while the function f2 assigns the value 3 to the input x = 9. More briefly, we have
fl (9) = 81 and f2(9) = 3. Incidentally, note that the output 9 = 3 solves the
equation x2 = 9, but that it is not the only solution. Nevertheless, the notation f is
reserved for the nonnegative square root; the reason for this is that it is very useful
to have /
represent a function. Try to imagine what your calculator would do if
this symbol represented two values rather than one!
The second feature of a function is that one needs to know what values of x
are allowed or intended. The functions above are so familiar that you undoubtedly
expected the allowed values of x to be real numbers. We want to be more careful
than this. In the first place, it turns out that it makes sense to square other objects
than real numbers, like complex numbers and certain matrices [whatever they arej,
so how can we be sure that the inputs for fi are supposed to be real numbers? The
answer is that we should have specified the possible values when we defined fl,
though we sort of gave this away when we mentioned calculators. We also want our
functions to be meaningful, which in the case of the four functions above means
that we want real numbers for outputs. So, in fact, the input values for the function
f2 should be restricted to x > 0, and the input values for f3 should be restricted to
x > 0. In this book we will encounter many functions whose input values are not
real numbers-sometimes not numbers at all-so this issue of specifying allowable
values will be important.
The restrictions for input values of f2 and f3 above simply allowed them to be
meaningful functions. But we might want to restrict the input values of a function
for any number of reasons. For example, the area of a circle of radius r is given by
a function
A(r) = wr2 .

Viewed as a function, A makes sense for all real values of r, but in this context
we would surely restrict r to be positive. This simple function illustrates a couple
of other points. We usually use f, g, etc., for the names of generic functions, but
we will often use a suggestive name if the function has some particular significance.
In this case, A is a sensible name, since the outputs represent areas. Likewise, x,
y, and z, and also lowercase letters from the beginning of the alphabet, are used
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for generic variables [inputs] unless they have some particular significance. Here, of
course, r represents radius.
Here, then, is a working definition of "function." A function f assigns to each
element x in some set S a unique element in a set T. We say such an f is defined
on S with values in T. The set S is called the domain of f and is sometimes
written Dom(f). The element assigned to x is usually written f(x). Care should
be taken to avoid confusing a function f with its functional values f (x), especially
when people write, as we will later, "the function f (x)." A function f is completely
specified by:
(a) the set on which f is defined, namely Dom(f);
(b) the assignment, rule, or formula giving the value f(x) for each x in Dom(f).
We will usually specify the domain of a function, but it is standard practice to omit
mentioning the domain in case it's either unimportant or it's the "natural" domain of
all input values for which the rule makes sense. For x in Dom(f), f (x) is called the
image of x under f. The set of all images f (x) is a subset of T called the image
of f and written Im(f). Thus we have
Im(f) = {f(x) : x
*N-Afflum

E

Dom(f)).

(a) Here are the functions fi, f2, f3, and f4 again, defined properly. Let fi (x) =
x2 , where Dom(f1 ) = R. Let f 2 (x) = Af, where Dom(f 2 ) = [0, cc) =
{x E R : x > 01. Let f 3 (x) = log(x), where Dom(f 3 ) = (0, cc) = {x E R
x > 0}. Let f 4 (x) = sin(x), where Dom(f 4 ) = R.
While it is often interesting to know the image sets of functions, they
are not needed for the definition of the functions. For our functions we have
Im(fl) = [0, cc), Im(f 2 ) = [0, oc), Im(f 3 ) = R, and Im(f 4 ) = [-1, 1]. You
won't be needing the function f4 in this book, but if the other image sets are
not evident to you, you should look at a sketch of the functions.
(b) Consider the function g with Dom(g) = N and g (n) = n3- 73n + 5 for n E N.
It is not clear what the image set is for this function, though of course we can
write Im(g) = {n3 - 73n + 5 : n E NJ. This equation is true, but doesn't really
tell us which numbers are in Im(g). Is 4958 in this set? We don't know. What's
clear is that Im(g) C Z. For many functions, such as this one, there is no need
to determine the image set exactly.
N
It is often convenient to specify a set of allowable images for a function f, i.e.,
a set T containing Im(f). Such a set is called a codomain of f. While a function f
has exactly one domain Dom(f) and exactly one image Im(f), any set containing
Im(f) can serve as a codomain. Of course, when we specify a codomain we will
try to choose one that is useful or informative in context. The notation f: S -* T
is shorthand for "f is a function with domain S and codomain T." We sometimes
refer to a function as a map or mapping and say that f maps S into T. When we
feel the need of a picture, we sometimes draw sketches such as those in Figure 1.
You will often encounter sentences such as "Consider a function f: N ."
What does it mean? It means that Dom(f) = N and, for each n E N, f (n) represents
a unique number in Z. Thus Z is a codomain for f, but the image Im(f) may be a
much smaller set.

Figure 1 o
0

S

f

T
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(a) Consider again the function g from Example 1(b) defined by g(n) = n3 -73n+5
for n E N. Note that g: N - Z. This tells us all that we need to know. The
domain is N, the values g(n) are all in 2, and we have the assignment rule.
(b) Recall that the absolute value lxl of x in R is defined by the rule

N

lxi = I

x
_x

if x > 0,
if x <0.

This rule defines the function f given by f(x) = lxI with domain IR and image
set [0, no); note that lxI > 0 for all x C R. Absolute value has two important
properties that we will return to in §2.4: lx yI= Ix I-YI and lx +yI < Ixl + IYI
for all x, y e R.

(c) We already encountered the floor function Lxi and the ceiling function Fxl
back in §1.1, though we avoided the word "function" in that section. Recall
that, for each x e R, Lxi is the largest integer less than or equal to x, while Fxl
is the smallest integer greater than or equal to x. These functions have natural
domain R and their image sets are 2.
Here we have used the notations Lx] and Fxl for functions, when their real
names should have been L j and F As we mentioned before, it's common
to write f (x) instead of f, but one must be careful not to mistake f (x) for a
specific value of f.
(d) Consider a new function f2 defined by

1.

f2(x)=

I;

if x > 0,
if x < 0.

Then Im(f 2 ) = {0, I}, and we could write f2: R -* [0, oo) or f 2 : R
N or
even f 2 : 2 -- {0, 1}, among other choices.
(e) Consider again the function fi: 2 -- R, where f 1 (x) = x2 . In this case, we
have Im(fl) = [0, oc) and we could write fl: R --> [0, oc).
U
Functions need not be defined on R or subsets of 2. The rule f((m, n))

=

Ln2

Lm2 1J

defines a function from the product set Z x Z into 2. When functions are
defined on ordered pairs, it is customary to omit one set of parentheses. Thus we
will write

f(mn) =Ln Lm IX
-

I
I

I
I

x

Graph offif(x) =x2

I

I

We will avoid the terminology "range of a function f" because many authors
use "range" for what we call the image of f, and many others use "range" for what
we call a codomain.
Consider a function f: S -* T. The graph of f is the following subset of
S x T:
Graph(f)
{(x, y) E S x T : y = f(x)).

11

I

I

Ix

Graph of12

Figure 2

A

Here are some sample calculations: f(3, 7) = L3.5 -[L1 = 2; f(7, 3) = [l.5j[3] = -2; f(3, 12) = [61 - L1] = 5; f(I2, 3) = L1.5] - L5.5 = -4; f(4, 16)
L8 -L1.5] = 7; and f(I6, 4) = L2 - L7.5] = 2-7 = -5.
This function appears in the theorem on page 5, with k = 2, but it's only
meaningful there for m < n. So if our focus is that theorem, we should redefine the
function by restricting its domain to D = {(m, n) c Z x 2 : m < n}. For (m, n) E D,
the theorem tells us that there are f (m, n) even integers between m and n.
E

I

This definition is compatible with the use of the term in algebra and calculus. The
graphs of the functions in Examples 2(d) and 2(e) are sketched in Figure 2.
Our working definition of "function" is incomplete; in particular, the term
"assigns" is undefined. A precise set-theoretical definition can be given. The key
observation is this: Not only does a function determine its graph, but a function can
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G of S x T with the following property:
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f: S -->T is a subset

for each x c S there is exactly one y E T such that (x, y) E G.
Given G, we can see that Dom(f) = S and, for each x c S, f(x) is the unique
element in T such that (x, f(x)) C G. The point to observe is that nothing is lost
if we regard functions and their graphs as the same, and we gain some precision in
the process. From this point of view, we can say that a function with domain S and
codomain T is a subset G of S x T satisfying
for each x E S there is exactly one y c T such that (x, y) c G.
If S and T are subsets of R and if S x T is drawn so that S is part of the
horizontal axis and T is part of the vertical axis, then a subset G of S x T is a function
[or the graph of a function] if every vertical line through a point in S intersects G
in exactly one point.
We next introduce a useful notation for functions that take on only the values
0 and 1. Consider a set S and a subset A of S. The function on S that takes the
value 1 at members of A and the value 0 at the other members of S is called the
characteristic function of A and is denoted XA [Greek lowercase chi, sub A]. Thus
[ I

XA(x) =

j0

for
for

x c A,
x E S\ A.

We can think of the characteristic function XA as a way to describe the set A by
tagging its members. The elements of S that belong to A get tagged with l's, and
the remaining elements of S get 0's.

A

4

(a) Recall the function f 2 defined in Example 2(d) by
f 2 (X)z

I
if x > 0,
2 ) 0 if x<0.

The function f2 is the characteristic function X[O,OC), defined on R.
(b) For each n c N, let g(n) be the remainder when n is divided by 2, as in the
Division Algorithm on page 13. For example, g(52) = 0 since 52 = 2 26 + 0,
and g(73) = I since 73 = 2 36 + 1. Here g: N -* 10, I}, and the first few
values are
0,1,O.1,O.1,O. 1,O. 1,O. 1,O.1,O.1,O.1,
In fact, g is the characteristic function of the set A = {n E N : n is odd); i.e.,
we have g = XAU
Now consider functions f: S -* T and g: T
the composition g fA: S -* U by the rule
(g o f)(x) = g(f(x))

for all

-+

U; see Figure 3. We define
x c S.

One might read the left side "g circle f of x" or "g of f of x." Complicated
operations that are performed in calculus or on a calculator can be viewed as the
composition of simpler functions.

Figure 3 s
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(a) Consider the function h: R

-F

IRgiven by

h(x) = (x 3 + 2x) 7 .

The value h(x) is obtained by first calculating x3 + 2x and then taking its
seventh power. We write f for the first or inside function: f(x) = x3 + 2x. We
write g for the second or outside function: g(x) = x7 . The name of the variable
x is irrelevant; we could just as well have written g(y) = y7 for y E R. Either
way, we see that
(g o f)(x) = g(f(x)) = g(x 3 + 2x) = (x3 + 2x) 7 = h(x)
[or, equivalently, (g o f)(x) = (f(x))

7

for

x

E

R,

7

3

= (x + 2x) ]. Thus h = g o f. The

ability to view complicated functions as the composition of simpler functions
is a critical skill in calculus, but won't be needed in this book. Note that the
order of f and g is important. In fact,
(f o g)(x) = f(x7 ) = (x7 ) 3 + 2(x7 ) = X21 + 2x 7

for

XE R.

(b) Suppose that one wishes to find loga on a hand-held calculator for some
positive number a. The calculator has keys labeled X and log, which stands
for logl 0 . One works from the inside out, first keying in the input a, say a = 73,
then pressing the log key to get logl 0 a, approximately 1.8633 in this case,
then pressing the XJ key to get 1.3650. This sequence of steps calculates
h(a) =

Woga,

where h = g o f with f(x) = logx and g(x) = vfi. As in

part (a), order is important: h # f o g, i.e., logx is not generally equal to
log l. For example, if x = 73, then x is approximately 8.5440 and log x
is approximately 0.9317.
(c) Of course, some functions f and g do commute under composition, i.e., satisfy
f o g = g o f. For example, if f(x) = Jxi and g(x) = I/x for x E (0, oC),
then f o g = g o f because

for X E (0, cc).
For example, for x = 9 we have

1/9 = 1/3 = 1/N.9E

We can compose more than two functions if we wish.
MI

-A

Define the functions f, g, and h that map IRinto IRby
f(x) = x 4,

g(y) =

y 2 +,

h(z) = z

2

+ 72.

We've used the different variable names x, y, and z to help clarify our computations
below. Let's calculate h o (g o f) and (h o g) o f and compare the answers. First,
for x e lR we have
(h o (g o f))(x) = h(g o f(x))

= h(g(f(x)))
4

= h(g(x ))

= h( x

by definition of h o (g o f)

by definition of g o f
since f(x) = x4

-+)

=( X8±1) 2 + 72
= x8 + 73

y = x 4 in definition of g
z=

x8 +

in definition of h

algebra.

On the other hand,
((h o g) o f)(x) = (h o g)(f(x))

by definition of (h og)o f

= h(g(f(x)))

by definition of h o g

= X8 + 73

exactly as above.
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We conclude that
(ho(gof))(x) = ((hog)of)(x) =x

8

+73

forall

x EAR,

so the functions h o (g o f) and (h o g) o f are exactly the same function. This is no
accident, as we observe in the next general theorem.
U

Associativity of Composition Consider functions f: S
and h: U -s V. Then h o(g o f) = (h o g) o f.

-*

T, g: T

U,

-+

The proof of this basic result amounts to checking that the functions h o (g o f)
and (h o g) o f both map S into V and that, just as in Example 6, for each x E S
the values (h o (g o f)) (x) and ((h o g) o f) (x) are both equal to h (g(f(x))).
Since composition is associative, we can write h og f unambiguously without
any parentheses. We can also compose any finite number of functions without using
parentheses.

OTTM-M.
1. Let f (n)
f: N

-)

I

__

M

2

+ 3 and g(n) = Sn- 11 for n E N. Thus
N and g: N -* 2. Calculate
= n

(a) f(1) and g(l)
(b) f(2) and g(2)
(c) f(3) and g(3)
(d) f(4) and g(4)
(e) f(5) and g(5)
(f) To think about: Is f (n) + g(n) always an even
number?
2. Consider the function h: P -- P defined by h(n) =
I{k E N: kinII for n e P. In words, h(n) is the number
of divisors of n. Calculate h(n) for 1 < n < 10 and for
n = 73.
3. Let E* be the language using letters from E = (a, b).
We've already seen a useful function from E* to N. It
is the length function, which already has a name: length.
Calculate
(a) length(bab)

(b) length(aaaaaaaa)

(c) length(A)
(d) What is the image set Im(length) for this function?
Explain.
4. The codomain of a function doesn't have to consist of
numbers either. Let E* be as in Exercise 3, and define

g(n) = {w
Thus g: N

-+

e E*: length(w)

< n}

for

n

E N.

P(E*). Determine

(a) g(0)
(b) g(l)
(c) g(2)
(d) Are all the sets g(n) finite?
(e) Give an example of a set in P(E*) that is not in the
image set Im(g).
5. Let f be the function in Example 3.
(a) Calculate f (0, 0), f (8, 8), f (-8, -8), f (73, 73),

and f (-73, -73).
(b) Find f (n, n) for all (n, n) in Z x 2. Hint:
Consider the cases when n is even and when it
is odd.
6. The greatest common divisor gcd defines a function on
the product set PFx P. It already has a fine name: gcd.

(a) Calculate gcd(7, 14), gcd(14, 28), and
gcd(1001, 2002).
(b) What is gcd(n, 2n) for all n E P?
(c) What is the image set Im(gcd)?
7. We define f: R

R as follows:

f(X)=

x3
x
-x3

if x > 1,
if 0< x < 1,
if x < 0.

(a) Calculate f(3), f(1/3), f(-1/3), and f(-3).
(b) Sketch a graph of

f.

(c) Find Im(f).
8. Let S = {1, 2, 3, 4, 51 and consider the functions IS,
g, and h from S into S defined by Is(n) = n, f(n)
6-n, g(n) = max{3, n}, and h(n) = max{l, n - 1}.

f,

(a) Write each of these functions as a set of ordered
pairs, i.e., list the elements in their graphs.
(b) Sketch a graph of each of these functions.
9. For n E 2, let f(n) = ![(-1)n + 1]. The function f is
the characteristic function for some subset of 2. Which
subset?
10. Consider subsets A and B of a set S.
(a) The function XA XB is the characteristic function of
some subset of S. Which subset? Explain.
(b) Repeat part (a) for the function XA + XB -XAnB.
(c) Repeat part (a) for the function XA + XB

-2

XAnB.

11. Here we consider two functions that are defined in terms
of the floor and ceiling functions.

(a) Let f(n) = L'J + L]J for n e N. Calculate f(n)
for 0 < n < 10 and for n = 73.
(b) Let g(n)
12- L[2 for n E 2. g is the characteristic function of some subset of 2. What is the
subset?
12. In Example 5(b), we compared the functions log and
log I.
Show that these functions take the same value
for x = 10,000.

[
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13. We define functions mapping R into IRas follows:
f(x) = x 3 -4x, g(x) = l/(x 2 + 1), h(x) =x 4 . Find
(a)fof
(b)gog
(c)hog
(f) f oh og
(e) f ogoh
(d) goh
(g) hogof

14. Repeat Exercise 13 for the functions f(x) = x2, g(x)
X2 +, and h(x) = 3x -1.
15. Consider the functions f and g mapping Z into Z, where
f (n) = n - I for n E Z and g is the characteristic function XE of E = {n E E : n is even).

1.6

(a) Calculate (g o f)(5), (g o f)(4), (f o g)(7), and
(f o g)(8).
(b) Calculate (f o f)(l 1), (f o f)(I2), (g o g)(l 1), and
(g o g)(l2).
(c) Determine the functions g o f and f o f.
(d) Show that g o g = g o f and that f o g is the negative of g o f.
16. Several important functions can be found on hand-held
calculators. Why isn't the identity function, i.e., the function 1 R. where lI(X) = x for all x E R, among them?

Sequences
I

Many of the important functions in discrete mathematics are defined on "discrete"
sets, such as N and P. We have already seen some examples, where we used the
normal function notation. However, functions on these sets have a different character than functions on R, for example. They are often viewed as lists of things.
Accordingly, they are called "sequences" and are handled somewhat differently.
In particular, their input variables are often written as subscripts. Before pursuing
sequences further, we will make some general comments about subscripts.
Subscript notation comes in handy when we are dealing with a large collection
of objects; here "large" often means "more than 3 or 4." For example, letters x, y,
and z are adequate when dealing with equations involving three or fewer unknowns.
But if there are ten unknowns or if we wish to discuss the general situation of n
unknowns for some unspecified integer n in P, then xI, x2, .. ., x, would be a good
choice for the names of the unknowns. Here we distinguish the unknowns by the
little numbers 1, 2, ... , n written below the x's, which are called subscripts. As
another example, a general nonzero polynomial has the form
anx-n + an-xn- + . ***+ a2x2 + alx + ao,
where an #i 0. Here n is the degree of the polynomial and the n + 1 possible
coefficients are labeled ao, al, . . ., an using subscripts. For example, the polynomial
x3 + 4x 2 - 73 fits this general scheme, with n = 3, a3 = 1, a2 = 4, at = 0, and
ao = -73.
We have used the symbol E as a name for an alphabet. In mathematics the big
Greek sigma , has a standard use as a general summation sign. The terms following
it are to be summed according to how E is decorated. For example, the decorations
"k = 1" and "10" in the expression
10

Yk2
k=I

tell us to add up the numbers k2 obtained by successively setting k = 1, then k
then k = 3, etc., on up to k = 10. That is,

=

2,

10

k = 1+4 + 9 + 16 + 25 + 36+49 + 64 + 81 + 100

=

385.

k=l

The letter k is a variable [it varies from I to 10] that could be replaced here
by any other variable. Thus
10
k-2
k=l

10

10

=E

i=l

i

E r.
r=I
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We can also consider more general sums like
n
:k2

k=1

in which the stopping point n can take on different values. Each value of n gives a
particular value of the sum; for each choice of n the variable k takes on the values
n

from 1 to n. Here are some of the sums represented by

E

k2 .

k=1

Value of n
n= 1
n=2
n =3
n=4
n= 10

n = 73

The sum
12 = 1
12+22=1+4=5
12+22+32 = 14
12+22+32+42=30
12+22+32+42+52+62+72+82+92+102
12 + 22 + 32 + 42 + ... + 732 = 132,349

385

We can also discuss even more general sums such as
n

n

E Xk
k=1

Here it is understood that

and

X1, X2, . . ., Xn

E aj.
j=m

and am, am+1,

a,a represent numbers.

Presumably, m < n, since otherwise there would be nothing to sum.
In analogy with A, the big Greek pi [l is a general product sign. For n E P
the product of the first n integers is called n factorial and is written n!. Thus
n

n! = 1 2 .3 ... n =

k.
k=1

The expression 1.2.3... n is somewhat confusing for small values of n like 1 and 2; it
n

really means "multiply consecutive integers until you reach n." The expression
is less ambiguous. Here are the first few values of n!:
1! = 1,

2! = 1-2=2,

[1 k
k=1

3! = 1 .2.3 =6, 4! = 1 2 3 4 = 24.

More values of n! appear in Figures 1 and 2. For technical reasons n! is also defined
for n = 0; 0! is defined to be 1. The definition of n! will be reexamined in §4.1.
An infinite string of objects can be listed by using subscripts from the set
N = {0, 1, 2. ... of natural numbers [or from {m, m + 1, m + 2, .. .. for some
integer m]. Such strings are called sequences. Thus a sequence on N is a list so,
SI, . .. , sn, ... that has a specified value s, for each integer n E N. We frequently
call s, the nth term of the sequence. It is often convenient to denote the sequence
itself by (sn) or

(Sn)neN

or (so,

SI, S2, . . . ).

Sometimes we will write s(n) instead of

s,. Computer scientists commonly use the notation s[n], in part because it is easy
to type on a keyboard.
The notation s(n) looks like our notation for functions. In fact, a sequence
is a function whose domain is the set N = {0, 1, 2, ... I of natural numbers or is
{m, m + 1, m + 2, ... } for some integer m. Each integer n in the domain of the
sequence determines the value s(n) of the nth term.
You've already seen a lot of examples of sequences. Every function with
domain N or P in the last section is a sequence. Only the notation is a bit different.
Our next examples will illustrate sequences of real numbers.
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wqa*

(a) The sequence (Sn)nEN, where s, = n!, is just the sequence (1, 1, 2, 6, 24,. )
of factorials. The set of its values is {1, 2, 6, 24, .. .1, i.e., the set In!: n E P}.
(b) The sequence (an)neN given by an = (-l)n for n E N is the sequence
(1, -1, 1,-1, 1, -1, 1,...) whose set of values is {-I, 1}.
(c) Consider the sequence (bn)nEip defined by bn = [i]. This is the sequence
U
(,0, 0,1,1, 2, 2, 2,.. .). The set of values is N.
As the last example suggests, it is important to distinguish between a sequence
and its set of values. We always use braces { } to list or describe a set and never
use them to describe a sequence. The sequence (an)neN given by an = (- 1 )" in
Example l(b) has an infinite number of terms, even though their values are repeated
over and over. On the other hand, the set of values {(- l)': n E N) is exactly the
set {-1, 1) consisting of two numbers.
Sequences are frequently given suggestive abbreviated names, such as SEQ,
FACT, SUM, and the like.

A

*

(a) Let FACT(n) = n! for n E N. This is exactly the same sequence as in
Example 1(a); only its name [FACT, instead of s] has been changed. Note that
FACT(n + 1) = (n + 1) * FACT(n) for n E N, where * denotes multiplication of
integers.
(b) For n e N, let TWO(n) = 2n. Then TWO is a sequence. Observe that we have
TWO(n + 1) = 2 * TWO(n) for n E N.
U
Our definition of sequence allows the domain to be any set that has the form
{m, m + 1, m + 2,... }, where m is an integer.
(a) The sequence (bn) given by bn = 1/n2 for n > 1 clearly needs to have its
domain avoid the value n = 0. The first few values of the sequence are 1, -,
1

1

1

9' 16 25-

(b) Consider the sequence whose nth term is log 2 n. Note that log 2 0 makes no
sense, so this sequence must begin with n = 1 or some other positive integer.
We then have log 2 1 = 0 since 20 = 1; log 2 2 = 1 since 21 = 2; 1og 2 4 = 2
since 22 = 4; log 2 8 = 3 since 23 = 8; etc. The intermediate values of log 2 n
can only be approximated. See Figure 1. For example 1og 2 5 ; 2.3219 is only
an approximation since 22.3219 ; 4.9999026.
U

Figure 1 I

-37,l3

n

n

2"

n

1.0000
1.5850
2.0000
2.3219
2.5850

1.0000
1.4142
1.7321
2.0000
2.2361
2.4495

1
2
3
4
5
6

1
4
9
16
25
36

2
4
8
16
32
64

1
2
6
24
120
720

1
4
27
256
3125
46,656

2.8074

2.6458

7

49

128

5040

823,543

3.0000
3.1699
3.3219

2.8284
3.0000
3.1623

8
9
10

log 2 n
0

I

v/i

64 256
81 512
100 1024

nn

40,320 1.67. 107
362,880 3.87- i08
3,628,800
10l

(a) We will be interested in comparing the growth rates of familiar sequences such
as log2 n, Hi, n2, 2 n, n!, and nn Even for relatively small values of n it seems
clear from Figure 1 that nn grows a lot faster than n!, which grows a lot faster
than 2 n, etc., although log 2 n and 1/1i seem to be running close to each other.
In §4.3 we will make these ideas more precise and give arguments that don't

rely on appearances based on a few calculations.
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(b) We are primarily interested in comparing the sequences in part (a) for large
values of n. See Figure 2.2 It now appears that log 2 n does grow [a lot] slower
than JH, a fact that we will verify in §4.3. The growth is slower because
2' grows [a lot] faster than n2 , and log 2 x and ax are the inverse functions of 2x and x2, respectively. Inverses of functions are discussed in the
next section.
X
Figure 2 l.

n*

log2 n

v-n

n!

3.32
6.64
9.97
13.29
16.61

3.16
10
31.62
100
316.2

10
100
1000
10,000
100,000

19.93

1000

106

1012

39.86

106

o102

1o24

100
10,000
106
108
1010

1024
1.27 1030

3.63 . 106
9.33 1015 7

1010
1o2OO

10301

4.02. 102567

2.00 103010
1.00 1030103

2.85 1035659
2.82 . 10456573

103°°°
10o4000

1.07

9.90

10301029

8.26 . 105565708

big

bigger

10500000
106 05000
biggest

So far, all of our sequences have had real numbers as values. However, there
is no such restriction in the definition and, in fact, we will be interested in sequences
with values of other sorts.
WN-Al M I U 4 :&

The following sequences have values that are sets.
(a) A sequence (Dn)neN of subsets of Z is defined by
D, = {m E Z: m is a multiple of nI = (O, ±n, ±2n, +3n,...}.
(b) Let E be an alphabet. For each k e N, Ek is defined to be the set of all words
in V* having length k. In symbols,
:wlength(w) = k}.

=

The sequence (Ek)kEN is a sequence of subsets of E* whose union, U Sk,
kEN

is E*. Note that the sets Ek are disjoint, that E0 = {A}, and that E' = E. In
case E = {a, b}, we have E0 = {(}, El = E {a, b}, 2 = {aa, ab, ba, bb},

etc.

U

U

In the last example we wrote

Ek

for the union of an infinite sequence of

kEN

sets. As you probably guessed, a word is a member of this set if it belongs to one
of the sets Ek. The sets Ek are disjoint, but in general we consider unions of sets
that may overlap. To be specific, if (Ak)kEN is a sequence of sets, then we define

UAk = {x: x E

Ak

for at least one k in NJ.

keN

This kind of definition makes sense, of course, if the sets are defined for k in P or
in some other set. Similarly, we define
nAk = {X: X E Ak

for all k e NJ.

kEN
oo

The notation U Ak has a similar interpretation except that xo plays a special
k=O
k00

role. The notation U signifies that k takes the values 0, 1, 2,... without stopping;
k=O

but k does not take the value oo. Thus
oo

U Ak = {x: x E
k=O

Ak

for at least one integer k > 0} =

Ak
kEk

2 We thank our colleague Richard M. Koch for supplying the larger values in this table. He used Mathematica.

38 Chapter 1 i Sets, Sequences, and Functions
whereas

k > 11 =

Ak = {X: X E Ak for all integers
k=I

n

Ak.
k ED

00

In Example 5 we could just as well have written X'-U

Sk.
k=0

Some lists are not infinite. A finite sequence is a string of objects that are
listed using subscripts from a finite subset of Z of the form {m, m + 1, . . ., n).
Frequently, m will be 0 or 1. Such a sequence (am, am+1, ... , an) is a function with
domain {m, m +.1,.. , n}, just as an infinite sequence (am, am+1 .... ) has domain
{m,m + 1, ... }.
n

(a) At the beginning of this section we mentioned general sums such as

E

aj.

j=m

The values to be summed are from the finite sequence (am, am +1*,
an).
(b) The digits in the base 10 representation of an integer form a finite sequence.
The digit sequence of 8832 is (8, 8, 3, 2) if we take the most significant digits
first, but is (2, 3, 8, 8) if we start at the least significant end.
U

, 1:z , ,.

L

,

1. Calculate
(a)

10!

7!
8!

(c) 09

5

(d) 4!

E 2k for n = 1, 2, 3, 4, and 5.
k=O
(b) Use your answers to part (a) to guess a general for-

6. (a) Calculate

9!

(b) 6!4!

-

6

(f)Hi

(e) Lk!
k=O

mula for this sum.

j=3

7. Consider the sequence given by a, =

n!
(a)Cal-l1)!

(b)

(n!)2
(n +l)!(n

(b) Calculate an+1 -a

I)!p

(c) Show that a,+1

3. Calculate
(a)

n
L3k

3

for n = 3, 4, and 5

k=3
2n

(c) Lj forn= 1,2, and5
j=n

(c) Show that

4. Calculate
10

SEQ(n

+ 1) =

n

1

(d) I(2n + 1)

(e)

+ 1)

(c) (jk

) ±

H (i

-

1)

j=4

n=l
n

H(r

-3) for n = 1, 2, 3, 4, and 73.

r=l

f

k=a

* SEQ(n)

for n > 2.

n
2

k=O

i=l

(b) Calculate

for n = 1, 2, 3.
2
an =
_ for n e P.
(n+ l)(n +2)

3

(b) E(k

(a) 1(-1)i

5. (a) Calculate

-

for n E P.

8. Consider the sequence given by bn = ![1 + (-I)"] for
n eN.
(a) List the first seven terms of this sequence.
(b) What is its set of values?
9. For n E N, let SEQ(n) = n2 - n.
(a) Calculate SEQ(n) for n < 6.
(b) Show that SEQ(n + 1) = SEQ(n) + 2n for all n E N.

for n = l, 2, 3, and 4

k=l
n

(b) Ek

l

n+l
(a) List the first six terms of this sequence.

2. Simplify

k + 1 for m = 1, 2, and 3. Give a for-

mula for this product for all m E IP.

I

10. For n = 1, 2, 3,.

let ssQ(n) =

Ei.
i=l

(a) Calculate ssQ(n) for n = 1, 2, 3, and 5.
(b) Observe that ssQ(n + 1) = SsQ(n) + (n + 1)2 for
n> 1.
(c) It turns out that ssQ(73) = 132,349. Use this to
calculate ssQ( 7 4 ) and ssQ( 72 ).
11. For the following sequences, write the first several terms
until the behavior of the sequence is clear.
(a) an = [2n -1 + (-I)n]/4 for n E N.
(b) (bn), where bn = an+1 for n e N and a, is as in
part (a).
(c) vn = (ar, b,) for n E N.
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(b) Discuss the apparent relative growth behaviors of n4,
4', n20 , 20", and n!.
14. Repeat Exercise 13 for the table in Figure 4.

12. Find the values of the sequences log 2 n and f/H for n =
16, 64, 256, and 4096, and compare.
13. (a) Using a calculator or other device, complete the table
in Figure 3. [Write E if the calculation is beyond the
capability of your computing device.]

n

loglon

\I

20.:/n
G

50
100

1.70

7.07

53.18

n-log1 on
4.52

106

Figure 4

A

Figure 3 A

1.7

Properties of Functions

I

I

Some of the most important functions we will study are ones that match up the
elements of two sets. Even if a function fails to match up elements, we will see
that it still decomposes its domain into disjoint sets in a useful way. This section
introduces the ideas and terminology that we will use to describe matching and
decomposition of domains. We will come back to these topics in more detail in
Chapter 3.
Before we turn to mathematical examples, we illustrate the ideas in a nonmathematical setting.
A

Suppose that each student in a class S is assigned a seat number from the set
N = {1, 2,... , 75). This assignment determines a function f: S -÷ N for which
f (s) is the seat number assigned to student s. If we view the function f as a set of
ordered pairs, then it will consist of pairs in S x T like (Pat Hand, 73).
If no two students are assigned to the same seat-equivalently, if each seat
gets at most one student-then we say that the assignment is one-to-one. If f is
one-to-one, then S can't have more members than N, so the class must have at most
75 students in this case.
In general, there will be unassigned seat numbers. In case every number is
assigned, we say that f maps S onto N. For this case to happen, the class must
have at least 75 students. The function f would be neither one-to-one nor onto N
if it assigned more than one student to some seat and left at least one seat number
unassigned. The function f could be one-to-one but not onto N if the class had
fewer than 75 students. If the class had more than 75 students, then f could not
be one-to-one; it might or might not be onto N, depending on whether every seat
were assigned. If f is both one-to-one and onto N, which can only occur if there are

exactly 75 students, then we call f a one-to-one correspondence between S and N.
In that case the students s match up with the seats f (s), with one student per seat
and with every seat taken.
U
Here are the general definitions. A function f: S -* T is called one-to-one in
case distinct elements in S have distinct images in T under f:
if xI, x2

E

S

and

xI :Ax2,

then f (xI) :Af(x

2 ).

This condition is logically equivalent to
if xI,x

2 X

S

and f(xI) = f(x

2

),

a form that is often useful. In terms of the graph G
of f, f is one-to-one if and only if

then xI =x2,
=

{(x, y) E S x T: y

for each y E T there is at most one x E S such that (x, y) E G.

=

f(x)}
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If S and T are subsets of IR and f is graphed so that S is part of the horizontal axis
and T is part of the vertical axis, this condition states that horizontal lines intersect
G at most once.
Given f: S -* T, we say that f maps onto a subset B of T provided B =
Im(f). In particular, we say f maps onto T provided Im(f) = T. In terms of the
graph G of f, f maps S onto T if and only if
for each y

E

T there is at least one x E S such that(x, y) E G.

A function f: S -* T that is one-to-one and maps onto T is called a one-to-one
correspondence between S and T. Thus f is a one-to-one correspondence if and
only if
for each y E T there is exactly one x E S such that (x, y) C G.
These three kinds of special functions are illustrated in Figure 1.

Figure 1

**

*-

~*

A ..

Onto function

One-to-one function

(a) We define

f:

N

One-to-one
correspondence

Not a function

N by the rule f(n) = 2n. Then

f (n I) = f (n2 )

2n I = 2n 2

implies

f

is one-to-one, since

implies

nl = n2

However, f does not map N onto N since Im(f) consists only of the even
natural numbers.
(b) Let E be an alphabet. Then length(w) E N for each word w in E*; see §1.3.
Thus "length" is a function from I:* to N. [Recall that functions can have
fancier names than "f."] We claim that the function length maps E* onto N.
Recall that E is nonempty, so it contains some letter, say a. Then 0 = length(A),
I = length(a), 2 = length(aa), etc., so Im(length) = N. The function length is
not one-to-one unless E has only one element.
(c) Recall that the characteristic function XA of a subset A of a set S is defined by
XAW
xA(x)

I

fr

x eA,

for

x E S \ A.

The function XA: S {-* O, 11 is rarely one-to-one and is usually an onto map.
In fact, XA maps S onto {0, 1} unless A = S or A = 0. Moreover, XA is not
E
one-to-one if either A or S \ A has at least two elements.
The next example is an important one for understanding the remainder of this
section.

ZIU

We indicate why the function

f:

R

R defined by f (x) = 3x

correspondence of R onto DR. To check that

= f(x')

if

f(x)

if

3x-5

then

f

-

5 is a one-to-one

is one-to-one, we need to show that

x = x',

i.e.,

But if 3x

-

= 3x' -5

5 = 3x'

-

then

x = x'.

5, then 3x = 3x' [add 5 to both sides], and this implies that

x = x' [divide both sides by 3].
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To show that f maps JR onto IR,we consider an element y in JR. We need to
find an x in JR such that f (x) = y, i.e., 3x - 5 = y. So we solve for x and obtain
x =

y +5

Thus, given y in R, the number

belongs to JR and

Y

f (y+5) = 3 (y15) -5=y
This shows that every y in JR belongs to Im(f), so f maps JR onto JR.

U

When we argued in the last example that f maps JR onto R, we began with
a number y in JR and found the unique x in JR that f mapped to y. We did this by
setting y = f (x) and then solving for x. In fact, we found that
x =

3

This provides us with a new function g, defined by g(y) = Y+5, that undoes what
f does. When f takes a number x to y, then g takes that number y back to x. In
other symbols, g(f (x)) = x for all x E R. You can readily check that f (g(y)) = y
for all y E R, so f also undoes what g does. The functions f and g are "inverses"
of each other.
In general, an inverse for the function f is a function, written f 1, that undoes
the action of f. Applying f first and then the inverse restores every member of the
domain of f to where it started. And vice versa. See Figure 2 for a schematic
representation of this.
Figure 2 1
f

fl-7

A

(a) The functions x2 and ax? with domains [0, oo) are inverses to each other. If
you apply these operations in either order to some value, the original value is
obtained. Try it on a calculator! In symbols,
X2 = x

and

(1) 2 =x for x

E

[O, oo).

(b) The function h defined on JR \ 101 by h(x) = l/x is its own inverse. If you
apply h twice to some number, you get the original number. That is,
1

-=

l/x

x

for all nonzero x in JR.

In this case, we can write h-1 = h. Incidentally, the -1 in the notation h-' is
not an exponent. We could write 1/x as x- 1 , but not 1/h for h- 1 .
(c) As we discussed after Example 3, the functions defined on JR by f (x) = 3x -5
and f- 1 (y) = Y+5
3 are inverses to each other.
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f: S

Here is the precise definition. An inverse of a function
T -+ S such that

f:

f - 1(f(x)) =x for all

T is a function

-*

xE S

and

f(f -'(y)) =y

for all y E T.

Not all functions have inverses; those that do are called invertible functions. The
next theorem tells us which functions are invertible.

Theorem

The function f: S

-.

T is invertible if and only if

f is one-to-one

and maps S onto T.
Suppose that f maps S onto T. Then for each y in T there is at least one
x in S with f (x) = y. If f is also one-to-one, then there is exactly one such x, and

Proof

so we can define a function

f-1

by the rule

f- 1(y) = that unique x e S such that f(x) = y.

(*)

The function defined by (*) actually is the inverse of f, since f(f- 1 (y)) = y by
(*) and f -(f(x))
is the unique member of S that f maps onto f(x), namely x.
To argue in the other direction, suppose that f is known to have an inverse.
Then for each y in T we have y = f(f- 1 (y)) E f(S), so T = f(S), i.e., f maps
S onto T. Moreover, f must be one-to-one because, if xl and x2 are members of S
X
such that f(xi) = f(x 2 ), then xi = f'(f(xi)) = f1 (f(x 2 )) = X2.
The key fact here is that when f-1 exists it is given by (*). Thus to find
one simply needs to solve for x in terms of y in the equation f (x) = y, just
as we did in Example 3.

f

M IT'W'IkV

I

-(y)

(a) If we were handed the functions f(x) = 3x -5 and g(y) =
verify that they are inverses by simply noting that

g of (x)g(3x-

5)

(3X--5) + 5= x
3

I,

we could

forxER

and

fog(y)=f(Y
(b) A function

f: S

--

)=3.(Y+ )-5=y

S is its own inverse if and only if

f - f (x) = f (f (x)) = x for all
-=

-

fordyER.

Consider a positive real number b with b

x E S.

#&
1. The function

fb

.

given by fb(x) = bx

for x E IR is a one-to-one function of IR onto (0, oc). It has an inverse fb

I

with

domain (0, xc), which is called a logarithm function. We write f;-l (y) = logo Y;
by the definition of an inverse, we have
lOgb bx = x

for every x E

R

and
blogb Y = y

for every y E (0, oo).

The important examples of b are 2, 10, and the number e that appears in calculus and
is approximately 2.718. In particular, ex and loge x are inverse functions. The function
loge x is called the natural logarithm and is often denoted In x. The functions lO'
and loglo x are inverses, and so are 2x and log 2 x. The functions loglo x and loge x
appear on many calculators, usually with the names log and in, respectively. Such
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calculators also allow one to compute the inverses 10 and ex of these functions. To
compute log2 x on a calculator, use one of the formulas
log2 x =

g1 2 ;zO3.321928 logx
log 10 2

or
log2 x =

WR:W

logexX

lnx
= -- - 1.442695 lnx.
loge 2
Inn2

Consider the function g: Z x Z -) 2 x Z given by g(m, n) = (-n, -m). We will
check that g is one-to-one and onto, and then we'll find its inverse. To see that g is
one-to-one, we need to show that

g(m, n) = g(m', n') implies

(m, n) = (m', n').

If g(m, n) = g(m', n'), then (-n, -m) = (-n', -m'). Since these ordered pairs are
equal, we must have -n = -n' and--m = -m'. Hence n = n' and m = m', so
(m, n) = (m', n'), as desired.
To see that g maps onto Z x 2, consider (p, q) in Z x 2. We need to find
(m, n) in Z x Z so that g(m, n) = (p, q). Thus we need (-n, -m) = (p, q), and
this tells us that n should be -p and m should be -q. In other words, given (p, q)
in Z x Z we see that (-q, -p) is an element in Z x Z such that g(-q, -p) = (p, q).
Thus g maps Z x Z onto Z x 2.
To find the inverse of g, we need to take (p, q) in Z x 2 and find g- 1 (p, q).
We just did this in the last paragraph; g maps (-q, -p) onto (p, q), and hence
g9 1(p, q) = (-q, -p) for all (p,q) in Z x 2.
It is interesting to note that g =
in this case.
U
Consider a general function f: S

-*

T. If A is a subset of S, we define

f(A) ={f(x): x E A}.
Thus f(A) is the set of images f (x) as x varies over A. We call f (A) the image
of the set A under f. We are also interested in the inverse image of a set B in T:

f

(B) = {x E S: f(x)

E

B).

The set f (B) is also called the pre-image of the set B under f.
If f is invertible, then the pre-image of the subset B of T under f equals the
image of B under f 1, i.e., in this case
f (B)

= {f-1 (y)

y

E

B) = f -(B).

If f is not invertible, it makes no sense to write f- 1(y) or
Because f -l(B) can't have any meaning unless it means f
extend the notation and write f 1(B) for what we denote by f
not invertible. Beware!
For y E T we write f (y) for the set fQ({y}). That is,
f

f 1 (B), of course.
(B), many people
(B), even if f is

(y) = {x E S: f(x) =y}.

This set is the pre-image of the element y under f. Note that solving the equation
f (x) = y for x is equivalent to finding the set f (y). That is, f (y) is the solution
set for the equation f(x) = y. As with equations in algebra, the set f (y) might
have one element, more than one element, or no elements at all.
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A

(a) Consider f: R

*

-J

R given by

f (x)

x 2 . Then

=

= {x CeR:

f (4)

x2

=

4} = {-2,2},

which is the solution set of the equation x2 = 4. The pre-image of the set [1, 9]
is
f'([l,

9]) = {x E R: x2

E

[1, 9]}

e R: 1 < x 2 < 9) = [-3, -1] U [1, 3].

{x

Also we have f ([-1,
0]) = fOl and f ([-1,
1]) = [-1, 1].
(b) Consider the function g: N x N -÷ N defined by g(m, n) = m 2 +
n2
Then
g (O) = {(0,0)}, g(1) = {(0, 1), (1,0)}, g ( 2 ) ={(1, 1)}, g ( 3 ) = 0,
g (4)
{(0, 2), (2, 0)), g ( 2 5) = {(0, 5), (3, 4), (4, 3), (5, 0)), etc.
N
A

S

(a) Let E be an alphabet and for this example let L be the length function on E*;
L(w) = length(w) for w c V. As we noted in Example 2(b), L maps E*
onto N. For each k E N,
L'(k)

= {w

E E*: L(w)

k}

=

=

1w e

: length(w) = k}.

Note that the various sets L'(k) are disjoint and that their union is E*:

U

L-(k)

=

L-(O) U L-(1) U L~(2) U ... =

kEN

These sets L'(k) are exactly the sets Ek defined in Example 5(b) on page 37.
Henceforth we will use the notation Ek for these sets.
(b) Consider h: Z -{ f-1, 11, where h(n) = (-I)'.
Then
h(1)

= {n

e 2: n is even}

and

h(-l)

={n E2:

n is odd}.

These two sets are disjoint and their union is all of Z:
h-(1) U h-(-1) = Z.
It is not a fluke that the pre-images of elements cut the domains into slices in
these last two examples. We will see in §3.4 that something like this always happens.

MaMMI 1
1. Let S= 11,2,3,4,5} and T = {a,b,c,d}. For each
question below: if the answer is YES, give an example;
if the answer if NO, explain briefly.
(a) Are there any one-to-one functions from S into T?

(b) Explain why f is one-to-one.
(c) Does f map N x N onto N? Explain.
(d) Show that g(m, n) = 2 m4 n defines a function on

N x N that is not one-to-one.

(b) Are there any one-to-one functions from T into S?
(c) Are there any functions mapping S onto T?
(d) Are there any functions mapping T onto S?

4. Consider the following functions from N into N:

(e) Are there any one-to-one correspondences between S
and T?
2. The functions sketched in Figure 3 have domain and
codomain both equal to [0,1].

(a) Which of these functions are one-to-one?

(a) Which of these functions are one-to-one?
(b) Which of these functions map [0, 1] onto [0, 1]?
(c) Which of these functions are one-to-one correspondences?
3. The function f(m, n) = 2 m3 n is a one-to-one function
from N x N into N.
(a) Calculate f (m, n) for five different elements
in N x N.

(m,

n)

IN(n) = n, f (n) =3n, g(n) = n + (-l)n, h(n)=
- 5).

minfn, 100}, k(n) = max{0, n

(b) Which of these functions map N onto N?
5. Here are two "shift functions" mapping N into N:
f (n) = n + 1 and g(n) = max{O, n - 11 for n E N.
(a) Calculate f (n) for n

=

01, 2, 3, 4, 73.

(b) Calculate g(n) for n = 01,2, 3, 4, 73.
(c) Show that

f is one-to-one but does not map N

onto N.
(d) Show that g maps N onto N but is not one-to-one.
(e) Show that g o f (n) = n for all n, but that
f o g(n) = n does not hold for all n.
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6. Let E = {a, b, c} and let E* be the set of all words w
using letters from E; see Example 2(b). Define L(w) =
length(w) for all w E V.
(a) Calculate L(w) for the words wl = cab, w2 =
ababac, and

W3 =

X.

(b) Is L a one-to-one function? Explain.
(c) The function L maps V into N. Does L map V
onto N? Explain.
(d) Find all words w such that L(w) = 2.
7. Find the inverses of the following functions mapping JR
into JR.
(a) f (x) = 2x + 3
(b) g(x) = x3- 2

(c) h(x) = (x -2)3
(d) k(x) = x + 7
8. Many hand-held calculators have the functions logx x2,

i7, and 1/x.
(a) Specify the domains of these functions.
(b) Which of these functions are inverses of each other?
(c) Which pairs of these functions commute with respect
to composition?
(d) Some hand-held calculators also have the functions
sinx, cosx, and tanx. If you know a little trigonometry, repeat parts (a), (b), and (c) for these functions.
9. Show that the following functions are their own inverses.
(a) The function f: (0, ox) -* (0, oc) given by
f(x) = l/x.

fi2

-- P(S) defined by
O(A) = Ac * .
(c) The function g: JR --* R given by g(x) = 1 -x.

(b) The function 0: P(S)

10. Let A be a subset of some set S and consider the characteristic function XA of A. Find X'(1) and X'(O).
11. Here are some functions from N x N to N: suM(m, n) =
m + n, PROD(m, n) = m * n, MAX(m, n) = maxim, n},
MIN(m, n) = min{m, n}; here * denotes multiplication of
integers.

(a) Which of these functions map N x N onto N?
(b) Show that none of these functions are one-to-one.
(c) For each of these functions F, how big is the set
F-(4)?
12. Consider the function f: JR x JR -+ R x R defined by
f(x, y)

= (x

+ y, x - y).

This function is invertible. Show that the inverse function is given by
f-'(ab) =(a+b a

b)

for all (a, b) in R x JR.
U be one-to-one functions.
13. Let f: S -÷ T and g: T
Show that the function g o f: S -* U is one-to-one.

14. Let f: S -) T be an invertible function. Show that f1
is invertible and that (f -1) -1 = f.
15. Let f: S --* T and g: T -* U be invertible functions.
Show that g o f is invertible and that (g o f)- =
f - 1 0og 1.
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Office Hours 1.7
Chapter I was just lots of definitions and basic stuff. Is the rest of the course
going to be mostly more definitions, or are we going to get to things we can
use ?

Now wait a minute! Who says definitions aren't useful? But I understand your
question. There were a fair number of definitions at first, and we'll see lots more,
but that's not the point of the course. The definitions are there to make life easier
for us and to bring out the main ideas. I've always thought of definitions as handy
ways to describe the basic things we want to think about. A friend of mine tells
his students they're the rules of the game-if you don't know the rules, then you
can't play the game. Whichever way you want to think of definitions is fine, if it
helps you learn and use them.
Let's take a simple example. In Section 1.7 we said that a function was "oneto-one" in case distinct elements had distinct images. That description defines the
term "one-to-one." We could get along without this word. Every time we wanted
to point out that a function had the property that distinct elements have distinct
images we could say that whole, long phrase. Instead, we've agreed to use the
word "one-to-one." It's convenient.
We could also make a new definition and say that a function is "at-most-fiveto-one" in case no more than five distinct elements have the same image. Why
don't we do that? Mainly because experience and common sense tell us that this
special property isn't likely to come up ever again, much less in an important
way. Having distinct images for distinct elements, on the other hand, has turned
out to be a useful property everywhere in math, so everybody in the game uses
the term "one-to-one." As you run into new definitions in the book, you can be
pretty sure they're there because they describe important ideas. Always ask yourself why a new term is introduced. Is it just temporary, or does it look as if it
will get used a lot? If it's really a puzzle, feel free to ask me about the new
term.
Also, to help remember a new definition, it's a good idea to think of some
examples of things that fit the conditions and also of some examples that almost
do, but not quite. How about a function that's almost one-to-one?
OK. Or maybe something like a one-to-one function that's not quite a one-toone correspondence?

Exactly.
You didn't mention it, but symbolic notation is something else we have to
learn if we expect to play the game. For instance, you'd be in big trouble if
you didn't know the difference between the symbols for union and intersection.
What sort of memory trick you use to keep them straight is up to you, but it has
to be absolutely reliable. Incidentally, one indication that a notation is extremely
important is if there's a special printed symbol for it. Certainly, anything in the
symbols index inside the front and back book covers is going to get a fair amount
of use.
I don't know a magic way to learn definitions or notation. The best way I've
found to embed them in the brain is to practice using them myself. Just reading
them in the book doesn't work for me. The good news is that learning definitions
is not actually all that hard. I'm sure you can think of all kinds of strange stuff that
you know really well, like words to songs or names of book characters or how to
win at computer games. You've learned these things because you had a reason to,
and you can learn math terms just as easily.
Now how's the homework going?
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To check your understanding of the material in this chapter, we recommend that you consider
each item listed below and:
(a) Satisfy yourself that you can define each concept and notation and can describe each
method.
(b) Give at least one reason why the item was included in this chapter.
(c) Think of at least one example of each concept and at least one situation in which each
fact or method would be useful.
This chapter is introductory and contains a relatively large number of fundamental
definitions and notations. It is important to be comfortable with this material as soon as
possible, since the rest of the book is built on it.

CONCEPTS
hypotheses
conclusion
counterexample
prime numbers
factors, divisors, greatest common divisors
multiples, least common multiples
even and odd numbers
relatively prime [pairs of numbers]
set
member = element,
subset of a set, equal sets, disjoint sets
set operations
universe [universal set], complement [in the universe], relative complement
Venn diagram
ordered pair, product of sets
alphabet, language, word, length of a word
function = map = mapping
domain, codomain
image of x, Im(f) = image of a function f
graph of a function
one-to-one, onto, one-to-one correspondence
composition of functions
inverse of a function
image f (A) of a set A under a function f
pre-image f F(B) of a set B under f
sequence, finite sequence

EXAMPLES AND NOTATION
floor function L j, ceiling function l I

mIn [m divides n]
gcd(m, n), lcm(m, n), minfa, b), max{a, b}
N, P, Z,,
R

E, ,{: }, C, C
0 = empty set
notation for intervals: [a, b], (a, b), [a, b), (a, b]
P(S), U, n, A \ B, A E B, Ac
(s, t) notation for ordered pairs, S x T, Sn
ISI = number of elements in the set S
Dom(f), Im(f), f: S-+ T, f o g
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E notation for sums, Hl notation for products
n! for n factorial
E*, X = empty word
special functions: logb, characteristic function

of a set A

XA

FACTS
Division Algorithm [n = m q + r where 0 < r < m].
Basic laws of set algebra [Table 1 on page 25].
Composition of functions is associative.
A function is invertible if and only if it is a one-to-one correspondence.

METHODS
Abstracting from the specific.
Use of Venn diagrams.
Reasoning from definitions and previously established facts.

i.*6_
E: 5
1.

I

(a) Find gcd(555552, 555557).

(c) Repeat part (b) for the other digits 0, 1, 2, 3, 4, 5, 6,

(b) How about gcd(55555555553, 55555555558)?
2. (a) Show that (A \ B) \ C and A \ (B \ C) are not in
general equal for sets A, B, and C by giving an
explicit counterexample. A Venn diagram is not a
counterexample.
(b) Give an example of sets A, B, and C for which
(A\B)\C=A\(B\C).
3. For n C IfP,let D, = {k E 2 : k is divisible by n}. List
three members of each of the following sets:
(a) D3 n Ds

(b) Dc

(c) D 3 d) D5

4. (a) Calculate L[I for k = 1, 2, 3, 4, 5, 9, 10, 13, and 73.
(b) For which integers k do we have L[5] =

[kl?

5. The summary of methods at the end of §1.1 lists "counting a set without actually listing its members" as one
method. What sets got counted that way in §1.1? Can
you think of other examples in which you have counted
sets without listing them?
6. The function f: [0, 2]
[-4, 0] defined by f(x) =
x 2 -4x is invertible. Give the domain, codomain, and a
formula for the inverse function f-1. [Be careful.]
7. Let f: Z -2Z be defined by f (x) = x2 - 3.Find
f {0, 1)).
8. Define f: JR J-* R by f (x) = x2 - 1. Determine the
following sets:
(a) f([O, 1])

(b) f ([O, 1])

(c) f (f([O, 1]))

9. (a) Convince yourself that if a positive integer n ends
with digit 7, then n2 ends with digit 9. More generally, if n ends with digit 1, 2, 3, 4, 5, 6, 7, 8, 9, or 0,
then n2 ends with digit 1, 4, 9, 6, 5, 6, 9, 4, 1, or 0,
respectively.
(b) How many squares n2 (of positive integers n) that
are less than or equal to 1,000,000 end with digit 9?

7, and 8.
10. One approach to finding the greatest common divisor
gcd(m, n) of m and n is to find all divisors of m, find
which of those are divisors of n, and then take the
largest of them.
(a) What looks like the hardest part of this outline?
(b) Why can't we just replace "divisors" by "multiples"
and "largest" by "smallest" in this approach to get
lcm(m, n)?
11. For positive integers 1, m, and n, define gcd(l, m, n), just
as for two positive integers, to be the largest integer that
divides all three of 1, m, and n.
(a) Find:
gcd(8, 12, 21) gcd(9, 21, 56)
gcd(35, 45, 63) gcd(77, 91, 119)
(b) Generalize Theorems 3 and 4 on pages 12 and 13, if
possible, or show that the natural generalizations fail.
[If you get stuck, think about prime factorizations.]
12. The discussion on page 6 leads to the estimate that
roughly 70 of the integers with 30 decimal digits are
primes. Using the same methods, roughly what proportion of 40-digit integers are primes? [Hint: Exercise 15
on page 7 may help.]
13. The theorem on page 5 says that the number of multiples of k between m and n is about k-1, which is
itself about %k. When would this sort of rough answer
be good enough?
14. Bob says that if he just knows gcd(m, n) and lcm(m, n)
with m < n, then he can figure out what m and n are.
Ann says he's wrong and that she has two different
examples with gcd(m, n) = 2 and lcm(m, n) = 12. Is
either Ann or Bob correct?
15. The definitions of gcd(m, n) and lcm(m, n) make sense
even if m or n is a negative integer.
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(a) Find gcd(-4, 6) and lcm(10, -6).
(b) Is it still true that gcd(m, n) * lcm(m, n) = m *n if m

and n are allowed to be negative? That is, does Theorem 3 on page 12 still hold? Explain.
16. Let E be the alphabet {a, b}.
(a) Is there a function mapping E onto Y*? If yes, give
an example. If no, explain.
(b) Is there a function mapping E* onto I? If yes, give
an example. If no, explain.
17. Let S = {x e R: x > -1} and T = {x E R: x > 01, and
define f(x) = -~/ -+ for x E S. Then f: S -+ T.
(a) Show that f is one-to-one.
(b) Show that f maps S onto T.
(c) Does f have an inverse? If so, find it.

(d) Find a formula for the function f o f, and give its
domain and codomain.
(e) Is f o f one-to-one? Explain.
18. (a) Prove the associative law (A ED B) @ C = A a) (B (E C)
without using Venn diagrams.
(b) By part (a), the notation A @ B $ C is unambiguous.
Give a description of the elements of A e B e C that
doesn't involve either of the sets A E@
B or B @ C.
(c) Use the ideas in part (b) to describe the elements in
A D B $ C E D.
(d) Generalize to n sets A 1,
A,
19. Note the exponents that appear in the 2" column of
Figure 2 on page 37. Note also that logo 2 t 0.30103.
What's going on here?

E
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Elementary Logic
This chapter contains an informal introduction to logic, both as a set of tools for
understanding and building arguments (i.e., proofs) and as an object of study in its
own right. Everyone who depends on making inferences needs to be able to recognize
and distinguish between valid and invalid arguments. Mathematicians place a great
deal of emphasis on creating proofs that are logically watertight. Computer scientists
need to be able to reason logically, of course, but in addition they need to know
the formal rules of logic that their machines follow. Our emphasis will be on logic
as a working tool. We will try to be informal, but we will also hint at what would
be involved in a careful formal development of the subject. We will also develop
some of the symbolic techniques required for computer logic. The connection with
hardware and logical circuits will be made more explicit in Chapter 10.
Section 2.1 introduces some terminology and common notation, including the
useful quantifiers V and 3. In §2.2 we give the basic framework of the propositional calculus. The general concepts are important and should be mastered. Some
rather intimidating tables, which need not be memorized, are provided for easy reference. Ultimately, the purpose of proofs is to communicate by providing convincing
arguments. In §§2.3 and 2.4 we start to discuss proofs as encountered in practice.
In particular, §2.3 contains some suggestions and advice to assist in learning how
to write proofs. Finally, we formalize the ideas in §2.5 and then return to analyze
informal arguments in §2.6.

2.1

informal Introduction
We plan to study the logical relationships among propositions, which are usually
interpretable as meaningful assertions in practical contexts. For us, a proposition
will be any sentence that is either true or false, but not both. That is, it is a sentence
that can be assigned the truth value true or the truth value false, and not both. We
do not need to know what its truth value is in order to consider a proposition.
The following are propositions:
(a) Julius Caesar was president of the United States.
(b) 2+2=4.
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(c) 2+3

(d)
(e)
(f)
(g)

=
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7.

The number 4 is positive and the number 3 is negative.
If a set has n elements, then it has 2' subsets.
2n + n is a prime number for infinitely many n.
Every even integer greater than 2 is the sum of two prime numbers.

Note that propositions (b) and (c) are mathematical sentences, where "=" serves
as the verb "equals" or "is equal to." Proposition (d) is false, since 3 is not negative. If
this is not clear now, it will become clear soon, since (d) is the compound proposition
"4 is positive and 3 is negative." We [the authors] have no idea whether proposition
(f) is true or false, though some mathematicians may know the answer. On the other
hand, as of the writing of this book no one knows whether proposition (g) is true;
its truth is known as "Goldbach's conjecture."
- 3111111111

Here are some more propositions:
(a) x + y = y + x for all x, y IR.
(b) 2n = n2 for some n E N.
(c) It is not true that 3 is an even integer or 7 is a prime.
(d) If the world is flat, then 2 + 2 = 4.
Proposition (a) is really an infinite set of propositions covered by the phrase
"every" or "for all." Proposition (b) is a special sort of proposition because of the
phrase "for some." Propositions of these types will be discussed later in this section
and studied systematically in Chapter 13. Proposition (c) is a somewhat confusing
compound proposition whose truth value will be easy to analyze after the study of
this chapter. Our propositional calculus will allow us to construct propositions like
the one in (d) and to decide whether they are true or false, even when they may
appear silly or even paradoxical.
The following sentences are not propositions:

*

-3!|2zA

(a)
(b)
(c)
(d)

Your place or mine?
Why is induction important?
Go directly to jail.
Knock before entering!
(e) x - y = y - x.
The reason that sentence (e) is not a proposition is that the symbols are not
specified. If the intention is
(e') x-y = y-x for all x, y E R,
then this is a false proposition. If the intention is
(e") x-y=y-xforsomex,yElR,
or
(e"') x -y = y-x for all x, y in the set {0},
then this is a true proposition. The problem of unspecified symbols will be discussed
in Example 12.
Of course, in the real world there are ambiguous statements:
A

AU

(a) Teachers are overpaid.
(b) Math is fun.
(c) A2 = 0 implies A = 0 for all A.
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The difficulty with sentence (c) is that the set of allowable A's is not specified.
The statement in (c) is true for all A E IR.It turns out that (c) is meaningful, but false,
for the set of all 2 x 2 matrices A. Ambiguous statements should either be made
unambiguous or abandoned. We will not concern ourselves with this process, but
assume that our propositions are unambiguous. [See Exercises 17 and 18, though,
E
for more potentially ambiguous examples.]
Although much of the logic we will discuss has perfectly good applications
to everyday life, our main goals are quite narrow. We want to develop a logical
framework and structures that are adequate to handle the questions that come up in
mathematics and computer science.
We begin by developing some symbolic notation for manipulating the logic of
propositions. In this context we will generally use lowercase letters such as p, q,
r.... to stand for propositions, and we will combine propositions to obtain compound
propositions using standard connective symbols:
A

v

for "not" or negation;
for "and";
for "or" [inclusive];
for "implies" or the conditional implication;
for "if and only if' or the biconditional.

The inclusive and exclusive "or"s are discussed at the beginning of §1.4. Other
connectives, such as (D, appear in the exercises of §§2.2 and 2.5. Sometimes we will
be thinking of building compound propositions from simpler ones, and sometimes we
will be trying to analyze a complicated proposition in terms of its constituent parts.
In the next section we will carefully discuss each of the connective symbols
and explain how each affects the truth values of compound propositions. At this
point, though, we will just treat the symbols informally, as a kind of abbreviation
for English words or phrases, and we will try to get a little experience using them
to modify propositions or to link propositions together. Our first illustration shows
how some of the propositions in Examples 1 and 2 can be viewed as compound
propositions.
S

*

(a) Recall proposition (d) of Example 1: "The number 4 is positive and the number
3 is negative." This can be viewed as the compound proposition p A q [read
"p and q"], where p = "4 is positive" and q = "3 is negative."
(b) Proposition (d) of Example 2, "If the world is flat, then 2 + 2 = 4," can
be viewed as the compound proposition r -*
r = "the world is flat" and s = "2 + 2 = 4."

s [read "r implies s"], where

(c) Proposition (c) of Example 2 says "It is not true that 3 is an even integer or 7
is a prime." This is -(p V q), where p = "3 is even" and q = "7 is a prime."
Actually, the nonsymbolic version of this proposition is poorly written and can
also be interpreted to mean (-p) v q. When we read (c) aloud as "not p or q,"
we need to make it clear somehow where the parentheses go. Is it not p, or is
it not both?
(d) The English word "unless" can be interpreted symbolically in several ways. For
instance, "We eat at six unless the train is late" means "We eat at six or the
train is late," or "If the train is not late, then we eat at six," or even "If we do
A
not eat at six, then the train is late."
The compound proposition p -+ q is read "p implies q," but it has several
other English-language equivalents, such as "if p, then q." In fact, in Example 5(b)
the compound proposition r -* s was a translation of "if r, then s." That proposition could have been written: "The world is flat implies that 2 + 2 = 4." Other
English-language equivalents for p -- q are "p only if q" and "q if p." We will
usually avoid these; but see Exercises 15 to 18.
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Compound propositions of the form p -÷ q, q - p, -p -* -q, etc., appear to
be related and are sometimes confused with each other. It is important to keep them
straight. The proposition q -* p is called the converse of the proposition p -* q.
As we will see, it has a different meaning from p -+ q. It turns out that p -* q is
equivalent to -q -+ -p, which is called the contrapositive of p -* q.

I

*

Consider the sentence "If it is raining, then there are clouds in the sky." This is
the compound proposition p -f q, where p = "it is raining" and q = "there are
clouds in the sky." This is a true proposition. Its converse q -+ p reads "If there
are clouds in the sky, then it is raining." Fortunately, this is a false proposition. The
contrapositive -q -* -p says, "If there are no clouds in the sky, then it is not
raining." Not only is this a true proposition, but most people would agree that this
follows "logically" from p -- q, without having to think again about the physical
connection between rain and clouds. It does follow, and this logical connection will
be made more precise in Table 1 on page 62, item 9.
C
In logic we are concerned with determining the truth values of propositions
from related propositions. Example 6 illustrates that the truth of p -* q does not
imply that q -* p is true, but it suggests that the truth of the contrapositive -q -p* -p
follows from that of p -* q. Here is another illustration of why one must be careful
in manipulating logical expressions.
Consider the argument "If the pig is not outdoors, then the house is not quiet. The
pig is outdoors, so the house is quiet." We are not concerned with whether the pig
makes a lot of noise, but just with whether the house's being quiet follows logically
from the previous two assertions, "If the pig is not outdoors, then the house is not
quiet" and "The pig is outdoors." It turns out that this reasoning is not valid. The
first sentence only tells us that things inside will be loud if the pig is there; it tells
us nothing otherwise. Perhaps the inhabitants like to party, whether or not there's
a pig around. If the reasoning above were valid, the following would also be: "If
Carol doesn't buy a lottery ticket, then she will not win $1,000,000. Carol does buy
a lottery ticket, so she will win $1,000,000."
Symbolically, these invalid arguments both take this form: If -p -÷ -q and
p are true, then q is true. The propositional calculus we develop in §§2.2 and 2.5
will provide a formal framework with which to analyze the validity of arguments
such as these.
a
The truth of p -* q is sometimes described by saying that p is a sufficient
condition for q or that q is a necessary condition for p. Saying that p is a necessary
and sufficient condition for q is another way of saying q -+ p and p -+ q are true,
i.e., that p ++ q is true.

B

S

(a) For a person to have grandchildren it is necessary to have or to have had
children. That is, "grandchildren -+ children" is true. Having children is not
sufficient for having grandchildren, though, since the children might not have
children themselves.
(b) Hitting a fly with a cannonball is sufficient to kill it, but not necessary. Thus
"cannonball -) splat" is true, but "splat -> cannonball" is not.
(c) A necessary and sufficient condition for a prime number p to be even is that
p =2.
U
We have been considering "if ...

then

...

"

statements in the context of

implication and logical proof. In everyday usage, such statements commonly also
carry along a meaning of causality, that q is true because p is true, or of time
dependence, so that q only follows from p if it happens later. In the English language,
the "if ... then ... " construction is often used to analyze situations that may be
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contrary to fact or that may not yet be decided, such as "If my grandmother had
wheels, then she would be a bicycle," or "If I lifted that box, then I might hurt
myself." In some other languages it is actually not possible to make statements
of these sorts without rather elaborate constructions. So far as we are concerned,
though, none of these natural-language considerations matter. As we said earlier,
we just want to be able to handle the questions that come up in mathematics and
computer science. If our tools apply more generally, then that's fine too.
We should also mention another usage of "if' in computer science, as a flow
control instruction. In some programming languages, both if and then are key
words, as in program segments
if A then ( do B).
In some languages the "then" is omitted, leading to segments
if A ( do B ).
The interpretation in either case is "Check to see if A is true and, if it is, then do B.
If it's not, then move on to the next instruction." Here A is some condition that's
either true or false, but B is just some program segment, so it's neither true nor
false, but simply a list of instructions. Thus the flow control usage is quite different
from our logical "if .. . then . . . " interpretation.
Many statements in mathematics are general statements about members of a
large, possibly infinite, set of objects. They may be statements about natural numbers,
such as those in parts (e)-(g) of Example I and part (b) of Example 2. They may be
statements about real numbers, as in part (a) of Example 2, or about sets or functions
or matrices or some other classes of objects. Statements like this often include the
phrase "for all" or "for every" and can be viewed as compound propositions of
simpler statements.
A

*

0

Consider again Goldbach's conjecture from Example 1: "Every even integer greater
than 2 is the sum of two prime numbers." This proposition turns out to be decomposable as
"p(4) A p(6) A p(8) A p(10) A p(l 2 ) A
or
'"p(n) for every even n in N agreater than 4,"
where p(n) is the simple proposition "n is the sum of two prime numbers." However,
the rules for the connectives A and V in the propositional calculus, which we will
develop in §2.2, do not allow constructions, such as these, that involve more than a
finite number of propositions.
U
There are two useful connectives, V and 3, from what is called the "predicate
calculus" that will allow us to symbolize propositions like those in Example 9. We
will discuss the logic of these connectives, called quantifiers, in more detail in
Chapter 13; for now we just treat them as informal abbreviations.
In Example 9, the variable n in p(n) takes integer values, but in general the
variable values could be real numbers or other sorts of objects. For the general setting,
we will use U to denote a generic set of possible values; U is sometimes called a
"universal set." Thus we suppose that {p(x): x E U) is a family of propositions,
where U is a set that may be infinite. In other words, p is a proposition-valued
function defined on the set U. The universal quantifier V, an upside-down A as in
"for All," is used to build compound propositions of the form

Vx p(x),
which we read as "for all x, p(x)." Other translations of V are "for each," "for
every," and "for any." Beware of "for any," though, as it might be misinterpreted
as meaning "for some." The phrase "if you have income for any month" is not the
same as "if you have income for every month."
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The existential quantifier 3, a backward E as in "there Exists," is used to
form propositions such as

3x p(x),
which we read as "there exists an x such that p(x)," "there is an x such that p(x),"
or "for some x, p(x)."
A

*

(a) For each n in N, let p(n) be the proposition "n 2 = n." Then Vn p(n) is shorthand
for the statement "for all n E N, n2 = n," which we'd probably write as "n2 = n
for all n E N." Similarly, 3n p(n) is shorthand for "n2 = n for some n E N."
The universal set U in this case is N.
(b) Let p(x) be "x < 2x" and q(x) be "x2 > 0" for x E JR. Since JR cannot be
listed as a finite sequence, it would really be impossible to symbolize 3x p(x)
or Vx q(x) in the propositional calculus. The expression 3x p(x) is shorthand
for "x < 2x for some x E iR," and Vx q(x) is shorthand for "x2 > 0 for all
x e R." Here the universal set U is IR.
(c) Quantifiers are also useful when one is dealing with a finite, but large, set of
propositions. Suppose, for example, that we have propositions p(n) for n in the
set {n E N: 0 < n < 65,535}. The notation 'n p(n) is clearly preferable to
p(O) A p(l) A

p(2)

A

p(3)

A ...

A

p(6 5, 5 3 5 )

65,535

though we might invent the acceptable

A

p(n).

.

n=O

In Section 13.1 we will formalize the intended meaning that the compound
proposition Vx p(x) is true provided every proposition p(x) is true. Otherwise, we
regard this compound proposition as false. Thus
Vx p(x) is true if p(x) is true for every x in the universal set U;
otherwise, Vx p(x) is false.
Similarly, the compound proposition 3x p(x) is true provided p(x) is true for
at least one value of x in the universal set. Thus
3x p(x) is true if p(x) is true for at least one x in U;
3x p(x) is false if p(x) is false for every x in U.
(a) As in Example 10(a), p(n) represents the proposition "n2 = n" for each n E N.
Then 'In p(n) is false because, for example, p(3), i.e., "32 = 3," is false. On
the other hand, 3n p(n) is true because at least one proposition p(n) is true; in
fact, exactly two of them are true, namely p(0) and p(l).
(b) As in Example 10(b), let p(x) be "x < 2x" and q(x) be "x2 > 0" for x e JR.
Clearly, 3x p(x) is true, but Vx p(x) is false because p(x) is false for negative
x. Both Vx q(x) and 3x q(x) are true.
(c) The Goldbach conjecture can now be written as 'n p(n) is true, where p(n) =
"if n in N is even and greater than 2, then n is the sum of two prime numbers."
It is known that p(n) is true for a huge number of values of n, but it isn't
known whether p(n) is true for all n in the universal set N.
M
A

*

(a) The quantifiers v and 3 are often used informally as abbreviations. The first
two propositions in Example 2 might be written as "x + y = y + x Vx, y E R"
and "3n E N so that 2n = n
(b) In practice, it is common to omit understood quantifiers. The associative and
cancellation laws for JR are often written
(A)
(C)

(x + y) + z = x + (y + z),
xz = yz and z 0 0 imply

x = y.
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The intended meanings are
(A)

VxVyVz[(x+y)+z=x+(y+z)],

(C)

VXVyVZ[(XZ=yZAZ#0O)-*X=y],

where x, y, and z are in R. In everyday usage (A) might also be written as
(x+y)+z=x+(y+z)

VxVyVz,

or
(x+y)+z=x+(y+z)

VX,y,ZER,

or
(x+y)+z=x+(y+z)

forallx,y,zE R.

.

We will often be able to prove propositions Vn p(n), where n E N, by using
an important technique, mathematical induction, which we describe in Chapter 4.
A compound proposition of the form Vx p(x) will be false if any one [or more]
of its propositions p(x) is false. So, to disprove such a compound proposition, it is
enough to show that one of its propositions is false. In other words, it is enough to
supply an example that is counter to, or contrary to, the general proposition, i.e., a
counterexample.
Goldbach's conjecture is still unsettled because no one has been able to prove
that every even integer greater than 2 is the sum of two primes, and no one has found
a counterexample. The conjecture has been verified for a great many even integers.
cfj

LTA
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r

(a) The number 2 provides a counterexample to the assertion "All prime numbers
are odd numbers."
(b) The number 7 provides a counterexample to the statement "Every positive
integer is the sum of three squares of integers." Incidentally, it can be proved
that every positive integer is the sum of four squares of integers, e.g., 1 =
12 + 02 + 02 + 02 7 = 22+ 1212+ 12, and 73 = 82 + 32 + 02 + 02, but just
checking a large number of cases is not a proof.
(c) The value n = 3 provides a counterexample to the statement "n2 < 2n for
all n E N," which we may write as "n2 < 2n Vn E N." There are no other
counterexamples, as we will see in Example l(c) on page 146.
(d) Gerald Ford is a counterexample to the assertion: "All American presidents
have been right-handed." Do you know of other counterexamples?
N
Given a general assertion whose truth value is unknown, often the only strategy
is to make a guess and go with it. If you guess that the assertion is true, then analyze
the situation to see why it always seems to be true. This analysis might lead you to a
proof. If you fail to find a proof and you can see why you have failed, then you might
discover a counterexample. Then again, if you can't find a counterexample, you might
begin to suspect once more that the result is true and formulate reasons why it must
be. It is very common, especially on difficult problems, to spend considerable efforts
trying to establish each of the two possibilities, until one wins out. One of the authors
spent a good deal of energy searching for a counterexample to a result that he felt
was false, only to have a young mathematician later provide a proof that it was true.

07"-w
1. Let p, q, and r be the following propositions:
p = "it is raining,"
q = "the sun is shining,"
r = "there are clouds in the sky."
Translate the following into logical notation, using p, q,

r, and logical connectives.

(a) It is raining and the sun is shining.
(b) If it is raining, then there are clouds in the sky.
(c) If it is not raining, then the sun is not shining and
there are clouds in the sky.
(d) The sun is shining if and only if it is not
raining.
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(e) If there are no clouds in the sky, then the sun is
shining.
2. Let p, q, and r be as in Exercise 1. Translate the following into English sentences.
(a) (p A q) -r
(b) (p- r)- q
(c) -p +*(q v r)

(d)-(p -(q V r))

(e) -(p V q) A r
3. (a) Give the truth values of the propositions in parts (a)
to (e) of Example 1.
(b) Do the same for parts (a) and (b) of Example 2.
4. Which of the following are propositions? Give the truth
values of the propositions.
(a) x 2 = x

R.

Vx E

(b) x2 = x for some x
(c) X2

E

R.

x.

(d) x2 = x for exactly one x

E R.

(f) xy = xz implies y = z Vx, y, z E DR.
(g) wIw2 = wIw 3 implies w2 = W3 for all words wi,
W2, W3 C E .

5. Consider the ambiguous sentence "x2

=

y2 implies

x = y Vx, y."

(a) Make the sentence into an (unambiguous) proposition
whose truth value is true.
(b) Make the sentence into an (unambiguous) proposition
whose truth value is false.
6. Give the converses of the following propositions.

(a) q

7.
8.

9.

10.

11.

-+

13. (a) Give a counterexample to "x > y implies X2 > y2
Vx, y E JR." Your answer should be an ordered pair
(x, y) .

(b) How might you restrict x and y so that the proposition in part (a) is true?
14. Let S be a nonempty set. Determine which of the following assertions are true. For the true ones, give a reason.
For the false ones, provide a counterexample.
(a)AUB=BUA VA,BEP(S).
(b)(A\B)UB=A VA,BeP(S).
(c)(AUB)\A=B VA,BeP(S).
(d) (AfnB)nlC=Afn(BnlC) VA,B,C EP(S).
15. Even though we will normally use "implies" and "if ...
then ... " to describe implication, other word orders and
phrases often arise in practice, as in the examples below.
Let p, q, and r be the propositions
p

(e) xy = xz implies y = z.

r.

(b) If I am smart, then I am rich.
(c) If X2 = x, then x = 0 or x = 1.
(d) If2+2=4, then 2+4=8.
Give the contrapositives of the propositions in
Exercise 6.
(a) In connection with Goldbach's conjecture, verify that
some small even integers, such as 4, 6, 8, and 10, are
sums of two primes.
(b) Do the same for 98.
(a) Show that n = 3 provides one possible counterexample to the assertion "n3 < Y Vn E N."
(b) Can you find any other counterexamples?
(a) Show that (m, n) = (4, -4) gives a counterexample
to the assertion "If m, n are nonzero integers that
divide each other, then m = n."
(b) Give another counterexample.
(a) Show that x =-I is a counterexample to "(x + 1)2
> X2 Vx E JR."

(b) Find another counterexample.
(c) Can a nonnegative number serve as a counterexample? Explain.
12. Find counterexamples to the following assertions.
(a) 2n - 1 is prime for every n > 2.
(b) 2' + 3f is prime Vn E N.
(c) 2n + n is prime for every positive odd integer n.
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q =

"the flag is set,"
= 0,"

r = "subroutine S is completed."

Translate each of the following propositions into symbols, using the letters p, q, and r and the logical connectives.
(a) If the flag is set, then I = 0.
(b) Subroutine S is completed if the flag is set.
(c) The flag is set if subroutine S is not completed.
(d) Whenever I = 0, the flag is set.
(e) Subroutine S is completed only if I = 0.
(f) Subroutine S is completed only if I = 0 or the flag
is set.
Note the ambiguity in part (f); there are two different
answers, each with its own claim to validity. Would
punctuation help?
16. Consider the following propositions: r = "ODD(N) = T."
m = "the output goes to the monitor," and p = "the

output goes to the printer." Translate the following, as in
Exercise 15.
(a) The output goes to the monitor if ODD(N) = T.
(b) The output goes to the printer whenever oDD(N) = T
is not true.
(c) ODD(N) = T only if the output goes to the monitor.
(d) The output goes to the monitor if the output goes to
the printer.
(e) ODD(N) = T or the output goes to the monitor if the

output goes to the printer.
17. Each of the following sentences expresses an implication. Rewrite each in the form "If p, then q."
(a) Touch those cookies if you want a spanking.
(b) Touch those cookies and you'll be sorry.
(c) You leave or I'll set the dog on you.
(d) I will if you will.
(e) I will go unless you stop that.
18. Express the contrapositive of each sentence in
Exercise 17 in the form "If p, then q."
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2.2

Propositional Calculus
We have two goals in this section. We want to develop a set of formal rules for
analyzing and manipulating propositions, a sort of algebra of propositions similar
in some ways to the algebra of numbers and the algebra of sets. We also want
a mechanical way to calculate truth values of complicated propositions. It is the
calculation aspect that has given the name "calculus" to the subject.
If a proposition is constructed from other propositions by using logical connectives, then its truth or falsity is completely determined by the truth values of the
simpler propositions, together with the way the compound proposition is built up
from them. Given propositions p and q, the truth values of the compound propositions -p, p A q, p V q, p -* q, and p +- q will be determined by the truth values
of p and q. Since there are only four different combinations of truth values for p
and q, we can simply give tables to describe the truth values of these compound
propositions for all of the possible combinations.
One way to indicate truth values in a table would be to use the letters T and F.
We have chosen instead to be consistent with the usage for Boolean variables in most
computer languages and to use I for true and 0 for false.
The proposition -p should be false when p is true and true when p is false.
Thus our table for the connective

is

-

P

-p

0 1
1 0
The column to the left of the vertical line lists the possible truth values of p. To the
right of the line are the corresponding truth values for -p.
The truth table for A is
p

q

pAq

0
0
1
1

0
1
0
1

0
0
0
1

Here the four possible combinations of truth values for p and q are listed to the left
of the line, and the corresponding truth values of p A q are shown to the right. Note
that p A q has truth value true exactly when both p and q are true. No surprise here!
As we explained at the beginning of §1.4, the use of "or" in the English
language is somewhat ambiguous, but our use of v will not be ambiguous. We
define V as follows:
p

q

pVq

0 0
0 1
1 0

0
1
1

1

1

1

Most people would agree with the truth-value assignments for the first three lines.
The fourth line states that we regard p V q to be true if both p and q are true. This
is the "inclusive or," sometimes written "and/or." Thus p V q is true if p is true or
q is true or both. The "exclusive or," symbolized (d, means that one or the other is
true but not both; see Exercise 13.
The conditional implication p -* q means that the truth of p implies the
truth of q. In other words, if p is true, then q must be true. The only way that this
implication can fail is if p is true while q is false.
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p

q

p -+ q

0
0
1
1

0
1
0
1

1
1
0
1

The first two lines of the truth table for p -* q may bother some people
because it looks as if false propositions imply anything. In fact, we are simply
defining the compound proposition p -* q to be true if p is false. This usage
of implication appears in ordinary English. Suppose that a politician promises "If
I am elected, then taxes will be lower next year." If the politician is not elected,
we would surely not regard him or her as a liar, no matter how the tax rates
changed.
We will discuss the biconditional p ++q after we introduce general truth tables.
A truth table for a compound proposition built up from propositions p, q,
r,... is a table giving the truth values of the compound proposition in terms of
the truth values of p, q, r,.... We call p, q, r, ... the variables of the table and
of the compound proposition. One can determine the truth values of the compound
proposition by determining the truth values of subpropositions working from the
inside out, just as one calculates algebraic expressions like (7 + 8 (9 - 4))3 from
the inside out.
.

I

Now let's consider the truth table for the compound proposition (p Aq) V- (p -+ q).
Note that there are still only four rows, because there are still only four distinct
combinations of truth values for p and q.
column

1

2

p

q

4

3
lp~q

0 0
01
1 0
l l

5

p- -* q

0
0
0
1

-(p

-*

6
q)

(p A q) V -(p

0
0
1
0

I
I

1

-*

q)

0

0
1
1

The values in columns 3 and 4 are determined by the values in columns 1 and 2.
The values in column 5 are determined by the values in column 4. The values in
column 6 are determined by the values in columns 3 and 5. The sixth column gives
the truth values of the complete compound proposition.
One can use a simpler truth table, with the same thought processes, by writing
the truth values under the connectives, as follows:
q

(pAq)

V

-(p

0 0
0 1
1 0
1 1

0

0

0

0

0
1

1
1

0
0
1
0

I

2

4

3

p

step

I

q)

-

1
1
0
1
2

The truth values at each step are determined by the values at earlier steps. Moreover,
they are listed directly under the last connectives used to determine the truth values.
Thus the values at the second step were determined for (p A q) and (p -* q) and
placed under the connective A and

-A.

The values at the third step for -(p

-+

q)

were determined by the values in the last column on the right and placed under the
connective -. The values at the fourth step for the compound proposition (p A q) v
-(p -* q) were determined by the values in the third and fifth columns and placed
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under the connective v. The column created in the fourth and last step gives the
truth values of the compound proposition.
v
The simpler truth tables become more advantageous as the compound propositions get more complicated.
Here is the truth table for
(p

-+

q) A [(q A -r)

(p v r)].

-)

The rows of a truth table can, of course, be given in any order. We've chosen a
systematic order for the truth combinations of p, q, and r partly to be sure we have
listed them all.
p

qr

0

00
001
10
11
00
01
10
11

0
0
1
1
1
1

step

1

(p

q)

-+

1
1
1
1
0
0
1
1

1 1

A

[(q A -r)

-*

(p V r)]

1
1
0
1
0
0
1
1

01
00
1 1
00
01
00
11
00

1
1
0
1
1
1
1
1

0
1
0
1
1
1
1
1

5

32

4

2

The biconditional p * q is defined by the truth table for (p
(p

pq

00

1

A

q)

1
1
0
1
2

01
10
11

step

-4

1

1
0
0
1
3

(q

-+

V
-- q) A (q

-*p):

p)

1
0
1
1
2

That is,
p

q

p+

q

0 0

1

0
1
1

0
0
1

1
0
1

Thus p + q is true if both p and q are true or if both p and q are false. The
following are English-language equivalents to p + q: "p if and only if q," "p is a
necessary and sufficient condition for q," and "p precisely if q."
It is worth emphasizing that the compound proposition p -* q and its converse
q -+ p are quite different; they have different truth tables.
An important class of compound propositions consists of those that are always
true no matter what the truth values of the variables p, q, etc., are. Such a compound
proposition is called a tautology. Why would we ever be interested in a proposition
that is always true and hence is pretty boring? One answer is that we are going to be
dealing with some rather complicated-looking propositions that we hope to show are
true. We will show their truth by using other propositions that are known to be true
always. We'll also use tautologies to analyze the validity of arguments. Just wait.
We begin with a very simple tautology.
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(a) The classical tautology is the compound proposition p
P

P-*P

0

1

1

1

p:

If p is true, then p is true. Obvious and boring!
(b) The compound proposition [p A (p -* q)] -* q is a tautology:
p

step

A

Am~n

q

[P

A (P

1

1
1
1
1

q
0
1
0
1

2

4

1

q)]

-

0 0

0

1

0
1
1

1
0
1

0
0

1
0

1

1

1

3

If p is true and p -* q is true, then q is true. The logic here is pretty obvious,
too, when stated so explicitly, but careless attempts at similar reasoning in
practice can lead to trouble. We'll return to this topic in §2.3, where we discuss
other potential misuses of logic.
(c) -(p V q) -* (-p A -q) is a tautology:
p

step

-(p V q)

q

A-q)

1

1
1
1
1

1 0 0
0 0 1
0 00

2

4

2

0 0
0 1
1 0
1 1

1
0
0

0
1
1

0

1

3

1

(-p

1

The proposition -(p V q) is true if and only if -p
this, or see Example 5(a).

11

3 2
v -q

is true. Think about
U

A compound proposition that is always false is called a contradiction. Clearly,
a compound proposition P is a contradiction if and only if -P is a tautology.
The classical contradiction is the compound proposition p A -p:

p

p

A

-'p

In other words, one cannot have p and -'p both true.

U

Two compound propositions P and Q are regarded as logically equivalent if
they have the same truth values for all choices of truth values of the variables p,
q, etc. In other words, the final columns of their truth tables are the same. When
this occurs, we write P Q. Since the table for P ++ Q has truth values true
precisely where the truth values of P and Q agree, we see that

P

> i-

Q if and only if P ÷* Q is a tautology.

Observing that P
i=•Q will be especially useful in cases where P and Q look
quite different from each other. See, for instance, the formulas in Table 1.
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TABLE 1 Logical Equivalences
1. --

2a.

double negation

pop

(pAq)¢=

c.(p

I

'(q Vp)
.(qAP)

(pVq)1=

b.

q)

4 (q

p)

-

commutative laws

3a. [(p V q)Vr <=4 [p V (q V r)]

b.

[(pAq)Ar *]-$ [p A (q A r)]

associative laws

J

4a. [p v (q Ar) I <=] [(p V q) A (p v r)]
b. [pA(qVr) ]# [(p A q) V (p A r)]

I

5a. (pVp)¢=up I
b. (pAp))= P I

6a. (p v 0) <=

idempotent laws

-I
1

b. (pv1) =
C. (pAO) =4 -0
d. (pA 1) == UP

(pA -p)

8a.
b.

identity laws

1

7a. (P V -p)

b.

<r=

-(p V q) -r<

O

C.

d.

(p A q) <_=

9.

(p -q)

b.

-

(p -

I

(-p A -q)

-(p A q) <¢=* (-p V -q)
(p V q) <=X -(-p A -q)

1Oa. (p

distributive laws

-(-p V -q)

<_=>(-q -

p)

V q)

q)<

(-p

q).

-(p A -q)I

I

De Morgan laws

contrapositive
implication

11a. (pVq) =4(-p- q)
b. (p A q) <_- -(p - -)

12a. [(p -*
b. [(p -

r)A(q -*
q) A (p -

13. (p -q) #
14. [(p

r)] 4==[(pVq) - r]
r)] ¢
[p - (q A r)]

[(p -q) A(q

A q) -r]-,(2-[p-(q

15. (p -q) 4e[(p A-q) -0]

p)]

r)]

equivalence
exportation law
reductio ad absurdum

In this table, 1 represents any tautology and 0 represents any contradiction.

mg

giI :1

(a) In view of Example 3(c), the compound propositions -(p v q) and -p A -q
are logically equivalent. That is, -(p v q) <== (-p A -q); see 8a in Table 1.
To say that I will not go for a walk or watch television is the same as saying
that I will not go for a walk and I will not watch television.
(b) The very nature of the connectives v and A suggests that p V q -#= q V p and
p A q ==. q A p. Of course, one can verify these assertions by showing that
(pVq) < (qVp) and (p Aq) +*(qAp) are tautologies.
U
It is worth stressing the difference between -- and
* The
-. expression
"P
Q" simply represents some compound proposition that might or might
not be a tautology. The expression "P
Q" is an assertion about propositions, namely that P and Q are logically equivalent, i.e., that P + Q is a
tautology.
Table 1 lists a number of logical equivalences selected for their usefulness. To
obtain a table of tautologies, simply replace each
by
These tautologies
can all be verified by truth tables. However, most of them should be intuitively
reasonable.
.*

-.
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Many of the entries in the table have names, which we have given, but there is
no need to memorize most of the names. The logical equivalences 2, 3, and 4 have
familiar names. Equivalences 8, the De Morgan laws, and 9, the contrapositive rule,
come up often enough to make their names worth remembering.
Notice that in the De Morgan laws the proposition on one side of the
has an A, while the one on the other side has an v. We will see in §2.5 that
we can use the De Morgan laws to replace a given proposition by a logically
equivalent one in which some or all of the A's have been converted into v's, or
vice versa.
Given compound propositions P and Q, we say that P logically implies Q in
case Q has truth value true whenever P has truth value true. We write P
i Q
when this occurs. Thus
P =,

Q if and only if the compound proposition P

Q is a tautology.

Equivalently, P ==> Q means that P and Q never simultaneously have the

truth values I and 0, respectively; when P is true, Q is true, and when Q is false,
P is false.

S

(a) We have [p A (p - q)=
q
q, since [p A (p -- q)q is a tautology by
Example 3(b).
(b) The statement (A A B) ==. C means that (A A B) -* C is a tautology. Since
(A A B) -÷ C
* A -* (B -- C) by Rule 14 [exportation], (A A B) -* C
is a tautology if and only if A -* (B -* C) is a tautology, i.e., if and only
if A = (B -* C). Thus the statements (A A B) z= C and A •= (B
C)
U
mean the same thing.
In Table 2 we list some useful logical implications. Each entry becomes a
tautology if

-== is replaced by

-*.

As with Table 1, many of the implications have

names that need not be memorized.
Q. it is only necessary to look for rows
To check the logical implication P
of the truth table where P is true and Q is false. If there are any, then P ==* Q is
not true. Otherwise, P ==~ Q is true. Thus we can ignore the rows in which P is
false, as well as the rows in which Q is true.
TABLE 2 Logical Implications
16.

p=

17.

(p A q) ==p

18.

(p

addition

(p v q)

simplification

O)p== -P

-

absurdity

19.

Lp A (p -q)] =q

modus ponens

20.

[(p

21.

[(p v

q) A-p]

==q

modus tollens
disjunctive syllogism

22.

p

[q A

A q)t(p

23.
24.

[(p

q) A-q] =>-p

-

÷*

-

q) A

[(p -q)

(q

-

r)]

i
>

(p

-

transitivity of

r)

or
transitivity of
hypothetical syllogism

( p -r)

A (q -r)]

25a.

(p

q)

[(p v r)

(q v r)]

b.

(p

q)=

[(pAr)

(qAr)]
q

c.

(p

q)

[(q

[(p

q) A (r

r)

s)]

26a.
b.

[(p

q) A (r

s)]

27a.

[(p

b.

[(p

q) A (r
q) A (r

s)]

s)]

(p

r)]

[(p v r)
[(p A r)
[(-q V -s)
[(-q A -s)

constructive dilemmas

(q v s)]
(q A s)]

J

(-p V -r)]
(-p

A -r)]

destructive dilemmas
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(a) We verify the implication (p A q) ==> p. We need only consider the case where
p A q is true, i.e., both p and q are true. Thus we consider the cut-down table
p

q

1

1II

p

||(pAq) I -

1

1 I I1

(b) To verify -p z= (p -> q), we need only look at the cases in which -p is
true, i.e., in which p is false. The reduced table is
p

q

I (up -q)

11-p I|

I

1

11

0 1~

1

Even quicker, we could just consider the case in which p
case p true and q false. The only row is

-*

q is false, i.e., the

p q 11 -p I ->I(p -q)
I o1 0 1
0
(c) We verify the implication 26a. The full truth table would require 16 rows.
However, we need only consider the cases where the implication (p v r) -*
(q V s) might be false. Thus it is enough to look at the cases for which q V s
is false, that is, with both q and s false.
q

r

s

0 0
0 0
1 0
1 0

0
1
0
1

0
0
0
0

1

1

1

U

0
0

0
0
0

1

I

1

2

3

p

step

1

[(p

q) A (r

-

[(p V r)-

s)]

-+

(q v s)]

0

0

1
1
1
1

I
1
1

1
U
0
0

0
0
0
0

2

4

2

3

2

I

N

Just from the definition of
we can see that if P *=. Q and Q -=• R,
then P A=} R and the three propositions P, Q, and R are logically equivalent to each
other. If we have a chain Pi
P2
-- Pn, then all the propositions Pi
are equivalent. Similarly [Exercise 25(a)], if P rz•. Q and Q ==. R, then P =zz> R.
The symbols ~== and r=> behave somewhat analogously to the symbols = and
> in algebra.

-A

*I

You may have noticed the similarity between the laws for sets on page 25 and the
laws for logic on page 62. In fact, we presented the laws of algebra of sets in
Chapter I in the hope that they would make the laws of logic seem less strange.
In any case, there is a close connection between the subjects. In fact, the laws of
sets are consequences of the corresponding laws of logic. First, the correspondence
between the operations U, n and set complementation and the logical connectives
V, A, and - can be read from the following definitions:
AUB={x:xisinA

V xisinB},

AnB={x:xisinA

A

AC =

{x : -(x

xisinB},

is in A)}.

The laws of sets 1-5, 6, 7, and 9 on page 25 correspond to the laws of logic 2-6, 1,
7, and 8, respectively, on page 62.
We illustrate the connection by showing why the De Morgan law (A U B)C
AC n BC in set theory follows from the De Morgan law -(p v q) =, -p A -q in
logic. Fix an element x, and let p = "x is in A" and q = "x is in B." Then
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x is in (A U B)C

-

'-=

(x is in A U B)

65

- (x is in A or x is in B)

-p A-q -(x is in A) and - (x is in B)
(x is in A') and (x is in BC) 4
x is in AC n BC.
- (p V q) a

.•
4

This chain of double implications is true for all x in the universe, so the sets (A U B)C
and AC n BC are equal.
U

EM MI
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1. Give the converse and contrapositive for each of the following propositions.
(a) p

2

(b) If x + y =1, then x + y
(c) If 2 + 2

-

I

8. Construct the truth table for (p
(p V q)].

-*

9. Construct the truth table for [(p v

(q A r).

-+

-

2

q)

-i

[(p V -q)

q) A r] -*

(p A -q).

10. Construct the truth table for [(p (-*q) v (p

> 1.

--

r)]

(-q A p).

4, then 3 + 3 = 8.

2. Consider the proposition "if x > 0, then x 2

0." Here

>

x E R.

(a) Give the converse and contrapositive of the proposition.
(b) Which of the following are true propositions: the
original proposition, its converse, its contrapositive?
3. Consider the following propositions:

11. Construct truth tables for
(a)-(pv q) -- r
(b)-((p v q)
r)
This exercise shows that one must be careful with parentheses. We will discuss this issue further in §7.2, particularly in Exercise 15 of that section.
12. In which of the following statements is the "or" an
"inclusive or"?
(a) Choice of soup or salad.

p -+q,

-p --

q A-p,

-p

q,

V q,

q - p,

-q -> p,

-q

p A-q.

V p,

(a) Which proposition is the converse of p

(c) Publish or perish.

-*q?

(b) Which proposition is the contrapositive of p

(b) To enter the university, a student must have taken a
year of chemistry or physics in high school.

-q?

(c) Which propositions are logically equivalent to
p -q?
4. Determine the truth values of the following compound
propositions.

(d) Experience with C++ or Java is desirable.
(e) The task will be completed on Thursday or Friday.
(f) Discounts are available to persons under 20 or over
60.
(g) No fishing or hunting allowed.
(h) The school will not be open in July or August.

(a) If 2 + 2 = 4, then 2 + 4 = 8.

13. The exclusive or connective @ [the computer scientists'
XOR] is defined by the truth table

(b)If 2+2=5, then 2 + 4=8.
(c) If 2 + 2 = 4, then 2 + 4 = 6.
(d) If 2 + 2 = 5, then 2 + 4 = 6.

p

(e) If the earth is flat, then Julius Caesar was the first
president of the United States.

0 0

0

0 1
1 0
11

1
1
0

(f) If the earth is flat, then George Washington was the
first president of the United States.
(g) If George Washington was the first president of the
United States, then the earth is flat.
(h) If George Washington was the first president of the
United States, then 2 + 2 = 4.
5. Suppose that p
values for
(a)pAq

-*

q is known to be false. Give the truth
(c) q

(b)pvq

-

p

q

pfiq

(a) Show that p E q has the same truth table as
-(p ÷ q).
(b) Construct a truth table for p ED p.
(c) Construct a truth table for (p EDq) q r.
(d) Construct a truth table for (p e1
p) (D p.
14. Sometimes it is natural to write truth tables with more

rows than absolutely necessary.

6. Construct truth tables for
(a) p A -p

(b) p V -p

(c) p ++ -p

(d) -- p

(a) Show that (p A q) V (p A -q) is logically equivalent to p. [Here the table for (p A q) v (p A -q)
seems to require at least 4 rows, although p can be
described by a 2-row table.]

(a) -(p A q)

(b) -(p V q)

(b) Write an 8-row (p, q, r)-table for p V r.

(C) -p

(d) -p V-q

(c) Write a 4-row (p, q)-table for -q.

7. Construct truth tables for
A -q
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15. We could define a logical connective unless with symbol
- by saying that "p unless q" is false if both p and q
are false and is true otherwise. [Recall Example 5(d) on
page 52.]
(a) Give the truth table for
(b) Identify - as a logical connective that we have
already defined.

(a) Rule 25b

(a)

(b) Write a compound proposition that is true when
exactly two of the three propositions p, q, and r are
true.

(a) [p -(q
(b) [p e (q
(c) [(p

-

q)

(d) [(p * q)

r]

'[p

(q

r)]

[p

(q

r)]

(e) (p ® q) ® r ~ p( (q E r)
19. Verify the following logical equivalences using truth
tables.
(a) Rule 12a

(b) Rule 25c

(c) Rule 26b

e3

(q -

p)

(p Aq)

(b)

(p A-q)==

(p-

q)

(c) (p A q) ==. (p V q)

23. A logician told her son "If you don't finish your dinner, you will not get to stay up and watch TV." He finished his dinner and then was sent straight to bed.
Discuss.
24. Consider the statement "Concrete does not grow if you

do not water it."
(a) Give the contrapositive.

r)], <-= [(p -*q) --> (p
r)] = [(p D q)
(p E r)]
r]=,

(b) Disjunctive syllogism, rule 21

22. Prove or disprove the following. Don't forget that only
one line of the truth table is needed to show that a
proposition is not a tautology.

16. (a) Write a compound proposition that is true when
exactly one of the three propositions p, q, and r is
true.

18. Prove or disprove.

(a) Modus tollens, rule 20
21. Verify the following logical implications using truth
tables and shortcuts as in Example 7.

(c) Show that "p unless q" is logically equivalent to "if
not p, then q" and also to "q unless p."

17. (a) Rewrite parts (g) and (h) of Exercise 12 using
De Morgan's law.
(b) Does De Morgan's law hold using the exclusive or
instead of v? Discuss.

20. Verify the following logical implications using truth
tables.

(b) The exportation law, rule 14

(c) Rule t5

(b) Give the converse.

(c) Give the converse of the contrapositive.
(d) Which among the original statement and the ones in

parts (a), (b), and (c) are true?
25. (a) Show that if A
(b) Show that if P
P

==

B and B ==. C, then A
*

Q,- Q

=*

C.

R, and R *.- S. then

S.

(c) Show that if P =>
P
Q.

Q. Q

R, and R

==•.

P, then

2.3 Getting Started with Proofs
The constant emphasis on logic and proofs is what sets mathematics apart from other
pursuits. The proofs used in everyday working mathematics are based on the logical
framework that we have introduced using the propositional calculus. In §2.5 we will
develop a concept of formal proof, using some of the symbolism of the propositional
calculus, and in §2.6 we will apply the formal development to analyze typical practical arguments. In this section, we address some common concerns that students
have when they are first learning how to construct their own proofs, and we look at
two proof methods. Section 2.4 will continue the discussion of methods of proof.
You may have asked yourself why we need proofs anyway. If something's
true, can't we just use it without seeing a proof? We could, if there were a big book
that contained all the facts we'd ever need, and if we were willing to take their
truth on faith. Although it's not a bad idea sometimes to accept a statement without
proof, it's generally preferable to have at least some idea of why the statement is
true-of how it could be proved-even if you're just willing to believe it. The key
reason that we look so hard at proofs in this book, though, is that proofs are the only
way to justify statements that are not obvious. Whether it's a matter of convincing
ourselves that we've considered all possibilities or of convincing somebody else
that our conclusions are inescapable, proofs provide the justification, the logical
framework that reasoning requires.
You are already familiar with proofs, of course. For example, suppose that you
are asked to solve the quadratic equation x2 + x - 12 = 0 and to check your answer.
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By some means, probably by factoring or using the quadratic formula, you find
that the solutions are 3 and -4. When you check your answers, you are verifying,
i.e., proving a statement, that x = 3 and x = -4 are solutions of the equation.
In discrete mathematics and most advanced areas of mathematics, more abstract
assertions need to be dealt with. This is where more abstract proofs and methods of
proof come in.
Before embarking on a proof, we need a statement to prove. How do we know
what is true? In mathematics and computer science it is often not clear what is
true. This fact of life is why many exercises in this book ask you to "Prove or
disprove." Such exercises are harder and require extra work, since one has to first
decide whether the statements are true, but they give good training in how proofs
are actually created and used in practice.
In general, one begins with a more or less well-formulated question and wonders whether the result is true. At the beginning, the key is to look at examples. If any
example contradicts the general assertion, then you're done: The general assertion is
not true and your counterexample is sufficient to prove this fact. If the examination
of many examples seems to confirm the general result, then it is time to try to figure
out why it holds. What are the essential features of each example? If the question
is somewhat difficult, this can turn into a back-and-forth process. If you can't find a
counterexample, try to construct a proof. If this doesn't work, look at more examples.
And so on.
This section contains exercises along the way, as well as at the end. To get
the most benefit from the section, it's essential that you work the exercises in the
text as you come to them. Look at each answer in the back of the book only after
you have thought carefully about the exercise. Here, right now, are some exercises
to practice on.

s w I
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1. For each statement, make a serious effort to decide
whether it is true or false. If it is false, provide a counterexample. Otherwise, state that it seems to be true and
give some supporting examples.
(a) The sum of three consecutive integers is always
divisible by 3.
(b) The sum of four consecutive integers is always
divisible by 4.

(c) The sum of any five consecutive integers is divisible
by 5.
2. Repeat Exercise 1 for the following.
(a) If the product of positive integers m and n is
1,000,000, then 10 divides either m or n.
(b) If p is prime, then so is p 2 - 2. [The primes less
than 1000 are listed on page 6.]

Now how does one start to write a proof? How do you translate a problem
into mathematics? What is appropriate notation, and how do you choose it? The
translation problem is part of figuring out what is to be proved. Translation often
consists just of writing out in symbols what various words in the problem mean, and
this is where you get to choose your notation. If the proof is of a general statement,
then the notation needs to be general, though sometimes we can give a descriptive
proof without using technical notation at all, as in many of the graph theory proofs
in Chapter 6. In general, though, mathematical notation is unavoidable. The choice
of good suggestive notation is essential. Avoid overly complicated notation. For
example, subscripts are often necessary, but they are clutter that should be avoided
when possible.
Experience shows that if you get started right on a proof, then the rest will
often go easily. By the time you have formulated the question properly and introduced useful notation, you understand the problem better and may well see how
to proceed.
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3. We are asked to prove a statement about two positive
odd integers. Which of the following are reasonable
beginnings of a proof?
(a) Let m and n be positive odd integers. Then m can be
written as 2k + 1 and n can be written as 2j + 1 for
nonnegative integers k and j.
(b) The odd integers can be written as 2k + 1 and 2j + 1
for nonnegative integers k and j.
(c) Let m and n be positive odd integers. Then m can be
written as 2k + 1 for a nonnegative integer k. For the
same reason, n can be written as 2k + 1.
(d) Let m and n be positive odd integers. Then
m = 2j + 1 and n = 2k + 1 for nonnegative integers
j and k.
(e) The odd integers can be written as 2x + 1 and
2y + 1 for nonnegative integers x and y.
(f) Some positive odd integers are 7, 17, 25, 39, and 73.
We'll check the result for all pairs of these numbers

[there are ten of them]. That ought to be convincing
enough.
4. We are asked to prove a statement involving a
rational number and an irrational number. Which
of the following are reasonable beginnings of a
proof?
(a) Let x be a rational number, and let y be an irrational
number.
(b) Let x be a rational number, and let y be an irrational
number. The number x can be written as e, where
p, q E Z and q > 1.
(c) Let p be a rational number, and let q be an irrational
number.
(d) Consider a rational number e
and an irrational numq
ber x.
(e) Let x = eqn be a rational number, and let y ¢ e be an
irrational number.

We prove that the product of two odd numbers is always an odd number. [We'll start
AC-

out as in Exercise 3(b).] The odd integers can be written as 2k + 1 and 2j + 1 for
integers k and j. Their product is
(2k + 1)(2j + 1) = 4kj + 2k + 2j + I = 2(2kj + k + j) + 1.

This number has the form 2m + 1, where m is an integer, so the product is an odd
d
number.
Now let's start out wrong.
Silly Conjecture

For positive odd integers m and n, we have gcd(m, n) = 1.

We can test this conjecture using the positive odd integers 7, 17, 25, 39, and
73 in Exercise 3(f). In fact, we find that gcd(m, n) = 1 for all ten pairs of distinct
integers from this set. Does this information confirm the conjecture? Indeed not.

Moreover, in this case it is easy to find counterexamples. For instance, we have
gcd(9, 15) = 3. The fact that the counterexample was easy to find is a hint as to why
this conjecture was silly. The real reason it was silly is that we never had any reason
to expect the conjecture to be true. There is nothing in the structure of odd numbers
[which simply tells us that they aren't divisible by 2] to suggest this conjecture.
The preceding paragraph illustrates a general fact:
To prove a result, it is not sufficient to give some examples.
Sometimes the selected examples are misleading. Moreover, even if the general result
is true, it is often not clear from a few examples why it is true. A general proof will
clarify what it is about the hypotheses that cause the conclusion to hold.
Let's return to the question in Exercise 2(a): If the product mn of positive integers
is 1,000,000, must 10 divide either m or n? Testing examples could have led you to
believe that this is true. In fact, it is false, but there is only one pair of integers m
and n that can serve as a counterexample. One of them needs to be 26 = 64 and the
other needs to be 56 = 15,625.

There's more than trial and error to this problem. Here's how we solved it.
As noted in Theorem 2 on page 9, every integer can be factored into a product of
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primes, and in essentially only one way. Since 1,000,000 = 106 = (2 .5)6 = 26 56,
the factors of 1,000,000 must have the form 2a 5 b, where a and b are nonnegative
integers. The factor will be a multiple of 10 if both a and b are positive, but otherwise
it will not be. To get a counterexample to the original question, we took one of the
numbers m and n to be just a power of 2 and the other to be just a power of 5. E
To close this section, we illustrate two methods of proof that we will discuss
again in the next section. Sometimes the easiest way to handle hypotheses is to
break them into separate possibilities. A proof organized in this way is called a
proof by cases.
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We prove that n2 - 2 is not divisible by 5 for any positive integer n.
We will write out the proof the way we did it at first, before we had a chance
to reflect on it and polish it; see Example 4 below for a refined version. Divisibility
by 5 reminds us of the Division Algorithm on page 13 and suggests that we may
have five pertinent cases, depending on what the remainder is after n is divided by 5.
In other words, the argument may depend on whether n has the form 5k, 5k + 1,
5k + 2, 5k + 3, or 5k + 4. We will write out all five cases, since this is the only way
to be sure we have a proof.
Case (i). n = 5k. Then n2 - 2 = 25k 2 - 2. Since S divides 25k2 , but 5 does
not divide -2, 5 does not divide n2 - 2. [We are using here the little fact that if
m = p1 + j, then p divides m if and only if it divides j. See Exercise 12.]
Case (ii). n = 5k+1. Then n 2 -2 = 25k 2 +IOk-1. Since 5 divides 25k 2 +l0k
but does not divide -1, 5 does not divide n2 - 2.
Case (iii). n = 5k+2. Then n 2 -2 = 25k 2 +20k+2. Since 5 divides 25k 2 +20k
but not 2, 5 does not divide n2 - 2.
Case (iv). n = 5k + 3. Then n2 - 2 = 25k2 + 30k + 7 and, as before, 5 does
not divide n2 - 2.
Case (v). n = 5k + 4. Then n2 - 2 = 25k2 + 40k + 14 is not divisible
by 5.
U
In the next example, we will give a more polished proof of the result above.
Proofs in books are generally just presented in finished form, after the authors have
spent some time perfecting them. Such presentations have the advantage that they get
to the heart of the matter, without distractions, and focus on what makes the proof
work. They are also efficient, since the polished proofs are often shorter than what
the authors thought of first. They have the disadvantage, though, that it can be harder
for students to use polished proofs for models to see how proofs are constructed.
Some students get discouraged too easily, because their first efforts don't look at all
like the proofs in the books. Be assured that our wastebaskets are full of scratchwork
in which we struggled to fully understand the proofs. Serious students will follow
our example and think through and revise their proofs before submitting the final
product. Don't turn in your scratchwork!
It is worth emphasizing at this point that we expect our readers to follow and
understand far more complex proofs than we expect them to create or construct. In
fact, we're professional mathematicians, yet we've read and understood much more
complex proofs than we've created ourselves.
We return to the assertion that n2 - 2 is not divisible by 5 for all positive integers n.
(a) We could have streamlined our proof in Example 3 by doing all the cases at
once [at least at the beginning], since each case depends on the remainder
obtained when n is divided by 5. By the Division Algorithm, we can write
n = 5k + r, where r = 0, 1, 2, 3, or 4. Then n2 - 2 = 25k2 + lOrk + r2 - 2.
Since 25k2 + lOrk is divisible by 5, it suffices to show that r2 - 2 is not
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divisible by 5. Now we are reduced to five cases involving r. [They are so
simple that it would just be clutter for us to spell out the cases formally as we
did in Example 3.] Substituting r = 0, 1, 2, 3, and 4, we see that r2 2 is either
-2, -1, 2, 7, or 14. In each case, r2 - 2 is not divisible by 5, so the proof is
complete.
The paragraph above, without the first sentence and the bracketed sentence, is an excellent short proof. It gets right to the point. If this were turned
in to us, it would get an A and the remark "Nice proof!"
(b) The assertion that n2 - 2 is not divisible by 5 is actually a statement in modular
arithmetic. In the language of §3.5, it says that n2 is never equal to 2 module
U
5, i.e., n2 f 2 (mod 5) for all n. See Exercise 22 on page 126.
Here are some exercises that are similar to the last two examples, but easier.
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5. Prove that 3 does not divide n2 - 2 for integers n

> 1.

2

6. Prove that 2 does not divide n - 2 if the integer n is odd.
7. (a) Use the method of the last two examples and
Exercise 5 to try to prove that 7 does not divide
n2 - 2 for all integers n > 1. What goes wrong?

(b) Use your work in part (a) to find a counterexample to
the claim.
(c) Use your work in part (a) to find two counterexamples that are odd numbers.

Example 4 and Exercises 5 and 6 together tell us the following: For n odd,
n2 - 2 is not divisible by 2, 3, or 5. This illustrates why it may have taken you a little

time searching to answer the question, in Exercise 2(b), of whether p 2 -2 is prime for
all primes p. The smallest counterexample to that assertion is 112 -2 = 119 = 17.7.
Sometimes the only [or best] way to show why some conclusion holds is to
assume that it doesn't. If this leads to nonsense "contrary" to reality or a result
"contrary" to the hypotheses, then we have reached a contradiction. Such a proof is
called a proof by contradiction.
We prove by contradiction that there are infinitely many primes. Thus assume that
there are finitely many primes, say k of them. We write them as PI, P2, . .P , Pk
so that pi = 2, P2 = 3, etc. Over 2000 years ago, Euclid had the clever idea to
consider n = I + PI P2 ... Pk. Since n > pj for all j = 1, 2, . . ., k, the integer n
is bigger than all primes, so it is itself not prime. However, n can be written as a
product of primes, as noted in Theorem 2 on page 9. Therefore, at least one of the
pj's must divide n. Since each pj divides n - 1, at least one pj divides both n -1
and n, which is impossible. Indeed, if pj divides both n - 1 and n, then it divides
U
their difference, 1, which is absurd.
Proofs by contradiction can be especially natural when the desired conclusion is
that some statement be not true. The proof then starts by assuming that the statement
is true and aims for a contradiction. Negations of some fairly straightforward statements are often quite complicated to write out-indeed §13.2 is largely concerned
with how to do so-and there can be a definite advantage to avoiding negations. The
next exercise illustrates what we mean.
A number is rational if it's of the form eq with p and q integers and q > 0, and
a real number is irrational if it's not rational. What form does an irrational number
have? All we can say is what it doesn't look like, and that's not much help. To prove
that some number is irrational, it seems promising to suppose that it is rational-a
condition that we can describe-and then to try to get a contradiction.
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8. Prove that the sum of a rational number and an irrational
number is always irrational.

This section started out with a discussion of general proof-building strategy and has included two particular plans of attack: proof by cases and proof
by contradiction. The next section looks some more at these two approaches and
introduces others as well. You will see more examples of all the material in this
section, but to fully appreciate them you should try to write some more proofs
yourself now.
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9. Prove that the product of two even integers is a multiple
of 4.
10. Prove that the product of an even integer and an odd
integer is even.
11. Prove that 5 does not divide n2 - 3 for integers n > 1.
12. Suppose that integers m, 1, j, and p satisfy m = pl + j.
Show that p divides m if and only if p divides j.
13. (a) Prove that n 4 -n 2 is divisible by 3 for all n e N.
(b) Prove that n 4 - n2 is even for all n E N.
(c) Prove that n 4 - n2 is divisible by 6 for all n E N.
14. (a) Prove that the product of a nonzero rational number
and an irrational number is an irrational number.

2.4

(b) Why is the word "nonzero" in the hypothesis of
part (a)?
15. Prove or disprove.
(a) If 3 divides the product mn of positive integers ti

and n, then 31m or 3mn.
(b) If 4 divides the product mn of positive integers m
and n, then 41m or 41n.
(c) Why are things different in parts (a) and (b)? Can
you conjecture a general fact? That is, for which positive integers d is it true that if d divides the product
in, then dim or din?

Methods of Proof

I

I

This section continues the discussion of common methods of proof that we began in
§2.3 and introduces some standard terminology. It also ties these ideas in with some
of the notation we developed in §2.2 to handle logical arguments. Try to keep your
eye on the broad outlines and not get bogged down in the details, even though the
details are essential to the proofs.
We are typically faced with a set of hypotheses HI, ... H,
H from which we
want to infer a conclusion C. One of the most natural sorts of proof is the direct
proof in which we show
HI

A

H2

A

...

C.

A Hn

(1)

Many of the proofs that we gave in Chapter 1-for example, proofs about greatest
common divisors and common multiples-were of this sort.
Proofs that are not direct are called indirect. The two main types of indirect
proof both use the negation of the conclusion, so they are often suitable when that
negation is easy to state. The first type we consider is proof of the contrapositive
-C ===>-(HI

A H2 A ...

A

H,).

(2)

According to rule 9 in Table 1 on page 62, the implication (2) is true if and only if
the implication (1) is true, so a proof of (2) will let us deduce C from HI, ... , H,
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Let m, n e N. We wish to prove that if m +f > 73, then m > 37 or n > 37. There
seems to be no natural way to prove this fact directly; we certainly couldn't consider
all possible pairs m, n in N with mr+-n > 73. Instead, we prove the contrapositive: not
"Im > 37 or n > 37" implies not "Im+-n
> 73." By De Morgan's law, the negation of
"Im > 37 or n > 37" is "not m > 37 and not n > 37," i.e., "im < 36 and n < 36." So
the contrapositive proposition is this: If m < 36 and n < 36, then m + n < 72. This
proposition follows immediately from a general property about inequalities: a < c
and b < d imply that a + b < c + d for all real numbers a, b, c, and d.
U
One way to show that a function f: S -* T is one-to-one is to consider elements
Si, S2 E S, to suppose that sl :# S2, and to show directly, somehow, that f (sl) #
f(s 2 ). The contrapositive approach would be to suppose that f (sl) = f(s 2 ) and
then to show directly that sl = S2. Depending on the way f is defined, one of these
two ways may seem easier than the other, though of course the two are logically
equivalent.
U
Another type of indirect proof is a proof by contradiction:
HI

A H2 A

...

A

H,

A

-C =#t a contradiction.

(3)

Rule 15 in Table 1 on page 62 tells us that (3) is true if and only if the implication
(1) is true. We already encountered proofs of this type in §2.3 and saw an example
of one in Exercise 8 on page 71. Here are some more.
We wish to prove that vX is irrational. That is, if x is in R and x2 = 2, then x is not
a rational number. Since the property of not being irrational, i.e., of being rational,
is easy to describe, we assume, for purposes of obtaining a contradiction, that x E IR,
that x2 = 2, and that x is rational. Our goal is to deduce a contradiction. By the
definition of rational number, we have x = P
with p, q E Z and q =A 0. By reducing
q
this fraction if necessary, we may assume that p and q have no common factors.
In particular, p and q are not both even. Since 2 = x2 = P2, we have p2 = 2q2
q2

A

AE'

and so p2 is even. This implies that p is even, since otherwise p2 would be odd,
by Example 1 on page 68. Hence p = 2k for some k E 2. Then (2k) 2 = 2q 2 and
therefore 2k2 = q2 Thus q2 and q are also even. But then p and q are both even,
contradicting our earlier statement. Hence 2 is irrational.
This well-known proof is moderately complicated. Whoever originally created
this proof used a bit of ingenuity. Given the basic idea, though, it isn't hard to modify
U
it to prove similar results. Exercises 2 and 4 ask for more such proofs.
We wish to prove now that v'4 is irrational. This is nonsense, of course, since
A- = 2, but we're interested in what goes wrong if we try to imitate the proof in
Example 3.
Assume that x E R, that x2 = 4, and that x is rational. Then, by the definition of
rational number, we have x = qP with p, q c 2, and q #A0. By reducing the fraction
if necessary, we may assume that p and q have no common factors. In particular,
p and q are not both even. Since 4 = x2 = P2, we have p2 = 4q2 = 2(2q2 ), and

so p2 is even, which implies that p is even. Hence p = 2k for some k E 2. Then
(2k) 2 = 4q2 and therefore 2k2 = 2q2 So what? This was the place where we could
smell the contradiction coming in Example 3, but now there's no contradiction. We
could have k = q = 1, for instance, if we'd started with x = 2
We have done nothing wrong here. We have simply observed the place where
showing that z is irrational in this way depends on what n is. One could imagine
that some other method of proof would get around the difficulty, but of course that
can't be true, since a is not always irrational.
E
One should avoid artificial proofs by contradiction such as in the next example.
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We prove by contradiction that the sum of two odd integers is an even integer.
Assume that m, n E Z are odd integers, but that m + n is not even, i.e., that m + n
is odd. There exist k and 1 in Z so that m = 2k + 1 and n = 21 + 1. Then

MI 37

mi+n=2k+I+21+l =2(k+1+ 1),

an even number, contradicting the assumption that m + n is odd.
This proof by contradiction is artificial because we did not use the assumption
"Im + n is odd" until after we had established directly that m + n was even. The
following direct proof is far preferable.
Consider odd integers m, n in Z. There exist k, I E Z so that m = 2k + 1 and
n = 21 + 1. Then
mi+n =2k+1+21+1=2(k+I+1),

which is even.

.

Similarly, a natural proof of the contrapositive does not need the excess baggage
of a contradiction.
We prove that if x2 is irrational, then x is irrational. [The converse is false, by the
way; do you see an example?] Suppose that x is not irrational, i.e., that it's rational.
Then x = O for some m, n E Z with n 0 0. Then x2 = (m)2 = m2 with M2, n2 E Z
Thn n
n~
=wth nii
and n2 # 0 [since n :0 0]. Thus x 2 is rational, i.e., not irrational.
We could have turned this contrapositive proof into a proof by contradiction by
adding "Suppose that x2 is irrational" at the beginning and "which is a contradiction"
at the end, but these phrases would just have added clutter without changing at all
the basic direct proof of the contrapositive.
An implication of the form
Hi v H2 v

...

v Hn
I

C

is equivalent to
(H

.=C)

and

(H2 =•C) and

and

...

(Hn == C)

[for n = 2, compare rule 12a, Table 1 on page 62] and hence can be proved by
cases, i.e., by proving each of HI ==- C, ...

, H,

==n

C separately. We saw proof

by cases in Example 3 on page 69. The next example illustrates again how boring
and repetitive such a proof can be, yet sometimes there is no better way to proceed.
S

P

Recall that the absolute value IxI of x in R is defined by the rule
lXi = (-X

if x > 0
if x <0.

Assuming the familiar order properties of < on R, we prove the "triangle inequality"
Ix

+ A -< 1XI + 1Y1

for

x, y ER.

We consider four cases: (i) x > 0 and y > 0; (ii) x > 0 and y < 0; (iii) x < 0 and
y > 0; (iv) x < 0 and y < 0.
Case (i). If x > 0 and y > 0, then x + y > 0, so Ix + yJ

=

x+y

= lxi

+lyl.

Case (ii). If x > 0 and y < 0, then
x+y <x+0= lxi ' ixi+iyi

and
-(X+Y) = -X+(-Y) <0+ (-Y) = Yi < iXI+ iyi.
Either Ix + yI = x + y or Ix + yJ = -(x + y); either way we conclude that
Ix + yi < lxi + yIj by the inequalities above.
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Case (iii). The case x < 0 and y > 0 is similar to Case (ii).
Case (iv). If x < 0 and y < 0, then x + y < 0 and Ix +

yI = -(x + y)

-X +(-y) = xI+ lyl.

So in all four cases, Ix + YI < JxJ + yI.
For every n E N,n3 + n is even. We can prove this fact by cases.
Case (i). Suppose n is even. Then n = 2k for some k

E

N, so

n 3 +n=8k3 +2k=2(4k3 +k),

which is even.
Case (ii). Suppose n is odd; then n = 2k + 1 for some k E N, so
n3+n= (8k 3 +12k

2

+6k+1)+(2k+1) =2(4k3 +6k

2

+4k+1),

which is even.
Here is a more elegant proof by cases. Given n in N, we have n 3 +n = n(n2 +1).
If n is even, so is n(n2 + 1). If n is odd, then n2 is odd by Example 1 on page 68.
Hence n2 + 1 is even, and so n(n 2 + 1) is even.
Here is a third argument. If n is even, so are n3 and the sum n3 + n. If
n is odd, so is n3 = n n2 . Hence the sum n3 + n is even [Example 5] in this
case too.
N
An implication P ==, Q is sometimes said to be vacuously true or true by
default if P is false. Example 7(b) on page 64 showed that -p

==~ (p -+

q), so if

-P is true, then P -+ Q is also true. A vacuous proof is a proof of an implication
P =r= Q by showing that P is false. Such implications rarely have intrinsic interest.
They typically arise in proofs that consider cases. A case handled by a vacuous proof
is usually one in which P has been ruled out; in a sense, there is no hypothesis to
check. Although P ==. Q is true in such a case, we learn nothing about Q.
(a) Consider finite sets A and B and the assertion
MT

A

I

1

M

If A has fewer elements than B, then there is a one-to-one mapping of A
onto a proper subset of B.

ZXf-l A11

-~

The assertion is vacuously true if B is the empty set, because the hypothesis must be false. A vacuous proof here consists of simply observing that the
hypothesis is impossible.
(b) We will see in Example 2(b) on page 146 the assertion that n > 4m2 implies
nm < 2n. This implication is vacuously true for n = 0, 1, 2,
4m2 - 1. For
these values of n, its truth does not depend on-or tell us-whether nm < 2"
is true. For instance, n' < 2n is true if n = 10 and m = 2, and it is false if
n = 10 and m = 4, while n > 4m2 is false in both cases.

An implication P ==- Q is sometimes said to be trivially true if Q is true. In
this case, the truth value of P is irrelevant. A trivial proof of P =- Q is one in
which Q is shown to be true without any reference to P.
If x and y are real numbers such that xy = 0, then (x + y), = xn + yn for n E P.
This proposition is trivially true for n = 1; (x + y)l = x1 + y1 is obviously true,
and this fact does not depend on the hypothesis xy = 0. For n > 2, the hypothesis
is needed.
N
One sometimes encounters references to constructive proofs and nonconstructive proofs for the existence of mathematical objects satisfying certain properties. A
constructive proof either specifies the object [a number or a matrix, say] or indicates
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how it can be determined by some explicit procedure or algorithm. A nonconstructive
proof establishes the existence of objects by some indirect means, such as a proof
by contradiction, without giving directions for how to find them.
*,1141-11

In Example 5 on page 70 we proved by contradiction that there are infinitely many
primes. We did not construct an infinite list of primes. The proof can be revised to
give a constructive procedure for building an arbitrarily long list of distinct primes,
provided we have some way of factoring integers. [This is Exercise 10.]
U
If the infinite sequence al, a2, a3, .... has all its values in the finite set S, then there
must be some s in S such that ai = s for infinitely many values of i, since otherwise
each s would only equal a finite set of as's and altogether the members of S could
only account for a finite number of ai's. We can only say that at least one such s
exists; we can't pick out such an s, nor specify which air's it is equal to, without
knowing more about the sequence. Still, the existence information alone may be
useful. For example, we can assert that some two members of the sequence must
have the same value.
For instance, we claim that some two members of the sequence
1, 2, 22, 23, 2, ... must differ by a multiple of the prime 7. That's pretty easy:
23= 7 by inspection, and in fact 24-2 = 16-2 = 2 7, 2-2 2 = 4 7,
and 26 - 1 = 9 7 as well. What if we take a larger prime p, though, say 8191?
Must some two members of the sequence differ by a multiple of p? Yes. Think of
taking each power 2k, dividing it by p, and putting it in a box according to what the
remainder is. The ones with remainder 1 go in the 1's box, the ones with remainder
2 in the 2's box, and so on. There are only p boxes, corresponding to the possible
remainders 0, 1, 2, .. ., p - 1. [There aren't any members of the sequence in the 0
box, but that doesn't matter.] At least one box has at least two members in it. [This is
our existential statement.] Say 2k and 21 are both in the m's box, so 2k = sp +m and
21 = tp + m for some integers s and t. Then 2 k - 21 = sp + m-tp-m = (s-t)p,
a multiple of p.
This nonconstructive argument doesn't tell us how to find k and 1, but it
does convince us that they must exist. Given the existence information, we can say
somewhat more. If 21 < 2 k, say, then 2 k - 21 = 21. ( 2 k-1 -1). Since p is an odd
prime that divides this difference, 2 k-1 -_ must be a multiple of p, so there must
be at least two numbers in the I's box, namely I and 2 k-1.
0
.
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Every positive integer n has the form 2km, where k E N and m is odd. This fact
can be proved in several ways that suggest the following constructive procedure. If
n is odd, let k = 0 and m = n. Otherwise, divide n by 2 and apply the procedure
to n/2. Continue until an odd number is reached. Then k will equal the number of
times division by 2 was necessary. Exercise 11 asks you to check out this procedure,
which will be given as an algorithm in Exercise 24 on page 137.
N
We began this chapter with a discussion of a very limited system of logic, the
propositional calculus. In the last section and this one, we relaxed the formality in
order to discuss several methods of proof encountered in this book and elsewhere. We
hope that you now have a better idea of what a mathematical proof is. In particular, we
hope that you've seen that, although there are various natural outlines for proofs, there
is no standardmethod or formula for constructing proofs. Of course this variability
is part of what allows proofs to be so widely useful.
In §§2.5 and 2.6 we return to the propositional calculus and its applications.
Chapter 13 deals with some more sophisticated aspects of logic.
Outside the realm of logic, and in particular in most of this book, proofs are
communications intended to convince the reader of the truths of assertions. Logic
will serve as the foundation of the process, but will recede into the background. That
is, it should usually not be necessary to think consciously of the logic presented in
this chapter; but if a particular proof in this book or elsewhere is puzzling, you may
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wish to analyze it more closely. What are the exact hypotheses? Is the author using
hidden assumptions? Is the author giving an indirect proof?
Finally, there is always the possibility that the author has made an error or
has not stated what was intended. Maybe you can show that the assertion is falseor at least show that the reasoning is fallacious. Even some good mathematicians
have made the mistake of trying to prove P
Q by showing both P ==* Q and
- Q ==> -P, probably in some disguise. We will come back to these themes after
the next section.

* trN
WM tt
In all exercises with proofs, indicate the methods of
proof used.

1. Prove or disprove:
(a) The sum of two even integers is an even integer.
(b) The sum of three odd integers is an odd integer.

(c) The sum of two primes is never a prime.
2. Prove that a3 is irrational. Hint: Imitate the proof in
Example 3, using the fact that if p is not divisible by 3,
then p 2 is not divisible by 3.
3. Prove or disprove [yes, these should look familiar from
§2.3]:
(a) The sum of three consecutive integers is divisible
by 3.
(b) The sum of four consecutive integers is divisible
by 4.
(c) The sum of five consecutive integers is divisible
by 5.
4. Prove that X2 is irrational.
5.

Prove that IxyI = IxI

IyI for x,

k e N, show that one of these must be divisible
by 3.
9. (a) Prove that, given n in N, there exist n consecutive
positive integers that are not prime; i.e., the set of
prime integers has arbitrarily large gaps. Hint: Start
with (n + 1)! + 2.
(b) Is the proof constructive? If so, use it to give six
consecutive nonprimes.
(c) Give seven consecutive nonprimes.
10. Suppose pi, P2,
, Pk is a given list of distinct primes.
Explain how one could use an algorithm that factors
integers into prime factors to construct a prime that is
not in the list. Suggestion: Factor I + PIP2 Pk11. Use the procedure in Example 13 to write the following
positive integers in the form 2km, where k E N and m is
odd.
(a) 14
(b) 73
(c) 96
(d) 1168
12. (a) The argument in Example 12 applies to p = 5. Find
two powers of 2 that differ by a multiple of 5.
(b) Do the same for p = 11.

Y e R.

6. Prove the result in Example 10. Use the fact that if
xy = 0,then x = 0 or y = 0.
7. Prove that there are two different primes p and q whose
last six decimal digits are the same. Is your proof constructive? If so, produce the primes.
8. (a) It is not known whether there are infinitely many
prime pairs, i.e., odd primes whose difference is 2.
Examples of prime pairs are (3, 5), (5, 7), (11, 13),
and (71, 73). Give three more examples of prime
pairs.
(b) Prove that (3, 5, 7) is the only "prime triple."
Hint: Given 2k + 1, 2k + 3, and 2k + 5, where

13. Floor and ceiling notation were defined in Section 1.1.

(a) Show that

Ln

±
+

1 = n for all positive integers

n > 1.

(b) Show that

LmJ

+ [L

=

m for all integers m.

14. Trivial and vacuous proofs are, by their very nature, easy
and uninteresting. Try your hand by proving the following assertions for a real number x and n = 1. Don't forget to indicate your method of proof.
(a) If x > 0, then (1

+ x)n >

1 + nx.

(b) If xn =0, thenx =0.
(c) If n is even, then xn > 0.

Office Hours 2.4
We did proofs in high school, but not this way. Can I do them the way I'm

used to?
Well, I don't know how you were taught to write proofs, and I certainly don't want
to claim that there's only one correct way to do it. Let me tell you, though, why I
think you should try to write your proofs the way the book suggests.
What's most important is that the reader can understand what you're trying
to say and see how it's all connected logically. A string of statements or equations
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with no connecting words is essentially useless. In a proof, it needs to, be clear at
all times what you've assumed or deduced and what is still only a goal.
Some students I've talked with say- that there are high schools where they
teach you to write what you watt to prove and then keep changing it until you
get a true statement. Even if you had some sort of logical rules for making the
changes, that kind of proof pattern would make it very easy Ito get confused and
end up assuming what you're trying to prove. If you were taught to write proofs that
way, I'd say that you should switch oyer now to go from hypothesis to conclusion,
especially since some of the arguments will get pretty complicated as we go along.
Of course, you might work from conclusions to hypotheses in your scratchwork,
but your final prooIf should logically deduce conclusions from hypotheses.
I don't mean that it's a bad idea to startia proof by stating what you want
to show. Looking ahead to the conclusion is a good way to discover a proof, and
it's also a way to help the reader see where you're headed. You just have to make
it clear what you're doing-especially, what you're assuming and what you're
showing.
Another proof pattern that used to be fairly commonly taught, and maybe still
is, consists of writing two columns, with a chain of statements in the left column
and the reasons for them on the right. At the top of the left column you put what
you're assuming, and at the bottom of it you put the conclusion. Then you put in
between enough steps, with reasons, to fill in the argument. The book uses a format
like this quite a bit in Chapter 2, and there's nothing wrong with it if the reasons
for the steps aren't too complicated to write out. The format does look a little
artificial, though, and probably isn't the way you'd want to write up an important
argument to convince somebody. Professional mathematicians don't write that way
in public.
The main point, as I said before, is to write up your proofs so the steps in the
arguments come through clearly. Use plenty of words. If you think there's a step
that won't be obvious to your reader, fill it in. In the process, you may discover
that the alleged step is, in fact, false. That happens, and when it does you can try
to fix the argument with another approach.
Maybe I haven't answered your question, though. How did you do proofs in
:
high school?
Actually, this has been helpful. We did lots of two-column proOfs, and I wanted
to know if you'd accept them. It sounds as if you will, but probably on most
proofs I should just write out my argument in sentences. OK?
Exactly. Good luck, and let me know how it goes.

2.5

Logic in Proofs
Logical thinking is important for everybody, but it is especially important in mathematics and in fields such as computer science, where an error in understanding a
complicated logical situation can have serious consequences. In this section we look
at what makes a logical argument "valid" and describe some kinds of arguments that
truth tables tell us should be acceptable.
The proofs in Chapter 1 and the arguments that we just saw in §2.4 were
based on logical thinking, but without explicitly defining what that meant. As those
proofs illustrate, it is perfectly possible to use deductive logic and the idea of a
"logical argument" without ever mentioning truth tables. Here is a very simple
example.
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Suppose that we are told "If this entry is the last, then the table is full" and "This
entry is the last." We reasonably conclude that the table is full.
The form of this little argument can be given schematically as
LL

F

.. F
where the hypotheses are listed above the line, and the symbol .-. is read as "therefore" or "hence."
U
The fact that we all regard the short argument in this example as "logical" or
"valid" has nothing to do with entries or tables, of course, but simply with the form
of the argument. No matter what the propositions P and Q are, everybody would
agree that if P is true and if we know that P implies Q. then we can conclude that

Q is true.
This argument is an example of the sort of reasoning that we built into our
definition of the truth table for p -* q, in the sense that we arranged for q to
have truth value I whenever p and p -- q did. We made sure that our definition
of -- gave us the modus ponens logical implication p A (p -÷ q) ' q and the
tautology (p A (p
q)) -* q. The way truth tables work, we can even be sure that
(P A (P -* Q))
Q is a tautology for all compound propositions P and Q, no
matter how complicated, because we only need to consider those rows in the table
for which P and P
Q have the truth value 1, and in those rows Q must have
truth value 1.
It doesn't matter at all which hypotheses we listed first in Example 1. The
arguments symbolized by
-

Pa
P

Q

P
p

and

Q

are both equally valid. What does matter is that the conclusion comes after the
hypotheses.
A

*

Here's another short argument.
If the table is full, then it contains a marker.
The table does not contain a marker.
Therefore, the table is not full.
The form of the argument this time is
F-M
-F
which corresponds to the modus tollens logical implication
[(p

-

q) A -q] ='

-p

[number 20 in Table 2 on page 63]. Again, we would all agree that this short
argument-and every argument of this form-is "logical," whatever that term means.
Its legitimacy depends only on its form and not on what the propositions F and M
are actually saying.
U
Table 3 lists a few short arguments with names that match their implication
counterparts in Table 2 on page 63 [except rule 34, which corresponds to the trivial implication p A q == p A q]. Look at each of these arguments now and convince yourself that you would accept as "logical" any argument that had that form.
Indeed, these little arguments capture most of the logical reasoning-the drawing of
inferences-that people do.
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TABLE 3 Rules of Inference
28.

P
P

30.

32.

34.
.

A

*

.

29.
V

Q

addition

P
P -Q
Q

modus ponens

PvQ
-P
Q

disjunctive
syllogism

P
Q
PA Q

conjunction

P AQ
..

31.

simplification

P

P-

Q

_Q

..

-P

..

Pa
Q
P

33.

modus tollens
Q
R
R

hypothetical
syllogism

It's possible to combine several simple arguments into longer ones. For instance,
suppose that we have the following three hypotheses.
If this entry is the last, then the table is full.
If the table is full, then it contains a marker.
The table contains no marker.
We can quickly deduce that this entry is not the last. Symbolically, it seems
that the argument would look like
Lo
F
-M

F
M

but there is nothing quite like this in Table 3. We see that the argument can be broken
down into small steps, which we can show by inserting more terms in the chain. We
give reasons, too, as we go along; the numbers 1, 2, 3, and 4 in the reasons refer to
previous lines in the argument.

Proof
1.
2.
3.
4.
5.

..

L
F
L
-M

Reasons
F
M
M

.-.

hypothesis
hypothesis
1, 2; hypothetical syllogism rule 33
hypothesis
3, 4; modus tollens rule 31

Notice that each proposition in the chain is either a hypothesis or a consequence of
propositions above it, using one of the rules of inference in Table 3.
We could have moved the hypothesis -M to any place earlier in the chain
without harm. Indeed, we could have rearranged the argument even more radically,
for instance to the following.
1.
2.
3.
4.
5.

..

.-.

Proof

Reasons

-M
F -+ M
-F
L -* F

hypothesis
hypothesis
1, 2; modus tollens, as in Example 2
hypothesis
3, 4; modus tollens

-L

When we reason, we're certainly allowed to bring in facts that everybody agrees
are always true, even if they're not explicitly listed as hypotheses. For instance,
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everyone agrees that P -+ -(-P)

is always true, regardless of what P is, so if it

seemed helpful we could insert a line of the form
P

-

(-p)

tautology

in an argument without harm to its validity. Of course, we would not want to do this
sort of thing using complicated tautologies, since the whole point is to see that the
argument can be broken down into short steps that everyone agrees are legal.
-*.f

^ti12wh

The arguments in Example 3 could have been replaced by
Reasons
hypothesis
hypothesis
hypothesis
1, 2; rule 34
3, 4; rule 34

Proof
1.

2.
3.
4.
5.
6.
7.

.-.
.-.
.-.

L -* F
F -M
-M
(L -+ F) A (F -- M)
((L -* F) A (F -* M)) A -M
[((L -- F) A (F -÷ M)) A -M]

-

tautology [!!]

-L

5, 6; rule 30

-L

but verifying by truth table that the expression in line 6 is a tautology looks like
more work than just following the reasoning in Example 3.
M
The examples that we have seen so far provide a general idea of what we should
mean when we talk about "logical" reasoning. The key to the deductive approach
is to have a careful definition of the concept of "proof." Suppose that we are given
some set of propositions, our hypotheses, and some conclusion C. A formal proof
of C from the hypotheses consists of a chain PI, P2,

..

,

Pn

C of propositions,

ending with C, in which each Pi is either
(i) a hypothesis, or
(ii) a tautology, or
(iii) a consequence of previous members of the chain by using an allowable rule of
inference.
The word formal here doesn't mean that the proof is stiff or all dressed up. The
term simply comes from the fact that we can tell that something is a proof because
of its form.

A theorem is a statement of the form "If H, then C," where H is a set of
hypotheses and C is a conclusion. A formal proof of C from H is called a formal
proof of the theorem.
The rules of inference, or logical rules, that we allow in formal proofs are
rules based on logical implications of the form H1 A H2 A ... A Hm =•= Q. The
rules in Table 3 are of this kind, so we can allow their use in formal proofs. If HI,
H2 , ... , Hm have already appeared in the chain of a proof, and if the implication
HI A H2 A ... A Hm ==+Q is true, then we are allowed to add Q to the chain.

One way to list the members of the chain for a formal proof is just to write
them in a sequence of sentences, like ordinary prose. Another way is to list them
vertically, as we did in Examples 2 to 4, so that we have room to keep a record of
the reasons for allowing members into the chain.
Here is a very short formal proof written out vertically. The hypotheses are B A S
and B v S -+ P, and the conclusion is P. The chain gives a formal proof of P from
B A S and B V S -* P. To give some meaning to the symbolism, you might think
of B as "I am wearing a belt," S as "I am wearing suspenders," and P as "my pants
stay up."
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1.
2.
3.
4.
5.

Proof
BA S
.-.

.-.

Reasons
hypothesis
1; simplification rule 29
2; addition rule 28
hypothesis
3, 4; modus ponens rule 30

B

BvS
BvS-+ P
P

A

Here are two additional fairly complicated formal proofs to illustrate how steps
can be justified. Read each of them slowly.
MI

771

~0

(a) We conclude s

-+

r from the hypotheses p

Proof

(q

-*

r), p

V

-s and q.

Reasons

1.

p

2.
3.
4.

p V-s
q
-s V p

-*

-*

(q

-*

r)

hypothesis

hypothesis
hypothesis
2; commutative law 2a [see below]
5. s
p
4; implication rule lOa
6. s
(q
r)
1, 5; hypothetical syllogism rule 33
7. (s A q)
r
6; exportation rule 14
8. q
[s
(q A s)] tautology; rule 22 [see below]
9. s
(q A s)
3, 8; modus ponens rule 30
10. s
(s A q)
9; commutative law 2b
11. s
r
7, 10; hypothetical syllogism rule 33
Some of the lines here require explanation. The reason for line 4 is the
logical implication (p v -s) == (-s V p) that follows from the commutative law
2a in Table 1 on page 62. The corresponding little rule of inference would be
Pv Q
QvP

which seems unnecessary to list separately. The proposition in line 8 is the
tautology corresponding to the logical implication 22 in Table 2 on page 63.
Lines 5, 7, and 10 are similarly based on known logical implications. We have
also stopped putting in the .-. signs, which would go in every line except the
ones that contain hypotheses.
(b) Here we conclude -p by contradiction from the hypotheses p -+ (q A r),
r -* s, and -(q A s).
Proof
1.

2.
3.
4.

p
(q A r)
r
s
-(q A s)

-(-p)

5.

p

6.

q Ar

7.

q

8.

r A q

9.
10.
11.

r

12.
13.

(q AS) A -(q AS)

S
q As

contradiction

Reasons
hypothesis
hypothesis
hypothesis
negation of the conclusion
4; double negation rule 1
1, 5; modus ponens rule 30
6; simplification rule 29
6; commutative law 2b
8; simplification rule 29
2, 9; modus ponens rule 30
7, 10; conjunction rule 34
3, 11; conjunction rule 34
12; rule 7b

.
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Recall Example 3, in which we deduced -L from L -÷ F, F -* M, and -M.
Regardless of which steps we use to fill in the argument in that example, the overall
inference corresponds to the single logical implication
(p

q) A (q

r) A -r

[(p

q) A (q

r) A -r] -

===

-p,

i.e., to the tautology
p,

which showed up in line 6 of Example 4. This tautology is quite complicated. Since
our lists of tautologies and logical implications are deliberately short and contain only
very simple propositions, it's not surprising that we have not seen this implication
and tautology before, even written in terms of p, q, and r, rather than L, F, and M.
We may never see them again, either.
The names p, q, r, . . . that we used for the variables in our lists of tautologies
and implications don't really matter, of course. We could replace them with others,
so long as we don't try to replace the same name by two different things. We have
the following general principle, which we have already observed in special cases.

Substitution Rule (a) If all occurrences of some variable in a tautology
are replaced by the same, possibly compound, proposition, then the result is still a
tautology.
(a) The argument for this example illustrates the idea behind Substitution Rule (a).
According to the modus ponens rule 19 of Table 2 on page 63, the proposition
[p A (p - q)] - q is a tautology; its truth-table entries are all 1 regardless of
the truth values for p and q. [See the truth table in Example 3(b) on page 61.]
If we replace each occurrence of p by the proposition q -* r and each q by
s v t, we obtain the new proposition
[(q -r)
lll

v iA

aR*a-

A ((q -- r)--+ (s v t))]-* (s v t).

This proposition must itself be a tautology, because its truth value will be 1 no
matter what truth values q, r, s, and t give to q -* r and s V t. We know this
without writing out any rows at all in the 16-row q, r, s, t truth table.
(b) We can get into trouble if we try to replace a variable by two different things.
For example, p A q -* q is a tautology, but p A r -+ s is certainly not.
M
Substitution Rule (a) can be used to produce new logical equivalences from old.
Many of the logical equivalences in Table I on page 62 can be derived from others
in the table using substitution. We illustrate this by showing how rule 8a leads to
rule 8d. Rule 8a yields the tautology
(-p

A -q)

*-

-(p V q).

We replace each occurrence of p by -p and each occurrence of q by -q to obtain
another tautology:
(--p

A -- q)

*

-(-p

V-q).

This has the same truth table as
(p A q)

*

-(-p

V -q),

so this must also be a tautology. Thus the logical equivalence 8d in Table I on
page 62 follows from 8a.
e
The replacement of -- p A -- q by p A q that we just made in Example 8 is
an illustration of a second kind of substitution, somewhat like replacing quantities
by equal quantities in algebra. In the case of logic, the replacement proposition
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only needs to be equivalent to the one it substitutes for, and the result will just be
equivalent to what we started with. Here is a precise statement.

Substitution Rule (b) If a compound proposition

P contains a proposition

Q, and if Q is replaced by a logically equivalent proposition, then the resulting
compound proposition is logically equivalent to P.

Our next example illustrates again why Substitution Rule (b) is valid.
A

S13U

(a) Consider the proposition
P =-[(p -+ q)

A

r)]

(p

[q

(p

-

r)]

which is not a tautology. By Substitution Rule (b), we obtain a proposition
logically equivalent to P if we replace Q = (p -* q) by the logically equivalent
(-p v q). Similarly, we could replace one or both occurrences of (p -+ r) by
(-p V r); see rule 10a. We could also replace [(p -* q) A (p -* r)] by
[p -* (q A r)] thanks to rule 12b. Thus P is logically equivalent to each of the

following propositions, among many others:
-[(-p v q) A (p -+
-[(p

q) A (-p

-

-[p

(q A

r)]

-*

[q

(pr

V r)] -+ [q

r)]

(p

r)],

[q - (-p v r)].

(b) Let's see why P = -[(p
q) A (p
r)] -*
to P* = -[(p -+ q) A(-p V r)] -+ [q -+ (p -

[q

-*

(p

-*

r)] is equivalent

r)]. We chose to analyze this
substitution so that we could show that the appearance of another (p -*r),
which was not changed, does not matter. Think about the columns of the truth
tables for P and P* that correspond to -- and v in the boldfaced appearances
of p -+ r and -p v r. Since p -* r and -p v r are equivalent, the truth values
in these two columns are the same. The rest of the truth values in the tables for
the propositions P and P* will be identical, so the final values will agree.
This sort of reasoning generalizes to explain why Substitution Rule (b) is
valid.
U

It is worth emphasizing that, unlike Substitution Rule (a), Substitution Rule (b)
does not require that all occurrences of some proposition be replaced by the same
equivalent proposition.
(a) We use the De Morgan law 8d and substitution to find a proposition that is
logically equivalent to (p A q) -* (-p A q) but that does not use the connective A. Since p A q is equivalent to -(-p v -q), and -p A q is equivalent to
-(--p v -q), the given proposition is equivalent by Substitution Rule (b) to
-(-p V -q) -+ -(--p V -q)

and so, again by Substitution Rule (b), to
-(-p V -q) -* -(p V -q).

Thus we have a logically equivalent proposition that does not involve
(b) If desired, we could apply rule 10a to obtain the equivalent
-(p - -q) -

-(q

A.

-p),

which uses neither A nor v. On the other hand, we could avoid the use of the
connective -* by applying rule 10a.
The sort of rewriting we have done here to eliminate one or more symbols
has important applications in logical circuit design, as we will see in Chapter 10.
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(c) Notice that in parts (a) and (b) we are not claiming that any of the three
propositions
(pAq)-*

(-ppAq)

or

or -(p -

-(-p V-q) -+-(pV-q)
q) --

(q -- p)

are tautologies. We have simply asserted that these three propositions are logically equivalent to each other.
a
One could use the substitution rules to deal with incredibly complicated propositions, but we won't. Our point here is simply to show that there are techniques,
analogous to familiar ones from algebra, that let us manipulate and rewrite logical
expressions to get them into more convenient forms. Just as in algebra, what is
"convenient" depends, of course, on what we intend to use them for.
This section began by studying arguments that would be valid no matter what
meanings were attached to the propositions in them. The Substitution Rules bring
us back to tautologies and logical equivalence, notions that we defined in terms of
truth tables. It's natural to ask what the connection is between truth and validity,
i.e., between semantics and syntax, to use technical terms. We have already seen that
the rules of inference in Table 3 correspond to logical implications in Table 2 on
page 63, and we have explicitly allowed tautologies as elements of valid proofs, so
we would expect to find validity and truth tables closely linked. The next theorem
describes the connection.

Theorem

Let H and C be propositions. There is a valid proof of C from H if,
and only if, H -- C is a tautology, i.e., if, and only if, H =* C is true.
Proof Suppose first that there is a valid proof of C from H, but that H -+ C
is not a tautology. There is some assignment of truth values to the variables in H
and C that makes H true and C false. Someplace along the chain of statements
that form a proof of C from H there must be a first statement, say P, that is
false for this assignment. Perhaps P is C; it's certainly not H. Now P isn't a
hypothesis, and it's not a tautology either [why not?]. By the definition of a formal
proof, P must be a consequence of previous statements by using an allowable rule
of inference. But all of our allowable rules are based on implications of the form
Hi A ... A Hm ==, Q, which force Q to be true if all of HI, .. ., Hm are true. Since
all statements before P are true for our chosen truth assignment, P must be also true
for that assignment, contrary to its choice. Thus P cannot exist, so H -- C must be
a tautology after all.
In the other direction, if H -* C is a tautology, then
H
H
C

-+

C

hypothesis
tautology
modus ponens

is a valid proof of C from H.

Corollary There is a formal proof of C from A
formal proof of B

-*

A

A

B if, and only if, there is a

C from A.

Proof By the Theorem, there is a formal proof of C from A A B if, and only if,
(A A B) -+ C is a tautology, and there is a formal proof of B -+ C from A if, and
only if, A -- (B -* C) is a tautology. Rule 14 [exportation] says that (A A B) -* C
and A -* (B -+ C) are logically equivalent, so if either one is a tautology, then so
is the other.
A
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1. Give reasons for each of the following. Try not to use
truth tables.
(a) (pVq)
As-¢
(qVp)
AS
(b) s - (-(p v q)) < s - [(-p) A (-q)]
(c)

(p

-

q) A (p V q)

q) A (--p

(-p V

V q)

(d) t A (s V p) <•= t A (p V s)
2. Repeat Exercise I for the following.
(a) s A p S A (p A p)
:[(a v b)
(b) [(a v b) *+ (p - q)]

(-p v q)]
(-p V -q)]
3. Give a reason for each equivalence in the following
chain.
(c) [(a

V

b)

-'(p

*

A

(p

(a)

q)]

-+

[(b v a)

;

s) V (-s

t)

-+

(-ppVs)v(s Vt)

(b) -. [(-p Vs)Vs] vt
[-p V (s V s)] v t

(c)

(d)
(e)
(f)

p-

-[(a

(s v t)

(f)
(g)

A p)

V p]

A -p]

:-~-p V [(-a V -p)

V p
A -p]

(-aV

1

[1 for

tautology here]

-p) v p

A r) A

10. Find a logical implication in Table 2 on page 63 from
which Substitution Rule (a) yields the indicated implication.
(a) [-'p v q] == [q - ((-pV q) A q)]
(b) [(p
q) A (r -+ q)] ==# [(-q V -q) -+ (-p V -r)]
(c) [((p

s) -

(q As))A-'(q

As)]=*

-(p

s)

-

11. Show by the methods of Example 8 that rule 8c in
Table 1 on page 62 follows from rule 8b. Give reasons
for your statements.
12. As in Exercise 11, show that rule lOb in Table 1 on
page 62 follows from rules 8c and lOa.
13. Let P be the proposition [p A (q v r)] v -[p v (q v r)].
Replacing all occurrences of q V r by q A r yields
[p A (q A r)] V -[p

V (q A r)].

V r, one might suppose that P
; P*
P. Show that neither of these is the case.

,>

(i) i::-a vt

0) '=.:t

5. Give an explanation for each step in the following formal proof of-s from (s v g) -p,
-a,and p -*a.
1. (s v g) - p
2. -a
3. p -+ a
4. s -+ (s v g)
5. s -* p
6. s -+ a
7. -s

6. Rearrange the steps in Exercise 5 in three different ways,
all of which prove -s from (s v g)
p -4 a.

-*

p, -a, and

7. Use Substitution Rule (a) with p -* q replacing q to
make a tautology out of each of the following.

(b) [p A (Pq)]- q
(d) (p v q) [(-q) -p]

8. Give the rules of inference corresponding to the logical
implications 23, 26a, and 27b.
9. Find a logical equivalence in Table I on page 62 from
which the use of Substitution Rule (a) yields the indicated equivalence.

C with no hypotheses

-)

at all.
16. Every compound proposition is equivalent to one that
uses only the connectives

(h) *;-:-a v(-p vp)

(a) -q -+(q -p)
(c) p v - p

* [-(-p

r)]

then there is a proof of B

[p V (-a V -p)] A (p V -p)
.== [(-a V -p) V p] A
.

[(pvq)A(pV(rAs))j

r)]

-

new proposition is not a tautology. This shows that Substitution Rule (a) must be applied with care.
15. (a) Show that, if A is a tautology and if there is a formal
proof of C from A, then there is a proof of C with
no hypotheses at all.
(b) Show that, if there is a formal proof of C from B,

p

-

A p) A -p] V p
V -p)

::[(-a

(q -

V(q

14. Show that, if the first p in the tautology p -+ [q -+
(p A q)] is replaced by the proposition p v q, then the

A[p)aVpp]Vp

[-(a

(c) -[(-p A r)

or that P*

[(a

(b)
(c)
(d)
(e)

(b) [p v (qA(rAs))]4

r)]

Since q A r = q

4. Repeat Exercise 3 with the following.

(a)

((qAr)-

[(pA(qAr)))-rr]=[p-

P*=

(-pvs) vt
-p
v (s v t)

¢

(a)

and V. This fact fol-

-

lows from the equivalences (p -* q) -#= (-p V q),
(p A q)
* -(-p V -q), and (p - q) i [(p - q)
A(q -* p)]. Find propositions logically equivalent to the
following, but using only the connectives -and V.
(a) p
q
(b) (p Aq) (-q Ar)
(c)(p

q)A(qVr)

(d) pq

17. (a) Show that p v q and p A q are logically equivalent
to propositions using only the connectives

(b) Show that p v q and p

-

and

-*.

q are logically equivalent
to propositions using only the connectives - and A.
-+

(c) Is p -* q logically equivalent to a proposition using
only the connective A and v? Explain.
18. The Sheffer stroke is the connective I defined by the
truth table
p

p

pjq

0 0
0 1

1
1

1

1

0

0
11
Thus plq # -(p A q) [hence the computer scientists'
name NAND for this connective]. All compound propositions are equivalent to ones that use only 1, a useful
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(d) Do the same for p

fact that follows from the remarks in Exercise 16 and
parts (a) and (b) below.

A

q.

(e) Do the same for p e q.
19. Verify the following absorption laws.
(a) [p V (p A q)] ,
p [Compare with Exercise 4.]

(a) Show that -p <=~pIp.
(b) Show that p v q *. (plp)I(qlq).
(c) Find a proposition equivalent to p
Sheffer stroke.

-*

q using only the

(b) [p A

(p V q)] -

p

2.6 Analysis of Arguments
Section 2.5 described a formalization of the notion of "proof." Our aim in this section
is to use that abstract version as a guide to understanding more about the proofs and
fallacies that we encounter in everyday situations. We will look at examples of how
to construct arguments, and we will see some errors to watch out for. The same
kind of analysis that lets us judge validity of proofs will also help us to untangle
complicated logical descriptions.
Our formal rules of inference are sometimes called valid inferences, and formal
proofs are called valid proofs. We will extend the use of the word "valid" to describe
informal arguments and inferences that correspond to formal proofs and their rules.
A sequence of propositions that fails to meet the requirements for being a formal
proof is called a fallacy. We will use this term also to mean an argument whose
formal counterpart is not a valid proof.
We will see a variety of examples of fallacies. First, though, we construct some
valid arguments. Rules I to 34 can be found in the tables on pages 62, 63, and 79.
a-

We analyze the following. "If the entry is small or giant, then the output is predictable.
If the output is predictable, then it is negative. Therefore, if the output is not negative,
then the entry is not giant." Let
s = "The entry is small,"
g = "The entry is giant,"
p = "The output is predictable,"
n

=

"The output is negative."

We are given the hypotheses s V g
p and p -* n and want a proof of -n -* -g.
Here is our scratchwork. Since -n -g
is the contrapositive of g -+ n, it will be
enough to get a proof of g -÷ n and then quote the contrapositive law, rule 9. From
s vg -- p we can surely infer g -* p [details in the next sentence] and then combine
this with p -- n to get g --. n using rule 33. To get g -* p from s v g
p, rule 33
shows that it is enough to observe that g -* s v g by the addition rule. Well, almost:
The addition rule gives g -* g v s, so we need to invoke commutativity, too. Here
is the corresponding formal proof.

1.
2.
3.
4.
5.
6.
7.

Proof
s V g -* p
p -* n
g - gvs
g -* s V g
g - p
g -* n
-n -- -g

Reasons
hypothesis

hypothesis
addition (rule 16)
3; commutative law 2a
4, 1; hypothetical syllogism (rule 33)
5, 2; hypothetical syllogism (rule 33)
6; contrapositive (rule 9)

So there is a valid proof of the conclusion from the hypotheses. Isn't that
reassuring? Of course, we are accustomed to handling this sort of simple reasoning
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in our heads every day, and the baggage of a formal argument here just seems to
complicate an easy problem.
V
Still, we continue.
"If the entry is small or giant, then the output is predictable. The output is not
negative. If the output is predictable, then it must be negative. Therefore, the entry is
not small." With the notation of Example 1, we want a proof of this: If s V g -p,
-n and p -- n, then -s. The only rule of inference in Table 3 on page 79 that might
help is rule 31 [modus tollens]. Given the hypothesis -n, this rule would allow us
to infer -s if we could just get s -* n, which we can deduce from the first and third
hypotheses, as in Example 1. Here is a formal version.

*1141A

Proof

Reasons
hypothesis
addition (rule 16)
2, 1; hypothetical syllogism (rule 33)
hypothesis
3, 4; hypothetical syllogism (rule 33)
hypothesis
5, 6; modus tollens (rule 31)

1.

s Vg -p

2.

s-*s v g

3.
4.
5.
6.
7.

s-* p
pa-n
so-n
-n
-s

In words, the argument would go:
If the entry is small, then, since either a small or giant entry means that the
output is predictable, the output must be predictable and hence negative. So if
the entry is small, then the output must be negative. Since the output is not
negative, the entry must not be small.
In this argument, rule 16 is only used implicitly, and the three inferences made are
clearly "logical."
U
Our scratchwork in these examples illustrates a general strategy that can be
helpful in constructing proofs. Look at the conclusion C. What inference would
give it? For example, do we know of a proof of something like B -+ C? How
hard would it be to prove B? And so on, working backward from C to B to A
to ... . Alternatively, look at the hypotheses. What can we quickly deduce from
them? Do any of the new deductions seem related to C? If you have ever had to
prove trigonometric identities, you will recognize the strategy: You worked with the
right-hand side, then the left-hand side, then the right-hand, etc., trying to bring the
two sides of the identity together.
-A

We can also obtain the conclusion in Example 2 by contradiction, i.e., by assuming
the negation of the conclusion, that the entry is small, and reaching an absurdity.
The formal proof looks a little more complicated. Given hypotheses s v g -+ p, -n,
p -* n, and now -(-s), we want to get a contradiction like s A (-s), n A (-n),
Since we already have -n and s [from -(-s)], the first
g A (-g), or p A (-p).
two contradictions look easiest to reach. We aim for n A (-n), because we already
have p -) n. We can get s -* p from s v g -+ p, and we have p -÷ n, so
we can get s -* n. Since we have s, we then can infer n. We have just outlined
the following formal proof. See Exercise 11 for a proof with modus ponens instead
of hypothetical syllogism; Exercise 10 asks for proofs reaching different contradictions.
1.
2.

Proof

Reasons

s -* s V g
s v g -* p

addition (rule 16)
hypothesis
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3.

s

p

1, 2; hypothetical syllogism (rule 33)

4.
5.

p
s

n
n

hypothesis
3, 4; hypothetical syllogism (rule 33)

6.
7.

- (-s)
s
8. n
9. -n
10. n A (-n)
11. contradiction

negation of the conclusion
6; double negation (rule 1)
7, 5; modus ponens (rule 30)
hypothesis
8, 9; conjunction (rule 34)
10; rule 7b

The English version goes like this:
As in Example 2, if the entry is small, then the output is negative. Suppose
that the entry is small. Then the output is negative. But it's not, by hypothesis. This contradiction means that our supposition must be false; the entry
is small.
In general, a proof by contradiction begins with a supposition and runs for a
while until it reaches a contradiction. At that point we look back to the last "suppose"
and say, "Well, that supposition must have been wrong." Since the hypotheses and
-C are mutually inconsistent, the conclusion C must hold when the hypotheses hold;
i.e., the hypotheses imply C.
The formal proof by contradiction in this example is longer than the proof
in Example 2, but the English version is about the same length, and it may be
conceptually more straightforward. In practice, one resorts to proofs by contradiction
when it is easier to use -C together with the hypotheses than it is to derive C from
the hypotheses. We illustrated this point in §2.4.
A
In general, it is not easy to construct proofs. Still, with practice and by looking
closely at the proofs you read, you can get quite good at building your own proofs
and at spotting holes in other people's.
This book is full of examples of correct proofs; for example, look back at the
arguments in Chapter 1. Let's now examine a few fallacies.
(a) Suppose that we want to show that life is tough. A standard sort of argument
goes like this.
Assume that life is tough.
Blah, blah, blah.
Therefore, life is tough.

:f-1LA

I

A

Assuming the conclusion in this way seems too obviously wrong to be worth
mentioning, but experience teaches us that this fallacy, perhaps disguised, is a
common one.
(b) Suppose that we want to show that "If I am an adult, then life is tough." Try
this, with L = "Life is tough," and A = "I am an adult."
Assume L. Since L

--

(A

-+

L) is a tautology, then A

-)

L must be true.

Here again we start out assuming an additional hypothesis, conveniently strong
enough to get the conclusion.
(a) We have already mentioned in §2.4 the fallacy of arguing A
B by showing
A = B and -B==~ -A.
(b) A related fallacy is proving the converse of what's called for, i.e., trying to
show A ==B by showing B ==A.
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(c) The false inference A, B

--

A, .-. B is a similar fallacy. It is amazing how many

people fall into these traps. For example, it has been observed that after criminals
commit certain crimes they profess their innocence. Therefore, defendants who
profess their innocence must have committed the crimes.
Sometimes confusing wording trips people up. Thus, suppose that I am
rich and that people are rich whenever they live in big houses. It does not follow
that I live in a big house. I might live on board my yacht. Here we have R and
H

R and want to deduce H. To do so, though, we would need R

-+

H;

that is, all rich people live in big houses.
(d) Exercise 3 examines the popular false inference A

-*

Z, B

-

Z, . .. , Y

Z,

.-. Z, which is related to the idea that if a result is true in a few cases, then
it must always be true. Many mathematics students will try to prove a result
by giving a few illustrations; sometimes this is because authors and teachers
use the word show instead of prove and the students interpret this to mean
illustrate.

Younger children also try this sort of reasoning. For example, to prove
that Z = "(reasonable) parents let their children watch TV until midnight,"
they will observe that A -+ Z, B
B = "Susie has parents," etc.

-÷

Z, etc., where A = "Tommy has parents,"
a

As we suggested in the preface to the student, one should be careful in using
and reading the key words "clearly" and "obviously." They should indicate that the
result is an immediate consequence of preceding material or can be verified by a
short straightforward argument. They should not be used to hide a large gap in the
argument! Obviously, there are no mistakes in this book, but previous editions did
have one or two logical errors.
If you recognize a standard fallacy, such as assuming the conclusion, proving
the converse, or misusing modus ponens, then you can see immediately that an
alleged argument is not valid. Mistakes in reasoning are often subtle, however, and
require close examination to detect. If you just want to show that an argument must
be wrong, without finding out precisely where it goes astray, one way to do so is to
exhibit a situation in which the hypotheses are true but the conclusion is false. We
did this in Example 5(c) when we pointed out the possibility of rich people living
on yachts. Here are some more illustrations.
S

We are given that if a program does not fail, then it begins and terminates, and we
know that our program began and failed. We conclude that it did not terminate. Is
this reasoning valid? Let
B = "the program begins,"

T = "the program terminates,"
F = "the program fails."

Our hypotheses are -F -+ (B
an attempt at a formal proof.
Proof

A

T) and B

A

F, and the conclusion is -T. Here is

Reasons

1.

-F

2.

B

3.
4.

(B
-F

5.

F

2; simplification (rule 29)

6.

-T

4, 5; ??

-+

(B

A

T)

F

A
A

T)

-+

hypothesis

hypothesis
-+

T

T

simplification (rule 17)
1, 3; hypothetical syllogism (rule 33)

How can we infer proposition 6, -T, from propositions 4 and 5? It appears
that the best hope is modus tollens, but a closer look shows that modus tollens does
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not apply. What is needed is P -* Q, -P,
-.-Q, and this is not a valid rule of
inference. The alleged proof above is not valid; it is a fallacy. It could be that we
simply went about the proof in the wrong way. However, this is not the situation
in this case. In fact, according to the Theorem on page 84, no correct proof exists
because the conclusion does not follow from the hypotheses. That is, the proposition
{[-F -+ (B A T)] A (B A F)} -+ T
is not a tautology. To see this, consider the row in its truth table where propositions
B, F, and T are all true. In terms of the original hypotheses, the program might
begin and terminate and yet fail for some other reason.
A

*.-,fff ITT
IU4

(a) I am a famous basketball player. Famous basketball players make lots of money.
If I make lots of money, then you should do what I say. I say you should buy
Pearly Maid shoes. Therefore, you should buy Pearly Maid shoes.
We set
B = "basketball player,"
M = "makes lots of money,"
D = "do what I say," and
S = "buy those shoes!"
The hypotheses are B, B

-+

M, M

D, and D

-*

-+

S, and the conclusion S

surely follows by three applications of modus ponens.
(b) Suppose we leave out M -+ D in part (a). After all, why should I do what
you say just because you make lots of money? Then there is no valid way to
conclude S from B, B

-*

M, and D

S. [Look at the case S and D false,

-*

B and M true, for example.] The argument would require filling in the hidden
assumption that we should do what people with lots of money tell us to.
(c) Suppose that instead of M -+ D in the original version we have the appeal
to sympathy: "I will make money only if you buy our shoes." The hypotheses
now are B, B

-+

M, M

-+

S, and D

-)

S. Again, S is a valid conclusion.

The hypothesis M -+ S seems suspect, but, given the truth of this hypothesis,
the argument is flawless.
(d) We could replace M -* D in the original by the more believable statement
B V S

-+

M: "I will make money if I am a famous player or if you buy

our shoes." We already have the stronger hypothesis B -* M, though, so the
analysis in part (b) shows that we can't deduce S in this case either.
A
Sometimes a situation is so complicated that it is not at all clear at first whether
one should be trying to show that an alleged conclusion does follow or that it doesn't.
In such a case it is often a good plan to see what you can deduce from the hypotheses,
in the hope that you'll either learn a great deal about the possibilities or arrive at
a contradiction. Either way, you win. If nothing else, this approach forces you to
look at the problem slowly and methodically, which by itself is often enough to
unravel it.

T-41-1 TU- M

(a) Let
A = "I am an adult,"
B = "I am big and brave,"
Y = "I am young,"
L = "life is tough," and
N = "nobody loves me."

Here is part of an argument. If I am an adult, then I am big and brave. If I am
big and brave or I am young, then life is tough and nobody loves me. If I am big
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and brave and nobody loves me, then I am an adult. If I am big and brave or I am
not young, then I am an adult. If I am big and brave or I am young, then nobody
loves me. Either I am young, or I'm not. If I am big and brave and somebody loves
me, then I am an adult. Therefore, I am an adult [though this is a sad example of
adult reasoning].
What a mess! Does the conclusion A follow? Let's see. The hypotheses are
A -- B, (B v Y) -+ (L A N), (B A N) -÷ A, (B v -Y) -+ A, (B v Y) -* N
[a consequence of (B v Y) -+ (L A N)], Y v -Y [a tautology], and (B A -'N) -+ A.
For all of these to be true and yet A to be false, we must have p false for every
hypothesis p -E A. Thus, if A is false, then BAN, Bv-Y, and BA-N must be false.
If B v -Y is false, then B must be false and Y true. Then, since (B v Y) -+ (L A N)
is true, so is Y -* (L A N), and thus L and N are also true. At this point we know
that if A is false, then so is B, but Y, L, and N must be true. We check that these
truth values satisfy all the hypotheses, so A does not follow from the hypotheses by
any valid argument.
We did not need to go through all the analysis of the last paragraph. All we
really needed was a set of truth values that satisfied the hypotheses with A false.
But how were we to find such values? The way we went about the analysis meant
that we might be led to such truth values or we might be led to a proof that no such
values are possible. In either case we would get a useful answer.
The original argument here was really just a lot of hypotheses and a conclusion,
with no steps shown in between. It is possible for an argument to have lots of steps
filled in correctly, but still to be a fallacy if there is just one gap somewhere.
a
The thought patterns that help us verify proofs can also be useful for untangling
complicated logical formulations.

- XAIMT I

S

We look at a fairly typical excerpt from the manual of a powerful computer operating
system. Let
A = "a signal condition arises for a process,"
P = "the signal is added to a set of signals pending for the process,"
B = "the signal is currently blocked by the process,"
D = "the signal is delivered to the process,"
S = "the current state of the process is saved,"
M = "a new signal mask is calculated,"
H = "the signal handler is invoked,"
N = "the handling routine is invoked normally,"
R = "the process will resume execution in the previous context,"
I = "the process must arrange to restore the previous context itself."
The manual says "A -- P. (P A -B) -- D, D -+ (S A M A H), (H A N) -- R.
(H A -R) -+ ." It really does. We have just translated the manual from English
into letters and symbols and left out a few words.
What can we conclude from these hypotheses? In particular, what will happen
if A A -B A -R is true, i.e., if a signal condition arises, the signal is not blocked
by a process, but the process does not resume execution in its previous context?
We can deduce P A -B from A -* P and A A -B [Exercise 13(a)]. Hence,
using (P A -B)

-*

D and D

-*

(S A M A H), we have S A M A H. In particular,

H is true. Another short proof [Exercise 13(b)] deduces -N from H A -R
(H A N) -*

R. Thus, since (H A -R)

-*

I, H A -R

yields I A -N.

and

We have been

able to show that if A is true and B and R are false, then I is true and N is false;
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i.e., signal handling is not invoked normally, and the process must restore its own
previous context. Along the way we also showed that P, D, S, M, and H are true.
Of course, one would not usually write this analysis out as a formal proof. It
is helpful, though, to dissect the verbal description into separate statements, to give
the statements labels, and to write out symbolically what the hypotheses are, as well
as any conclusions that follow from them.
M
When you are constructing proofs to answer exercises in this book or elsewhere,
you should check for unused hypotheses. Although in practice problems often have
more than enough information, textbook exercises usually have none to spare. If
you haven't used some of what was given, perhaps your argument has a flaw, for
instance an overlooked case.

-"

I T

a

1. We observe C and observe that A implies C. We reason
that this means that if A were false, then C would be
false too, which it isn't. So A must be true. Is this argument valid? Explain.
2. Give two examples of fallacies drawn from everyday
life. Explain why the arguments are fallacies. Suggestion:
Advertising and letters to the editor are good sources.
3. (a) Show that there is no valid proof of C from the
hypothesis A

-*

C.

(b) Is there a valid proof of C from A
B -+ C? Explain.

-*

C and

(c) How strong is the argument for C if Al -* C,
A2 -C, C.
, A,ooooo -* C are true? Explain.
4. (a) If we leave out the hypothesis B

-*

M in

Example 7(a), do the remaining hypotheses imply
S? Explain.
(b) Would the argument for S be stronger in part (a)
with the added hypothesis M -* S, but still without
B

-)

M? Explain.

5. For the following sets of hypotheses, state a conclusion
that can be inferred and specify the rules of inference
used.
(a) If the TV set is not broken, then I will not study. If I
study, then I will pass the course. I will not pass the
course.
(b) If I passed the midterm and the final, then I passed
the course. If I passed the course, then I passed the
final. I failed the course.
(c) If I pass the midterm or the final, then I will pass this
course. I will take the next course only if I pass this
course. I will not take the next course.
6. Consider the following hypotheses. If I take the bus
or subway, then I will be late for my appointment. If I
take a cab, then I will not be late for my appointment
and I will be broke. I will be on time for my appointment. Which of the following conclusions must follow,
i.e., can be inferred from the hypotheses? Justify your
answers.
(a) I will take a cab.
(b) I will be broke.
(c) I will not take the subway.

(d) If I become broke, then I took a cab.
(e) If I take the bus, then I won't be broke.
7. Assume the hypotheses of Example 8(a). Which of the
following are valid conclusions? Justify your answer in
each case.
(a) I am an adult if and only if I am big and brave.
(b) If I am big and brave, then somebody loves me.
(c) Either I am young or I am an adult.
(d) Life is tough and nobody loves me.
8. Either Pat did it or Quincy did. Quincy could not have
been reading and done it. Quincy was reading. Who did
it? Explain, using an appropriate formal proof with the
variables P, Q, and R.
9. Convert each of the following arguments into logical
notation using the suggested variables. Then provide a
formal proof.
(a) "If my computations are correct and I pay the electric
bill, then I will run out of money. If I don't pay the
electric bill, the power will be turned off. Therefore,
if I don't run out of money and the power is still on,
then my computations are incorrect." (c, b, r, p)
(b) "If the weather bureau predicts dry weather, then I
will take a hike or go swimming. I will go swimming if and only if the weather bureau predicts warm
weather. Therefore, if I don't go on a hike, then
the weather bureau predicts wet or warm weather."
(d, h, s, w)

(c) "If I get the job and work hard, then I will get promoted. If I get promoted, then I will be happy. I will
not be happy. Therefore, either I will not get the job
or I will not work hard." (j, w, p, h)
(d) "If I study law, then I will make a lot of money.
If I study archaeology, then I will travel a lot. If I
make a lot of money or travel a lot, then I will not
be disappointed. Therefore, if I am disappointed, then
I did not study law and I did not study archaeology."
(I,m,a,t,d)

10. (a) Revise the proof in Example 3 to reach the contradiction s A (-s). Hint: Use lines 5 and 9 and rearrange
steps.

2.6 u Analysis of Arguments
(b) Revise the proof in Example 3 to reach the contradiction p A (-p). Hint: Use lines 3 and 7, then lines 4
and 9, and rearrange.
11. Give an alternative formal proof for Example 3 that does
not use rule 33.
12. For each of the following, give a formal proof of the theorem or show that it is false by exhibiting a suitable row
of a truth table.
(a) If (q A r)

p and q -- -r, then p.

-.

(b) If q V -r and -(r

&S;,

0

-+

q) -+

-p, then p.

(c) If p

-

(q V r), q

-

s and r -* -p, then p

-÷

93
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13. Give formal proofs of the following.
(a) P A -B from A

-*

P and A A -B.

(b) -N from H A -R and (H A N) -* R. This little
theorem is mentioned in Example 9. Suggestion:
Proof by contradiction.
14. When one of the authors was young, he was told that
"a job worth doing is worth doing well." He agreed and
still did the yardwork poorly. Discuss.

0lJIi

To check your understanding of the material in this chapter, we recommend that you consider
the items listed below and:
(a) Satisfy yourself that you can define each concept and notation and can describe each
method.
(b) Give at least one reason why the item was included in this chapter.
(c) Think of at least one example of each concept and at least one situation in which each
fact or method would be useful.

CONCEPTS AND NOTATION
propositional calculus
proposition
logical connectives -, v, A,
e V,, 3 notation
converse, contrapositive, counterexample
necessary condition, sufficient condition
compound proposition
truth table
tautology, contradiction
logical equivalence > ., logical implication
methods of proof
direct, indirect, by contradiction, by cases
vacuous, trivial
constructive, nonconstructive
formal proof
hypothesis, conclusion, theorem
rule of inference
vertical listing of proof
analysis of arguments
valid inference, valid proof, fallacy

FACTS
Basic logical equivalences [Table I on page 621.
Basic logical implications [Table 2 on page 63].
Substitution Rules (a) and (b) on pages 82 and 83.
Basic rules of inference [Table 3 on page 79].
There is a formal proof of C from H if and only if H

C is true.

METHODS
Use of:
Truth tables, especially to verify logical equivalences and implications.
De Morgan laws to eliminate V or A.
Rules of inference to construct formal proofs.
Formal symbolism to analyze informal arguments.
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Find a proposition that is logically equivalent to p (D q
and that uses only the connective A and -.

(a)

2. Let n be an integer. Show that n2 - 3 is not a multiple
of 4. Hint: Consider cases n = 2k and n - 2k + 1.
3. Show that if a, b, and c are real numbers such that
a + b + c > 300, then a > 100 or b > 100 or c > 100.

q) A -q]

-p

(e) [(p

q) V (q

r)]

(f)

(p A q)

I.
2

6. Show each of the following by using cases.

3. r

(p

-

r)

q

p V (q -.
.q V r
-

r)

p

4. -p

(a) max(x, y} min{x, y) = xy.
(b) (maxfx, y) -min{x, y)) 2 = (x - y)2 .

5.-r
6. r v q

7. Give reasons for the logical equivalences in the following chain.

~-p v

-'q

-q

(d) [(p

5. Let m and n be positive integers. Show that if mn > 56,
then m > 8 or n > 8.

(a)

(b) [(p v q) A-'P]-

-q

q) A -p]

15. Here is a proof by contradiction for the following theorem: If p V (q --. r), q V r, and r
p, then p. For
each step, supply an explanation.

4. Give the negation of the proposition "I did not hear
anything that could have been written by nobody but
Stravinsky."

p -* (q

A (p -q)]

[p

(c) [(p

7. q

8.q-* r
9. r
10. r A -r
11. contradiction

v r)

(q v r)

(b) 4==
(-pvq)Vr
(c)

4-(--p

(d)

-

(e)

*.

A-q)

16. Suppose that n is a positive integer that is not divisible
by 2 or by 3. Show that 12 divides n2 - 1.

V r

(p A-q) Vr
(p A -q)

-

17. Let n be an integer.

r

8. Provide a formal proof of "I will take the bus" from the
hypotheses "if it is raining, then I will drive or I will
take the bus," "I will not drive," and "it is raining." Use
b, d, and r for notation. [Compare with Exercise 7.]

If x > 5, then -x < -5,

so 44

-

x <

44 -5

= 39 < 50 < lOx, as desired. In the other directhen
- x is false, i.e., if lOx < 44 -x,
U
lIx < 44, so x < 4 < 5, and thus x > 5 is false.

tion, if lOx > 44

(c) If m2 + n2
or n > 6.
.

11. Prove that if m and n are positive integers and n + 2m >
30, then n > 11 or m > n.
(-p

A q) -

(p V r).

(b) Is this proposition a tautology? Explain.
13. Prove or disprove each statement about sets A, B,
and C.
CimpliesB

>

25 and n is a multiple of 3, then m

>

C.

14. Which of the following are tautologies? Prove your
assertions. It is fair to create (partial) truth tables or to
cite rules in the book.

4

20. What is wrong with the following proof of the false
proposition "n is a multiple of 3 whenever n2 _ n is
even"?
Proof(??) If n is a multiple of 3, then n
integer k, so n2 _ n = 9k 2- 3k = 3k(3k
even, then so are 3k and 3k(3k -). If k
is odd, so 3k - I is even, and again n2 -

= 3k for some
-). If k is
is odd, then 3k
n is even.
*

21. Prove or disprove the following statements for a function

f : S -# T.

(a) A U B = AU C implies B =C.

(b)Ae3B=Ae

19. The logical equivalence p -* (q V r) <•= (p A -q) -* r
of Exercise 7 is often used to prove p -÷ (q V r) by
proving (p A -q) -* r instead. Use this idea to prove
the following propositions about positive integers m
and n.
(b) If m2 + n2 > 25, then m > 3 or n > 5.

If x > 6, then x2 = x x > 66 = 36 > 25.

12. (a) Give the complete truth table for the proposition

r from the hypotheses

(a) If m n > 8, then m > 3 or n > 4.

10. What is wrong with the following proof of the false
proposition "x > 6 if x2 > 25"?
Proof(??)

(b) Show that n is a multiple of 3 if and only if
n2
3n + 2 is not divisible by 3.
18. Give a formal proof of q -*
p
(q -* r) and q -+ p.

9. What is wrong with the following proof of the proposition "x > 5 if and only if lOx > 44 -x"?
Proof(??)

(a) Show that n is not divisible by 3 if and only if
n2 - 3n + 2 is a multiple of 3.

(a) f(Al) = f(A 2 ) implies AI = A2 . Here Al and A2
represent subsets of S.
(b) f (f (B))

C

B for all subsets B of T.

L

I
I
______
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IRelations
One frequently wants to link elements of two different sets or to compare or contrast
various members of the same set, e.g., to arrange them in some appropriate order
or to group together those with similar properties. The mathematical framework to
describe this kind of organization of sets is the theory of relations. This chapter
introduces relations and connects them with digraphs and matrices.

3.1
3.1

Relations

IU

Relations

I

Given sets S and T, a (binary) relation from S to T is just a subset R of S x T.
i.e., a set of ordered pairs (s, t). This is a general, all-purpose definition. As we go
through the book we will see a variety of interesting special kinds of relations.
A mail-order music company has a list L of customers. Each customer indicates
interest in certain categories of music: classical, easy-listening, Latin, religious, folk,
popular, rock, etc. Let C be the set of possible categories. The set of all ordered
pairs (name, selected category) is a relation R from L to C. This relation might
contain such pairs as (K. A. Ross, classical), (C. R. B. Wright, classical), and (K. A.
Ross, folk).
U
-;13-

A university would be interested in the database relation RI consisting of all ordered
pairs whose first entries are students and whose second entries are the courses the
students are currently enrolled in. This relation is from the set S of university students
to the set C of courses offered. For a given student s in S, the set of courses taken
by s is Ic E C : (s, c) E RI}. On the other hand, if course c in C is fixed, then
is c S : (s, c) E R, I is the class list for the course.
Another relation R2 consists of all ordered pairs whose first entries are courses
and whose second entries are the departments for which the course is a major requirement. Thus R2 is a relation from C to the set D of departments in the university.
For fixed c c C, the set of departments for which c is a major requirement is
{d e D : (c, d) E R21. For fixed d in D, the set {c E C : (c, d) E R2) is the list
of courses required for that department's majors. A computerized degree-checking
program would need to use a data structure that contained enough information to
determine the relations R, and R2.
U
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(a) Consider a set P of programs written to be carried out on a computer and a
catalog C of canned programs available for use. We get a relation from C to
P if we say that a canned program c is related to a program p in P provided
p calls c as a subroutine. A frequently used c might be related to a number of
p's, while a c that is never called is related to no p.
(b) A translator from decimal representations to binary representations can be
viewed as the relation consisting of all ordered pairs whose first entries are
allowable decimal representations and whose second entries are the corresponding binary representations. Actually, this relation is a function.
U
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We sometimes say that s is R-related to t or that s is related to t by R in
case (s, t) c R. It seems almost as natural, though, to say that t is R-related to s in
this case and, to avoid getting things backward, it's probably best not to use such
terminology at all unless both (s, t) and (t, s) are in R. To say that "s and t satisfy
R" is a little less risky. There is no ambiguity, however, in the notation s R t, which
one can verbalize as "s is R-related to t."
By its very nature, "relation" is a very general concept. We next discuss some
special sorts of relations, some of which will already be familiar. Recall that in §1.5
we indicated how functions can be identified with their graphs and hence with sets
of ordered pairs. In fact, if f: S -* T, we identified the function f with the set
Rf = {(x, y) e S x T: y = f(x) ,
which is a relation from S to T. From this point of view, a function from S to T
is a special kind of relation R from S to T, one such that
for each x E S there is exactly one y e T with (x, y) E R.
This characterization is simply a restatement of the definition in §1.5. Thus
functions are the relations for which functional notation f makes sense: f (x) is that
unique element in T such that (x, f (x)) belongs to Rf.
Relations of the sort we have just been considering have obvious applications
to databases that link objects of different types. There is a natural generalization of
the idea to organize data of more than two types. An ni-ary relation for n > 2 is
just a set of n-tuples in Si x ... x S,. We will stick to n = 2, though. The basic
ideas are already present in this simpler case.
Relations that link objects of the same type-two integers, two classes, two
people, etc.-have quite a different flavor from the relations we have just considered
and often have nothing to do with handling data. We will say that a subset R of
S x S is a relation on S.
A

A-

(a) For the set R the familiar inequality relation < can be viewed as a subset R of
R x IR, namely the set R = {(x, y) : x < y}. Since (x, y) E R if and only if
x < y, we normally write the relation as < . Note that the familiar properties
(R)
(AS)
(T)

x < x for all x e R,
x < y and y < x imply that x=y,
x < y and y < z imply that x < z,

can be written as
(R)
(AS)
(T)

(x, x) E R for all x E R,
(x, y) E R and (y, x) E R imply that x = y,
(x, y) c R and (y, z) E R imply that (x, z) E R.

Here the labels (R), (AS), and (T) refer to "reflexive," "antisymmetric," and
"transitive," terms that we will be using in connection with arbitrary relations
on a set S.
(b) The strict inequality relation < on R is also a relation and corresponds to the
set R = {(x, y) : x < y}. This relation satisfies the following properties:
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(AR)
(T)

x < x never holds,
x < y and y < z imply that x < z.

These can be rewritten as
(AR)

(x, x) 0 R for all

(T)

(x, y) E R and (y, z)

XE

R,
E

R imply that (x, z)

E

R.

Here (AR) refers to "antireflexive" and (T) again refers to "transitive."

U

Let p be a fixed integer greater than 1. Consider integers m and n. We say that
m is congruent to n modulo p, and we write m - n (mod p) provided m - n is
a multiple of p. This condition defines what is called a congruence relation on the
set Z of integers. We will return to this relation just prior to Theorem 1 on page 121,
where we will see that
(R)
(S)
(T)

m
m
m

m (mod p) for all m E 2,
n (mod p) implies n - m (mod p),
n (mod p) and n - r (mod p) imply m - r (mod p).

For the corresponding formal relation
R = {(m, n)

E

Z x Z : m - n (mod p)},

these properties become
(R)
(S)
(T)

(m, m) C R for all m E Z,
(m, n) E R implies (n, m) C R,
(m, n) E R and (n, r) E R imply that (m, r)

E

R.

Here the labels (R), (S), and (T) refer to "reflexive," "symmetric" and "transitive."
Note that this usage of reflexive and transitive is consistent with that in Example 4.
In general, we define a relation R on the set S to be reflexive, antireflexive,
symmetric, antisymmetric, or transitive if it satisfies the corresponding condition:
(R)
(AR)
(S)
(AS)

(T)

(x, x) E R for all x E S,
(x, x) S R for all x E S,
(x, y) E R implies (y, x) E R for all x, y E S,
(x, y) E R and (y, x) c R imply that x = y,
(x, y) E R and (y, z) E R imply that (x, z) E R.

These conditions may also be written as:
(R)
(AR)
(S)
(AS)
(T)

xRx
xRx
xRy
xRy
xRy

forallxc S,
fails for all x E S,
implies y R x for all x, y E S,
and y R x imply that x = y,
and y R z imply that x R z.

Observe that the antireflexive condition (AR) is different from nonreflexivity, since
a relation R is nonreflexive provided x R x fails for some x E S. Similarly, the
antisymmetric condition (AS) is different from nonsymmetry.
A

Every set S has the very basic equality relation
E = {(x, x): x E S).
Two elements in S are E-related if and only if they are identical. We normally write
= for this relation. Thus (x, y) e E if and only if x = y. It would be correct, but
very strange, to write (2, 2) E=.
The relation E is reflexive, symmetric, and transitive, assertions that you should
verify mentally. For example, transitivity asserts in this case that if x = y and if
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y = z, then x = z. In §3.4, we will study relations that are reflexive, symmetric,
and transitive, which are called "equivalence relations." The relation E is the most
basic equivalence relation, and it is the prototype of all such relations where objects
are related if we are viewing them as essentially the same, even though they may
not be equal.
The relation E is antisymmetric, as well as symmetric, so antisymmetry is
certainly different from nonsymmetry. Is E antireflexive?
E
Consider again an arbitrary relation R from a set S to a set T. That is, R
S x T. The converse relation Ru is the relation from T to S defined by
(t, s) E R'

Since every function f: S

if and only if

(s,

t) E

R.

T is a relation, its converse f

Asa relation f

C

always exists:

= {(y, x) c T x S: y = f (x)}.

This relation is a function precisely when f is an invertible function as defined in
§1.7, in which case we have f
= f -.
WXA AAI P

(a) Recall that if f: S

T is a function and A C S. then the image of A under

-+

f is
f (A) = { f (s) : s e A) = It e T : t

E

A).

Rr(B) = {s E S : t= f (s) for some t E B} = {s c S: f(s)

E

=

f (s) for some s

If we view f as the relation Rf, then the set f (A) is equal to
it e T : (s, t)

E

Rf for some s E A).

Similarly, for any relation R from S to T we can define
R(A) = it E T : (s, t) C R for some s

Since R' is a relation from T to S, for B
R'(B)

=

{s

E S:

C

(t, s) e R'

E

A}.

T we also have
for some

= {s E S: (s, t) E R for some

t E

t E

B)

B).

If R is actually Rf for a function f from S to T, then we have
B),

which is exactly the definition we gave for f (B) in § 1.7.
(b) For a concrete example of part (a), let S be a set of suppliers and T a set of
products, and define (x, y) E R if supplier x sells product y. For a given set A
of suppliers, the set R(A) is the set of products sold by at least one member
of A. For a given set B of products, R'(B) is the set of suppliers who sell at
least one product in B. The relation R is Rf for a function f from S to T if
and only if each supplier sells exactly one product.
C
It is sometimes handy to draw pictures of relations on small sets.
A

(a) Consider the relation RI on the set 10, 1, 2, 31 defined by <; thus (m, n) E RI
if and only if m < n. A picture of R1 is given in Figure l(a). Observe that we
have drawn an arrow from m to n whenever (m, n) e RI, though we left off
the arrowheads on the "loops" 0 -* 0, 1 -+ 1, etc.
(b) Let R2 be the relation on 11, 2, 3, 4, 5} defined by m R2 n if and only if in - n
is even. A picture is given in Figure 1(b).
(c) The picture of the converse relation R' is obtained by reversing all the arrows
in Figure l(a). The loops are unchanged.
(d) The picture of the converse R' is also obtained by reversing all the arrows
[in Figure l(b)], but this time we obtain the same picture. This is because R2
is symmetric and so R' = R2; see Exercise 15(a).
C

3.1 1 Relations 99
Figure 1

o.

R.
(a)

40

02

OF2_4

(b)

(c)

When a relation is symmetric, such as R2 in Figure 1(b), for every arrow drawn
there is a reverse arrow, so it is redundant to draw each such pair of arrows. An
equally informative picture is drawn in Figure 1(c). Just as with city maps, arrows
signify one-way streets and plain lines signify two-way streets.

M

1. For the following relations on S = {0, 1, 2, 3}, specify
which of the properties (R), (AR), (S), (AS), and (T) the
relations satisfy.
(a) (m, n)

E

RI if m + n = 3

(b) (m, n) E R2 if m

-

n is even

(c) (m, n) E R3 if m < n

(d) (m, n) E R4 if m + n < 4
(e) (m, n) E R5 if max{m, n} = 3

(m,n) E R if

2. Let A = 10,1, 2}. Each of the statements below defines
a relation R on A by (m, n) E R if the statement is
true for m and n. Write each of the relations as a set of
ordered pairs.
(a) m < n

(b) m < n

(c) m = n

(d) mn = 0

(e) mn = m
2

(g)iM +n

2

(f) m + n
=2

(h)m

5. For each of the relations in Exercise 4, specify which of
the properties (R), (AR), (S), (AS), and (T) the relation
satisfies.
6. Consider the relation R on Z defined by (m, n) E R if
and only if m3 - n3 = 0 (mod 5). Which of the properties (R), (AR), (S), (AS), and (T) are satisfied by R?
7. Define the "divides" relation R on N by

2

+n

E
2

A
=3

(i) m = max{n, 1}

3. Which of the relations in Exercise 2 are reflexive? symmetric?
4. The following relations are defined on N.
(a) Write the relation RI defined by (m, n) E RI if
m + n = 5 as a set of ordered pairs.

(b) Do the same for R2 defined by max{im, n} = 2.
(c) The relation R3 defined by minim, n} = 2 consists of
infinitely many ordered pairs. List five of them.

mln.

[Recall from §1.2 that mIn means that n is a multiple
of m.]

(a) Which of the properties (R), (AR), (S), (AS), and (T)
does R satisfy?
(b) Describe the converse relation R'.
(c) Which of the properties (R), (AR), (S), (AS), and (T)
does the converse relation R' satisfy?
8. What is the connection between a relation R and the relation (R ) ?
9. (a) If S is a nonempty set, then the empty set 0 is a
subset of S x S, so it is a relation on S, called the
the empty relation. Which of the properties (R),
(AR), (S), (AS), and (T) does 0 possess?
(b) Repeat part (a) for the universal relation U = S x S
on S.
10. Give an example of a relation that is:
(a) antisymmetric and transitive but not reflexive,
(b) symmetric but not reflexive or transitive.
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11. Do a relation and its converse always satisfy the same
conditions (R), (AR), (S), and (AS)? Explain.
12. Show that a relation R is transitive if and only if its converse relation RI is transitive.
13. Let RI and R2 be relations on a set S.
(a) Show that RI n R2 is reflexive if R1 and R2 are.
(b) Show that RI n R2 is symmetric if RI and R2 are.
(c) Show that RI n R2 is transitive if RI and R2 are.
14. Let RI and R2 be relations on a set S.
(a) Must RI U R2 be reflexive if RI and R2 are?
(b) Must RI U R2 be symmetric if RI and R2 are?
(c) Must RI U R2 be transitive if RI and R2 are?

15. Let R be a relation on a set S.
(a) Prove that R is symmetric if and only if R = R.
(b) Prove that R is antisymmetric if and only if
Rn RI C E, where E = ((x, x) :x e S).
16. Let RI and R2 be relations from a set S to a set T.
(a) Show that (RI U R 2 )* = R. U R2.
(b) Show that (RI n R 2 )'

= RI n R5.
(c) Show that if RI C R 2 then RF C RT.
17. Draw pictures of each of the relations in Exercise 1.
Don't use arrows if the relation is symmetric.
18. Draw pictures of each of the relations in Exercise 2.
Don't use arrows if the relation is symmetric.

3.2 Digraphs and Graphs

-i

You are already familiar with the idea of a graph as a picture of a function. The word
"graph" is also used to describe a different kind of structure that arises in a variety
of natural settings. In a loose sense these new graphs are diagrams that, properly
interpreted, contain information. The graphs we are concerned with are like road
maps, circuit diagrams, or flow charts in the sense that they depict connections or
relationships between various parts of a diagram. They also give us ways to visualize
relations.

Figure 1 N

(a)

(b)

HHH HHT

(c)

HTH HiT

THH THT
(d)

TTH

MT
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The diagrams in Figure 1 are from a variety of settings. Figure 1(a) shows a
simple flow chart. Figure l(b) might represent five warehouses of a trucking firm
and truck routes between them, labeled with their distances. Figure l(c) could be
telling us about the probability that a rat located in one of four cages will move
to one of the other three or stay in its own cage. Figure 1(d) might depict possible
outcomes of a repeated experiment such as coin tossing [Heads or Tails]. The diagrams in Figure 1 on page 99 tell us which pairs of vertices belong to the relations
RI and R 2. What do all of these diagrams have in common? Each consists of a
collection of objects-boxes, circles, or dots-and some lines, possibly curved, that
connect objects. Sometimes the lines are directed; that is, they are arrows.
The essential features of a directed graph [digraph for short] are its objects
and directed lines. Specifically, a digraph G consists of two sets, the nonempty set
V(G) of vertices of G and the set E(G) of edges of G, together with a function y
[Greek lowercase gamma] from E(G) to V(G) x V(G) that tells where the edges
go. If e is an edge of G and y(e) = (p, q), then we say e goes from p to q, and
we call p the initial vertex of e and q the terminal vertex of e. This definition
makes sense even if V(G) or E(G) is infinite, but we will assume in this section
that V(G) and E(G) are finite because our applications are to finite sets.
A picture of the digraph G is a diagram consisting of points, corresponding
to the members of V(G), and arrows, corresponding to the members of E(G), such
that if y (e) = (p, q) then the arrow corresponding to e goes from the point labeled
p to the point labeled q.
G-A

Consider the digraph G with vertex set V(G) = 1w, x, y, zi, edge set E(G) =
{a, b, c, d, e, f, g, h}, and y given by the table in Figure 2(a). The diagrams in
Figure 2(b) and 2(c) are both pictures of G. In Figure 2(b) we labeled the arrows to
make the correspondence to E(G) plain. Figure 2(c) is a picture of the same digraph
even though the positions of the vertices are different, which at first glance makes
the graph look different. Also, we simply labeled the points and let the arrows take
care of themselves, which causes no confusion because, in this case, there are no
parallel edges; i.e., there is at most one edge with a given initial vertex and terminal
vertex. In other words, the function y is one-to-one. Note also that we omitted the
arrowhead on edge d, since z is clearly both the initial and terminal vertex.
U

Figure 2 l
e

y(e)

a
b
d
e

(w, z)
(w, x)
(x, Z)
(z, Z)
(z, x)

f

(z, y)

g
h

(y, w)
(yX)

x

c

y

(a)

If y: E(G)

(b)
-+

(c)

V(G) x V(G) is one-to-one, as it will be in many cases that we

encounter, then we can identify the edges e with their images y(e) in V(G) x V(G)
and consider E(G) to be a subset of V(G) x V(G). In such a case, there's no
need to introduce the function y or give names to the edges. The list of vertices
1w, x, y, z} and the list of edges in the second column of Figure 2(a) contain all the
information about the digraph, as does the corresponding picture in Figure 2(c). By
the way, some people define digraphs to have E(G) C V(G) x V(G) and call the
more general digraphs we are considering "directed multigraphs."
Given any picture of G, we can reconstruct G itself, since the arrows tell us
all about y. We will commonly describe digraphs by giving pictures of them, rather
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than tables of y, but the pictorial description is chosen just for human convenience.
A computer stores a digraph by storing the function y in one way or another.
Many of the important questions connected with digraphs can be stated in terms
of sequences of edges leading from one vertex to another. A path in a digraph G is
a sequence of edges such that the terminal vertex of one edge is the initial vertex of
the next. Thus, if el, . . ., en are in E(G), then el e2 ... en is a path, provided there
are vertices xl, X2, . xi, xn+ so that y(eI) = (xl, X2), y(e2) = (x2, X3), and, in
general, y(e 1 ) = (xi, xi+,) for i = 1, 2, ... , n. We say that el e2. en is a path of
length n from xi to x,+i. The path is closed if it starts and ends at the same vertex,
i.e., if xl = Xn+I.
In the digraph G in Figure 2, the sequence f g a e is a path of length 4 from z to x.
The sequences c e c e c and f g a f h c are also paths, but f a is not a path, since
y(f) = (z, y), y(a) = (w, z), and y = w. The paths f ga f hc, cece, and d are
U
closed; f h c e and d f are not.

-=A}-

en with y (ei) = (xi, xi +I) has an associated sequence of vertices
If each ei is the only edge from xi to xi+l, then this sequence of
vertices uniquely determines the path, and we can describe the path simply by listing
the vertices in order. This will be the case whenever we are able to consider E(G)
as a subset of V(G) x V(G).
A path el

xI X2

A

V

Figure 3 A

*

9

...

...

X, Xn+1 .

(a) In Figure 2 the path f g a e has vertex sequence z y w z x. Observe that this
vertex sequence alone determines the path. The path can be recovered from
z y w z x by looking at Figure 2(b) or (c) or by using the table of y in
Figure 2(a). Since the digraph has no parallel edges, we may regard E(G)
as a subset of V(G) x V(G) so that all its paths are determined by their vertex
sequences.
(b) The digraph pictured in Figure 3 has parallel edges a and b, so y is not oneto-one and we cannot view E(G) as a subset of V(G) x V(G). While the the
vertex sequence y z z z corresponds only to the path f g g, the sequence y v w z
U
belongs to both c a e and c b e.
A closed path of length at least 1 with vertex sequence xI X2... x, xI is called
a cycle if xI, . . ., x, are all different. The language of graph theory has not been
standardized: various authors use "circuit" and "loop" for what we call a cycle,
and "cycle" is sometimes used as a name for a closed path. Sometimes it's important that a digraph contain a cycle, and sometimes it's important that it have none.
A digraph with no cycles is called acyclic, a definition whose meaning turns out to
be the same whichever definition of "cycle" is used [by Corollary 1 on page 319].
Some people call an acyclic digraph a DAG, short for "directed acyclic graph."
A path is acyclic if the digraph consisting of the vertices and edges of the path is
acyclic.
In Figure 2 the path a f g is a cycle, since its vertex sequence is w z y w. Likewise,
the paths c f h and c f g b, with vertex sequences x z y x and x z y w x, are cycles.
The short path c e and the loop d are also cycles, since their vertex sequences are
x z x and z z, respectively. The path c f g a e is not a cycle, since its vertex sequence
U
is x z y w z x and the vertex z is repeated.
As we saw in Example 7 on page 98, a relation R on a set S determines a
digraph G in a natural way: Let V(G) = S and put an edge from v to w whenever
(v, w) E R. We can reverse this procedure. Given a digraph G and vertices v and
w in V(G), call v adjacent to w if there is an edge in E(G) from v to w. The
adjacency relation A on the set V(G) of vertices is defined by (v, w) e A if and
only if v is adjacent to w. The relation A can be perfectly general and does not need
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to have any special properties. It will be reflexive only if G has a loop at each vertex
and symmetric only if there is an edge from v to w whenever there is one from w
to v.

(a) Consider the digraph in Figure 2. The adjacency relation consists of the ordered
pairs (w, z), (w, x), (x, z), (z, z), (z, x), (z, y), (y, w), and (y, x). In other
words, A consists of the images of y listed in Figure 2(a). In general, A =
y(E(G)) C V(G) x V(G).
(b) The adjacency relation A for the digraph in Figure 3 consists of the ordered
pairs (v, w), (w, x), (w, z), (z, z), (y, z) and (y, v). We cannot recover the
digraph from A because A does not convey information about multiple edges.
Since (v, w) belongs to A, we know that the digraph has at least one edge from
v to w, but we cannot tell that it has exactly two edges.
(c) The digraph obtained from Figure 3 by removing the edge a has the same
adjacency relation as the original digraph.
T
The previous example shows that different digraphs may have the same adjacency relation. However, if we restrict our attention to digraphs without multiple
edges, then there is a one-to-one correspondence between such digraphs and relations.
If we ignore the arrows on our edges, i.e., their directions, we obtain what are
called "graphs." Figure I (b) and (d) of this section and Figure I (c) on page 99 are all
pictures of graphs. Graphs can have multiple edges; to see an example, just remove
the arrowheads from Figure 3. The ideas and terminology for studying graphs are
similar to those for digraphs.
Instead of being associated with an ordered pair of vertices, as edges in digraphs
are, an undirected edge has an unordered set of vertices. Following the pattern we
used for digraphs, we define an [undirected] graph to consist of two sets, the set
V(G) of vertices of G and the set E(G) of edges of G, together with a function
y from E(G) to the set {{u, v}: u, v E V(G)} of all subsets of V(G) with one or
two members. For an edge e in E(G), the members of y(e) are called the vertices
of e or the endpoints of e; we say that e joins its endpoints. A loop is an edge with
only one endpoint. Distinct edges e and f with y(e) = y(f) are called parallel or

multiple edges.
These precise definitions make it clear that a computer might view a graph as
two sets together with a function y that specifies the endpoints of the edges.
What we have just described is called a multigraph by some authors, who
reserve the term "graph" for those graphs with no loops or parallel edges. If there
are no parallel edges, then y is one-to-one and the sets y(e) uniquely determine the
edges e. That is, there is only one edge for each set y(e). In this case, we often
dispense with the set E(G) and the function y and simply write the edges as sets, like
{u, v} or {u}, or as vertex sequences, like u v, v u, or u u. Thus we will commonly
write e = {u, v}; we will also sometimes write e = {u, u} instead of e = {u} if e is
a loop with vertex u.
A picture of a graph G is a diagram consisting of points corresponding to the
vertices of G and arcs or lines corresponding to edges, such that if y(e) = {u, v},
then the arc for the edge e joins the points labeled u and v.
Jeff

LVA
I:1 I

(a) The graphs in Figures 4(a) and 4(b) have 5 vertices and 7 edges. The crossing
of the two lines in Figure 4(b) is irrelevant and is just a peculiarity of our
drawing. The graph in Figure 4(c) has 4 vertices and 6 edges. It has multiple
edges joining v and w and has a loop at w.
(b) If we take the arrowheads off the edges in Figure 2, we get the picture in
Figure 5(a). A table of y for this graph is given in Figure 5(b). This graph has
parallel edges c and e joining x and z and has a loop d with vertex z. The graph
pictured in Figure 5(c) has no parallel edges, so for that graph a description
such as "the edge {x, z}" is unambiguous. The same phrase could not be applied
unambiguously to the graph in Figure 5(a).
T

104 Chapter 3 * Relations
Figure 4 P

x
(a)

Figure 5

y

(b)

(c)

l.

e

cl
(a)

Ih

e

y(e)

a

(w, Z}

b

(w, x)

C

d

(x, z)
{z) or (z,z

e

{x, Z)

f

{yZ)

g

1w, y}

..

(x, y}

(b)

z
(c)

A sequence of edges that link up with each other is called a path. Examples of
paths in Figure 5(a) are g a d e b, c f h e a g, and g b c d d a g. The length of a path
is the number of edges in the path. Thus g b c d d a g has length 7. Consecutive edges
in a path must have a vertex in common, so a path determines a sequence of vertices.
The vertex sequences for the paths just discussed are y w z z x w, x z y x z w y, and
y w x z z z w y. Note that we cannot always recover a path from its vertex sequence:
Which edge corresponds to the segments x z and z x?
Note that the number of vertices in a vertex sequence is 1 larger than the
number of edges in the path. When a loop appears in a path, its vertex is repeated in
the vertex sequence. Vertex sequences treat parallel edges the same, and so different
paths, such as b c a and b e a, can have the same vertex sequence. If a graph has
no parallel edges or multiple loops, then vertex sequences do uniquely determine
paths. In this case the edges can be described by just listing the two vertices that
they connect, and we may describe a path by its vertex sequence.
In general, a path of length n from the vertex u to the vertex v is a sequence
el ... en of edges together with a sequence xi ... xn+l of vertices with y(ei) =
{xi, xi+ } for i = 1, . . ., n and xl = u, x,+I = v. One has to decide whether to
consider paths of length 0. We will not have occasion to use them, so we will only
permit paths to have length at least 1. If el e2 ... en is a path from u to v with
vertex sequence xi X2 ... xn+1, then en . e2 el with vertex sequence xn+l X, . . .x
is a path from v to u. We may speak of either of these paths as a path between u
and v. If u = v, then the path is said to be closed.
In Figure 5(c), we didn't bother to name the edges of the graph, because there are
no parallel edges. All the edges and paths can be described by sequences of vertices.
A nice path is y w u v x z t s y. Its length is 8 (not 9) and it's a closed path because
the first and last vertices are the same. Moreover, it visits every vertex and only
repeats the vertex y where it begins and ends. Such paths will be studied in §6.5 and
are called "Hamilton circuits." Two paths between w and v are w x v and v t z y w.
Of course, paths can repeat edges or vertices; two examples are w x z t s u w x v and
wy SU W XV.
X
The edge sequence of a path usually determines the vertex sequence, and we
will sometimes use phrases such as "the path el e2 ... en" without mentioning vertices. There is a slight fuzziness here, since e e, e e e, etc., don't specify which end
of e to start at. A similar problem arises with e f in case e and f are parallel. If
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a graph has no parallel edges, then the vertex sequence completely determines the
edge sequence. In that setting, or if the actual choice of edges is unimportant, we
will commonly use vertex sequences as descriptions for paths.
Just as with digraphs, we can define an adjacency relation A for a graph:
(U, v) E A provided {u, v} is an edge of the graph. For the remainder of this section,
A will denote an adjacency relation either for a digraph or for a graph. To get a
transitive relation from A, we must consider chains of edges, from ul to u2, U2 to
U3, etc. The appropriate notion is reachability. Define the reachable relation R on
V(G) by
(v, w)

E

R if there is a path in G from v to w.

Then R is a transitive relation. Since we require all paths to have length at least 1,
R might not be reflexive.
(a) All the vertices in the digraph of Figure 2 are reachable from all other vertices.
Hence the reachability relation R consists of all possible ordered pairs; R is
called the universal relation.
(b) The reachability relation for the digraph in Figure 3 consists of (v, w), (v, x),
(v, z), (w, x), (w, z), (y, v), (y, w), (y, x), (y, z), and (z, z). Note that every
vertex can be reached from y except y itself. Also, z is the only vertex that can
be reached from itself.
(c) All the graphs in Figures 4 and 5 are connected, in the sense that every vertex
can be reached from every other vertex. So in each case the reachability relation
is the universal relation.
(d) For the graph labeled R2 in Figure 1 on page 99, every odd-numbered vertex
can be reached from every other odd-numbered vertex, and the even-numbered
E
ones can be reached from each other.
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1. Give a table of the function y for each of the digraphs

e

a

b

c

d

e

f

g

pictured in Figure 6.
y(e) (x, w) (w, x) (x, x) (w, z) (w, y) (w, z) (z, y)

3. Which of the following vertex sequences describe paths
in the digraph pictured in Figure 7(a)?
(a) z y v w t

r

(b) xzwt
(c) vstx

(d) z ys u
(a)

(e) xzyvs
(f) suxt

(b)

z
Y

b
C

a(

d
(c)

bn

x

d

cn

y

e

z

z~lx

S Xx

(d)
Is

Figure 6 A
2. Draw a picture of the digraph G with vertex set V(G) =
(w,x, y, z), edge set E(G) = la, b, c, d, e, f, g}, and y
given by the following table.

(a)

Figure 7

A

(b)
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4. Find the length of a shortest path from x to w in the
digraph shown in Figure 7(a).
5. Consider the digraph pictured in Figure 7(b). Describe an
acyclic path
(b) from y to z
(a) from x to y
(c) from v to w
(d) from x to z
(e) from z to v
6. There are four basic blood types: A, B, AB, and 0. Type
0 can donate to any of the four types, A and B can
donate to AB as well as to their own types, but type AB
can only donate to AB. Draw a digraph that presents this
information. Is the digraph acyclic?
7. Give an example of a digraph with vertices x, y, and z
in which there is a cycle with x and y as vertices and
another cycle with y and z, but there is no cycle with x
and z as vertices.
8. Determine the reachability relation for the digraphs in
Figures 6(a), (c), and (d).
9. (a) Which of the following belong to the reachability
relation for the digraph in Figure 6(b)? (v, u), (v, v),
(v, w), (v, x), (v, y), (v, z)

(b) Which of the following belong to the reachability
relation for the digraph in Figure 7(a)? (v, s), (v, t),
(v, u), (v, v), (v, w), (v, x), (v, y), (v, z)

(c) Which of the following belong to the reachability
relation for the digraph in Figure 7(b)? (v, v),
(v, w), (v, x), (v, y), (v, z)

10. Which of the following vertex sequences correspond to
paths in the graph of Figure 8(a)?
(a) zx w
(b) wxzxwyww
(c) wwxz
(d) wxzz
(f) wx w
(e) zxwyywz
(g) y yw w
11. Give the length of each path in Exercise 10.
12. Which paths in Exercise 10 are closed paths?
13. List the parallel edges in the graphs of Figure 8.

3.3

a
d

V

b

C

g

(a)

w

*X

(b)

Figure 8 A
14. How many loops are there in each of the graphs of
Figure 8?
15. Give the adjacency relation A and the reachable relation
R for each of the graphs of Figure 8.
16. For the graph in Figure 8(a), give an example of each of
the following.
Be sure to specify the edge sequence and the vertex
sequence.
(a) a path of length 2 from w to z.
(b) a path of length 4 from z to itself.
(c) a path of length 5 from z to itself.
(d) a path of length 3 from w to x.
17. For the graph in Figure 8(b), give an example of each of
the following.
Be sure to specify the edge sequence and the vertex
sequence.
(a) a path of length 3 from y to w.
(b) a path of length 3 from v to y.
(c) a path of length 4 from v to y.
(d) a path of length 3 from z to itself.

Matrices
I
We saw the close connection between digraphs and relations in §3.2. Matrices, the
subject of this section, are an important tool for describing both digraphs and relations, as well as for many other purposes. We will see that the topics of the first three
sections of this chapter give us three different ways of viewing equivalent structures:
relations, digraphs without parallel edges, and matrices whose entries are O's and l's.

In general a matrix is a rectangular array. It is traditional to use capital letters,
such as A, for matrices. If we denote the entry in the ith row and jth column by
aij, then we can write

A =

all

a12

...

aln

a2l

a22

...

a2n

a3l

a32

...

a3n

L_
ami1

am2

...

amn

IJ

or simply A = [aij]. This matrix has m horizontal rows and n vertical columns and
is called an m x n matrix. Whenever double indexes are used in matrix theory, rows
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precede columns! Sometimes we denote the entry in the ith row and jth column by
Ati, j]; this notation is preferable in computer science since it avoids subscripts. In
this book the entries of a matrix are real numbers unless otherwise specified.
(a) The matrix
ZA

:a

A=

2
1
3

-1
-2
0

0
1
1

3
-_1
2

2
3
-3

is a 3 x 5 matrix. If we write A = [aij], then all = 2, a3l = 3, a13 = 0,
a35 = -3, etc. If we use the notation A[i, j], then A[1, 2] = -1, A[2, 1] = 1,
A[2, 2] = -2, etc.
(b) If B is the 3 x 4 matrix defined by B[i, j] = i - j, then B[1, 1] = 1 - 1 = 0,
B[1, 2] = 1 -2= -1, etc., so
0
B=

1

2

-1

-2
0 -1
1
0

-3
-2
-1

Matrices are used in all the mathematical sciences. Because they provide a
convenient way to store data, they also have important uses in business, economics,
and computer science. Matrices arise in solving systems of linear equations. Many
physical phenomena in nature can be described, at least approximately, by means of
matrices. In other words, matrices are important objects. In addition, the set of all
n x n matrices has a very rich algebraic structure, which is of interest in itself and
is also a source of inspiration in the study of more abstract algebraic structures. We
will introduce various algebraic operations on matrices in this section.
For positive integers m and n, we write 9 J6n,f for the set of all m x n matrices.
Two matrices A and B in 9Xm,n are equal provided all their corresponding entries
are equal; i.e., A = B provided that aij = bij for all i and j with 1 < i < m and
1 < j < n. Matrices that have the same number of rows as columns are called
square matrices. Thus A is a square matrix if A belongs to 9JIn, for some n E P.
The transpose AT of a matrix A = [aij] in 9Jlm,n is the matrix in 9Jn,m whose entry
in the ith row and jth column is aji. That is, AT [i, j] = A[j, i]. For example, if
A =[3

2 42-1 ,

2

-1

then

AT=[

2

3~41

The first row in A becomes the first column in AT, etc.
Two matrices A and B can be added if they are the same size, that is, if they
belong to the same set 9J1mn. In this case, the matrix sum is obtained by adding
corresponding entries. More explicitly, if both A = [ai1] and B = [bij] are in 9Rm,n,
then A + B is the matrix C = [cij] in 9mn defined by
cij = aij + bij

for

1<i <m

and

1 < j < n.

Equivalently, we define

(A+B)[i, j] =A[i, j]+B[i,j] for

1 <i <m and

1 < j <n.

(a) Consider
A=

2
-1
-3

4 0
3 2
1 2

,

B=

1
2
4

0
3
-2

5
-2
0

3
1
2

5
3
5

-2
4
3

=

Then we have
A +C=

5
-6
-5

,

3 1
-S 0
-2 4

-2
2
1
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but A + B and B + C are not defined. Of course, the sums A + A, B + B and
C + C are also defined; for example,

B+B =

2

0

4

6 -4

10 6

8 -4

2

0 4

(b) Consider the 1-row matrices
vI=[ -2

1 2 3 ],

0 3

V2[4

-2],

V3[ 1 3

5]

and the 1-column matrices
V4=-3],

V5=[

V6=[]I

3]

The only sums of distinct matrices here that are defined are

2

VI +V2

1 5 1]

and

= 4.

V5+V6

3

Before listing properties of addition, we give a little more notation. Let 0
represent the m x n matrix all entries of which are 0. [Context will always make
plain what size this matrix is.] For A in 9Ymn the matrix -A, called the negative
of A, is obtained by negating each entry in A. Thus, if A = [aij], then -A = [-aij];
equivalently, (-A)[i, j] = -A[i, j] for all i and j.
Theorem
(a)
(b)
(c)
(d)

For all A, B, and C in 9 m,n
A + (B + C) = (A + B) + C
A + B = B+ A
A + O= O + A = A
A + (-A) = (-A) + A = 0

[associative law]
[commutative law]
[additive identity]
[additive inverses]

Proof These properties of matrix addition are reflections of corresponding properties of the addition of real numbers and are easy to check. We check (a) and leave
the rest to Exercise 14.
Say A = [ai ], B = [bij], and C = [cij]. The (i, j) entry of B + C is bij + cij,
so the (i, j) entry of A + (B + C) is aij + (bej + cij). Similarly, the (i, j) entry of
(A + B) + C is (aij + bij) + cij. Since addition of real numbers is associative, the
corresponding entries of A + (B + C) and (A + B) + C are equal, so the matrices
are equal.
U
Since addition of matrices is associative, we can write A + B + C without
causing ambiguity.
Matrices can be multiplied by real numbers, which in this context are often
called scalars. Given A in 9Nm,n and c in R, the matrix cA is the m x n matrix
whose (i, j) entry is c aij; thus (cA)[i, j] = c A[i, j]. This multiplication is called
scalar multiplication and cA is called the scalar product.
AAI

SI

(a) If
A[-1

0

4 ]

then

2A

4 2 -61
2 0

8]

and

-7A

-14

7

-7

0

(b) In general, the scalar product (-1)A is the negative -A of A.

211
2

.
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It is sometimes possible to multiply two matrices together, using a product
definition that appears complicated, but that is completely natural for many applications. Here is the recipe. If A is an m x n matrix and B is an n x p matrix, then the
product AB is the m x p matrix C defined by
n

Cik =L aijbjk

for

1<i <m

I < k < p.

and

j=l

In subscript-free notation,
n

(AB)[i, k]

k].

E A[i, j] B[j,

=

j=1

For the sum to make sense here, the rows of A must have the same number of entries
as the columns of B.
In the simple case n = m = p = 2, we obtain the equation

Fzal

a12

L a21

a22

iF

bli b12
b 21

b22

F allb,, + a 2b21

1

[

J

a21 b I1

+

a11 bI2 + a1 2b2 2
a2lbl2 + a22b22

a22b2l

1

]

so, for example,

2
L-6

- ][
3

]2 [g

12

L2

42L

-10

o

L-20

02

1

51]

10

-2

2]

4

2

L6

-1

32

As these calculations illustrate, the product of two nonzero matrices can be the zero
matrix, and the order of the factors matters. We will have more to say about matrix
multiplication in §11.3.
We end this section by describing a matrix that is useful for studying finite
relations, digraphs, and graphs. First consider a finite graph or digraph G with vertex
set V(G). Let vI, v2, . . ., v, be a list of the vertices in V(G). The adjacency matrix
is the n x n matrix M such that each entry M[i, j] is the number of edges from vi
to vj. Thus M[i, j] = 0 if there is no edge from vi to vj, and M[i, j] is a positive
integer otherwise.
-=A

(a) The digraph in Figure 1 has adjacency matrix
M 0[ 1 0

0

M= 1

2

0

0

3

0

0

1-

.

Note that the matrix M contains all the information about the digraph. It tells
us that there are four vertices, and it tells us how many edges connect each pair
of vertices.
(b) Don't look for it now, but here is the adjacency matrix for a digraph in §3.2:
0

1

0

1

M= 1

1

0

0

1

1

1-

M

-0

Figure 1 A

.

Let's see how much information we can gather from the matrix alone. There
are four vertices because the matrix is 4 x 4. There are eight edges because
the sum of the entries is 8. Since all the entries are O's and l's, there are no
multiple edges. There is one loop since there is one 1 on the main diagonal
[in boldface]. Now look at Figure 2 in §3.2 for the digraph, where we have
mentally relabeled the vertices w, x, y, z as vI, V2, V3, V4. For example, the
loop is at z =

V4.

U

Recall that every relation R on a finite set S corresponds to a finite digraph G
with no multiple edges. Hence it also corresponds to a matrix MR of O's and l's.
Since the vertex set of G is the set S, if ISI = n, then the matrix is n x n.
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We return to the relations of Example 7 on page 98.
(a) The relation RI on {0, 1, 2, 3} is defined by m < n. The matrix for RI is

MR1 =

0

001

11

.

We have again mentally relabeled the set of vertices; this time 0, 1, 2, 3 correspond to Vl, v2, V3, V4.

(b) The relation R2 on S = {1, 2, 3, 4, 5} is defined by requiring m -n to be even.
If we keep 1, 2, 3, 4, 5 in their usual order, the matrix for R2 is
I01011
010101
10O 1
I0O
0R=~1 0 1 0
01010

MR,=

.

101

I0

If we reorder S as 1, 3, 5, 2, 4, we obtain

1

1

0

I111
I I1100

.

1100

00011
0 0011]

1

From this matrix it is clear that the first three elements of S [1, 3, and 5] are
U
all related to each other and the last two are related to each other.
The matrix for the converse relation Ri
MR'
matrix for R. In symbols, MR-

of a relation R is the transpose of the

(a) The matrix for R', where RI is in Example 5, is
I

0

0

0~

11 1 0

- 1

1

1

1

In other words, this is the matrix for the relation defined by m > n.
(b) Consider the relation R2 in Example 5. Once the order of the set S is fixed,
the matrix for R' is the same as for R2, because R2 = R' [since R2 is
N
symmetric].

Figure 2

A

In general, a relation R is symmetric if and only if its matrix MR equals its
transpose. Matrices M such that MT = M are called symmetric, so a relation is
symmetric if and only if its matrix is symmetric. The definition of adjacency matrix
that we have given for a digraph makes sense for an undirected graph as well and
yields a symmetric matrix whose entries are nonnegative integers.
Figure 2 is a picture of the graph obtained from Figure 1 by ignoring the arrowheads.
Its adjacency matrix is

M=

0
2

2
0

1 32 0 .

-3

0

0

1-

3.3 * Matrices
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Note that M is symmetric, i.e., MT = M, as expected. As before, the graph is completely determined by the matrix, and a lot of information about the graph can be read
off from the matrix. For example, we can see the one loop from the main diagonal.
Counting edges is a bit trickier now, however, because each nonloop appears twice
in the matrix. The number of edges is now the sum of the entries on and below the
diagonal.
0

=;KV4114 PIQ

1. Consider the matrix
l

A=

-2

5

3 -2

3

2

1

0

(d) Does B equal its transpose Br?
7. Consider the matrices

.
A =[

Evaluate
(c)

(d) Laii

a3l

2. Consider the matrix
B=

3

-2

-0

2 -2
0
-I1
-3

-

[=

3 ].

(b) BA

(a) AB

(c) A2 = AA
(d) B2
8. (a) For the matrices in Exercise 7, calculate

i=1

1

and B

Calculate the following

3

(b) a13

(a) all

]

l

1

(A+B) 2

1 2
4 1
l 3-

and

A 2 +2AB+B 2 .

(b) Are the answers to part (a) the same? Discuss.
9. (a) List all the 3 x 3 matrices whose rows are

Evaluate
4

(a) b 12

(b) b21

[I

A=[1

3 -2],

6

8

B=[4

-2

3

l

4 2
3
C=[244].
l
3
C=
2 _4 .
5 -2

0],

[0

1

0 ],

and

[ 0

0

1].

(b) Which matrices obtained in part (a) are equal to their
transposes?

i=1

3. Consider the matrices
-I 0
2-

0

(d) Lbii

(c) b2 3

5~

10. In this exercise, A and B represent matrices. True or
false?

7],
2

(a) (AT)T

=

A for all A.

(b) If AT =BT, thenA=B.
(c) If A = AT, then A is a square matrix.
(d) If A and B are the same size, then (A + B)T =
AT + BT.

Calculate the following when they exist.
(a) AT

(b) CT

(c) A+ B

(d) A + C

(e) (A+ B)T

(f) AT + BT

(g) B + BT

(h) C + CT

11. For each n

E N, let

An =[

and

1 n]

B,=[

-I

(-l

]-

4. For the matrices in Exercise 3, calculate the following
(a) Give AT for all n

when they exist.

E

N.

(a) A + A

(b) Find {n E N: AT = An).

(c) A + A + A

(c) Find In

(b) 2A
(d) 4A + B
5. Let A = [aijI and B = [bij] be matrices in 94,3 defined
by aij = (- 1)i±j and bij = i + j. Find the following
matrices when they exist.
(a) AT
(b) A+ B

(c) AT + B

(d) AT + BT

(f) A+ A

(e) (A+ B)T

6. Let A and B be matrices in 93,3 defined by A[i, j]
and B[i, i] = i + j2.
(a) Find A + B.
3

(b) Calculate LA[i, i].
its

(c) Does A equal its transpose AT?

E

N:

BT =

B_.

(d) Find in E N: B, = Bo),
12. For A and B in 9Xm,n, let A-B =A + (-B). Show
that
(a) (A-B)+B=A
(b)-(A-B)=B-A

ij

(c) (A -B) -C
A-(B-C) in general
13. Consider A, B in 9Rmn and a, b, c in R. Show that
(a) c(aA + bB) = (ca)A + (cb)B
(b) -aA = (-a)A = a(-A)
(c) (aA)T = aAT

14. Prove parts (b), (c), and (d) of the theorem on page 108.
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17. For each matrix in Figure 5, draw a digraph having the
matrix.

15. Give the matrices for the digraphs in Figure 3.
VI

V2

0 21

*V 3

11 0 1
10 0
103 0 2 0 0 1 0
1
0000 I0000
1 0 000]
2[20 01

01 1
o1 o00
[0001
V(4

V3
(b)
al *

(c)

(b)

(a)
(a)

Figure 5 A

V2

18. For each matrix in Figure 6, draw a graph having the
matrix.
v3e
1

II

Q
30

1

1 0

0 1

1
I
Lo

(c)

I

Figure 3 A

1

1

o0

1

2'

0

0

21
11

1

01

0

0]

(b)

(a)
2
1
0 0
01
1 0

16. Write matrices for the graphs in Figure 4.

0
0

01
11
01]

L2
0
0
0
-0

0
2
0
0
0

0
0

0
0

0
0

01o 0
0
0]

01

01

,2

(c)

(d)

Figure 6 A
V5

V4

(a)

(b)

O

Vl

19. Give a matrix for each of the relations in Exercise 1 on
page 99.
20. Draw a digraph having the matrix in Figure 6(b).
21. Give a matrix for each of the relations in Exercise 2 on
page 99.

)3

V3
0

04

(c)

Figure 4

3.4

(d)

A

Equivalence Relations and Partitions
-1

In this section we study special relations, called equivalence relations, that group
together elements that have similar characteristics or share some property. Equivalence relations occur throughout mathematics and other fields, often without being
formally acknowledged, when we want to regard two different objects as essentially
the same in some way. They provide a mathematically careful way of focusing on
common properties and ignoring inessential differences.
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(a) Let S be a set of marbles, little, round, colored-glass objects. We might regard
marbles s and t as equivalent if they have the same color, in which case we
might write s - t. Note that the relation
(R)
(S)
(T)

satisfies three properties:

-

s - s for all marbles s,
if s - t, then t - s,
if s - t and t - u, then s - u.

For example, (T) asserts that if marbles s and t have the same color and t and
u have the same color, then s and u have the same color. We can break S up
into disjoint subsets of various colors-put the marbles in different bags-so
that elements belong to the same subset if and only if they are equivalent, i.e.,
if and only if they have the same color.
(b) For the same set S of marbles, we might regard marbles s and t as equivalent
if they are of the same size and write s z t in this case. The statements in
part (a) apply just as well to a, with obvious changes.
0
More generally, let S be any set and let

-

be a relation on S. Then

-

is called

an equivalence relation provided it satisfies the reflexive, symmetric, and transitive
laws:
(R) s - s for every s E S;
(S)

if s -'t,

thent - s;

(T)

if s - t and t- u, then s - u.

If s - t, we say that s and t are equivalent. Depending on the circumstances,
we might also say that s and t are similar or congruent or some fancy word like
isomorphic. Other notations sometimes used for equivalence relations are s t t,
s - t, s
t, and s e* t. All these notations are intended to convey the idea that s
and t have equal [or equivalent] status, a reasonable view because of the symmetry
law (S).
1A1

~

Triangles T1 and T2 in the plane are said to be similar, and we write T1 -- T2,
if their angles can be matched up so that corresponding angles are equal. If the
corresponding sides are also equal, we say that the triangles are congruent, and
we write T7 _- T2. In Figure 1 we have T1 - T2, T. t T3, and T2
T3, but T3 is
7
not congruent to Ti or to T2. Both e and - are equivalence relations on the set
of all triangles in the plane. All the laws (R), (S), and (T) are evident for these
relations.
e

Figure 1 0

V

a

V

a

p
T3

-w:A

(a) Consider a machine that accepts input strings in E* for some alphabet E and
that generates output strings. We can define an equivalence relation - on
n*
by letting wl - W2 if the machine generates the same output string for either
wl or W2 as input. To see whether two words are equivalent, we can ask the
machine.
(b) We can also talk about equivalent machines. Given a set S of machines, we
define the relations a,, t2, t3, ... on S by writing B ;k C for machines
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B and C if B and C produce the same output for every choice of input word
of length k. Define t by letting B ; C if B ;k C for all k e P. Then all the
relations ~k and ; are equivalence relations on the set of machines, and two
machines are equivalent under t if and only if they produce the same response
to all input words with letters fromE..
Let S be a family of sets, and for S, T e S define S - T if there is a one-to-one
function mapping S onto T. The relation - is an equivalence relation on S. Indeed:

A

(R)
S - S because the identity function Is: S -* S, defined by ls(x) = x
for every x in S, is a one-to-one mapping of S onto S.
(S)
If S - T, then there is a one-to-one mapping f of S onto T. Its inverse
f- 1 is a one-to-one mapping of T onto S, so T - S.
(T)
If S
T and T - U, then there are one-to-one correspondences
f: S -+ T and g: T -* U. It is easy to check that the composition g o f is
a one-to-one correspondence of S onto U. This also follows from Exercise 13
on page 45. In any event, we conclude that S - U.
Observe that if S is finite, then S - T if and only if S and T are the same size. If
S is infinite, then S - T for some of the infinite sets T in S, but probably not all of
them, because not all infinite sets are equivalent to each other. This last assertion is
not obvious. A brief glimpse at this fascinating story is available in the last section
of the book, §13.3.
0
We normally use a notation like - or
only when we have an equivalence
relation. Of course, the use of such notation does not automatically guarantee that
we have an equivalence relation.

A

*

(a) Let G be a graph. Define - on V(G) by v - w if v and w are connected
by an edge. Thus - is the adjacency relation. It is reflexive only if there is a
loop at each vertex. We can build a new relation -_ on V(G) that is reflexive
by defining v - w if and only if either v = w or v - w. This relation - is
reflexive and symmetric, but it still need not be transitive. Think of an example
of vertices u, v, w with u -_ v and v - w, but with u :A w and with no edge
from u to w. In general, neither - nor - are equivalence relations on V(G).
(b) In §3.2 we defined the reachable relation R on V(G) by (v, w) E R if there
is a path from v to w. This R is what we get if we try to make a transitive
relation out of the adjacency relation -. The new relation R is transitive and
symmetric; but if G has isolated vertices without loops, then it is not reflexive.
We can make an equivalence relation - from R with the trick from part (a).
Define v - w in case either v = w or (v, w) E R.
U
In Example I we explicitly observed that our set S of marbles can be viewed as
a disjoint union of subsets, where two marbles belong to the same subset if and only
if they are equivalent. The original collection is cut up into disjoint subsets, each
consisting of objects that are equivalent to each other. In fact, a similar phenomenon
occurs in each of the examples of this section, though it may not be so obvious in
some cases. There is a technical term for such a family of sets. A partition of a
nonempty set S is a collection of nonempty subsets that are disjoint and whose union
is S.
(a) Let f be a function from a set S onto a set T. Then the set {f (y)
of all inverse images f (y) partitions S. In the first place, each
nonempty, since f maps onto T. Every x in S is in exactly one
the form f (y), namely the set f (f (x)), which consists of all s
f (s) = f (x). If y :7 z, then we have fI (y) n fI(z) = 0. Also,

: y E TI
f (y) is
subset of
in S with
the union

3.4 . Equivalence Relations and Partitions

U f-(y) of all

the sets fr(y) is S, so {fl(y)
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y E TI partitions S. We

yET

saw this sort of partition in Example 9 on page 44.
(b) Let's return to the set S of marbles in Example 1(a). If we let C be the set
of colors of the marbles and define the function

f: S

--

C by f(s)

"the

color of s" for each s in S, then the partition {f '(c) : c E C} is exactly
the partition of S mentioned in Example 1. That is, two marbles have the same
image under f and hence belong to the same subset if and only if they have the
same color. The function g: S -f R given by g(s) = "the diameter of s" puts
two marbles in the same set ga(d) if and only if they have the same diameter.
The connection between equivalence relations and partitions given by inverse
images is a general phenomenon, as we will see shortly in Theorem 2.
n
Consider again an equivalence relation - on a set S. For each s in S, we define
[s] ={t E S : s

t}.

The set [s] is called the equivalence class or -- class containing s. For us, "class" and
"set" are synonymous; so [s] could have been called an "equivalence set," but it never
is. The set of all equivalence classes of S is denoted by [S], i.e., [S] = {[s]: s E SI.
We will sometimes attach subscripts to [s] or [S] to clarify exactly which of several
possible equivalence relations is being used.
A

Figure 2 *

(a) In the marble setting of Example l(a), the equivalence class [s] of a given
marble s is the set of all marbles that are the same color as s; this includes s
itself. The equivalence classes are the sets of blue marbles, of red marbles, of
green marbles, etc.
(b) Consider the equivalence relation - on the set V of vertices of a graph, built
from the reachable relation in Example 5(b). Two vertices are equivalent precisely if they belong to the same connected part of the graph. [In fact, this is how
we will define "connected" in §6.2.] For example, the equivalence classes for
the graph in Figure 2 are {vl, V6, v8l, {v2, V4, vlol, and {V3, V5, V7, V9, Vii, V121.
If a graph is connected, then the only -- class is the set V itself.
U

VI

V2

V3

V4

V5

V7

VS

V9

V10

Vl

V1 2

The equivalence classes in Example 7 also form a partition of the underlying
set. Before we give Theorem 1, which states that something like this always happens,
we prove a lemma that gives the key facts.
Lemma Let - be an equivalence relation on a set S. For s and t in S, the
following assertions are logically equivalent:
(i) s - t;
(ii) [s] = [t];
(iii) [sJ n [t] # 0.
Proof "Logically equivalent" means, just as in §2.2, that for every particular

choice of s and t all three assertions are true or else all are false; if any one is true,
then they all are. We prove (i) -==.

(ii), (ii)

===>

(iii), and (iii)

-

(i).
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(s - t)
i ([s] = [t]). Suppose that s - t. By symmetry t - s. Consider
an element s' in the set [s]. Then s - s'. Since t - s and s - s', transitivity
implies that t - s'. Thus s' is in [t]. We've shown that every s' in [s] belongs
to [t], and hence [s] C [t]. Similarly, [t] C [s].
([s] = [t]) ==: ([s] n [t] :$ 0) is obvious, since each set [s] is nonempty

[why?].
([s] n [tj : 0) =¢ (s
s - u and t

- t). Select an element u in the set [si n [t]. Then
u. By symmetry, u - t. Since s - u and u - t, we have s - t

-

by transitivity.
Here is the link between equivalence relations and partitions.
Theorem 1
(a) If

-

is an equivalence relation on a nonempty set S, then [S] is a partition

of S.
(b) Conversely, if [Ai: i E I) is a partition of the set S, then the subsets Ai are
the equivalence classes corresponding to some equivalence relation on S.
i

Proof
(a) To show that [S] partitions S, we need to show that
UJs] = S

(1)

SES

and that
for

s, t

E

S

either

[s] = [t]

or

[s] n [t] = 0.

(2)

Clearly, [s] C S for each s in S, so Urs] C S. Given any s in S, we have
sES

s

-

s, so S

E

[s]; hence S

C

U[s]. Therefore, (1) holds.
sES

Assertion (2) is logically equivalent to
if [s] n [t] =#0

then

[s] = [t],

(3)

which follows from the lemma.
(b) Given a partition {Ai: i E I) of S, define the relation - on S by s - t if
s and t belong to the same set Ai. Properties (R), (S), and (T) are obvious,
so - is an equivalence relation on S. Given a nonempty set Ai, we have
Ai = [s] for all s E Ai, so the partition consists precisely of all equivalence
classes [s].
i
Sometimes an equivalence relation is defined in terms of a function on the
underlying set. In a sense, which we will make precise in Theorem 2, every equivalence relation arises in this way.
AA *

Define - on N x N by (m, n) - (j, k) provided m2 + n2 = j2 + k2. It is easy to
show directly that - is an equivalence relation. However, here we take a slightly

different approach. Define f: N x N -+ N by the rule
f(m, n) = m + n2

Then ordered pairs are -- equivalent exactly when they have equal images under f.
The equivalence classes are simply the nonempty sets f (r), where r E N. Some
of the sets f (r), such as f (3), are empty, but this does no harm.
U
Here is the link between equivalence relations and functions.

3.4 E Equivalence Relations and Partitions
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Theorem 2
(a) Let S be a nonempty set. Let f be a function with domain S, and define si - S2
if f(sO)= f(s2). Then - is an equivalence relation on S, and the equivalence
classes are the nonempty sets f +(t), where t is in the codomain T of S.
(b) Every equivalence relation - on a set S is determined by a suitable function
with domain S, as in part (a).
S
Proof We check that - is an equivalence relation.
(R)
(S)

(T)

For all s E S, we have f(s) = f(s), so s - s.
If f(sI) = f(s2), then f(s2) = f(sO), SO Si - S2 implies S2 - Si.
If f(SI) = f(s2) and f(s2) = f(s3), then f(Si) = f(s3), and so is transitive.

The statement about equivalence classes is just the definition of f
To prove (b), we define the function v: S
of S onto [S], by
v(s) = [s]

for

--

(t).

[S], called the natural mapping

s E S.

[That's not a v; it's a lowercase Greek nu, for natural.] By the lemma before
Theorem 1, s - t if and only if [s] = [t], so s - t if and only if v(s) = v(t).
That is, - is the equivalence relation determined by v. Note that v maps S onto [S]
and that v'([s]) = [s] for every s in S.
B
Theorems 1 and 2 tell us that equivalence classes, partitions, and sets f
are three ways to look at the same basic idea.
.

.

(t)

(a) If S is our familiar set of marbles and f(s) is the color of s, then v(s) is the
class [s] of all marbles the same color as s. We could think of v(s) as a bag of
marbles, with v the function that puts each marble in its proper bag. With this
fanciful interpretation, [S] is a collection of bags, each with at least one marble
in it. The number of bags is the number of colors used.
Switching to the function g for which g(s) is the diameter of s would
give a new v and a partition [S] consisting of new bags, one for each possible
diameter of marble.
(b) Define the function f: R x R -+ R by f (x, y) = x 2 + y 2 . Then f gives an
equivalence relation - defined by (x, y) - (z, w) in case x2 + y2 = z2 + W2.
The equivalence classes are the circles in the plane R x R centered at (0, 0),
because x2 + y 2 = z2 + w2 implies 9+y 2 = z 2 + w2 ; i.e., (x, y) and
(z, w) are the same distance from (0, 0). Thus [R x IR] consists of these circles,
including the set {(0, 0)) [the circle of radius 0]. The function v maps each point
(x, y) to the circle it lives on. There is a one-to-one correspondence between
the set of circles and the set of values of f.
U
The set Q of rational numbers consists of numbers of the form m with m, n E Z and
n 0 0. Each rational number can be written in lots of ways; for instance,
-5
10
0
0
2
4 _ 8
and 0 =-=
-.
-5 =-1 73
12'
3
6
We can view the members of Q as equivalence classes of pairs of integers so that
m corresponds to the class of (m, n). Here's how.
We will want (m, n) - (p, q) in case n-=
}, so for n and q not Owe set
n
q
(m, n) - (p, q)

in case

m *q = n *p,

a definition that just involves multiplying integers. No fractions here. It is easy
to check [Exercise 13] that - is an equivalence relation, and we see that (m, n)
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and (p, q) are equivalent in case the numerical ratio of m to n is the ratio of p
to q. [Hence the term "rational."] The class [(2, 3)] = [(4, 6)] = [(8, 12)] corresponds to the number -, and we could even think of 2, 4, etc., as other names for
this class.
A
A very subtle problem can occur when one attempts to define a function on
equivalence classes. You probably wouldn't make the mistake in part (b) of the next
example, but we give this simple example to illustrate what could go wrong if one
were not paying attention.
(a) We can define the function f:

*X-Al

in

2

_

Q -- Q by f (-)

=

n

2

2,

n2

because if P
n

q

in

to the equiva2n2
2n
lence class [(m, n)], and if (m, n) - (p, q), then miq = n.p, m2 q2 n p
and thus (mn2 , n2 ) _ (p 2 , q 2 ). The definition of f is unambiguous (hence well
defined) because the output value m2
does not depend on the choice of repren2
sentative in the equivalence class [(m, n)] consisting of all pairs corresponding
to the value mn.
nn
g: Q
Q by g (mn) = mn + n. If we could,
(b) We can't define the function
then

-

In the notation of Example 10, -corresponds

-

we would want g (

=

I)
1 A 2=3, but also g (2) = 2 + 4=6. The trouble

comes because we have two different names, 1 and 2, for the same object, and
our rule for g is based on the name, not on the object itself. When we look at
the problem in terms of equivalence classes, we see that [(1, 2)] = [(2, 4)]. We
would have no trouble defining gi(m, n) = m +An,but this g does not respect the
equivalence relation, since (m, n) - (p, q) does not imply that m + n = p + q.
Our original g was not well defined.
M
Example 11 shows that defining functions on sets of equivalence classes can
be tricky. One always has to check that the function definition does not really depend
on which representative of the class is used. In the case of f in part (a), there is no
problem, because if [mt] = [4-], then f(m) = f(P), so we get the same value of
f ([ m ]) whether we think of [ -]I as [-] or as [ P]. The example in part (b) shows
how one can go wrong, though. To ask whether a function f is well-defined is to ask
whether each value f (x) depends only on what x is and not just on what name we've
given it. Does the rule defining f give the same value to f (x) and to f (y) if x = y?
The more abstract the setting, the more care that's needed.
Consider again the equivalence relation - determined by a function f on a set S,
as in Theorem 2. The mapping 0 defined by 0([s]) = f (s) is well-defined because
[s] = [t] implies that f (s) = f (t). In fact, 0 is a one-to-one correspondence between
the set [S] of equivalence classes and the set f (S) of values of f. .

A

EmM-M-

1. Which of the following describe equivalence relations?
For those that are not equivalence relations, specify
which of (R), (S), and (T) fail, and illustrate the failures

(d) PI1

P2 for Americans if P1 and P2 live in the same
state or in neighboring states.

with examples.

(e) pI ' P2 for people if pi and P2 have a parent in
common.

(a) LI i L2 for straight lines in the plane if LI and L2 are
the same or are parallel.

(f) Pl- P2 for people if pI and P2 have the same
mother.

(b) LIIL 2 for straight lines in the plane if LI and L2
are perpendicular.
(c) p

state.

P2

for Americans if Pt and

P2

live in the same

2. For each example of an equivalence relation in
Exercise 1, describe the members of some equivalence
class.
3. Let S be a set. Is equality, i.e., "=", an equivalence
relation?
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4. Define the relation - on Z by mn= n in case mn-i
even. Is - an equivalence relation? Explain.

is

5. If G and H are both graphs with vertex set
(1, 2, ... , n}, we say that G is isomorphic to H, and
write G - H, in case there is a way to label the vertices
of G so that it becomes H. For example, the graphs in
Figure 3, with vertex set 11, 2, 31, are isomorphic by
relabeling f(l) = 2, f(2) = 3, and f (3) = 1.

, 2

Is0

I

2

0S2

Figure 3 A

6.

7.

8.

9.

(a) Give a picture of another graph isomorphic to these
two.
(b) Find a graph with vertex set ( 1, 2, 31 that is not
isomorphic to the graphs in Figure 3, yet has three
edges, exactly one of which is a loop.
(c) Find another example as in part (b) that isn't isomorphic to the one you found in part (b) [or the ones in
Figure 3].
(d) Show that - is an equivalence relation on the set of
all graphs with vertex set {1,2, ... , n}.
Can you think of situations in life where you'd use the
term "equivalent" and where a natural equivalence relation is involved?
Define the relation t on Z by m ; n in case m2 =2
(a) Show that t is an equivalence relation on 2.
(b) Describe the equivalence classes for -. How many
are there?
(a) For m, n e Z, define m - n in case m-n is odd. Is
the relation - reflexive? symmetric? transitive? Is an equivalence relation?
(b) For a and b in R, define a - b in case la - b < 1.
One could say that a - b in case a and b are "close
enough" or "approximately equal." Answer the questions in part (a).
Consider the functions g and h mapping Z into N defined by g(n) = Inl and h(n) = I + (-I)'.
(a) Describe the sets in the partition {g'(k): k is in the
codomain of g} of 2. How many sets are there?
(b) Describe the sets in the partition {h (k): k is in the
codomain of hI of 2. How many sets are there?
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10. On the set N x N define (m, n) - (k, 1) if m + l =
n + k.
(a) Show that - is an equivalence relation on N x N.
(b) Draw a sketch of N x N that shows several equivalence classes.
11. Let E be an alphabet, and for wI and w2 in E;* define
WI - W2 if length(wl) = length(w 2 ). Explain why is an equivalence relation, and describe the equivalence
classes.
12. Let P be a set of computer programs, and regard
programs pi and P2 as equivalent if they always produce
the same outputs for given inputs. Is this an equivalence
relation on P ? Explain.
13. Consider Z x EPand define (m, n) - (p, q) if mq = np.
(a) Show that - is an equivalence relation on 2 x IF.
(b) Show that - is the equivalence relation corresponding to the function Z x P -* Q given by f (m, n) =
rn; see Theorem 2(a).
14. In the proof of Theorem 2(b), we obtained the equality
v([s]) = is]. Does this mean that the function v has an
inverse and that the inverse of v is the identity function
on [S]? Discuss.
15. As in Exercise 7 define z on Z by im n in case
m2 = n2.

(a) What is wrong with the following "definition" of <
on [Z]? Let [m] < [n] if and only if m < n.
(b) What, if anything, is wrong with the following "definition" of a function f: [Z]
2? Let f([m]) =
Z
m

2

+m+

1.

(c) Repeat part (b) with g([m]) = m4 + Mi2 + 1.
(d) What, if anything, is wrong with the following "definition" of the operation E3 on [Z]? Let [m] e, [i] =
[m + n].
16. Let Q+ {Mn: m, n E PIFD.
Which of the following are
well-defined definitions of functions on ¢2+

(am)

n
(c) h

n(b)

g (-)

=m2 +n2

m±n

m

)

17. (a) Verify that the relation defined in Example 5(b) is
an equivalence relation on V(G).
(b) Given a vertex v in V(G), describe in words the
equivalence class containing v.
18. Let S be the set of all sequences (sr) of real numbers,
and define (Sn)
(t,,) if in E N: sn $6tn} is finite. Show
that t is an equivalence relation on S.
19. Show that the function 0 in Example 12 is a one-toone correspondence between the set [S] of equivalence
classes and the set f (S) of values of f.
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This section is devoted to those equivalence relations on Z that are tied to the
algebraic operations addition and multiplication. The key to defining the relations is
integer division, so we start by examining what division in Z actually means.
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When we divide 42 by 7 to get 6, there's no mystery; 42+ 7 = 6 is just another
way of saying 42 = 6 7. When we divide 61 by 7, though, it doesn't "come out
even." There is no integer q with 61 = q *7. The best we can do is to get eight 7's
out of 61, with a remainder of 5; 61 = 8 7 + 5. In general, when we try to divide
an integer n by a nonzero integer p, this sort of outcome is all we can expect. The
following theorem, which we already used in §1.2, says that we can always get a
quotient and remainder, and there's only one possible answer.
The Division Algorithm
integers q and r satisfying
n = p

*q

Let p E P. For each integer n there are unique
+ r

0 < r < p.

and

D

The numbers q and r are called the quotient and remainder, respectively,
when n is divided by p. For example, if p = 7 and n = 31, then q = 4 and r = 3
because 31 = 7 4 + 3. If p = 1 and n = 31, then q = 31 and r = 0.
We will not stop now to prove the Division Algorithm. It is not too hard to
show that q and r are unique [Exercise 19], and their existence can be proved fairly
quickly using a nonconstructive argument. In §4.1 we will develop an algorithm that
produces q and r from n and p, which of course yields a constructive proof of the
Division Algorithm; see the theorem on page 132. In any case, we all believe it.
So how do we find the values of q and r? Given a calculator, we can add or
multiply integers to get integers, but when we divide, we typically get some decimal
expression, rather than q and r. No problem. We can easily get q and r from the
decimal output, as we observed in §1.2. Rewrite the conditions n = p * q + r and
0 < r < p as
n

r

P

P

-=q+-

r
0<-<1.

with

P

Then q = Ln/pj and r/p is the fractional part of n/p, i.e., the number to the right
of the decimal point in n/p. To get q, we calculate Ln/pj, and then we compute
r = (nip- Ln/pj) p.
-3

*

(a) Take n = 31 and p = 7. A pocket calculator gives 31

7

t

4.429. Thus

q = L4.429J = 4 and r ; (4.429 - 4) 7 = 0.429 7 = 3.003, so r = 3. We
check that 31 = 4 7 + 3.
(b) Now consider m = 7 and n = -31. Then 31 = 7 4 + 3, so we have
-31 = 7 (-4) + (-3). Does this mean that q = -4 and r = -3? No,
.

.

.

.

because r must be nonnegative. Recall that q is always the largest integer less
than or equal to n/p. In our present case, q = -5, since -5 < -4.429 < -4;
so r =-31-(-5) 7 = 4.
U
Some calculators and most computer languages will do these manipulations for
us, so we can ask for q and r directly, using the two built-in integer functions DIV
and MOD. The definitions are
n DIV p=L-j

and

n MOD

P=(--n

DIV P)

P,

so we have
n =(nDivp) pf+nMODp

and

0<

nMODp

<p.

We will suppose that DIV and MOD satisfy these conditions even if n is negative, but
one should double-check that assumption in practice, as definitions for the negative
case vary from computer language to computer language. Exercise 18 shows how to
use functions DIV and MOD that work for n E N to handle n < 0 as well.
The integers n DIV p and n MOD p are the unique q and r guaranteed by the
Division Algorithm. Given a positive integer p, the number n MOD p is the remainder
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obtained when n is divided by p and is called the remainder mod p. Both DIV P
and MOD p are functions of n, even though we write n DIV p and n MOD p instead of
(DIV p)(n) and (MOD p)(n); the variable n has appeared in unusual places before, as
with InI and n!. The values of MOD p are in the set {O, 1, . . ., p -I }, which we will
call Z(p), and so MOD P: Z -÷ 2(p). In fact, MOD p maps Z onto 2(p), because
n MOD p = n for every n in 2(p).
(a) We have 31DIV7 = 4 and 31MOD7 = 3. Also, (-31)DIv7 = -5 and
(-31)MOD7 = 4. Note that (-31)DIv7 : -(31DIV7) and (-31)MOD7 7
- (31 MOD 7), so we must be careful about writing -n DIV P or -n MOD P.
(b) n MOD2 is 0 if n is even and 1 if n is odd.
(c) n MOD 10 is the last decimal digit of n.
L

The sets Z(p) and the mappings MOD p for p in P play important roles in a
host of applications, ranging from signal transmission to hashing to random number generators to fast computer graphics, and they are associated with fundamental
equivalence relations on 2.
Consider p in P with p > 2. As we remarked on page 97, the congruence
relation "i- (mod p)" satisfies

(R) m
m
m

(S)

(T)

m (mod p) for all

m E Z,

n (mod p) implies n m (mod p),
n (mod p) and n=_r (mod p) imply m-r

(mod p).

That is, the relation "=- (mod p)" is an equivalence relation. This fact can be proved
directly, but the verification is a bit tedious and not very illuminating. Instead, we
give a proof in the next theorem based on Theorem 2 on page 117.
Theorem 1 Let p be in P.
(a) For m, n E 2, we have

m MOD p = n MOD P

if and only if m- n (mod p).

(b) The relation "=- (mod p)" is an equivalence relation.

Proof
(a) We use the facts that
m

=

(mDIVp)

p+MMODp

and

n = (nDIVp) *p+nMODp.

If m MOD P = n MOD p, then m - n = [m DIV P - n DIV P] p, a multiple of p,
so m - n (mod p). Conversely, suppose that m - n is a multiple of p. Then
.

mMODp-nMODp = (m-n)+[nDIVp-MDIVp]

p,

which is also a multiple of p. Since m MOD p and n MOD p are both in the set
{0,1,
I. . ., p-1,
their difference is at most p - 1. Thus they must be equal.
(b) Consider the function f: 2 -- 2 (p) defined by f(n) = n MOD p. By Theorem 2 on page 117, f defines an equivalence relation on 2, where m and n
in Z are equivalent if f (m) = f (n). By part (a), f (m) = f (n) if and only if
m n (mod p), so the equivalence relation defined by f is exactly the relation
"- (mod p)."
U
The equivalence relation "=- (mod p)" is called congruence mod p. The
expression m - n (mod p) is read as "m [is] congruent to n mod p [or modulo p]."
To avoid confusing "mod p" with "MOD p," remember that MOD p is the name for
a function [like FACT], whereas mod p is part of the notation for a relation. Since
In

the

-

(m

MOD P) =

MOD

(m DIV p)

.

p,

we have m MOD P

In

(mod p). This is where

notation came from historically. Because distinct elements of 2(p) are
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too close together to be congruent mod p, we see that r = m MOD p is the unique
number in Z(p) for which r - m (mod p).
The equivalence class of n with respect to the equivalence relation
(mod p)
is called its congruence class mod p and denoted by [nIp, or sometimes just by [n]
if p is understood. Thus
1n]p = {m e 2: m

n (mod p)}.

-

The case p = 1 is quite special and somewhat boring [Exercise 13], so unless we
explicitly say otherwise we will be thinking of p > 2 in what follows. Many of the
arguments will still work for p = 1, though.
S

*

(a) Two integers are congruent mod 2 if they are both even or if they are both
odd, i.e., if both have the same remainder when divided by 2. The congruence
classes are [012 = [212 = ... = In E 2: n is even) and [112 = [-312 =
[73]2 = {n E 2: n is odd).
(b) The integers that are multiples of 5,
-25, -20, -15,

-10, -5,

0, 5, 10, 15, 20, 25,

are all congruent to each other mod 5, since the difference between any two
numbers on this list is a multiple of 5. These numbers all have remainders 0
when divided by 5.
If we add 1 to each member of this list, we get a new list
... , -24,

-19, -14, -9,

-4,

1, 6, 11, 16, 21, 26,.

The differences between numbers haven't changed, so the differences are all
still multiples of 5. Thus the numbers on the new list are also congruent to each
other mod 5. They all have remainder 1 when divided by 5. The integers
... , -23,

-18, -13, -8,

-3,

2, 7, 12, 17, 22, 27,

form another congruence class. So do the integers
-22,

-17, -12, -7,

-2,

3, 8, 13, 18, 23, 28,.

-16,

-1, 4, 9, 14, 19, 24, 29,.

and the integers
... , -21,

-11, -6,

Each integer belongs to exactly one of these five classes; i.e., the classes
form a partition of 2, and each of the classes contains exactly one of the
numbers 0, 1, 2, 3, 4. We could list the classes as [0]5, [115, [2]5, [315, and
[4]5.
U
Our next theorem shows the link between congruence mod p and the arithmetic in 2.

Theorem 2 Let m,

m', n, n' c Z and let

p c P. If mn'm

(mod p) and n'o

n (mod p), then
m'+ n'-

m + n (mod p)

Proof By hypothesis, m'

=

and

m + kp and n'

m'* n'
=

-nm *

n (mod p).

n + ip for some k, 1 E 2. Thus

m'+n'=m+n+(k+l).p-m+n(modp)
and
mn'-n

1

=m-n+(kn+ml+kpl)-p=-m-n(modp).

Taking m' = m
useful consequence.

MOD

p and n'

=

n MOD

p

U

in Theorem 2 gives the following
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Corollary Let m, n - Z and
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p E IP. Then

(a) m MODp + n MODp - m + n (mod p).
(b) (m MOD p) * (n MOD p)-m
.n (mod p).
+2

0

1

1

1

0

*2

0

1

0

7Z(2)

Figure 1

Figure 2 *

*

We can use this corollary to help us transfer the arithmetic of Z over to Z(p).
First, we define two operations, +p and *p, on Z(p) by

1

a +p b==(a+b)MODp and
for a,b
2
(P).

A

A

I

A

E

Z(p). Since

2

mMODp E

(p)

*pb=(a.b)MODp

a

for all

m E

Z, a +p b and a *p b are in

(a) A very simple but important case is Z(2). The addition and multiplication tables
for 2(2) are given in Figure 1.
(b) For 2(6) = 10, 1, 2, 3, 4, 51, we have 4 +6 5 = (4 + 5) MoD6 = 9MoD6 = 3.
Similarly, 4*64 = (4 * 4)MoD6 = 16MOD6 = 4, since 16 - 4 (mod 6).
The complete addition and multiplication tables for 2(6) are given in Figure 2.
Notice that the product of two nonzero elements under *6 can be 0.

+6
0

0
0

1
1

23
23

34

2

12
1 3

3
4

3

4

4

5

50
0

5

5

0

12

45
45
50
01

45

2

0

1

2

0

0

0

0

2

0
0

1
2

2 3
4 0

0
0

3
4

0
2

0

5

4

3
4
5

12

1

*6

3

34

3

4 5

0

0

0
4 5
2 4

3 0
0
4

3

2

3
2

1

Z(6)

Figure 3 P.

+5 I0

1

0
2
3

2
3
4

4

0

2
2

3
3

4
4

3
4
0

4

0

0
2
2

3

2

3

4

0
1

0
0
0

0
1

2

3

4

2
3
4

0
0
0

2
3
4

4
1
3

1
4
2

3
2
1

*5

1

0

0

0

Z(5)
.

(c) Figure 3 gives the tables for Z(5).

The new operations +p and *P are consistent with the old + and * on Z in the
following sense.

Theorem 3

Let m, n

e Z

and p

e

IP. Then

(a) (m + n) MOD p = (m MOD p) +p (n MOD p).
(b) (m n) MOD p = (m MODp) *p (n MODp).

Proof
(a) By Theorem 2 or its corollary, m + n
means that
(m + n)

-

m MOD p + n MOD p (mod p). This

MOD p = (m MOD p

+ n MOD p)

MOD p,

which is (m MOD p) +p (n MOD p) by definition.
The proof of (b) is similar.
Thus the function MOD p carries sums in Z to sums [under +p] in
products in Z to products [under *p] in 7(p).

.

2(p) and
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(a) (6+ 3) MOD 2

=

9 MOD 2 = 1, but also 6 MOD2+2 3MOD2 = 0+21

= 1.In

fact, in general
(even + odd) MOD 2 = odd MOD 2 = I

=

0 +2 1

(b) (8 3) MOD 6 = 24 MOD 6 = O, and 8MoD6*

= even MOD2 +2 odd MOD2.

3MOD6 = 2*6 3 = 0, too.

6

U

Theorem 3 also lets us show that +p and *p satisfy some familiar algebraic laws.
Theorem 4

Let p E P and let m, n, r

Z(p). Then:

E

(a) m+pn=n+pm and m*pn=n*pm;
(b) (m+pn)+pr=m+p(n+pr)and (m*pn)*pr=m*p(n*pr);
(c) (m +p n) *p r = (m *p r) +p (n *p r).
Proof
We show the distributive law (c). The other proofs are similar. [See
Exercise 21.]
Since (m+n).r = mr+nr in Z, we have ((m+n).r) MODp = (mr+nr) MODp.
By Theorem 3,
((m

+ n) * r) MOD p

=

(m + n) MOD p

= (m MOD p

*p

(r MOD p)

+p n MOD p) *p (r MOD p).

Since m, n and r are already in Z(p), it follows that m MOD p = m, n MODp = n,
and r MOD p = r, so this equation just says that
((m + n) *r) MODp

(m

=

+p n) *p r.

Similarly,
(mr + nr) MOD p

=

(mr MOD p)

+p

(nr MOD p)

= ((m MOD p) *p (r MOD p)) +p

((n MOD p)

*p (r MOD p))

= (m *p r) +p (n *p r).

U

The set Z(p) with its operations +p and *p acts, in a way, like a finite model
of Z. We need to be a little careful, however, because, although Theorem 4 shows
that many of the laws of arithmetic hold in Z(p), cancellation may not work as
expected. We saw that 3 *6 5 = 3 *6 3 = 3 *6 1 = 3, but 5 : 3 : I in Z(6).
Moreover, 3 *6 2 = 0 with 3 54 0 and 2 0- 0.
S

*-

(a) We can try to define operations + and on the collection [Z]p of congruence
classes [m]p. The natural candidates are
.

[mJp + [nip = [m + n]p

and

[m]p * [n]p = [m *n]p.

We know from §3.4 that we need to be careful about definitions on sets of
equivalence classes. To be sure that + and are well-defined on [Z]p, we need
to check that if [m]p = [m']p and [n]p = [n']p, then
.

(1)
(2)

[m + n]p = [m' + n']p and
[m *nip = [m' *n'lp.

Now [m]p = [m']p if and only if m' - m (mod p) and, similarly, [nip = [n']p
means n' - n (mod p). Condition (1) translates to (m'+n') = (m+n) (mod p),
which follows from Theorem 2. The proof of (2) is similar. Thus our new
operations + and. are well-defined on [Z]p.
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(b) For instance, [316 + [5]6 = [816 = [2]6 and [3]5 - [2]5 = [615 = [1]5. Notice for
comparison that 3 +6 5 = 2 and 3 *5 2 = 1. Our operations on [Z16 and [Z15
look a lot like our operations on E(6) and E(5). [See Exercise 20 for the full
story.]
If we write EVEN for [012 and ODD for [112 in [Z12, then EVEN + ODD =
ODD, ODD * ODD = ODD,

etc.

(c) Let's try to define f: [Z16

-+ Z

by the rule f([m] 6 ) = Mi2 . For example,

f([2]6) = 22 = 4, f([3]6) = 32 = 9, f([816) = 64 = OOPS! The trouble is

that (816 = [216, but 4

#464. Too bad. Our f is not well-defined.

D

07,"M My __ 1. Use any method to find q and r as in the Division Algorithm for the following values of n and m.
(a)n=20, m=3
(b)n=20, m=4
(c) n =-20, m = 3
(d)n=-20, m=4
(e) n = 371,246,

m = 65

(f) n = -371,246,

m = 65

(e) 5+6 x

2. Find n DIV m and n MOD m for the following values of n
and m.
(a)n=20, m=3

(b)n=20, m=z4
(c)n=-20, m=3
(d)nz=-20,

m=4

(e) n = 371,246,
(f) n = -371,246,

m = 65
m = 65

3. List three integers that are congruent mod 4 to each of
the following.
(a) 0
(b) 1
(c) 2
(d) 3
(e) 4
4. (a) List all equivalence classes of Z for the equivalence
relation congruence mod 4.
(b) How many different equivalence classes of Z are
there with respect to congruence mod 73?
5. For each of the following integers m, find the unique
integer r in {0, 1, 2, 31 such that m - r (mod 4).
(c) -7
(a) 17
(b) 7
(d) 2
(e) -88
6. Calculate
(a) 4+7 4
(b) 5

+7

=

0

11. Use Figure 3 to solve the following equations for x in
Z(5).

(a) I *5 x = I
(b) 2*sx5= I
(c) 3* 5 x =1
(d)4* 5 x =1
12. For m, n in N, define m - n if m 2 - n2 is a multiple
of 3.
(a) Show that - is an equivalence relation on N.
(b) List four elements in the equivalence class [0].
(c) List four elements in the equivalence class [1].
(d) Do you think there are any more equivalence classes?
13. The definition of m - n (mod p) makes sense even if
p = 1.

(a) Describe this equivalence relation for p = I and the
corresponding equivalence classes in 2.
(b) What meaning can you attach to m DIV I and
m

MOD

1?

(c) What does Theorem 3 say if p = 1?
14. (a) Prove that if m, n e Z and m = n (mod p), then
m2 = n2 (mod p).
(b) Is the function f: [Z]p -* [Z]p given by f([n]p)
[n2]p well defined? Explain.
[z112 given
(c) Repeat part (b) for the function g: [Z16
by g([n]6) = [n 2 ]12.

6

(c) 4 *7 4
(d) 0 +7 k for any k e 2(7)
(e) 1 *7 k for any k e 2(7)

(d) Repeat part (b) for the function h: [Z16
by h(&nk6) = [n 3 ]12.

7. (a) Calculate 6 +10 7 and 6 *10 7.

(b) Describe in words m +1o k for any m, k e 2(10).
(c) Do the same for m *10 k.

8. (a) List the elements in the sets AO, AI, and A2 defined
by
Ak = {m e

(b) What is A 3 ? A4 ? A73 ?
9. Give the complete addition and multiplication tables for
2(4).
10. Use Figure 2 to solve the following equations for x in
2(6).
(a) 1 6 x = 0
(b) 2+6X = 0
(d) 4+6 x = 0
(c) 3 +6 x = 0

2: -10 < m < 10 and m

k (mod 3)).

[2]12 given

15. (a) Show that the four-digit number n = abcd is divisible by 9 if and only if the sum of the digits a + b +
c + d is divisible by 9.
(b) Is the statement in part (a) valid for every n in P
regardless of the number of digits? Explain.
16. (a) Show that the four-digit number n = abcd is divisible by 2 if and only if the last digit d is divisible
by 2.

-
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(b) Show that n = abcd is divisible by 5 if and only if
d is divisible by 5.
17. Show that the four-digit number n = abcd is divisible
by II if and only if a -b + c - d is divisible by 11.
18. (a) Show that if n MOD p = 0, then (-n) MOD p = 0 and
(-n) DIV p =-(n DIV p).
(b) Show that if 0 < n MOD p < p, then (-n) MODp =
p -n MOD p and (-n) DIV p =-(n DIV p)- 1.

This exercise shows that one can easily compute n DIV p
and n MOD p for negative n using DIV p and MOD p functions that are only defined for n e N.
19. Show that q and r are unique in the Division Algorithm.
That is, show that, if p, q, r, q', r' E Z with p > 1 and if
q p + r = q' p + r',

0 < r < p, and O < r' < p,

0o

-*

[Z]p by

(a) Show that 0 is a one-to-one correspondence of Z(p)

onto [Z]p.
(b) Show that 0(m +p n)

= 0(m) + 0(n) and 0(m *p n)
0(m) - 0(n), where the operations + and on [Z]p are
as defined in Example 6(a).

21. (a) Verify the commutative law for +p in Theorem 4(a).
(b) Verify the associative lawfor +p in Theorem 4(b).
(c) Observe that the proofs of the commutative and
associative laws for *p are almost identical to those
for +p.
22. (a) Show that n 2
2

(b) Show that n

then q = q' and r = r'.

.6;E
M

20. Let p > 2. Define the mapping 0: Z(p)
0(m) = Imip.

g

2 (mod 3) for all n in Z.

g

2 (mod 5) for all n in Z.

0i
For the following items:
(a) Satisfy yourself that you can define and use each concept and notation.
(b) Give at least one reason why the item was included in this chapter.
(c) Think of at least one example of each concept and at least one situation in which each
fact would be useful.
The purpose of this review is to tie each of the ideas to as many other ideas and to as
many concrete examples as possible. That way, when an example or concept is brought to
mind, everything tied to it will also be called up for possible use.

CONCEPTS AND NOTATION
binary relation on S or from S to T
reflexive, antireflexive, symmetric, antisymmetric, transitive [for relations on S]
converse relation, function as relation
equivalence relation
equivalence class [s], partition [SI
natural mapping v of s to [s]
congruence mod p,
(mod p), [nIp
quotient, DlV p, remainder, MOD p
2(P), +p, *p
digraph or graph [undirected]
vertex, edge, loop, parallel edges
initial, terminal vertex, endpoint of edge path
length
closed path, cycle
acyclic path, acyclic digraph
adjacency relation, reachable relation
picture
of a digraph or graph
of a relation
matrix
transpose, sum, product, scalar multiple, negative, inverse
square, symmetric
special matrices 0, 1
adjacency matrix of a graph or digraph
matrix of a relation

Supplementary Exercises
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FACTS
Equivalence relations and partitions are two views of the same concept.
Every equivalence relation - is of form a - b if and only if f (a) = f (b) for some function f.
Matrix addition is associative and commutative.
Matrix multiplication is not commutative.
Definitions of functions on equivalence classes must be independent of choice of
representatives.
Division Algorithm [n = p q + r, 0 < r < pl.

The unique x in Z(p) with x = m (mod p) is m MOD p.
If m m' (mod p) and n
n' (mod p), then m + n - m' + n' (mod p) and m *n
m' n' (mod p).
Operations +p and *p on Z(p) mimic + and *on Z except for cancellation with respect to *p.

S.Mm 3

1. A graph has the matrix

(a) Show that

2 1 0 1*
1 0
0

1 2

1

1

0

-1 2

0

0-

.

(a) How many edges does the graph have?
(b) Calculate the sum of the degrees of the vertices of
the graph.
(c) Draw a picture of the graph.
2. Let A and B be 3 x 3 matrices defined by A[i, j] =
i + 2j and B[i, j] = i2 + j. Determine
(a) AT
(b) A +AT
(c) =,-B[i, i]
(d)

yi3- I

~ A[i, i]

(e) Z]=i A[j, 4-j]
3. Which of the following are equivalence relations? For
the equivalence relations, identify or describe the equivalence classes. For the other relations, specify which properties, reflexivity, symmetry, and transitivity, may fail.
(a) For m, n E N, define (m, n) e RI if mn+ n is an even
integer.
(b) Let V be the set of vertices of a graph G, and for
u, v E V define (u, v) E R2 if u = v or there exists a
path from u to v.
(c) Let V be the set of vertices of a digraph D, and for
u, v E V define (u, v) E R3 if u = v or there exists a
path from u to v.
4. Define the equivalence relation R on Z by (m, n) E R if
m-

n (mod 7).

(a) How many equivalence classes of R are there?
(b) List three elements in each of the following equivalence classes: [1], [-73], [73], [4], [2250].
5. Let A be an n x n matrix. Show that A + AT must be a
symmetric matrix.
6. Let S= {I,2,3,4,5,6,7} anddefinem -n if m 2
n2 (mod 5).

-

is an equivalence relation on S.

(b) Find all the equivalence classes.
7. Let E be some alphabet and let E* consist of all strings
using letters from E. For strings s and t in V , we
define (s, t) E R provided that length(s) ' length(t).
Is R reflexive? symmetric? transitive? an equivalence
relation?
8. This exercise concerns the famous Fermat's Little Theorem, which states that if p is a prime, then
nP- =_I (mod p)

unless

pin.

This theorem will reappear in Exercise 62 on page 224.
(a) State Fermat's Little Theorem for the case p = 2,
and explain why this case is almost obvious.
(b) State Fermat's Little Theorem for p = 3, and prove
it. Hint: There are two cases, n I (mod 3) and
n -- (mod 3).
9. The set (Q+ of positive rational numbers is the set
{m/n : m, n e NJ. Is f (m/n) = m - n a well-defined
function on Q+? Explain briefly.
10. Let R be the relation defined on N x N as follows:
((m, n), (p, q)) E R if and only if m
n = q (mod 5).

p (mod 3) or

(a) Is R reflexive? If not, prove it is not.
(b) Is R symmetric? If not, prove it is not.
(c) Is R transitive? If not, prove it is not.
(d) Is R an equivalence relation? If not, explain why not.
11. (a) Consider an equivalence relation - on a set S. Let
x, y, z be in S, where x t y and y 6 z. Prove carefully that x 6 z.
(b) Let m, n, r, p be integers with p > 2. Show that
if m- n (mod p) and n # r (mod p), then
m # r (mod p).

12. (a) Does the formula f([n]Io) =
defined function f: [Z]o
answer.
(b) Does the formula f([n]lIo)
defined function f: [Z] 10 -+
answer.
-

[2n - 3]20 give a well[1Z20? Justify your
[Sn - 3]20 give a well[Z120? Justify your
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Induction and Recursion
The theme of this chapter can be described by this statement: "If we start out right
and if nothing can go wrong, then we will always be right." The context to which we
apply this observation will be a list of propositions that we are proving, a succession
of steps that we are executing in an algorithm, or a sequence of values that we
are computing. In each case, we wish to be sure that the results we get are always
correct.
In §4.1 we look at algorithm segments, called while loops, that repeat a
sequence of steps as long as a specified condition is met. The next section introduces
mathematical induction, a fundamental tool for proving sequences of propositions.
Section 4.4 introduces the ideas of recursive definition of sequences and the calculation of terms from previous terms. Then §4.5 gives explicit methods that apply
to sequences given by some common forms of recurrence equations. The principles
of induction introduced in §4.2 apply only to a special kind of recursive formulation, so in §4.6 we extend those methods to more general recursive settings. The
chapter concludes with a discussion of greatest common divisors and the Euclidean
algorithm for computing them. Section 4.7 also includes applications to solving congruences.

4.1

Loop Invariants
In the last section of Chapter 3 we claimed that for every pair of integers m and n,
with m > u and n > 0, there are integers q and r, the quotient and remainder, such
that n = m q + r and 0 < r < m. We will prove that claim in this section by
first giving an algorithm that allegedly constructs q and r and then proving that the
algorithm really does what it should. The algorithm we present has a special feature,
called a while loop, that makes the algorithm easy to understand and helps us to
give a proof of its correctness. The main point of this section is to understand while
loops and some associated notation. In the next section we will see how the logic
associated with these loops can be used to develop mathematical induction, one of
the most powerful proof techniques in mathematics.
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Here is the basic outline of our algorithm for division.
Guess values of q and r so that n = m *q + r.

Keep improving the guesses, without losing the property that n = m q + r,
until eventually we stop, with 0 < r < m.
Actually, our initial guess will not be very imaginative: q = 0 and r = n
certainly work. This q is probably too small and the r probably too large, but at any
rate q is not too large, and this choice makes r easy to find. Once we are started,
n = m q + r will remain true if we increase q by I and decrease r by m, because
m *q + r = min (q + 1) + (r - m). If we make these changes enough times, we hope
to get r < m, as desired.
We can refine this rough algorithm into one that will actually compute q and
r with the required properties. Here is the final version, written out in the style of a
computer program. Don't worry; it is not necessary to know programming to follow
the ideas.

DivisionAlgorithm(integer, integer)
{Input: integers m > 0 and n > 0.3
{Output: integers q and r with m q + r
.

=

n and 0 < r < m.}

begin
(First initialize.)
q :=0
r :=n

{Then do the real work.)
while r > m do
q :=q +
r := r - m

return q and r
end U
Here and from now on we will use the notational convention that statements
in braces *...
) are comments, and not part of the algorithm itself. The sequence of
lines in the algorithm is a recipe. It says:
1. Set the value of q to be 0. [The a := b notation means "set, or define, the value
of a to equal the value of b."]
2. Set the value of r to be n.
3. Check to see if r > m.
If r > m, then:

Increase the value of q by 1,
Decrease the value of r by m and
Go back to 3.
Otherwise, i.e., if r < m,
Go on to 4.
4. Stop.
The initial guesses for q and r are likely to be wrong, of course, but repetition
of step 3 is meant to improve them until they are right.
The while loop here is step 3. In general, a while loop is a sequence of steps
in an algorithm or program that has the form
while g do
S

and is interpreted to mean
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(*) Check if g is true.
If g is true, then do whatever S says to do, and after that go back
to (*).
Otherwise, skip over S and go on to whatever follows the loop in
the main program.
Here g is some proposition, for instance "r > mi," called the guard of the loop,
and S is a sequence of steps, called the body of the loop. We could let S contain instructions to jump out of the loop to some other place in the program, but
there is no real loss of generality if we just think of S as some program segment that we execute, after which we go back to test g again. Of course, S may
change the truth value of g; that's the whole idea. We call an execution of S in
the loop a pass through the loop, or an iteration, and we say that the loop terminates or exits if at some stage g is false and the program continues past the
loop.

MI 3.71

What a loop actually does may depend on the status of various quantities at the
time the program or algorithm arrives at the loop. Figure 1 shows some simple
loops.

Figure 1 o'

while n < 5 do
n := n + I
print n2
(a)

while n #&8 do
print n2
n := n + 2
(b)

while A # 0 do
choose x in A
remove x from A
(c)

If n = 0 when the program enters the loop in Figure 1(a), then the loop replaces
n by 1, prints 1, replaces n by 2, prints 4, .
replaces n by 5, prints 25, observes
that now the guard n < 5 is false, and goes on to the next part of the program,
whatever that is. If n = 4 at the start of the loop, then the program just replaces n
by 5 and prints 25 before exiting. If n = 6 initially, the program does nothing at all,
since the guard 6 < 5 is false immediately.
If n = 0 initially, the loop of Figure 1(b) prints 0, 4, 16, and 36 and then exits.
With an input value of n = 1, however, this loop prints 1, 9, 25, 49, 81, 121, etc.
It never exits because, although the values of n keep changing, the guard n :A 8
is always true. Although termination is usually desirable, loops are not required to
terminate, as this example shows. Figure l(c) gives a nonnumeric example. If A
is some set, for instance the set of edges of a graph, the loop just keeps throwing
elements out of A until there are none left. If A is finite, the loop terminates;
otherwise, it doesn't.
M
m = 7,n = 17

Iq

r

Initially
After the first pass
After the second pass

1

17
10
3

Figure 2

v

2I

r pfm

True
True
False

In the case of DivisionAlgorithm we set the initial values of q and r before
we enter the loop. Then S instructs us to increase q by 1 and decrease r by mi.
Figure 2 shows the successive values of q, r and the proposition "r > mi"during the
execution of this algorithm with inputs m = 7 and n = 17.
The algorithm does not go through the while loop a third time, since the
guard r > m is false after the second pass through. The final values are q = 2,
r = 3. Since 17 = 7 2 + 3, the algorithm produces the correct result for the given
input data.
This may be the place to point out that the division algorithm we have given
is much slower than the pencil-and-paper division method we learned as children.
For example, it would take DivisionAlgorithm 117 passes through the while loop
to divide 2002 by 17. One reason the childhood method and its computerized relatives are a lot faster is that they take advantage of the representation of the input
data in decimal or binary form; some organizational work has already been done.
The algorithm we have given could also be greatly speeded up by an improved
strategy for guessing new values for q and r. Since we just want to know that
.

4.1

I

Loop Invariants

131

the right q and r can be computed, though, we have deliberately kept the account
uncomplicated.
For DivisionAlgorithm to be of any value, of course, we need to be sure that:
1. It stops after a while, and
2. When it stops, it gives the right answers.
Let us first see why the algorithm stops. The action is all in the while loop,
since the initialization presents no problems. Each pass through the loop, i.e., each
execution of the instructions q := q +1 and r := r -im, takes a fixed amount of time,
so we just need to show that the algorithm only makes a finite number of passes
through the loop. Since mi q + r = n will remain true, the key is what happens to r.
At first, r = n > 0. If n < m, then the guard is false and the program makes no
passes at all through the while loop. Otherwise, if n > mi,then each execution of
the body of the loop reduces the value of r by m, so the successive values of r are
n, n - m, n - 2m, etc. These integers keep decreasing, since m > 0. Sooner or later
we reach a k with r = n - k m < i. Then the guard r > mi is false, we exit from
the loop, and we quit.
How do we know we'll reach such a k? The set N of natural numbers has the
following important property:
.

.

Well-Ordering Principle Every nonempty subset of N has a smallest element.
This principle implies, in particular, that decreasing sequences in N do not go
...
in N is finite in length,
because no member of the sequence can come after the smallest member. Hence
every infinite decreasing sequence in Z must eventually have negative terms.
In our case, the sequence n > n - in > n - 2m > ... must eventually have
negative terms. If n - k m is the last member of the sequence in N, then n - k im > 0
and n - (k + 1) m < 0. Thus n - k im < m, and the algorithm stops after k steps.
Figure 2 illustrates an example where k = 2.
We now know that DivisionAlgorithm stops, but why does it always give the
right answers? Because the equation m q + r = n stayed true and at the end
r = n - k m satisfied 0 < r < m. To formalize this argument, we introduce a new
idea. We say that a proposition p is an invariant of the loop
on forever; every decreasing sequence a > b > c >

.

.

.

while g do
S

in case it satisfies the following condition.
If p and g are true before we do S, then p is true after we finish S.
The following general theorem gives one reason why loop invariants are useful.

Loop Invariant Theorem Suppose that p is an invariant of the loop "while
g do S" and that p is true on entry into the loop. Then p is true after each iteration
of the loop. If the loop terminates, it does so with p true and g false.
Proof The theorem is really fairly obvious. By hypothesis, p is true at the beginning, i.e., after 0 iterations of the loop. Suppose, if possible, that p is false after
some iteration. Then there is a first time that p is false, say after the kth pass. Now
k > I and p was true at the end of the (k - l)th pass, and hence at the start of the
kth pass. So was g, or we wouldn't even have made the kth iteration. Because p is
a loop invariant, it must also be true after the kth pass, contrary to the choice of k.

132 Chapter 4 i Induction and Recursion
This contradiction shows that it can never happen that p is false at the end of a pass
through the loop, so it must always be true.
If the loop terminates [because g is false] it does so at the end of a pass, so p
must be true at that time.
U
The idea that we used in this proof could be called the Principle of the Smallest
Criminal-if there's a bad guy, then there's a smallest bad guy. This is really just
another way of stating the Well-Ordering Principle. In our proof we looked at the set
{k E N: p is false after the kth pass]. Supposing that this set was nonempty made
it have a smallest member and led eventually to a contradiction.
How does the Loop Invariant Theorem help us validate DivisionAlgorithm?
Figure 3 shows the algorithm again, for reference, with a new comment added just
before the while loop. We next show that the statement "m -q + r = n and r > 0"
is a loop invariant. It is surely true before we enter the while loop, because we
have set up q and r that way. Moreover, if m *q + r = n and r > m, and if we
execute the body of the loop to get new values q' = q + 1 and r' = r - m, then
m q' +r'=m (q+l)+(r-m)=m-q+r=n

and
r = r

-

m >

0O

so the statement remains true after the pass through the loop. We already know
that the loop terminates. The Loop Invariant Theorem tells us that when it does
stop n = m * q + r and r > 0 are true, and r > m is false, i.e., r < m.
These are exactly the conditions we want the output to satisfy. We have shown
the following.
Figure 3

F

DivisionAlgorithm(integer, integer)
(Input: integers m > 0 and n > 0.)
{Output: integers q and r with m q -+r= n and 0 < r < m.l

begin
q := 0
r:= n
(m q + r=n and r > 0.1
while r > m do
q := q + I

r :=r-m

return q and r
end U

Theorem Given integers m and n with m > 0 and n > 0, DivisionAlgorithm
constructs integers q and r with n = m q + r and 0 < r < m.
Why did we choose the loop invariant we did? We wanted to have n = m *q + r
and 0 < r < m. Of course "n = m q + r" and "0 < r" are each invariants of our
loop, but neither by itself is good enough. We want both, so we list both. We can't
use "r < m" as an invariant for the loop we set up, but it's a natural negation for a
guard "r > m," so it will hold when the guard fails on exit from the loop.
Loop invariants can be used to guide the development of algorithms, as well
as to help verify their correctness. We illustrate the method by indicating how we
might have developed DivisionAlgorithm. At the beginning of this section we first
saw a rough outline of the algorithm. A slightly refined version might have looked
like this.
.

begin
Initialize q and r so that n

while r > m do

= mi

q + r.

4.1 E Loop Invariants
Make progress toward stopping, and keep n
return the final values
end
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m q + r.

The next version could be somewhat more explicit.
begin
Let q :=0.
Let r = n - m . q, so that n =m . q + r.
while r > m do
Increase q.
Keep n = m q + r {so r will decrease).
return the final values of q and r
end

(Input: an integer n > 0.1
(Output: the integer n!.}
begin
m:= I
FACT := I
(FACT = m!}

while m <n do
m := m + 1
FACT:= FACT m

return FACT
end

Figure 4 A

At this stage it is clear that r has to be n initially and that, if q is increased by I in
the body of the loop, then r has to decrease by m in that pass. Finally, r > 0 comes
from requiring n > 0 in the input, so r > 0 initially, and the fact that r > m at the
start of each pass through the loop, so r > 0 at the end of each pass. Developing
the algorithm this way makes it easy to show, using the invariant, that the algorithm
gives the correct result.
DivisionAlgorithm can provide q and r even if n is negative. In that case,
DivisionAlgorithm(m, -n) yields integers q' and r' with -n = m q' + r' and
0<r'<m.Ifr'=0,thenn=m(-q'),son=m q+Owithq= -q'andr =0.
If r' > 0, then n = m (-q' - 1) + (m - r'), so n = m q + r with q = -q' -1
and r = m -r'. Note that 0 < r < m in this case, since 0 < r' < m. For more on
this point, see Exercise 16 on page 180.
This argument and the verification we have given for DivisionAlgorithm give a
complete proof of the assertion that we called The Division Algorithm on page 120
and illustrated in Example I of §3.5.
Of course, just listing a proposition p in braces doesn't make it an invariant,
any more than writing down a program makes it compute what it's supposed to. In
order to use the Loop Invariant Theorem, one needs to check that p does satisfy the
definition of an invariant.
(a) We defined n! = 1 2 ... n in §1.6. If n > 1, then n! = (n- 1)! n, a fact that
lets us compute the value of n! with a simple algorithm. Figure 4 shows one
such algorithm.
The alleged loop invariant is "FACT = m !". This equation is certainly true
initially, and if FACT = m! at the start of the while loop, then
(new

(Input: an integer n > 0.1
(Output: the integer nW.}
begin
REV := I

m :=n
{REV m! = n!)
while m > 0 do
REV := REV m

m := m -I
return REV
end

Figure 5 A

FACT) =

(old

FACT) - (new

m) = m! (m + 1) = (m + 1)! = (new m)!,

as required at the end of the loop. The loop exits with m = n and hence with
FACT = n! Once we had the idea of using FACT = m! as a loop invariant, this
algorithm practically wrote itself.
With the convention that 0! = 1, we could initialize the algorithm with
m := 0 instead of m := 1 and still produce the correct output.
Notice one apparently unavoidable feature of this algorithm; even if we
just want 150!, we must compute 1!, 2!, ..., 149! first.
(b) Figure 5 shows another algorithm for computing n!, this time building in the
factors in reverse order, from the top down. To see how this algorithm works,
write out its steps starting with a small input such as n = 5.
Again, the loop invariant is easy to check. Initially, it is obviously true,
and if REV - m! = n! at the start of a pass through the loop, then
(new

REV)

.

(new m)!

= (REV- m)

.

(m -

1)! =

REV- m! = n!

at the end of the pass. The guard makes the exit at the right time, with m = 1,
so the algorithm produces the correct output, even if n = 0.
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This algorithm does not compute 1!, 2!... along the way to n!, but
what it does is just as bad, or worse. We still must compute a lot of partial
products, in this instance pretty big ones from the very beginning, before we
are done.
N
The examples we have just seen begin to show the value of loop invariants. In
the next section we will use the Loop Invariant Theorem to develop the method of
proof by mathematical induction, one of the most important techniques in this book.
Later chapters will show us how the use of loop invariants can help us to understand
the workings of some fairly complicated algorithms, as well as to verify that they
produce the correct results.
Both DivisionAlgorithm and Example 2(a), the first of our algorithms to compute n!, had variables that increased by 1 on each pass through the loop. In the case
of DivisionAlgorithm, we did not know in advance how many passes we would make
through the loop, but in Example 2(a) we knew that m would take the values 1, 2,
3, . . ., n in that order and that the algorithm would then stop. There is a convenient
notation to describe this kind of predictable incrementation.
The algorithm instruction "for k = m to n do S" tells us to substitute m,
m + 1,..., n, for k,in that order, and to do S each time. Thus the segment
FACT := 1

fork = 1 ton do
FACT

k

FACT

produces FACT
n! at the end.
Using a while loop, we could rewrite a segment "for k = m to n do S" as

k:= m
while k < n do
S
k := k + 1
with one major and obvious warning: the segment S cannot change the value of k.
If S changes k, then we should replace k in the algorithm by some other letter, not
m or n, that S does not change. See Exercise 15 for what can go wrong otherwise.
Some programming languages contain a construction "for k = n downto m
do S," meaning substitute n, n -1, ... , m in decreasing order for k, and do S each
time. Our second factorial algorithm could have been written using this device.

LTA

(a) Here is an algorithm to compute the sum
n

E k= 1+4+9+ .+
k=-

where n is a given positive integer.
s := 0

for k = 1 to n do
s := s + k 2
return s
(b) More generally, the algorithm
S :=0

for k = m to n do
s := s +ak

return s
n

computes E
k=m

ak

= am

+ a,.

n
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1. (a) With input m = 13 and n = 73, give a table similar
to Figure 2 showing successive values of q, r and
"r > m" in DivisionAlgorithm on page 129.

8. (a) Write the segment
for i = 1 to 17 do
k := k + 2i

(b) Repeat part (a) with input m = 13 and n = 39.
(c) Repeat part (a) with input m = 73 and n = 13.
2.

(a) Write -73 = 13 q + r, where q and r are integers
and 0 < r < 13.

using a while loop.
(b) Repeat part (a) for the segment
for k = 8 downto 1 do
i:=i+2k

(b) Write -39 = 13 q + r, where q and r are integers
and 0 < r < 13.
(c) Write- 13 = 73 - q + r, where q and r are integers
and 0 < r < 73.
3. List the first five values of x for each of the following
algorithm segments.
(a)

x := 0
while 0 <x do

x :=2x + 3
(b)

x := I
while 0 < x do

x
(c)

2x + 3

9. Show that the following are loop invariants for the loop
while I < m do
m := m + I
n := n + I
(a) m + n is even.
(b) m + n is odd.

10. Show that the following are loop invariants for the loop
while 1 < m do
m := 2m

x :=zI

while 0 <x do
x :=2x- 1
4. Find an integer b so that the last number printed is 6.

(a)

n := 0
while n < b do
print n

n := 3n
(a) n2 > m3

(b) 2M6 < n4
11. Consider the loop
while j > n do

i
i+2
j := j + I

n := n + I
(b)
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n :=O
while n < b do
n := n + 1

print n
5. (a) List the values of m and n during the execution of
the following algorithm, using the format of Figure 2.
begin

m =0
0
n
while n A 4 do
m :m + 2n +1
n:=n+
end
(b) Modify the algorithm of part (a) so that m = 172
when it stops.
6. Interchange the lines "n := n + 1" and "print n 2 " in
Figure 1(a).

where i and j are nonnegative integers.
(a) Is i <j 2 a loop invariant if n = 1? Explain.
(b) Is 0 < i < j2 a loop invariant if n = 0? Explain.
(c) Is i <j 2 a loop invariant if n = 0? Explain.
(d) Is i >j2 a loop invariant if n = 0? Explain.
12. Consider the loop
while k> 1 do
k :=2k
(a) Is k2 - 1 (mod 3) a loop invariant? Explain.
(b) Is k2

(a)

(a) List the values printed if n = 0 at the start of the
loop.

(a) List the values printed if n = 0 at the start of the
loop.
(b) Do the same for n = 1.

1 (mod 4) a loop invariant? Explain.

begin
k := b

while k < 5 do
k := 2k -I
end

(b) Do the same for n = 4.
7. Interchange the lines "print n2 " and "n := n + 2" in
Figure l(b).

=

13. For which values of the integer b do each of the following algorithms terminate?

(b)

begin
k := b
while k 0 5 do
k := 2k -1
end
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(c)

begin
k :=b

(b) Show that S = J2 + I is also an invariant of the loop
in part (a).

while k < 5 do
k := 2k + I
end

(c) What is the 73rd number printed by the following?
Explain.

14. Suppose that the loop body in Example 2(a) is changed
to
FACT:= FACT * m

m := m+

1.

How should the initialization and guard be changed in
order to get the same output, FACT = n!? The loop
invariant may change.
15. Do the two algorithms shown produce the same output?
Explain.

Algorithm A

Algorithm B

begin
k:= I
while k < 4 do
k:= k2
print k
k:= k + 1
end

begin
for k = I to 4 do
k =k2
print k
end

begin
S
1
I :=1
while 1 < I do
print S
S
S + 21 + I
I
I + 1
end
(d) The same question as in part (c), but with S
tially.

2 ini-

19. Which of these sets of integers does the Well-Ordering
Principle say have smallest elements? Explain.

(b) 2

(a) P
P: n

(c) {n E

(e) {n E 2 :n

2

2

> 17)

(d) {n E P:

n

2

< 0}

> 17}

(f) {n2: n c P and n! > 21000)
20. (a) What would we get if we tried to apply the algorithm
in Figure 4 with n =-3
or with n =-73? Do we
obtain sensible outputs?

16. Do the two algorithms shown produce the same output?
Explain.

(b) Answer the same question for the algorithm in
Figure 5.
21. Consider the following loop, with a, b E P.

Algorithm C

Algorithm D

begin
m : I
n := 1
while I < m < 3 do
while 1 < n < 3 do
m := 2m
n:= n + I
print m
end

begin
m:= I
n:= 1
while 1 <m <3
and 1 < n < 3 do
m := 2m
n:=n+ 1
print m
end

r > 0 do

while

a
b

b
r

r :=aMODb

[Recall that m = (m Div n) * n + (m MODn) with
0 < (m MOD n) < n.] Which of the following are
invariants of the loop? Explain.
(a) a, b, and r are multiples of 5.

(b) a is a multiple of 5.
b.

(c) r <

17. Here's a primitive pseudorandom-number generator that
generates numbers in {0, 1, 2,... , 72), given a positive
integer c:
begin
r := c

(d) r < 0.
22. (a) Is 5k < k! an invariant of the following loop?
while 4 <k

do

k := k + I

while r > 0 do
r :=31 rMOD73

(b) Can you conclude that 5k < k! for all k > 4?

end
For example, if c = 3, we get 3, 20, 36, 21, 67, 33,
Which of the following are loop invariants?
(a) r < 73

(b) r=0

(mod 5)

(c) r = 0

23. Suppose that the propositions p and q are both invariants
of the loop
while

g do S

(a) Is p

A

18. (a) Show that S = 12 is an invariant of the loop
while 1 < I do
S := S + 21 + I
I := I + 1

q an invariant of the loop? Explain.

(b) Is p V q an invariant of the loop? Explain.
(c) Is

-

p an invariant of the loop? Explain.

4.2 i Mathematical Induction
(d) Is p
q an invariant of the loop? Explain.
(e) Is g
p an invariant of the loop? Explain.
24. Here is an algorithm that factors an integer as a product
of an odd integer and a power of 2.
[Input: a positive integer n.1
{Output: nonnegative integers k and m with m odd and
m

2k =

n)

begin
m
n
k
0
while m is even do
m
m:= - and k := k + 1
2
return k and m
end

q :=q q
i := i DIv

2 =L2

return p
end

(a) Give a table similar to Figure 2 showing successive
values of p, q, and i with input a = 2 and n = 11.
(b) Verify that q' . p = an is a loop invariant and that
p = an on exit from the loop.
26. (a) Consider the following algorithm with inputs n E P,
x ER.

(a) Show that m 2k = n is a loop invariant.
(b) Explain why the algorithm termninates, and show that
m is odd on exit from the loop.
25. The following algorithm gives a fast method for raising a
number to a power.
(Input: a number a and a positive integer n.}
{Output: a'.)
begin
p := 1
q :=a
i:=n
while i > 0 do

if i is odd then p:= p q
{Do the next two steps whether or not i is odd.)

4.2
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begin
m:= n
y :=x
while m : 0 do
body
end

Suppose that "body" is chosen so that "an = Xm . y
and m > 0" is an invariant of the while loop. What
is the value of y at the time the algorithm terminates,
if it ever does?
(b) Is it possible to choose z so that the loop
while m : 0 do
m:= m - 1
y := z

has "xn = xm - y and m > 0" as an invariant?
Explain.
27. Is the Well-Ordering Principle true if N is replaced by IR
or by [0, oo)?

Mathematical Induction
This section develops a framework for proving lots of propositions all at once. We
introduce the main idea, which follows from the Well-Ordering Principle for N, as
a natural consequence of the Loop Invariant Theorem on page 131.

XXAA

I Ia

We claim that 37500 - 37100 is a multiple of 10. One way to check this would be
to compute 37500 - 37100 and, if the last digit is 0, to proclaim victory. The trouble
with this plan is that 37500 is pretty big-it has over 780 decimal digits-so we
might be a while computing it. Since we aren't claiming to know the exact value of
37500 - 37100, but just claiming that it's a multiple of 10, maybe there's a simpler
way.
Since 37 is odd, so are 37500 and 37100, so at least we know that 37500-37 00 is
a multiple of 2. To establish our claim, we just need to show that it's also a multiple
of 5. We notice that 37500 = (37100)5, so we're interested in (37100)5 - 37100. Maybe
n5- n is always a multiple of 5 for n E P. If it is, then we can get our claim by
letting n = 37100, and we've learned a lot more than just the answer to the original
question.
Experiments with small numbers look promising. For instance, we have 15-1 =
0, 25 - 2 = 30, 35 - 3 = 240, and even 175 - 17 = 1,419,840. So there is hope.
Here is our strategy. We construct a simple loop, in effect an elementary
machine whose job it is to verify that n 5 - n is a multiple of 5 for every n in PF, starting with n = 1 and running at least until n = 37100. We will also give the machine
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begin
n:= I
while n < 37100 do

if n5 - n is a multiple of 5 then
n :=n+ I

end

Figure 1 A

some help. Figure 1 shows the loop. Its output is irrelevant; what will matter is its
invariant.
The while loop simply checks that n5 - n is a multiple of 5 and, if that's
true, it moves on to the next value of n. We claim that the algorithm terminates [with
n = 37100] and that "n5 -n is a multiple of 5" is a loop invariant. If these claims
are true, then, since 15 - 1 is a multiple of 5 when we arrive at the loop, the Loop
Invariant Theorem will imply that 37500 - 37100 is a multiple of 5.
Consider a pass through the loop, say with n = k < 37100. If k 5 - k is not a
multiple of 5, then the body of the loop does nothing, and the algorithm just repeats
the loop forever with n stuck at k. On the other hand, if k 5 - k is a multiple of 5,
then the if condition is satisfied, the loop body increases the value of n to k + 1
and the algorithm goes back to check if the guard n < 37100 is still true. To make
sure that the algorithm terminates with n = 37100, we want to be sure that at each
iteration the if condition is true.
Here is where we give the algorithm some help. If it is making the (k + 1)st
pass through the loop, then k5 - k must have been a multiple of 5. We give a little
proof now to show that this fact forces (k + 1)5 - (k + 1) also to be a multiple of 5.
The reason [using some algebra] is that
(k + 1)5- (k + 1) = k5+ 5k 4 + 10k3 + 10k2 + 5k + 1
4

3

-

k

-

1

2

= (k 5- k) + 5(k + 2k + 2k + k).
If k5 - k is a multiple of 5, then, since the second term is obviously a multiple of 5,
(k + 1)5- (k + 1) must also be a multiple of 5. What this all means is that we can
tell the algorithm not to bother checking the if condition each time; n 5 - n will
always be a multiple of 5, because it was the time before.
This argument is enough to show that the if condition forms a loop invariant.
Moreover, n increases by 1 each time through the loop. Eventually, n = 37100 and
the loop terminates, as we claimed.
The loop we have devised may look like a stupid algorithm. To check that
37500 - 37100 is a multiple of 5, we seem to go to all the work of looking at 15 - 1,
25- 2, 35 - 3, ... , ( 37 i00 -- 1)5 - (37 100 - 1) first. That really would be stupid. But
notice that, as a matter of fact, the only one we checked outright was 15 - 1. For the
rest, we just gave a short algebraic argument that if k5 - k is a multiple of 5, then
so is (k + 1)5- (k + 1). The algorithm was never intended to be run, but was just
meant to give us a proof that 37500 - 37100 is a multiple of 5, without computing
either of the huge powers. In fact, a tiny change in the algorithm shows, with the
same proof, that 5 divides 735000 - 731000. Indeed, we can show that n 5 - n is a
multiple of 5 for every n E. IP by applying exactly the same arguments to the loop
in Figure 2, which does not terminate.
N
n:=

while 1 <n do
if n5 n isa multiple of 5 then
n:=n +I

Figure 2 A

k := m

(p(k) is true)
while m < k < n do

if p(k) is true then
k :=k + I

Figure 3

A

Suppose, more generally, that we have a finite list of propositions, say p(m),
p(m + 1), ... , p(n), where m, m + 1, ... , n are successive integers. In Example 1,
for instance, we had p(k) = "k 5 - k is a multiple of 5" for k = 1, 2, .
37100.
Suppose that we also know, as we did in Example 1, that
(B)
(I)

p(m) is true, and
p(k + 1) is true whenever p(k) is true and m < k < n.

We claim that all of the propositions p(m), p(m + 1), ... , p(n) must then be true.
The argument is just like the one we went through in Example 1. We construct the
loop in Figure 3.
By (I), the statement 'p(k) is true" is a loop invariant, and the loop terminates
with k = n. In fact, we don't need to include an "if p(k) then" line, since p(k)
is guaranteed to be true on each pass through the loop. Of course, the condition that
p(k) z.- p(k + 1) is the reason that p(k) is true at the end of each pass. In terms
of the Well-Ordering Principle, we are just observing that if p(k) ever failed there
would be a first time when it did, and the conditions (B) and (I) prevent every time
from being that first bad tire.

4.2 * Mathematical Induction
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We have proved the following important fact.

Principle of Finite Mathematical Induction

Let p(m), p(m + 1),...

p(n) be a finite sequence of propositions. If
(B)
(I)

p(m) is true, and
p(k + 1) is true whenever p(k) is true and m < k < n,

then all the propositions are true.
In many applications m will be 0 or 1. An infinite version is available, too.
Just replace "while m < k < n" by "while m < k" to get the following.

Principle of Mathematical Induction

Let p(m), p(m + 1),... be a se-

quence of propositions. If
(B)

p(m) is true, and
p(k + I) is true whenever p(k) is true and m < k,

(I)

then all the propositions are true.
Condition (B) in each of these principles of induction is called the basis, and
(I) is the inductive step. Given a list of propositions, these principles help us to
organize a proof that all of the propositions are true. The basis is usually easy to
check; the inductive step is sometimes quite a bit more complicated to verify.
The principles tell us that if we can show (B) and (I), then we are done, but
they do not help us show either condition. Of course, if the p(k)'s are not all true,
the principles cannot show that they are. Either (B) or (I) must fail in such a case.
A

*

(a) For each positive integer n, let p(n) be "n! > 2'," a proposition that we claim
is true for n > 4. To give a proof by induction, we verify p(n) for n = 4, i.e.,
check that 4! > 24, and then show

(I)

If 4 < k and if k! > 2 k, then (k + 1)! > 2 k+1

The proof of (I) is straightforward:
(k + 1)! = k! (k + 1)
> 2k . (k + 1)
> 2k 2

[by the inductive assumption k! > 2k]
[since k + I > 5 > 2]

= 2k+.

Since we have checked the basis and the inductive step, p(n) is true for
every integer n > 4 by induction.
(b) The fact that
1+2 +

+ n= ( 2
forallnin P
2
is useful to know. It can be proved by an averaging argument, but also by
induction.
n

Let p(n) be the proposition

i = n(n + 1)/2." Then p(l) is the propo-

"

iil

sition

i = 1(1 + 1)/2," which is true.
i=l

Assume inductively that p(k) is true for some positive integer k, i.e., that
k

i = k(k + 1)/2. We want to show that this assumption implies that p(k + 1)
i-I

140 Chapter 4 1 Induction and Recursion
is true. Now
k+l

(

k

=
E

i + (k + 1)

k~k + 1)
k(k + 1) + (k

-k= 2

[definition of

notation]

[assumption that p(k) is true]

1)

(k +l1)

[k_+21] (k

E

[factor out k + 1]
1)

((k + 1) + l)(k + 1)
2

so p(k + 1) holds. By induction, p(n) is true for every n in P.
(c) We can use induction to establish the formula for the sum of the terms in a
geometric series:
if r# 0, r 1l and n E N.

ri =r
i=O

Let p(n) be "Eri=

."Then

l

p(0) is "r0

=

,"

which is

i=O

true because ro = 1. Thus the basis for induction is true.
We prove the inductive step p(k)
:=-=
p(k + 1) as follows:
k+1

k

E ri =

E ri)+

rk+l

i=O

i=O

= r+l
rk+

[by the inductive assumption p(k)]

1+r k
-+
1

rk+2 - rk+l

r-1

[algebra]

-

r k+2-

-

,

1

[more algebra]

r(k+l)+l-

r-1
i.e., p(k + 1) holds. -By induction, p(n) is true for every n E N.
(d) We prove that all numbers of the form 8n - 2n are divisible by 6. More precisely,
we show that 8' - 21 is divisible by 6 for each n E P. Our nth proposition is
p(n) = "8n - 2n is

divisible by 6."

The basis for the induction, p(l), is clearly true, since 81 - 2t = 6. For the
inductive step, assume that p(k) is true for some k > 1. Our task is to use this
assumption somehow to establish p(k + 1):
8 k+1 -

2 k+1

Thus we would like to write 8k+

is divisible by 6.
somehow in terms of 8k -

- 2k+

2 k,

in such

a way that any remaining terms are easily seen to be divisible by 6. A little
trick is to write
8 k+1

8

k+1

--

2

k+'

as 8 (8 k -

2

k)

plus appropriate correction terms:

- 2 k+1 = 8(8k- 2k) + 8 2k - 2 k+1
=

8

(8 k

2

k)+

8

2 k- 2

-2 k =

8 ( 8 k-

2 k)+6 2 k

Now 8k 2 k is divisible by 6 by assumption p(k), and 6. 2 k is obviously
a multiple of 6, so the same is true of 8k+1 - 2 k+1. We have shown that

4.2
the inductive
Mathematical
What if
approach. By
8 k+1

I
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step is valid, and so our proof is complete by the Principle of
Induction.
we hadn't thought of the "little trick"? Here's a straightforward
assumption, 8k - 2 k = 6m for some integer m, so

= 8 8k =

8( 2k

+ 6m) = 2 (2 k + 6m) + 6 (2k + 6m) = 2k+' + 6p,

where p = 2m + 2k + 6m. Thus 8 k+t - 2 k+ is divisible by 6. The idea is to
try to express the thing you're looking for in terms of the thing you already
know about, in this case to express 8 k+i in terms of 8k, and then see what can
be done.
U
It is worth emphasizing that, prior to the last sentence in each of these proofs,
we did not prove "p(k + 1) is true." We merely proved an implication: "if p(k) is
true, then p(k + 1) is true." In a sense we proved an infinite number of assertions,
namely: p(l); if p(l) is true, then p(2) is true; if p(2 ) is true, then p(3) is true;
if p(3) is true, then p(4) is true; etc. Then we applied mathematical induction to
conclude: p(l) is true; p(2 ) is true; p(3) is true; p(4 ) is true; etc.
Note also that when we use the induction principles we don't need to write
any loops. We used loops to justify the principles, but when we apply the principles
we only need to verify conditions (B) and (I).
Here are some poor examples of the use of induction.

A

(a) For n

E

P, let p(n) be "n2 < 100." Then we can check directly that p(l),

p(2), ... ,p(10) are true. If we try to prove by induction that p(n) is true for
all n e P, or even for I < n < 20, we will fail. We can show the basis (B),
but the inductive step (I) must not be provable, because we know, for example,
that p(11) is false.
(b) For n e N, let r(n) = "n 3 n + I is a multiple of 3." We show that r(k)
r(k + 1). Since
(k + 1) 3 -(k + 1) + 1=k 3 + 3k 2+ 3k + 1-k =

k + I + 3(k 2 + k),

since k 3 - k + 1 is a multiple of 3 by assumption, and since 3(k 2 + k) is
obviously a multiple of 3, (k + 1)3- (k + 1) + 1 is also a multiple of 3. That
is, r(k) =z=~
r(k + 1) for 0 < k, and (I) holds. Does this imply that all r(n) are
true? No! We didn't check the basis r(0) = " 03+ 1 is a multiple of 3,"
which is false. In fact, all the propositions r(n) are false.
As parts (a) and (b) illustrate, one must always check both the basis (B)
and the inductive step (I) before applying a principle of induction.
(c) For m e P, let s(m) be "m (m + 1) is even." We could certainly prove s(m)
true for all m in P using induction [think of how such a proof would go], but
we don't need such an elaborate proof. Either m or m + 1 is even, so their
product is surely even in any case. Sometimes it is easier to prove directly that
all propositions in a sequence are true than it is to invoke induction.
U
.

A

n

A2'1WE

Sn

0

a

2
3

2a + b
2(2a +b) +b = 4a +3b
2(4a + 3b) + b = 8a + 7b
2(8a + 7b) + b = 16a + 15b

4

Figure 4 A

(a) An application of induction often starts with a guessing game. Suppose, for
instance, that the sequence (so, S1 , 52,... ) satisfies the conditions so = a and
Sn = 2s,-I +b for some constants a and b and all n e IP. Can we find a formula
to describe s,? We compute the first few terms of the sequence to see if there
is a pattern. Figure 4 shows the results.
It looks as if we might have Sn = 2na + (2' - I)b in general. [This kind
of guessing a general fact from a few observations is what is called "inductive
reasoning" in the sciences. The use of the word "inductive" in that context is
quite different from the mathematical usage.] Now we have a list of propositions
p(n) = "s, = 2na + (2 -l 1)b" that we suspect might be true for all n in N. It
turns out [Exercise 9] that we have made a good guess, and one can prove by
mathematical induction that p(n) is true for each n in N.
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(b) As we are looking for a pattern, it sometimes helps to examine closely how a
particular case follows from the one before. Then we may be able to see how
to construct an argument for the inductive step.
Let P(S) be the power set of some finite set S. If S has n elements, then
P(S) has 2n members. This proposition was shown to be plausible in Example 2
on page 19. We prove it now, by induction.
We verified this assertion earlier for n = 0, 1, 2, and 3. In particular, the
case n = 0 establishes the basis for induction. Before proving the inductive step,
let's experiment a little and compare P(S) for S {a, b} and for S = {a, b, c).
Note that
P({a, b, c}) == {0, {a), {b}, {a, bl, (cl, {a, c}, {b, c}, {a, b, c} .
The first four sets make up P({a, bl); each of the remaining sets consists of
a set in P({a, bl) with c added to it. This is why P({a, b, c}) has twice as
many sets as P({a, b)). This argument looks as if it generalizes: every time an
element is added to 5, the size of P(S) doubles.
To prove the inductive step, we assume the proposition is valid for k. We
consider a set S with A+ l elements; for convenience we use S = {1, 2, 3, . . , k,
k + 1}. Let T = {1, 2, 3, ... , kj. The sets in 'P(T) are simply the subsets of S
that do not contain k + 1. By the assumption for k, P(T) contains exactly 2k
sets. Each remaining subset of S contains the number k + 1, so it is the union
of a set in P(T) with the one-element set {k + 1). That is, P(S) has another 2 k
sets that are not subsets of T. It follows that P(S) has 2 k +2k = 2 k+1 members.
This completes the inductive step, and hence the proposition is true for all n
by mathematical induction.
h
The method of mathematical induction applies to situations, such as the one in
this example, in which
We know the answer in the beginning,
We know how to del ermine the answer at one stage from the answer at the
previous stage.
3. We have a guess at the general answer.

1.
2.

Of course, if our guess is wrong, that's too bad; we won't be able to prove it is right
with this method, or with any other. But if our guess is correct, then mathematical
induction often gives us a framework for confirming the guess with a proof.
Sometimes it only makes sense to talk about a finite sequence of propositions
p(n). For instance, we might have an iterative algorithm that we know terminates
after a while, and we might want to know that some condition holds while it is
running. Verifying invariants for while loops is an example of this sort of problem.
If we can write our condition as p(k), in terms of some variable k that increases
steadily during the execution, say k = m, m + 1, ... , N, then we may be able to
use the Principle of Finite Mathematical Induction to prove that p(k) is true for each
allowed value of k. Verifying an invariant of a segment "for i = m to N do S"
amounts to checking the inductive step for this principle.
This section has covered the basic ideas of mathematical induction and gives
us the tools to deal with a great number of common situations. As we will see in
§4.6, there are other forms of induction that we can use to handle many problems in
which the principles from this section do not naturally apply.

O-

W

1. Explain why n 5
Hint: Most

-

n is a multiple of 10 for all n in iP.

of the work was done in Example 1.

2. Write a loop in the style of Figure 2 that corresponds to
the proof that

'

i=

n(n + 1)

2_
2

in Example 2(b).

4.2 i Mathematical Induction
3. (a) Show that "n5 -n + I is a multiple of 5" is an invariant of the loop in Figure 1.

E

13. (a) Show that

5

-

loop in the algorithm
begin
k := 0
while 0 < k do
k := k + I
end

n is a multiple of 6 for all n in P.

(b) Use part (a) to give another proof of Example 2(d).
S. Prove
n
2

Zi

I +4+9+
9.

+n

is an invariant of the

-k+11

i=o

(b) Is n - n + I a multiple of 5 for all n in P with
n < 37100?
4. (a) Show that n 3

2' = 2

143

2

k

i-1

(b) Repeat part (a) for the invariant
n(n + 1)(2n + 1)
6

for

2=

E

nEP.

2

i=O
k

(c) Can you use part (a) to prove that

6. Prove

2' = 2 k+1 i

E
i=O

for every k in N? Explain.

4+10+16+ .. +(6n -2)=n(3n+1)foralln e P.

k

7. Show each of the following.
(a)

37 i°°

(d) Can you use part (b) to prove that

- 3720 is a multiple of 10.

15. (a) Calculate I + 3 + ... + (2n - 1) for a few values of
n, and then guess a general formula for this sum.

1 is a multiple of 10.

(e) 37500-I is a multiple of 10.

(b) Prove the formula obtained in part (a) by induction.

8. Prove
1

1

.-5

5-9

(4n

-

16. For which n in P does the inequality 4n < n2 - 7 hold?
Explain.

1
9913

1
3)(4n + 1)

n
4n + 1

for

2 k+1

every k in N? Explain.
14. Prove that n2 > n + I for n > 2.

(c) 375°° - 374 is a multiple of 10.
-

2' =

i=o

(b) 3720 - 374 is a multiple of 10.
(d) 374

E

17. Consider the proposition p(n) = "n2 + 5n + I is even."
for

n

X P.

9. Show by induction that, if so = a and Sn - 2s, 1-+ b for
n E P, then sn = 2na + (2n - I)b for every n e N.
10. Consider the following procedure.

(a) Prove that p(k)

,=

p(k + 1) for all k in P.

(b) For which values of n is p(n) actually true? What is
the moral of this exercise?
18.Prove (2n+1)+(2n+3)+(2n+5)+ +
(4n - 1) = 3n2 for all n in 1P. The sum can also be
2n-l

begin
S:= 1

while I < S do
print S
S := S + 2
±+ I
(a) List the first four printed values of S.
(b) Use mathematical induction to show that the value
of S is always an integer. [It is easier to prove the
stronger statement that the value of S is always the
square of an integer; in fact, S = n2 at the start of
the nth pass through the loop.]

written

E

(2i + 1).

i=n

19. Prove that 5" - 4n20. Prove 13 +2 3 +
E

=

E

in Example 2(b).
21. Prove that
1

1

n+l

1

n+2
+

12. (a) Choose m and p(k) in the segment

so that proving p(k) an invariant of the loop would

+n) 2 , i.e.,

for all n in 1P. Hint: Use the identity

if

11. Prove that 1In - 4" is divisible by 7 for all n in P.

k := m
while m < k do
if p(k) is true then
k := k + 1

I is divisible by 16 for n in P.
+n 3 = (1+2+

2

-

3

2n
+

+

-

4

=

2n-1

for n in PF.For n = 1 this equation says that

and for n = 2 it says that 1 +

= 1-

2n
2

= 1-

2

4 + 1-.

22. For n in PF,prove
n

n

(a)

,>

I'

(b)

,<

2,fn-

I

show that 2 n < n! for all integers n > 4.

(b) Verify that your p(k) in part (a) is an invariant of the
loop.

(c) The proposition p(k) = " 8 k < k!" is an invariant of
this loop. Does it follow that 8" < n! for all n > 4?
Explain.

23. Prove that 5n+t + 2 . 3n + 1 is divisible by 8 for n E N.
24. Prove that 8n+2 +

92n+1

is divisible by 73 for n c N.

25. This exercise requires a little knowledge of trigonometric identities. Prove that Isin nx I < n I sin x l for all x in
R and all n in P.
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Office Hours 4.2
I'm having big trouble with induction. Are we really going to need it later?

That's a question that we can think about on several levels. There's the basic idea
of induction and then there's the mechanical part of writing up proofs in good form.
Right now, in Chapter 4, we're trying to understand the idea and work on form,
so it's easy to get confused. As we go on, there will be less emphasis on form,
but it will still be important to know how you could write up an induction proof
if you had to. We'll also generalize these ideas, so be sure you understand basic
induction now.
You'll see careful induction proofs in later chapters of the book, and I'll expect
you to be able to understand them, but you'll also see the authors say things like,
"An induction proof is hiding here" or "If those three dots make you nervous, give
a proof by induction." They think you should be able to recognize where induction
is needed to justify "and so on" claims. They don't necessarily expect you to stop
and fill in the details, but just to think about how you might do it. You'll have very
few exercises after this chapter that absolutely require induction proofs, although
there will be some.
What's most important is that you understand the idea of induction, and the
standard form for writing inductive proofs can help make the pattern clear. You
need to make sure your claim is true to begin with, and then you need to check
that if it's true for some value of n, then it's always true for the next value.
I sort of remember inductionfrom high school. I thought the idea was to take
a formula, change all the n's to n + 1, then assume it and prove it. There was
a picture of dominoes in the book, but nothing about loop invariants.

Well, you can see now what they were trying to say. Maybe they just worked with
formulas, but of course induction applies to any sequence of propositions. Let's
take a formula, though, say the standard example
+ 2+

n(n 2+ )

+

Actually, this isn't a formula, it's a proposition that says that the sum 1+ 2 +
+n
is given by the formula n(n + 1)/2. Anyhow, we start by checking it for n = 1,
with only one term in the sum. Sure enough, 1 = 1 (1 + 1)/2, so the formula is
right so far. In other words, the proposition is true for n = 1.
Now here comes the "replace n by n + I" part. Let's call our proposition P(n).
Actually, to reduce confusion we've been using k, rather than n, in the inductive
steps. Then the induction principle tells us that it will be enough to show that P(k)
always implies P(k + 1). This means that we want to show that, no matter what
value k has, if P(k) is true, then so is P(k + 1). So our argument should show that
if P(17) is true, then so is P(18). If we somehow know that
.

1+2+2+

+16+17=

(2 + )

then it should follow from our argument that

1+ 2 -

+ 16 + 17 + 18 =

(2

)

but of course we can't just replace 17 by 18 in the first equation and automatically
expect the second equation to be true. And our argument has to work for every k,
not just for k = 17.

In this case the argument is pretty easy. We do replace k by k + 1 everywhere,
to get
I+2+

+ (k+1)

(k+ )(k + + 1)
2

4.3 i Big-Oh Notation
but this equation is what we have to prove. It's not just automatic
it, we're allowed to assume that the equation
01 +2 +

ue.

+ k-0 k(k~l )00000:0000;0000
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ove
000

00

is true. Not for every k, though, but just for the one we're consring! This
means that the thing we care about, I + + - + kil (k + 1),,2can be rw as
k: 4-12 + (k + 1), and then a little algebra letsbusrrietsask +)(+
2)/2,
which is what we want. So, yes, wye changed all the k's to k + 1 to see the
result P(k + 1) wewanted to prove, but what we assumed was the original P ).
Thee'ts some work involved-more than just writing down P(k+l). This particular
example was one where we just added the same thing to both sides of an equation,
but of course that won't be appropriate for lots of ind
ms.
The domino picture is meant to convey the
someowPf(k)
Wida:tatneeds
to push over P (k + 1) and that somebo nes to puh over the first domino
to start the process. The book's approch, usig loop invariants, gi at
way of thinking about induction. We'll see a lot m orloiv
int
n we
begin studying algorithms, and of course you'll see them intyouecom
r science
classes, too.
But back to induction. The ethod gives a framewok forp
, butyou
need to supply the details. Remind me to say a few words in class t how the
induction framework is sort of like a format for a business letter. You still have to
put in the addressee and the contents of the letter andt
butat least
y know what pieces go where.

4.3

Big-Oh Notation
One way that sequences arise naturally in computer science is as lists of successive
computed values. The sequences FACT and TWO in Example 2 on page 36 and the
sequence s, in Example 4 on page 141 are of this sort, and we have seen a number of
others. Another important application of sequences, especially later when we analyze
algorithms, is to the problem of estimating how long a computation will take for a
given input.
For example, think of sorting a list of n given integers into increasing order.
There are lots of algorithms available for doing this job; you can probably think of
several different methods yourself. Some algorithms are faster than others, and all
of them take more time as n gets larger. If n is small, it probably doesn't make
much difference which method we choose, but for large values of n a good choice
of algorithm may lead to a substantial saving in time. We need a way to describe
the time behavior of our algorithms.
In our sorting example, say the sequence t measures the time a particular
algorithm takes, so t(n) is the time to sort a list of length n. On a faster computer
we might cut all the values of t(n) by a factor of 2 or 100 or even 1000. But then all
of our algorithms would get faster, too. For choosing between methods, what really
matters is some measure, not of the absolute size of t(n), but of the rate at which
t(n) grows as n gets large. Does it grow like 2", n2 , n, or log 2 n or like some other
function of n that we have looked at, for instance in §1.6?
The main point of this section is to develop notation to describe rates of growth.
Before we do so, we study more closely the relationships among familiar sequences,
such as log 2 n, I,/i, n, n2 , and 2", and get some practice working with inequalities and basic properties of logarithms. Some of the results can be verified by
induction, but we give direct proofs when they seem clearer. Several of the general
results, but not the careful estimates, also follow easily from L'H6spital's Rule in
calculus.
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(a) For all positive integers n, we have

<.

Vn <>fon><

n2 < n3 <And4<

Of course, other exponents of n can be inserted into this string of inequalities.
For example,
n<nVn<n2

foralln;

recall that nagr = n(b) We have n < 2n for all n C N. Actually, we have n < 2"clear for small values of n like 1, 2, and 3. In general,

for all n; this is

3 4

5
n-l
n
2 3 4
n -2
n-I
positive factors on the right, none of them larger than 2, so

n = 2---

There are n -1
n <2n-1.
In fact, the estimates we have made here have been truly crude; 2n is
incredibly large compared with n for even moderate values of n. Already for
n = 10, we have 2" ; 1000, and each increase of n by I doubles 2n, so that
220 ; 1,000,000, 240 t 1,100,000,000,000, and 2100 has over 30 decimal
digits, though 100 is still a fairly small number. For fun, try graphing y = x
and y = 2x on the same axes to get an idea of how much faster an exponential
function grows than a linear one, or even than a polynomial one like x1 0 , for
that matter, as we will see in Example 2(b).
(c) n2 < 98 2" for n > 1. This is easily checked for n = 1, 2, 3, and 4. Note that
we get equality with n = 3. For n > 4, observe that
n2

4

2(5)
.
(n-

n

2)

Each factor on the right except the first one is at most

)2

( )2,

and there are

n-4

such factors. Since (5)2 = 1.5625 < 2,

n2 <4 2 2n-4

24 2n-4

An induction proof that n2 < 2n for n
page 180.
(a) Since n

<

>

n

if

n>4.

4 is asked for in Exercise 15 on
U

2n-1 for all n in N by Example l(b), we have
1

log 2 n <log2 2

for

n > 1.

for all real numbers

x > 0;

n

-I

We can use this fact to show that
lg

2

x <x

see Figure 1. Indeed, if n = [xl, the smallest integer at least as big as x, then
from above, so we
n- 1 < x < n. Thus 10g 2 x < log 2 n, and 10g 2 n < n-I
< x.
have log2 x < n-I

Figure 1 N

y = 2x
Y

-2

2

3

X

4
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(b) In Example 1(c) we saw that n2 < 2' for n > 4. In fact, given any fixed
positive constant m, we have
nm < 2"'

for all sufficiently large n.

This is a bit tricky to show. We first note that 2 log2 n = log 2 n1/2 = log_ >
a by part (a), so
2m
log 2 nm = m log2 n < 2m a = a n.

<

Now 2m/ll/ < 1 for n > 4m 2 , so
n > 4m2 .

for

10g 2 n' < n

Hence we have
nm<2 f2

n>4m 2 .

for

Induction isn't an attractive approach to this problem. For one thing, we
would need to do the analysis we just did to determine an appropriate basis,
i.e., to determine how large n needs to be to start the induction.
(c) Again let m be a fixed positive integer. From part (b) we have
10g 2 nm < n

n > 4m2 .

for

This inequality holds even if n is not an integer, so we can replace n by
to obtain log 2 ( mV/)m < ma_ for mi > 4m2 ; i.e.,
log2 n

<

ma/

for

n

mS

> (4m2 )m.

Thus log2 n < /F for sufficiently large n.
This fact is a counterpart to our observation earlier that 2n grows incredibly
faster than nk for any k. Now we see that 1og 2 n grows slower than any root
of n that we care to choose. Compared with n, log 2 n is a real slowpoke.
For instance, log2 1,000,000 is only about 20, log 2 2,000,000 is only about
0
21, etc.
Before making these ideas about growth more precise, we observe some additional inequalities.
,

.

(a) We have
2n < n! < n'

for

n > 4.

We proved 2' < n! using induction in Example 2(a) on page 139; see also
Exercise 12 on page 143. Here is a direct argument. For n = 4, both inequalities
are evident: 16 < 24 < 256. For n > 4, we have n! = (4!) .5 6 ... (n-1) n.
The first factor 4! exceeds 24, and each of the remaining n -4 factors exceeds 2.
So n! > 24 2n-4 = 2n.
The inequality n! < n' is true since n! is a product of integers, all but
one of which are less than n.
(b) Let's be greedy and claim that 40n < n! for sufficiently large n. This will be a
little trickier than 2" < n! to verify. Observe that for n > 80 we can write
n > n(n

-

[n -80 factors]

1).. 81

[n-80 factors]

> 80 .80.. 80

=

-80 = 40' 2"
I '
1 80801
.

which will be greater than 40" provided that 2n > 8080 or n > log2 (8080)
80 log 2 80 t 505.8. This was a "crude" argument in the sense that we lost a
lot [80! in fact] when we wrote n! > n(n - 1)... 81. If we had wanted better
.
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information about where n! actually overtakes 40", we could have made more
careful estimates. Our work was enough, though, to show that 40" < n! for all
sufficiently large n.
0
To be more definite about what we mean when we say "
grows like ... for
large n," we need to develop some new notation, called the big-oh notation. Our
main use for the notation will be to describe algorithm running times.
Given two sequences, say s and a, with nonnegative real values, the statement
"s(n) = 0(a(n))" [read "s(n) is big oh of a(n)"] is intended to mean that as n
gets large the values of s are no larger than some fixed constant multiple of the
values of a. The equals sign = is being used in a new way here, as just part of a
complete notational package, so it has to be read and used carefully. For example,
0(a(n)) = s(n) is not a meaningful statement. Reading the equals sign as "is" gives
the right idea. We might say "love is blind," or "s(n) is 0(a(n))," but not "blind is
love" or "0(a(n)) is s(n)."
MMVTVAIUPV_,

(a) Example l(a) tells us that a/H = 0(n), n = 0(n2 ), etc. Example l(b) tells
us that n = 0(2n), and Example l(c) tells us that n2 = 0(2n). In fact, nm =
0(2") for each m by Example 2(b). Example 3(a) shows that 2n = 0(n!) and
that n! = 0(n0). Also 2" = Q(n0), and similar statements can be inferred from
these examples.
(b) The dominant term of 6n4 + 20n2 + 2000 is 6n4 , since for large n the value of
n4is much greater than n2 or the constant 2000. We will write this observation
as
6n4 + 20n 2 + 2000 = 0(n

4

)

to indicate that the left expression "grows no worse than a multiple of n4 ." It
actually grows a little bit faster than 6n4 . What matters, though, is that for
large enough n the total quantity is no larger than some fixed multiple of n4 .
[In this case, if n > 8, then 20n2 + 2000 < n4 , so 6n4 + 20n2 + 2000 < 7n 4 .
We could also say, of course, that it grows no faster than a multiple of n5 , but
that's not as useful a piece of information.
U
Here is the precise definition. Let s be a sequence of real numbers, and let a
be a sequence of positive real numbers. We write
s(n) = O(a(n))

in case there is some positive constant C such that
Js(n)J < C *a(n)

for all sufficiently large values of n.

Here we are willing to have the inequality fail for a few small values of n, perhaps
because s(n) or a(n) fails to be defined for those values. All we really care about
are the large values of n. In practice, s(n) will represent some sequence of current
interest [such as an upper bound on the time some algorithm will run], while a(n)
will be some simple sequence, like n, log 2 n, n3 , etc., whose growth we understand.
The next theorem lists some of what we have learned in Examples I to 3.

Theorem 1 Here is the hierarchy of several familiar sequences, in the sense that
each sequence is big-oh of any sequence to its right:

1, log2 n,.

,

,

, yn, n, nlog2 n, n v/, n2, n3 , n4,...

,

2",

n!, n".

The constant sequence I in the theorem is defined by 1(n) = I for all n. It
doesn't grow at all. Of course, lots of sequences are not on this list, including some
whose growth rates would put them between ones that are listed. We have just picked
some popular examples.
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(a) Suppose that a(n) = n for all n E N. The statement s(n) = 0(n) means that
Is(n)I is bounded by a constant multiple of n; i.e., there is some C > 0 so that
Is(n)I < Cn for all large enough n X N.
(b) Suppose a(n) = 1 for all n e N. We say that s(n) is 0(1) if there is a constant
C such that ls(n)l < C for all large n, that is, in case the values of Isl are
bounded above by some constant.
(c) The sequence s defined by sn = 3n 2 +15n satisfies s, = 0(n 2 ), because n < n2
for n > 1, and thus IsI < 3n2 + 15n2 = 18n 2 for all large enough n.
(d) The sequence t given by t, = 3n2 + (-1)'15n also satisfies t,, = 0(n 2 ). As in
part (c), we have ItI < 3n2 + 15n 2 = 18n 2 for n > 1.

(e) We can generalize the examples in parts (c) and (d). Consider a polynomial
s(n) = amnf + amUrnl-l + * + ao in n of degree m with am : 0. Here n
is the variable, and m and the coefficients ao, al, . . . am are constants. Since
Iaknkl < lakI n' for k = 0, 1, . . ., m-1, we have
Is(n)I < lanml + la-inmrnl + ** * + laol
< (lamI
+ lam-l + ***+ laol)n m ,

and hence s(n) = O(nm). The first inequality holds because
1XI + X2 +-- -

for any finite sequence xi,

X2, .

+ Xil < IXII + X2+ --- + lx
. ., xi in IR.

U

Because of Example 5(e), a sequence s(n) is said to have polynomial growth
if s(n) = 0(nr) for some positive integer m. From a theoretical point of view,
algorithms whose time behaviors have polynomial growth are regarded as manageable. They certainly are, compared to those with time behavior as bad as 2n, say. In
practice, efficient time behavior like 0(n) or 0 (n log2 n) is most desirable.
People sometimes write "s(n) = 0 (a (n))" when what they intend to say is that
s(n) and a(n) grow at essentially the same rate. The big-theta notation, defined by
s (n) =
in case both s(n) = 0(a(n)) and a(n)

=

(a (n))
0(s(n)), expresses that meaning precisely.

Here a and s are both sequences of positive numbers. While a sequence that is
0 (n log n) might actually be 0 (n), a sequence that is 0 (n log n) could not be 0 (n);
it must in fact grow as rapidly as a multiple of n log n.
(a) We saw in Example 5(c) that 3n2 + 15n = O(n2 ). Since also n2 < 3n 2 <
3n2 + 15n, we have n2 = 0(3n 2 + 15n), and hence 3n2 + 15n = 0(n 2 ).
(b) More generally, if s(n) = ann' + am-rnlmi +
+ ao is a polynomial with
am > G and ak > O for k = 0,. . , m-1, then s(n)
0(nr) by Example 5(e),
and n m = (1/am) amnfm < (l/an)s(n), so n m = 0(s(n)). Thus s(n)
0(n'm ).
.

The next example concerns a sequence that arises in estimating the time behavior of algorithms.

Xf-Al

Let Sn = I + 2 +
+ for n > 1. Sequences defined by sums, such as this one,
+
may be bounded or they may grow larger without bound, even if the terms being
added get smaller and smaller. Calculus provides methods that can often determine
what the behavior is. In the case of this sequence s,, integral calculus yields the
inequalities
In(n + 1) < s, < I + Inn
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for n E P, where In is log, with e ; 2.718. Thus s, = O(In n). Also, we have In n <
s,-I < s, for n > 2, so Inn = O(Sn). Thus s, = O(Inn). Since Inn = In2 iog2 n,
U
we also have sn = O(1og 2 n).
.

Our next theorem lists some general facts about big-oh notation. Remember
that writing s(n) = 0(a(n)) just signifies that s(n) is some sequence that is 0(a(n)).

Theorem 2 Let a(n) and b(n) be sequences of positive numbers.
(a) If s(n) = O(a(n)) and
(b) If s(n) = 0(a(n)) and
(c) If s(n) = 0(a(n)) and
0(max{a(n), b(n)1).
(d) If s(n) = 0(a(n)) and

if c is a constant, then c s(n) = O(a(n)).
t(n) = 0(a(n)), then s(n) + t(n) = 0(a(n)).
t(n) = 0(b(n)), then s(n) + t(n) =
.

t(n) = 0(b(n)), then s(n) t(n) = 0(a(n) b(n)).
.

.

Corresponding facts about big-theta can be obtained by using the theorem twice,
once in each direction. You may wish to skip the theorem's proof on first reading
and focus on the examples and discussion after the proof to see what the theorem is
really saying.

Proof Parts (a) and (d) are left to Exercise 25.
(b) If s(n) = 0(a(n)) and t(n) = 0(a(n)), then there exist positive constants C
and D such that
ls(n)l < C a(n)

for all sufficiently large n,

It(n)l < D a(n)

for all sufficiently large n.

and

Since Ix + yI

<

IxI +

IYI

for x, y e R, we conclude that

Is(n) + t(n)l < ls(n)l + lt(n)l < (C + D) a(n)
.

for all sufficiently large n. Consequently, we have s(n) + t(n) = 0(a(n)).
(c) Let s(n) = 0(a(n)) and t(n) = 0(b(n)). Then there exist positive constants
C and D such that
js(n)l

< C a(n)

and

It(n)l < D b(n)
.

for sufficiently large n.

Then we have
Is(n) + t(n)l < Is(n)l + It(n)l < C a(n) + D b(n)

< C maxla(n), b(n)) + D max{a(n), b(n))
.

= (C + D) max{a(n), b(n))
.

for sufficiently large n. Therefore, s(n) + t(n) = O(max{a(n), b(n))).

Xf-Al

Italy

C

(a) Since n 2 + 13n = O(n2 ) and (n + 1)3 = 0(n 3 ) [think about this],
(n2 + 13n) + (n + 1)3

=

0(max{n2 , n3 })

=

0(n 3 )

by Theorem 2(c), and
(n2 + 13n)(n + 1)3 = 0(n 2

- n3 ) = 0(n 5 )

by Theorem 2(d).
t(n) =
(b) If s(n) = 0(n 4 ) and t(n) = 0(log2 n), then we have s(n)
0(n4 10g2 n), s(n)2 = 0(n 8 ), and t(n) 2 = 0(log2 n). Note that 1og2n denotes
.

(lg

2

n) 2 .
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(c) The general principles in Theorem 2 would have shortened some arguments
in Examples 5 and 7. For instance, we know that nk = (nm) if k < m, so
Theorem 2 gives
amnm + am-inf-l +
+ aln + ao
tm
= 0(n
) + 0(nm -1) + * + 0(n) + 0(1)
= 0(nm )

[by Theorem 2(a)]
[by Theorem 2(c)].

We are able to use Theorem 2(c) here because the number of summands, m + 1,
U
does not depend on n.
Looking at Example 4(b) and Example 5, we see that it might be useful to
describe a sequence by giving its dominant term plus terms that contribute less for
large n. Thus we might write
6n4 + 20n 2 + 1000 = 6n4 + 0(n 2 ),
where the big-oh term here stands for the expression 20n2 + 1000, which we know
0=(n 2 ). This usage of the big-oh notation in
satisfies the condition 20n2 + 1000
expressions such as s(n) + 0(a(n)) is slightly different in spirit from the usage in
equations like s(n) = 0(a(n)), but both are consistent with an interpretation that
0 (a (n)) represents "a sequence whose values are bounded by some constant multiple
of a(n) for all large enough n." It is this meaning that we shall use from now on.
Just as we made sense out of s(n) + 0(a(n)), we can write s(n) * 0(a(n)) to
represent a product sequence s(n) * t(n), where t(n) = 0(a(n)).
As a consequence of Example 5(e), we can write
m

,aknk
k=O

= amnm + 0(nm- I)

.

Big-oh and big-theta notation let us work with rough estimates, but they are
not a license to be sloppy. On the contrary, they provide careful, precise meaning
to statements about comparative rates of growth, statements loose enough to omit
irrelevant details but tight enough to capture the essentials.

EM-

1.

W;

For each sequence below, find the smallest number k
such that s(n) = 0(nk). You need not prove that your k
is the best possible.
(a) s(n) = 13n 2 + 4n -73
(b) s(n) = (n 2 + 1)(2n4 + 3n -8)
(c) s(n) = (n 3 + 3n-1)4
(d) n-l

2. Repeat Exercise 1 for
(a) s(n) = (n2 - 1)7
(c) s(n) = N
(d) s(n) = (n

2

2

(b) s(n) =

2
nA

+l

+ n + 1)2 - (n

3

+ 5)

3. For each sequence below, give the sequence a(n) in the
hierarchy of Theorem 1 such that s(n) = 0(a(n)) and
a(n) is as far to the left as possible in the hierarchy.
(a) s(n) = 3"
(b) s(n) = n3 1og 2 n
(c) s(n) = /og

2n

4. Repeat Exercise 3 for
(a) s(n) = n + 3log2 n
(c) s(n) = (n + 1)!

5.

State whether each of the following is true or false. In

each case give a reason for your answer.
(a) 2n+' = 0(2n)
(c) 22n = 0(2n)

(e) 2n+" = 9(2")
(g) 22n = 9(2n)

0(n2)

(b) (n + 1)2
(d) (200n)

2

0(n

-

(n)
9(n2 )

2

6. Repeat Exercise 5 for
(a) log73 n = 0(>.fi)

(b) log2 (n7 3)

(c) log2 n = 0(log2 n)

(d) (4/i + 1)4 = 0(n 2 )

-

0(log2 n)

7. True or false. In each case give a reason.
(a) 40n = 0(2n)

(b) (40n) 2 = 0(n2)

(c) (2n)! = 0(n!)

(d) (n + 1)40 = 0(n4 0 )

8. Let s(n) be a sequence of positive numbers.
(a) Show that 73 . s(n) = 0(s(n)).

(b) s(n) = (n 1og 2 n + 1)2

)

2

(f) (n + 1)2
(h) (200n)

2

(b) Show that if s(n) > I for all n, then Ls(n)J =
() (s(n)).
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9. For each of the following sequences s(n), find a number
k with s(n) = (3(nk).
(a) s(n) = 20n 5

-

3n 3

(b) For which n is algorithm A at least twice as efficient
as algorithm B?

(b) s(n) = (5n6 + 2n4)JI
(c) s(n) = (n 2 + 6n

(d) s(n)

= (n5
n

(e) s(n) =

-

-

l)(n4 + n2 )

l)/(n

-

(a) Which algorithm is more efficient in the long run,
i.e., for large n? Explain.

(c) For which n is algorithm B at least twice as efficient
as algorithm A?

I)

19. For each n e P, let DIGIT(n) be the number of digits in
the decimal expansion of n.

E

(a) Show that

,=1

10. For each of the following sequences s(n), find a number
a with s(n) = E)(an).
(a) s(n) = 3f+5
(b) s(n) = 22n

1 0DIGIT(n)-]

<

n

< I0 DIGIT(nl)

(b) Show that logl 0 n is O(DIGIT(n)).
(c) Show that DIGIT(n) is 0(logl0 n).
(d) Observe that DIGIT(n) = 6(1oglon).
20. Let DIGIT2(n) be the number of digits in the binary
expansion of n. Show that DIGIT2(n) = (9(log 2 n) and
DIGIT2(n) = E3(DIGIT(n)) [see Exercise 19].

(c) s(n) = (log 2 10)n-3
(d) s(n) = ln 2 +200n+5

11. (a) Show that tn = 0(n 2 ), where tn =
n
Ek = I +2+ * +n.

21. (a) Here again is the algorithm for computing an in
Exercise 25 on page 137.
{Input: a number a and a positive integer n.}
(Output: a'.}
begin

k=1
n

(b) Show that if Sn =

k2, then

Sn =

0(n3 ).

p := I

k=1

12. Let A be a positive constant. Show that A' < n! for sufficiently large n. Hint: Analyze Example 3(b).
13. Show that if s(n) = 3n 4 + 0(n) and t(n) = 2n 3 + 0(n),
then
(a) s(n) + t(n) = 3n 4 + 0(n 3 )
(b) s(n) . t(n) = 6n7 + 0(n 5 )

i :=i DIv2=

(b) If s(n) = 0(n) and t(n) = 0(n2 ), then
(Sn 3 + s(n)) * (3n 4 + t(n)) = 15n7 + 0(n

L2

return p
end

14. Show that
(a) If s(n) = 0(n 2 ) and t(n) = 0(n 3 ), then
(5n 3 + s(n)) * (3n 4 + t(n)) = 15n7 + 0(n

q :=a
i :=n
while i> 0 do
if i is odd then p := p q
tDo the next two steps whether or not i is odd.)
q :=q q

6

).

Show that the algorithm makes 0 (log2 n) passes
through the while loop.

5

).

(b) How many passes does the algorithm make through

15. This exercise shows that one must be careful using division in big-oh calculations. Big-theta notation works better for division: see Exercise 23.
(a) Let s(n) = n5 and t(n)
n. Observe that s(n)
0(n 5 ) and t(n) = 0(n 2 ) but that s(n)/t(n) is not
0(n3).

(b) Give examples of sequences s(n) and t (n) such that
s(n) = 0(n 6 ) and t(n) = 0(n 2 ), but s(n)/t(n) is not
0 (n 4).
16. Show that log 10 n = a (log 2 n).
17. With an input of size n, algorithm A requires 5n log2 n
operations and algorithm B requires 80n operations.
(a) Which algorithm is more efficient-requires fewer
operations for a given input size-in the long run,
i.e., for large n? Explain.
(b) For which n is algorithm A at least twice as efficient
as algorithm B?
(c) For which n is algorithm B at least twice as efficient
as algorithm A?
18. With an input of size n, algorithm A requires 1000/n
operations and algorithm B requires Sn operations.

the loop for n = 3, n = 2100, and n = 3

.2'00

22. (a) Show that the following algorithm for computing a'
makes 6(n) passes through the while loop.
{Input: a number a and a positive integer n.}
{Output: a'.)
begin
p := I

q :=a

i :=n
while i > 0 do
p := p a
return p
end
(b) Is this algorithm faster than the one in Exercise 21
for large values of n?
23. Show that if s(n) = (9(n5 ) and t(n) = E(n 2), then
s(n)/t(n) = 0(n 3 ). [Compare this statement with
Exercise 15.]
24. Explain why part (b) of Theorem 2 can be viewed as a
special case of part (c).
25. Explain why parts (a) and (d) of Theorem 2 are true.
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Recursive Definitions

I

I

The values of the terms in a sequence may be given explicitly by formulas such as
Sn = n3- 73n or by descriptions such as "let t, be the weight of the nth edge on
the path." Terms may also be defined by descriptions that involve other terms that
come before them in the sequence.
We say that a sequence is defined recursively provided:
(B)

Some finite set of values, usually the first one or first few, are specified.

(R)

The remaining values of the sequence are defined in terms of previous
values of the sequence. A formula that gives such a definition is called
a recurrence formula or relation.

The requirement (B) gives the basis or starting point for the definition. The
remainder of the sequence is determined by using the relation (R) repeatedly, i.e.,
recurrently.
(a) We can define the familiar sequence FACT recursively by
(B)
(R)

FACT(O) = 1,

for n E N.

FACT(n + 1) = (n + 1) FACT(n)
.

Condition (R) lets us calculate FACT(l), then FACT(2), then FACT(3), etc.,
and we quickly see that FACT(n) = n! for the first several values of n. This
equation can be proved for all n by mathematical induction, as follows. By (B),
FACT(O) = 1 = 0! Assuming inductively that FACT(m) = m! for some m E N
and using (R), we get FACT(m+l) = (m+l).FACT(m) = (m+1).m! = (m+1)!
for the inductive step. Since we understand the sequence n! already, the recursive definition above may seem silly, but we will try to convince you in part
(b) that recursive definitions of even simple sequences are useful.
n

I

(b) Consider the sequence SUM(n) =

To write a computer program that

calculates the values of SUM for large values of n, one could use the following
recursive definition:

SUMAigorithm(integer, integer)
lInput: integer n

>

0.)
n

[Output: SUM,

the sum

EZ-)

,=O it0

lAuxiliary variable: FACT.)
begin
i :=0
SUM := O
FACT:= I
while i <n do
SUM:= SUM + I/FACT
FACT := (i + 1). FACT
i :=i+I

return SUM
end

Figure 1 A

I

(B)

SUM(0) = 1,

(R)

SUM(n + 1) = SUM(n) +

!

The added term in (R) is the reciprocal of (n + 1)!, so FACT(n + 1) will be needed
as the program progresses. At each n, one could instruct the program to calculate
FACT(n + 1) from scratch or one could store a large number of these values.
Clearly, it would be more efficient to alternately calculate FACT(n + 1) and
SUM(n + 1) using the recursive definition in part (a) for FACT and the recursive
definition above for SUM. Figure 1 shows an algorithm designed that way.
(c) Define the sequence SEQ as follows:
(B)
(R)

SEQ(O) = 1,
SEQ(n + 1) = (n + l)/SEQ(n)

for n e N.

With n = 0, (R) gives SEQ(l) = 1/1 = 1. Then with n = 1, we find that
SEQ(2) = 2/1 = 2. Continuing in this way, we see that the first few terms are
1, 1, 2, 3/2, 8/3, 15/8, 16/5, 35/16. It is by no means apparent what a general
formula for SEQ(n) might be. It is evident that SEQ(73) exists, but it would take
U
considerable calculation to find it.
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In Example 1, how did we know that SEQ(73) exists? Our certainty is based on
the belief that recursive definitions do indeed define sequences on all of N, unless
some step leads to an illegal computation such as division by 0. We could prove by
induction that the recursive definition in Example 1 defines a sequence, but we will
use the Well-Ordering Principle instead; see page 131. Let
S

{=
n EN

:SEQ(n) =

0 or

SEQ(n)

is not defined).

We want to show that S is empty. If not, it has a smallest member, say m. By (B)
m 0 0, so m - I E N. Since m is the smallest bad guy, SEQ(m - 1) # 0 and
SEQ(m - 1)is defined. But then (R) defines SEQ(m) = m/SEQ(m - 1) # 0, contrary
to m E S. Thus S must be empty.
We have just shown that the two conditions
(B)
(R)

SEQ(0) = 1,
SEQ(n + 1) = (n +

1)/SEQ(n)

for n E N

define SEQ, and we can just as easily show that
that satisfies the conditions
(B')

ao = 1,

(R')

an+l = (n + 1)/an

SEQ

isthe only sequence ao, al,

a2, ....

for n E N.

For suppose that (an) satisfies (B') and (R'). Then ao = I
SEQ(n), then
an+t = (n + I)/an = (n + 1)/SEQ(n)

=

=

SEQ(n

SEQ(0),

and if an

=

+ 1).

By the Principle of Mathematical Induction, an = SEQ(n) for every n in N. If we
could somehow find a formula for a sequence (an) satisfying (B') and (R'), then it
would be a formula for SEQ.
The proof we just gave that SEQ(n) is uniquely defined for each n uses the
fact that SEQ(n + 1) only depends on SEQ(n). Recursive definitions allow a term to
depend on terms before it besides the one just preceding it. In such cases, either
the Well-Ordering Principle or an enhanced version of the Principle of Mathematical
Induction that we take up in §4.6 can be used to prove that the sequences are well
defined and uniquely determined by the conditions. In particular, an extension of the
argument above shows the following [see Exercise 19 on page 180].
Proposition If a sequence (Sn) is defined by a basis and a recurrence condition,
then it is the only sequence that satisfies these conditions.
The values of the terms in a recursively defined sequence can be calculated in
more than one way. An iterative calculation finds Sn by computing all the values
sI, S2, . . ., Sn-I first so that they are available to use in computing sn. We had in
mind an iterative calculation of the sequences in Example 1. To calculate FACT(73),
for instance, we would first calculate FACT(k) for k = 1,2,...,72, even though we
might have no interest in these preliminary values themselves.
In the case of FACT, there really seems to be no better alternative. Sometimes,
though, there is a more clever way to calculate a given value of Sn. A recursive
calculation finds the value of S, by looking to see which terms Sn depends on, then
which terms those terms depend on, and so on. It may turn out that the value of Sn
only depends on the values of a relatively small set of its predecessors, in which
case the other previous terms can be ignored.
:VAA LIFA
IN I :W

(a) Define the sequence T by
(B)
(R)

T(1) =1,
T(n)= 2 T(Ln/21J)

for n > 2.
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Then
T(73) = 2. T(73/2J)

=

2 - T(36)

= 2 . 2 2 2- T(4) = 2 -2.
=

2

2- 2

2 2 - 2.
2

=

2 .2. T(18) = 2 .2 .2- T(9)

2- 2-

2- T(2)

T(1) = 26.

For this calculation we only need the values of T(36), T(18), T(9), T(4), T(2),
and T(l), and we have no need to compute the other 66 values of T(n) that
precede T(73).
This sequence can be described in another way as follows [Exercise 19
on page 171]:
T(n) is the largest integer 2k with

2k

< n.

Using this description we could compute T(73) by looking at the list of powers
of 2 less than 73 and taking the largest one.
(b) A slight change in (R) from part (a) gives the sequence Q with
(B)
(R)

Q(l) =1,
Q(n)= 2 - Q(Ln/21) + n

for n > 2.

Now the general term is not so clear, but we can still find Q(73) recursively
U
from Q(36), Q(18),..., Q(2), Q(1).
Mmfff

(a) The Fibonacci sequence is defined as follows:
(B)
(R)

FIB(l) = FIB(2) = 1,
FlB(n) = FiB(n -

1) + FIB(n -2)

for n > 3.

Note that the recurrence formula makes no sense for n = 2, SO FIB(2) had to
be defined separately in the basis. The first few terms of this sequence are
1, 1, 2, 3, 5, 8, 13, 21, 34, 55, 89.
This sequence will reappear in various places in the book.
(b) Here is an easy way to define the sequence
0, 0, 1, 1, 2, 2, 3, 3,.
(B)
(R)

SEQ(0) = SEQ(l) = 0,
SEQ(n) = 1 + SEQ(n -2)

Compare Exercise I (a) on page 38.

for n > 2.
U

Let E = {a, b).
(a) We are interested in the number sn of words of length n that do not contain
the string aa. Let's write An for the set of words in En of this form. Then
Ao={X,Al =E,andA 2 -= 2 \{aa},soso=1,sl=2,ands2=4-1=3.
To get a recurrence formula for s, we consider n > 2 and count the number
of words in A, in terms of shorter words. If a word in A, ends in b, then the
b can be preceded by any word in A,-I. So there are s,_1 words in An that
end in b. If a word in A, ends in a, then the last two letters must be ba since
the string aa is not allowed, and this string can be preceded by any word in
A,-2. So there are sn-2 words in An that end in a. Thus sn = Sn-1 + Sn-2 for
n > 2. This is the recurrence relation for the Fibonacci sequence, but note that
the basis is different: s, = 2 and S2 = 3, while FIB(1) = 1 and FIB(2) = 1. In
fact, sn = FIB(n + 2) for n c N [Exercise 13].
(b) Since En has 2" words in it, there are 2n - Sn = 2n - FB(n + 2) words of
U
length n that do contain aa.
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37-j in IU 4

Let X = {a, b, c}, let B, be the set of words in En with an even number of a's,
and let tn denote the number of words in B, Then Bo = 1X}, B. = {b, c}, and
B2 = {aa, bb, bc, cb, cc), so to = 1, tj = 2, and t 2 = 5. We count the number of
words in B, by looking at the last letter. If a word in B, ends in b, then that b can
be preceded by any word in B,-1. So t,-l words in B, end in b. Similarly, t,-l
words in B, end in c. If a word in B, ends in a, then the a must be preceded by a
word in En-l with an odd number of a's. Since En-l has 3n-1 words, 3 n-1 - tn-1
of them must have an odd number of a's. Hence 3 n-1 - tn-I words in B, end in a.
Thus
tn = tn - I + tn - i + (3 n-1

tn-I

= 3n 1 + tn-I

for n > 1. Hence t3 = 32 + t2 = 9 + 5 = 14, t4 = 33 + t 3 = 27 + 14 = 41, etc.
In this case, it's relatively easy to find an explicit formula for tn. First note that
t

3n-1 + tn_

2

= 3n-1 + 3n

+ tn-2 =
n-I

3n-1 + 3n-2 + .+

3 + to = I + Y 3k
k=0

If the first set of three dots makes you nervous, you can supply a proof by induction.
Now we apply Example 2(c) on page 139 to obtain
tn - 1
3 1

1

3 +1
2

3 - 1
2

Our mental process works for n > 1, but the formula works for n = 0, too. The
formula for tn looks right: about half of the words in En use an even number of a's.
Notice the technique that we used to get the formula for tn. We wrote tn in
terms of tn-t, then tn-2, then tn-3 .... and collected the leftover terms to see if
they suggested a formula. They looked like 3n-1 + 3n-2 + 3n-3 +
+ 3' -k + tn-k,
so we guessed that carrying the process backward far enough would give tn =
3nf + .+±3 0 +-to.
Another way to guess the formula would have been to start at the small end,
but not to do the simplifying arithmetic. Here's how that process might go.
to = I
ti =3°+ 1
t2 = 31 + (30 + 1)

t=

32 + (31 + (30 + 1))

t=

3 + (32+ (3' + (30 + 1)))

n-I
t3n

+ 3n

2

+

+ 3+ 1+ 1 =

+ Z3
k=0

We have illustrated two of the tricks of the trade, but it really doesn't matter
how we arrive at the formula as long as we can show that it's correct. To prove that
our guess is correct, it is enough to prove that it satisfies the recurrence conditions
that define tn: to = 1 and tn = 3n"-1 + tn- . We simply check:
30 + I =
2I
2

and

3n + l = 3n-1 +
2

=3

+for

I+1
2

n EP'.

This method of proof is legitimate because the recurrence conditions define the
sequence tn uniquely.
U
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(a) Define the sequence S by

-

(B)
(R)

S(0) = 0, S(1) = 1,
S(n) =S(Ln/2j) + S(Ln/51)

for n > 2.

It makes sense to calculate the values of S recursively, rather than iteratively.

For instance,
S(73) = S(36) + S(14) = [5(18) + S(7)] + [5(7) + S(2)]
= S(18) + 2S(7) + S(2)
= S(9) + S(3) + 2[S(3) + S()

=

+ S() + S(0)

85(1) + 65(0) = 8.

The calculation of S(73) involves the values of S(36), S(18), S(14), S(9), S(7),
S(4), S(3), S(2), S(l), and S(0), but that's still better than finding all values
of S(k) for k = 1, . . , 72.
(b) Recursive calculation requires storage space for the intermediate values that
have been called for but not yet computed. It may be possible, though, to keep
the number of storage slots fairly small. For example, the recursive calculation
of FACT(6) goes like this:
FACT(6)

= 6

* FACT(5)

= 30

* FACT(4) =

120 * FACT(3)

=

Only one address is needed for the intermediate [unknown] value FACT(k) for
k < 6. Similarly,
FIB(7) = FIB(6) + FIB(5) = (FIB(5) + FIB(4)) + FIB(5)
= 2 FIB(5) + FIB(4)
= 3 * FIB(4) + 2 FIB(3)
= 5 * FIB(3) + 3 * FIB(2)

= 8 FIB(2) + 5

FIB(1)

only requires two intermediate addresses at each step.
Beware, though. Even if you know how to do the calculation with only
a few addresses, behind the scenes your software may be setting up not only
an address, but even a complete recursion tree for each as-yet-uncomputed
U
intermediate value.
Of course, we can give recursive definitions even if the values of the sequence
are not real numbers.
-Zh

-

Let S be a set and let f be a function from S into S. Our goal is to recursively
define the composition f(n) of f with itself n times. It is convenient to define f(°)
to be the identity function 1s, i.e., the function given by Is(s) = s for all s E S.
Here is the recursive definition.
[the identity function on S],
(B) f(°) = Is
(R) ff(n+l)
f (n) o f
Thus
f(l) =f,

f( 2 ) = f of,

f( 3 ) = f o f o f,

etc.

(1)

In other words,
f(n) == f

0 f

0 ...

0 f

[n times].

(2)

158

Chapter 4 * Induction and Recursion
The recursive definition is more precise than the "etc." in (1) or the three dots
in (2).
U
As in Example 7, recursive definitions often give concise, unambiguous definitions of objects that we understand well already. They can also be especially useful
for writing programs that deal with such objects.

-*-

Let a be a nonzero real number. Define the powers of a by
(B)

(R)

ao = 1,
an+l = a' *a

for n e N.

Equivalently,
(B)
(R)

Pow(O) = 1,
POW(n + 1) = POW(n) a

for n e N.

An algorithm for computing an based on this definition practically writes itself.
[Unfortunately, it's incredibly slow compared with the algorithm in Exercise 25 on
page 137. See Exercises 21 and 22 of §4.3.]
U
M

I3:11

A

*

*

M

Let (aj)j p be a sequence of real numbers. We can define the product notation by

(B)

[H aj =a(,
j=l
n+I

(R)

n

H aj = an+ * LHaj
j=1

for n > 1.

j=1

Equivalently,
(B)
(R)

PROD(I) =al,
PROD(n + 1) = an+] * PROD(n)

These recursive definitions start at n
product" to be 1; i.e.,

=

for n > 1.
1. An alternative is to define the "empty

0

(B)

Haj = 1 [which looks peculiar],
j=I

or
(B)

PROD(O) = 1.

Then the same recursive relation (R) as before serves to define the remaining terms
of the sequence.
N

N

MA

A

1. We recursively define so = I and

Sn+1

= 2 /s, for n

E

N.

(a) List the first few terms of the sequence.
(b) What is the set of values of s?
2. We recursively define SEQ(O) = 0 and SEQ(n + 1) =
1/[1 + sEQ(n)] for n E N. Calculate SEQ(n) for n = 1, 2,
3, 4, and 6.
3. Consider the sequence (1, 3, 9, 27, 81, ... ).

(a) Give a
SEQ(0)
(b) Give a
4. (a) Give a

formula for the nth term SEQ(n), where
= 1.
recursive definition for the sequence SEQ.
recursive definition for the sequence
(2, 22, (22)2, ((22)2)2 .... ), i.e., (2, 4, 16, 256, ... ).
(b) Give a recursive definition for the sequence
(2, 22, 2(22), 2(2(22),

... ), i.e.,

(2,4, 16, 65536,... ).
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5. Is the following a recursive definition for a sequence
SEQ? Explain.

(B)

SEQ(O) = 1,

(R)

SEQ(n + 1) = SEQ(n)/[100 - n].

6. (a) Calculate

SEQ(9),

where

SEQ is as in Example 1(c).

(b) Calculate FIB(12), where FIB is as in Example 3(a).
(c) Calculate Q(19), where Q is as in Example 2(b).
7. Let E = la, b, c) and let s, denote the number of words
of length n that do not contain the string aa.
(a) Calculate so, Sj, and S2.

(b) Find a recurrence formula for s,,.
(c) Calculate S3 and s4.
8. Let E = (a, b} and let sn denote the number of words of
length n that do not contain the string ab.
(a) Calculate so, sI, S2, and s3.
(b) Find a formula for S, and prove it is correct.
9. Let E = la, bh and let t, denote the number of words of
length n with an even number of a's.
(a) Calculate to, tI, t 2 , and t 3.
(b) Find a formula for t, and prove it is correct.
(c) Does your formula for t, work for n = 0?
10. Consider the sequence defined by

(B)

SEQ(0) = 1, SEQ(l) = 0,

(R)

SEQ(n) = SEQ(n- 2)

for n > 2.

(b) What is the set of values of this sequence?

(b) Calculate A(6) recursively.
(c) Is the sequence A familiar?
18. Consider the process of assigning 2n children to n cars
in a playground train so that two children go in each
car. First choose two children for the front car [there are
2n(2n - 1)/2 ways to do this, as we will see in §5.1].
Then distribute the rest of the children to the remaining
n - 1 cars. Let B(n) be the number of ways to assign 2n
children to n cars.
(a) Write a recursive definition of the sequence B.
(b) Calculate B(3) recursively.
(c) Calculate B(5) iteratively.
(d) Give an explicit formula for B(n).
19. Consider the sequence FOo defined by

(B)

FOO(0) = ], F1o(l) =

(R)

Foo(n) = 10

(b) Prove that all the terms an are odd integers.
12. Calculate the following values of S in Example 6 recursively.
(a) S(4)
(b) S(5)
(c) S(10)
13. Show that, if the sequence S, satisfies st
2, S2 = 3,
and S, = Sn-I + Sn-2 for n > 3, thenSn= FiB(n + 2) for
n E N. Hint: Apply the Well-Ordering Principle to the

(a) What is the set of values of Foo?

(B)

GOO(0) = I,GOO(l) =

2
10 . GOO(n - 1) + 100

(R)

GOO()

=

OO(n-2)

for n > 2.

n

(a) Give a recursive definition for suM(n)

aj for

j=I

n> 1.
(b) Revise your recursive definition for suM(n) by starting with n = 0. What is the "empty sum"?
21. Let (AI, A 2 .... ) be a sequence of subsets of some
set S.
(a) Give a recursive definition for

for n > 1. This

i=O

is actually a simple, familiar sequence. What is it?
16. We recursively define ao = 0, al = 1, a2 = 2, and an =
an-I-an-2 + an-3 for n > 3.
(a) List the first few terms of the sequence until the pattern is clear.
(b) What is the set of values of the sequence?
17. The process of assigning n children to n classroom seats
can be broken down into (l) choosing a child for the

U Aj.
j=I

(b) How would you define the "empty union"?
n

(c) Give a recursive definition for

n

Aj.

j=I

n-I
= LSEQ(i)

E

n

(a) Calculate b5 iteratively.
(b) Explain why all the terms bn are odd. Hint: Consider
the first one that is even.
1 and SEQ(n)

oFoo(n-)
>2.

2)

FIB(n + 2)1.

14. Recursively define bo = bi = 1 and bn = 2bn-I + bn-2
for n > 2.

=

+

-

20. Let (al, a2 .... ) be a sequence of real numbers.

(a) Calculate a6 recursively.

15. Let SEQ(O)

FOO(n

I

We learned about these entertaining sequences from our
colleague Ivan Niven.

11. We recursively define ao = al = 1 and
an = an-I + 2 an-2 for n > 2.

$

first seat and (2) assigning the other n - children to
the remaining seats. Let A(n) be the number of different
assignments of n children to n seats.
(a) Write a recursive definition of the sequence A.

(b) Repeat part (a) for the sequence GOO defined by

(a) List the first few terms of this sequence.

set S = {n E P : sn

159

(d) How would you define the "empty intersection"?
22. Let (Al, A 2 ,...) be a sequence of subsets of some set
S. Define
(B)

sYM(l) = At,

(R)

sYM(n + 1) = An+ I EDsYM(n)

for n > 1.

Recall that @ denotes symmetric difference. It turns out
that an element x in S belongs to sYM(n) if and only if
the set {k x E Ak and k < n) has an odd number of elements. Prove this by mathematical induction.
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|

Sequences that appear in mathematics and science are frequently defined by recurrences, rather than by formulas. A variety of techniques have been developed to
obtain explicit formulas for the values in some cases. In this section we give the
complete answer for sequences defined by recurrences of the form
Sn = as.-I + bs,-2,

where a and b are constants, and we get substantial information about sequences
that satisfy recurrences of the form
S2n

= 2 sn + f (n)

for known functions f. We begin by considering
Sn = asn-1 + bsn-2,

assuming that the two initial values so and sl are known. The cases where a = 0 or
b = 0 are especially easy to deal with.
If b = 0,so that s, = as,-, for n > 1, then sl = aso, S2 = as1 = a2so, etc.
A simple induction argument shows that S, = anso for all n e N.
Now suppose that a = 0.Then s2
bso, S4 = bs2 = b2 so, etc., so that
S2n = b'so for all n E N. Similarly, S3 = bsj, S5 = b 2s1 , etc., so that S2n+1 = bVs
for all n E N.
S

*

(a) Consider the recurrence relation Sn = 3Sn-1 with so
5. Here a = 3, so
s,= 5 .3 for n E N.
(b) Consider the recurrence relation s, = 3s,,-2 with so = 5 and sl = 2. Here
b = 3, so S2n = 5 3" and S2,+1 = 2 3" for n E N.
U
From now on we will assume that a #&0 and b 54 0. It will be convenient to
ignore the specified values of so and sl until later. From the special cases we have
examined it seems reasonable to hope that some solutions have the form s, = crn
for a nonzero constant c. This hope, if true, would force
rn =arn

4

+brn-2

Dividing by rn-2 would then give r2 = ar + b, or r2 - ar - b = 0. In other
words, if it turns out that Sn = cr' for all n, then r must be a solution of the
quadratic equation x 2 - ax - b = 0, which is called the characteristic equation
of the recurrence relation. This equation has either one or two solutions, and these
solutions tell the story.
Theorem 1 Consider a recurrence relation of the form
sn = asn- + bsn -2

with characteristic equation
x2 -ax-b

=0,

where a and b are nonzero constants.
(a) If the characteristic equation has two different solutions rl and r2, then there
are constants cl and c2 such that

Sn = cirn +C2r2' for n E N.
If so and sl are specified, then the constants can be determined by setting n
and n = 1 in (1) and solving the two equations for cl and c2.

(1)
=

0
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(b) If the characteristic equation has only one solution r, then there are constants
cl and C2 such that
= clrt + c 2

Sn

n rn

for

n E N.

(2)

As in part (a), cl and c2 can be determined if so and sl are specified.
WARNING.

This fine theorem only applies to recurrence relations of the form

Sn =

asn-1 + bsn-2.

Even if a and b are real numbers, the solutions to the characteristic equation
need not be real. The theorem is still true in the nonreal case, but you may wish to
think in terms of real solutions in what follows. We will prove Theorem 1 later, but
first let's look at some examples of its use.

luq

Consider the recurrence relation sn = Sn-l + 2sn-2, where so = sl = 3. Here a = 1
and b = 2. The characteristic equation x 2 x-2 = 0 has solutions rl = 2 and
r2 = -1, since x 2 - x -2 = (x - 2)(x + 1), so part (a) of the theorem applies. By
Theorem 1,
s, = el

2' + C2 * (-l)n

for constants cl and C2. By setting n = 0 and n
so = cl 20 +C2 (-1)°

=

1, we find that

sl = cl 21 +c2

and

(-1);

i.e.,
3 = cl + C2

3 = 2cl-c2.

and

Solving this system of two equations gives Cl = 2 and c2 = 1. We conclude that
Sn =

2 2n + 1 . (-)n

for

= 2 n+l + (-1)n

neN.

It is easy to check that this answer satisfies the recurrence equation and the initial
N
conditions [they're how we got cl and c2], so it must be the correct answer.
Consider again the Fibonacci sequence in Example 3 on page 155. Let so = 0 and
Sn = FIB(n) for n > 1. Then sn = S,-l + S-2 for n > 2. Here a = b = 1, so we
solve x2 x - 1 = 0. By the quadratic formula, the equation has two solutions:
and

11- 2

2

r2 =

Thus part (a) of the theorem applies, so
Sn=
l l+

~r =

While solving for cl and
n = 0 and n = 1 gives

c2,

(

2

c2

(2 2

)

for

n eN.

it's convenient to retain the notation rl and r2. Setting

O=cl +c2

If we replace

)

and

1 = Clrl + c2r2.

by -cl in the second equation, we get 1 = clrl -clr2 = cl (rl -r2)

and hence
I

Cl =
rl

-r2

Since rl - r2 = -i3, we conclude that cl = 1/A/ 3 and c2 =-1/v'3 . Finally,
=

n

1j

Sn
+C~r'
= irl

n

5Cr

n

-

n

r

1 1
= 75rj

(' -r
-r)

for

n > 0,
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so
FIB( )

[(

=

)

(I

-

)

]

n >.

for

This description for FIB(n) is hardly what one could have expected when we started.
FIB(n) is an integer, of course, whereas the expression with the radicals certainly
doesn't look much like an integer. The formula is correct, though. Try it with a
calculator for a couple of values of n to be convinced.
By using the formula, we can compute any value of FIB(n) without having to
find the previous values, and we can also estimate the rate at which FIB(n) grows as
n increases. Since
<0.62,

2

the absolute value of

is less than 0.5 for every positive n, and thus
FIB(n) is the closest integer to I

A

A

(I+

)n.

Consider the sequence (Sn) defined by so =I, S = -3. and Sn = 6sn-1 9sn-2 for
n > 2. Here the characteristic equation is x2 - 6x + 9 = 0, which has exactly one
solution, r = 3. By part (b) of the theorem,
Sn = Cl .

Setting n = 0 and n

-

1,

for

+ c 2 *n *3

3

n

E N.

we get

so = c

30 + 0

and

SI = cl

31 + C2

.

31

or
I

= cl

-3

and

+ 3c2.

=3cl

So cl = I and C2 =-2. Therefore,
Sn =

3'

-

2n3"

n E N,

for

a solution that is easily checked to be correct.

U

Proof of Theorem I
(a) No matter what so and sI are, the equations
so = C1 + C2

SI = clrl + C2r2

and

can be solved for cl and c2, since rl 0 r2. The original sequence (sn) is
determined by the values so and sl and the recurrence condition s, = as,_1 +
bs,-2, so it suffices to show that the sequence defined by (1) also satisfies
this recurrence condition. Since x = ri satisfies x2 = ax + b, we have rj' =
nl]
n-2
ar1
+br 1
, so the sequence (ri')
satisfies the condition s, = as,-, +bs,-2.
So does (r'). It is now easy to check that the sequence defined by (1) also
satisfies the recurrence condition:
as,,-I-+
bs,, 2

2
+ c~r2"-l)
+ b~clr 1n 2 + c~r2 2-)

n1

= a(cir1l-

= cl (are
=

l

+ brA

carl' + c2r'

=

2)n) +

Sn.

C2(ar'n-

+ br n-2)
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(b) If r is the only solution of the characteristic equation, then the characteristic
equation has the form (x - r)2 = 0. Thus the polynomials x2 - 2rx + r 2 and
x2

-

ax
2

b =-r

-

b are equal and, equating their coefficients, we obtain a = 2r and

. The recurrence relation can now be written
Sn = 2rs,1 -I -r 2 Sn-2

Putting n = 0 and n = 1 in equation (2) gives the equations
so=cl

sl =clr+c2r.

and

Since r =A 0, these equations have the solutions cl = so and c2 = -so + sI/r.
As in our proof of part (a), it suffices to show that any sequence defined by (2)
satisfies s, = 2 rsn 1 - r 2 sn-2. But
2

rsni - r2 Sn-2
= 2r(clr'-I + C2(n-

)rn-) -r2(cir'-2 + c2 (n -2)r'

= 2cIrn + 2c

-crn

=

2

cjrn + C2 n

(n

-l)rn

-c

2 (n

2)

-2)r'

rn = Sn.

The proof of the theorem is still valid if the roots of the characteristic equation
are not real, so the theorem is true in that case as well. Finding the values of the
terms with formula (1) will then involve complex arithmetic, but the answers will,
of course, all be real if a, b, so and s, are real. This situation is analogous to the
calculation of the Fibonacci numbers, which are integers, using V5, which is not.
Theorem 1 applies only to recurrences of the form s, = asn 1 + bsn-2, but
it is a useful tool, since recurrences like this come up fairly frequently. There is a
version of the theorem that applies to recurrences of the form
Sn= an 1Sn-I + ** * + an-kSn-k
with k > 3 and constants an-I, . .. , an-k. The characteristic equation in this case is

xk- an-lxk
-an-k = 0. Its roots can be found, at least approximately, using
symbolic computation software, and appropriate constants cI, .C. , Ck can then be
obtained as solutions of a system of linear equations. In case there is one root r that
is larger than all of the others, as there was in the Fibonacci example, the solution
for large values of n will be approximately Cr' for some constant C. The general
theorem is somewhat complicated to state; see, for example, the text Introductory
Combinatorics by Brualdi for more details.
Another important kind of recurrence arises from estimating running times of
what are called divide-and-conquer algorithms. The general algorithm of this type
splits its input problem into two or more pieces, solves the pieces separately, and
then puts the results together for the final answer. A simple example of a divide-andconquer algorithm is the process of finding the largest number in a set of numbers
by breaking the set into two batches of approximately equal size, finding the largest
number in each batch, and then comparing these two to get the largest number
overall. Merge sorting of a set of numbers by sorting the two batches separately and
then fitting the sorted lists together is another example. For more about this topic,
see §7.5.
If T(n) is the time such an algorithm takes to process an input of size n, then
the structure of the algorithm leads to a recurrence of the form
T (n) = T ()+

T ()+

F(n),

where the two T(n/2)'s give the time it takes to process the two batches separately,
and F(n) is the time to fit the two results together. Of course, this equation only
makes sense if n is even.
Our next theorem gives information about recurrences such as this, of the form
S2n = 2 - Sn + f(n).
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We have stated the theorem in a fairly general form, with one very important special
case highlighted. Exercise 19 gives two variations on the theme.

Theorem 2

Let (sn) be a sequence that satisfies a recurrence relation of the form
s2,l=2 .s + f (n)

for

n C P.

Then
2m (I +

S2 m =

f 2E )

for

m E N.

In particular, if
S2n =

2 - Sn + A + B *n

for constants A and B, then
s2m = 2m * si+ (2-1)

Thus, if n

=

2m

B
A + - . 2m.
2

in this case, we have
Sn

B
= nsl + (n-1)A + - *n log 2 n.
2

Before we discuss the proof, let's see how we can use the theorem.
(a) Finding the largest member of a set by dividing and conquering leads to the
recurrence
T(2n) = 2T(n) + A,
where the constant A is the time it takes to compare the winners from the two
halves of the set. According to Theorem 2 with B = 0,
T(2m ) = 2m . T(1) + (2- - 1) . A.
Here T(1) is the time it takes to find the biggest element in a set with one
element. It seems reasonable to regard T(1) as an overhead or handling charge
for examining each element, whereas A is the cost of an individual comparison.
If n = 2m, we get
T(n) = n T(1) + (n -1)

- A,

so T is big-oh of n; i.e., T(n) = O(n). In this algorithm, we examine n
elements and make n - 1 comparisons to find the largest one. Thus, dividing
and conquering gives no essential improvement over simply running through
the elements one at a time, at each step keeping the largest number seen so far.
(b) Sorting the set in part (a) by dividing and conquering gives a recurrence
T(2n)

=

2- T(n) + B -n,

since the time to fit together the two ordered halves into one set is proportional
to the sizes of the two sets being merged. Theorem 2 with A = 0 says that
B
T(2 m ) = 2 m * T(l) + - 2m'm
2
If n = 2m, then
B
T(n) = n *T(l) + - *n 1og 2 n,
2
part of the cost comes from the
n).
For
large
n,
the
biggest
so T(n) = 0(n log 2
merging, not from examining individual elements. This algorithm is actually a
U
reasonably efficient one for many applications.
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You may want to skip the following proof, which is just an algebraic
verification.
Proof of Theorem 2

We verify that if
= 2m(1

S2m

(*)

2)

+ - E

for some m e N, then
S2m+i = 2m+1

+ 2

(

2Y ))

E

Since s2o = 20 -si, because there are no terms in the summation if m = 0, it will
follow by induction on m that (*) holds for every m E N. [Though it's not necessary
to check the case m = 1 separately, the reader may find it comforting.] Here are the
details:
S2 m+1 =

[recurrence]

S2.2m = 2 S2m + f( 2 m)

=2

.

(s1
+-2

E

+

2m+.

2)I

E

+ (2

2

)

[by(*)]

f (2m)[

+

2 22

+
.s,

= s2m+

(2 +1

+ (2m
2

.

The special case f (n) = A + Bn gives a summation that we can compute fairly
easily, but it is just as simple to verify directly [Exercise 181 that

if (s,) satisfies the
mSrecurrence

S2n =

22

+ A + Bn.I

This proof is technically correct, but not illuminating. How did we get the
formula for s2m in the first place? We just used the recurrence to calculate the first
few terms S2, S4, s8, S16 and then guessed the pattern.
The theorem only tells us the values of s, in cases in which n is a power of 2.
That leaves some enormous gaps in our knowledge. It is often the case, however,
that the sequence s is monotone; that is, Sk < s, whenever k < n. Timing estimates
for algorithms generally have this property, for example. If s is monotone and if we
know a function g such that s, < g(n) whenever n is a power of 2, then for a general
integer k we have 2 m`1 < k < 2 m for some m. so S2m- -<Sk < S2m < g(2m). Since
m = [log 2 k], we have Sk < g(2 log 2 kl ) for all k. This inequality isn't beautiful, but
it does show how g provides a bound of Sk for all k.
We often just want to bound the values of s, typically by concluding that
Sn = O(h(n)) for some function h. Replacing "=" by "<" in the proof of Theorem 2
shows that if
S2n <

2 s. + f (n)

n E IP

for

then

(~ <
In particular, if

S2n

Em

2

)

for

< 2 Sn + A, then
.

S2m < 2" . sI + (2m - 1) . A = 0(2m).

m

X

N.
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If, in addition, s is monotone and 2 m`I < k < 2 m, then Sk < S2m < C 2 m for some
C [for instance, C = sl + A], so Sk < C 2 2m `1 < C 2 k. That is, sk = O(k).
The inequality S2n < 2 * s, + B n leads similarly to s2m = 0(2"' m) and to
Sk = 0(k 1og 2 k). We were actually a little imprecise when we estimated the time
for the merge sort in Example 5(b). If one of the two lists is exhausted early, we
can just toss the remainder of the other list in without further action. What we really
have in that example is the inequality T(2n) < 2T(n) + Bn, which of course still
gives T (n) = O (n *log 2 n).
.

07

-

A

1. Give an explicit formula for
-2sn-I for n > 1.

where so = 3 and sn=

Sn,

,
12. Give an explicit formula for sn
(a) so = O and Sn = 5sn- Ifor n > 1.

2. (a) Give an explicit formula for s,,

4

sn-2, where so

SI = 1.

(b) Repeat part (a) for so = I and s,= 2.
3. Prove that if s,, = as,-I for n > I and a :AO, then sn
a" so for n c N.
4. Verify that the sequence given by Sn = 2 n+1 + (-I )n in
Example 2 satisfies the conditions so = sI = 3 and Sn =
s,,
- + 2 sn 2 forn > 2.
5. Verify that the sequence sn = 3 - 2 n 3nin
Example 4 satisfies the conditions so = 1, sI =-3,
and Sn = 6sn11-9S,- 2 for n > 2.
6. Use the formula for FIB(n) in Example 3 and a hand calculator to verify that FIB(6) = 8.

7. Give an explicit formula for sn, where so = 3, si = 6,
and s, = sn- + 2sn-2 for n > 2. Hint: Imitate
Example 2, but note that now sI = 6.

(b) so = O. SI
n > 3.

=

0, S2 = 0, and sn = 17sn-2 -

(c) so = 5 and Sn =

Sn

-

-Sn -2

and that x
bers rl and

= aSn-I + bsn-2

-b = (x-

-ax

for n > 2.

of positive num-

13. Suppose that the sequence So, St, S2,
bers satisfies
Sn

sn-3 for

for n > 1.

(d) so = 3, sI = 5, and sn = 2 sn- I

2

73

for n > 2

rI)(x -r2)

for real num-

r2.

(a) Show that if rl > r2 > 0 then s, = 0(rl').
(b) Give an example with rl = r2 = 2 for which
0(2n) is false.

Sn =

(c) What big-oh estimate for sn can you give in general
if rl = r2 > 0?

9. Give an explicit formula for the sequence in Example 4
on page 155: so = 1, sI = 2, and Sn = Sn-I + Sn-2 for
n > 2. Hint: Use Example 3 on page 161.

14. Recall that if sn = bsn-2 for n > 2, then S2n, = b'sO and
S2n+1 = bnsl for n E N. Show that Theorem I holds for
a = 0 and b > 0, and reconcile this assertion with the
preceding sentence. That is, specify r1 , r2 , c1, and C2 in
terms of b, so, and sl.

10. Consider the sequence Sn, where so = 2, s, = 1,
and sn = Sn-I + Sn-2 for n > 2.

15. In each of the following cases, give an explicit formula
for S2-.

8. Repeat Exercise 7 with so = 3 and sI = -3.

(a) Calculate Sn for n = 2, 3, 4, 5, and 6.

(a) 52n = 2 sn + 3, si = 1

(b) Give an explicit formula for Sn,

(c) S2n = 2Sn + Sn, SI = 0

(c) Check your answers in part (a) using the formula
obtained in part (b).

(d)

11. In each of the following cases, give an explicit formula
for s,,.
(a) so = 2, sl

-1,

and Sn

Sn - +6sn-2 for n > 2 .

S 2n =2sn +3+5n,Sl

(e) S2n = 2Sn 2

7

(g) S2n = sn -n,

(b)

S2n

= 2s,, sl = 3

=2

, SI =
-

(f) S2n = 2sn -7,

s

= 5

si = 3

(h) S2 n= 2sn + 5 -7n,

St = 0.

(b)so =2 andSn =5 s,_, forn > 1.
(c) so = 1, sI = 8, and Sn = 4sn-- 4s,-2 for n > 2.

16. Suppose that the sequence (Sn) satisfies the given
inequality and that sI = 7. Give your best estimate
for how large S2' can be.

(d) so = c, SI = d, andS, =5sn-- 6sn-2 for n > 2.
Here c and d are unspecified constants.

(a) s2n < 2s,, + I
(b) s2n < 2(s,, + n)
17. Suppose that the sequence (Sn) satisfies the recurrence

(e) so = 1, SI = 4, and Sn = Sn-2 for n > 2.
(f) so= I,sl =2,and s,=

3 Sn-2 forn >2.

(g) so = 1, sI = -3, and Sn
n > 2.

-2sn-

I + 3s,-2 for

(h) so = 1, sI = 2, and Sn

2sn-I + 3sn-2 for n > 2.

S2n =

2

sn + n

Give a formula for s2m in terms of Si, and give an argument that your formula is correct. Suggestion: Apply
Theorem 2 or guess a formula and check that it is
correct.

4.6 * More Induction
18. Verify the formula in Theorem 2 for
f (n) = A + B n.

s2-

in the case

19. Theorem 2 does not specifically apply to the following
two recurrences, but the ideas carry over.

4.6
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(a) Given that t2n = b *t, + f (n) for some constant b
and function f, find a formula for t2y in terms of b,
t 1 , and the values of f.
(b) Given that t3, = 3tn + f (n), find a formula for

t3 m.

More Induction
The principle of mathematical induction studied in §4.2 is often called the First
Principle of Mathematical Induction. We restate it here in a slightly different form.
Convince yourself that there is no substantive change from the previous version.

First Principle of Mathematical Induction

Let m be an integer and let
p(n) be a sequence of propositions defined on the set {n E 2: n > ml. If
(B)
(I)

p(m) is true and
for k > m, p(k) is true whenever p(k

-

1) is true,

then p(n) is true for every n > m.
In the inductive step (I), each proposition is true provided the proposition
immediately preceding it is true. To use this principle for constructing a proof, we
need to check that p(m) is true and that each proposition is true assuming that the
propositionjust before it is true. It is this right to assume the immediately previous
case that makes the method of proof by induction so powerful. It turns out that in fact
we are permitted to assume all previous cases. This apparently stronger assertion is
a consequence of the following principle, whose proof we discuss at the end of this
section.

Second Principle of Mathematical Induction

Let m be an integer and

let p(n) be a sequence of propositions defined on the set In c 2: n > m}. If
(B)
(I)

p(m) is true and
for k > m, p(k) is true whenever p(m), .

p(k

-

1) are all true,

then p(n) is true for every n > m.
To verify (I) for k = m + 1, one shows that p(m) implies p(m + 1). To verify

(I) for k = m + 2, one shows that p(m) and p(m + 1) together imply p(m + 2). And
so on. To verify (I) in general, one considers a k > m, assumes that the propositions
p(n) are true for m < n < k, and shows that these propositions imply that p(k)
is true. The Second Principle of Mathematical Induction is the appropriate version
to use when the truths of the propositions follow from predecessors other than the
immediate predecessors.
Our first example begins to fill in a proof that we promised long ago, in §1.2.

U-1 LE 12-4

We show that every integer n > 2 can be written as a product of primes, a fact that
we stated without proof in Theorem 2 back on page 9. Note that if n is prime the
"product of primes" is simply the number n by itself. For n > 2, let p(n) be the
proposition
'n can be written as a product of primes."
Observe that the First Principle of Mathematical Induction is really unsuitable here.
The lone fact that the integer 1,311,819, say, happens to be a product of primes is of
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no help in showing that 1,311,820 is also a product of primes. We apply the Second
Principle. Clearly, p(2) is true, since 2 is a prime.
Consider k > 2 and assume that p(n) is true for all n satisfying 2 < n < k.
We need to show that it follows from this assumption that p(k) is true. If k is prime,
then p(k) is clearly true. Otherwise, k can be written as a product i .j, where i and j
are integers greater than 1. Thus 2 < i < k and 2 < j < k. Since both p(i) and p(j)
are assumed to be true, we can write i and j as products of primes. Then k = i j
is also a product of primes. We have checked the basis and induction step for the
Second Principle of Mathematical Induction, and so we infer that all the propositions
p(n) are true.
In the next section, we will prove that the factorization of a positive integer
into a product of primes is unique.
U
.

Often the general proof of the inductive step (I) does not work for the first few
values of k. In such a case, these first few values need to be checked separately,
and then they may serve as part of the basis. We restate the Second Principle of
Mathematical Induction in a more general version that applies in such situations.

Second Principle of Mathematical Induction Let m be an integer, let
p(n) be a sequence of propositions defined on the set {n E E: n > m}, and let 1 be
a nonnegative integer. If
(B)
(I)

p(m), . . ., p(m + 1) are all true and
for k > m + 1, p(k) is true whenever p(m),

p(k

-

1) are true,

then p(n) is true for all n > m.
If I = 0, this is our original version of the Second Principle.
In §4.4 we saw that many sequences are defined recursively using earlier terms
other than the immediate predecessors. The Second Principle is the natural form of
induction for proving results about such sequences.
(a) In Exercise 14 on page 159 we recursively defined bo0 = b = 1 and b, =
2bn-I + b,-2 for n > 2. In part (b), we asked for an explanation of why all b,'s
are odd integers. Given what we had discussed up to that point, a proof would
have required use of the Well-Ordering Principle. It is more straightforward to
apply the Second Principle of Mathematical Induction, as follows.
The nth proposition p(n) is "ba is odd." In the inductive step we will use
the relation bk = 2bk-1 + bk-2, and so we'll need k > 2. Hence we'll check
the cases n = 0 and 1 separately. Thus we will use the Second Principle with
m = 0 and I = 1.
(B)

The propositions
bo=

(I)

=

p(O)

and p(l)

are

obviously

true,

since

1.

Consider k > 2 and assume that bn is odd for all n satisfying
0 < n < k. In particular, bk-2 is odd. Clearly, 2bk-1 is even, and
so bk = 2bk-I + bk-2 is the sum of an even and an odd integer.
Thus bk is odd.

It follows from the Second Principle of Mathematical Induction that all

ban's are odd. Note that in this proof the oddness of bk followed from the oddness
of bk-2. An application of Theorem I on page 160 gives us the formula
1
2

1
2

bn = -(1 + V2)n + -(1

-

)n,

2

but it is not at all obvious from this formula that each bn is an odd integer.
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(b) The first few values of the Fibonacci sequence are FIB(1) = 1, FIB(2) = 1,
FIB(3) = 2, FIB(4) = 3, FIB(5) = 5, FIB(6) = 8, .... Most of these are odd
numbers. In fact, the next even one is FIB(9) = 34. Let's see if we can show
that FIB(n) is even if and only if n is a multiple of 3.
This statement is true for 1 < n < 6, as we have just seen. Consider
n > 6, and assume that for 1 < k < n the number FIB(k) is even if and only if
k is a multiple of 3. If n is a multiple of 3, then n - 1 and n - 2 are not, so
FmB(n-1) and FIB(n-2) are both odd. Hence FIB(n) = FIB(n- 1)+FIB(n-2) is
even in this case. If n is not a multiple of 3, then exactly one of n - I and n - 2
is, so just one of FIB(n - 1) and FIB(n - 2) is even and their sum, FIB(n), must
be odd. By the Second Principle of Mathematical Induction, FIB(n) is even if
and only if n in P is a multiple of 3.
D

MFRWI kv

We recursively define ao = al = a2 = 1 and a, = a,-2 + a,-3 for n > 3. The first
few terms of the sequence are 1, 1, 1, 2, 2, 3, 4, 5, 7, 9, 12, 16, 21, 28, 37, 49. The
generalized version of Theorem 1 that we mentioned briefly in §4.5 just after the
proof of that theorem suggests that (an) grows at most exponentially, with an < r'
for some constant r. Can we guess some suitable r and then prove this inequality
in general? A typical strategy is to try to prove the inequality by induction and see
what r needs to be for such a proof to succeed.
Here is our scratchwork. The inductive step will go like this: Assume that
an <rn for 1 <n <k. Then
ak = ak-2

+

ak-3 < rk 2 +rk

3

= (r

+

l)rk

< k

The last inequality here will only be true if r + 1 < r3 . We experiment: r = 1 is
too small, while r = 2 works but seems too large. A little further experimentation
shows that r = 4 works, since 4 + 1 = 7 < 64 = (4) . This guess is not the best
possible, but we didn't ask for the best possible.
Our conjecture now is that a_ < ( 4 )n for n e N, which is clear for n = 0,1,
and 2, by inspection. These cases provide the basis for induction, and the scratchwork
above suggests that we will be able to execute the inductive step. Here are the careful
details. We consider k > 3 and assume that a, < (4) n for 0 < n < k. In particular,
ak-2 < ( 4 )k-2 and ak-3 < (4 )k3 . Thus we have
34\

3

ak = ak-2 + ak-3 < (

Since 4+ 1 <

(4)3,

4k3
4

)k

+

we conclude that ak

< ( 4 )k.

3)

(

4 )k

_

(

+ 1)-

This establishes the inductive step.

Hence we infer from the Second Principle of Mathematical Induction [with m = 0
and 1 = 2] that a, < (4))n for all n E N.
This proof worked because there actually is an r with a, < r' and because
we were able to find a number r with r + I < r3 to fill in our inductive step. If we
hadn't found such a number, then we would have had to find another proof, prove
something else, or abandon the problem. If we had tried a different but suitable r,
then the details of the argument would have changed slightly. Induction gives us a
framework for proofs, but it doesn't provide the details, which are determined by
the particular problem at hand.
N
We have already stated the First Principle of Mathematical Induction for finite
sequences in §4.2. Both versions of the Second Principle can also be stated for finite
sequences. The changes are simple. Suppose that the propositions p(n) are defined
for m < n < m*. Then the first version of the Second Principle can be stated as
follows. If
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(B)

(I)

p(m) is true and
for m < k < m*, p(k) is true whenever p(m),
true,

...

,

p(k

-

1) are all

then p(n) is true for all n satisfying m < n < m*.
We return to the infinite principles of induction and end this section by discussing the logical relationship between the two principles and explaining why we
regard both as valid for constructing proofs.
It turns out that each of the two principles implies the other, in the sense
that if we accept either as valid, then the other is also valid. It is clear that the
Second Principle implies the First Principle, since, if we are allowed to assume all
previous cases, then we are surely allowed to assume the immediately preceding case.
A rigorous proof can be given by showing that (B) and (I) of the Second Principle
are consequences of (B) and (I) of the First Principle.
It is perhaps more surprising that the First Principle implies the Second. A proof
can be given by using the propositions

for

q(n) = p(m) A ... A p(n)

>m

n

and showing that, if the sequence p(n) satisfies (B) and (I) of the Second Principle,
then the sequence q(n) satisfies (B) and (I) of the First Principle. It then follows that
every q(n) is true by the First Principle, so every p(n) is also true.
The equivalence of the two principles is of less concern to us than an assurance
that they are valid rules. For this we rely on the Well-Ordering Principle stated on
page 131.

Proof of the Second Principle Assume
(B)
(I)

p(m), . . ., p(m + I) are all true and
for k > m + 1, p(k) is true whenever p(m),...

,

p(k

-

1) are true,

but that p(n) is false for some n > m. Then the set
S = {n

n > m and p(n) is false)

E E:

is nonempty. By the Well-Ordering Principle, S has a smallest element no. In view
of (B) we must have no > m + 1. Since p(n) is true for m < n < no, condition
(I) implies that p(no) is true also. This contradicts the fact that no belongs to S. It
follows that if (B) and (I) hold, then every p(n) is true.
U
A similar proof can be given for the First Principle but, because the Second
Principle clearly implies the First, it is not needed.
Since the Second Principle is true and lets us assume more, why don't we just
use it every time and forget about the First Principle? The answer is that we could.
The account that we have given included the First Principle because it ties in naturally
with loop invariants and because many people find it easier to begin with than the
Second Principle. The First Principle is a little more natural for some problems, too,
but there's nothing wrong with using the Second Principle of Mathematical Induction
whenever a proof by induction is called for.

.W

Some of the exercises for this section require only the
First Principle of Mathematical Induction and are
included to provide extra practice. Most of them deal
with sequences. You will see a number of applications
later in which sequences are not so obvious.

1. Prove 3 + 11 + .. + (8n -5) = 4n 2

- n

for n

2. For n E P, prove
(a) 1

+ 23 +
1

I* 2

1
2 -3

3. Prove that n 5

-

+ n(n + 1) = 32in(n + l)(n + 2)
1
n
n(n + 1)
n+ I

n is divisible by 10 for an.
all n

E P.

4.7 . The Euclidean Algorithm
4. (a) Calculate b6 for the sequence (b,) in Example 2.
(b) Use the recursive definition of (an) in Example 3 to
calculate as.
5. Is the First Principle of Mathematical Induction adequate
to prove the fact in Exercise I I (b) on page 159? Explain.

for n > 2. Prove that 0 <
n F N.

SEQ(n) <

16. As in Exercise 15 on page 159, let
,I

I for all
SEQ(0) = I

and

I

ESEQ(i) for n > 1. Prove that

SEQ(n) =
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SEQ(n) =

2`1

i=o

6. Recursively define ao = I, a I = 2, and a, = a

l

for

an 2

n > 2.

forn > 1.
17. Recall the Fibonacci sequence in Example 2(b) defined
by

(a) Calculate the first few terms of the sequence.
(b) Using part (a), guess the general formula for an.
(c) Prove the guess in part (b).
a2
7.

Recursively define ao = ai = 1 and a, =

a

1

n

(B)
(R)

FIB(l) = FIB(2) = ],

FIB(n)

FIB(n - 1) + FIB(n - 2)

=

for n

>

3.

Prove that

+ an-2

n-2

FIB(n) = l +
±

for n > 2. Repeat Exercise 6 for this sequence.

FIB(k)

for n > 3.

k=l

8. Recursively define ao = 1, al = 2, and an

n

2
an -2

-

for n > 2. Repeat Exercise 6 for this sequence.
9.

Recursively define ao = 0, al = 1, and
an= (an-1 -an-2 + 3)2 for n > 2. Repeat Exercise 6

18. The Lucas sequence is defined as follows:
(B)
(R)

(b) Prove that an > (3)n for all n

) + LUC(n-2)

for n > 3.

(b) Prove that all the an's are odd.
(c) Prove that an < 2n-1 for all n >

].

12. Recursively define ao = 1,al = 3, a2 = 5, and an
3an-2 + 2 an-3 for n > 3.
(a) Calculate an for n = 3, 4, 5, 6, 7.
(b) Prove that an > 2n for n

1.

>

(d) Prove that an = 2a -1 + (-I) lIfor

>

=

(B)

n > I.

(R)

>

(c) Prove the inequality b, > (vf2)n 2 for n > 2.
14. For the sequence in Exercise 13, show that b,
forn> 1.

SEQ(n-

1) +

n

Q() =1,
Q(n)= 2 .Q([n/2j)

+ n for n > 2,

(c) Show that, in fact, Q(n) is 0(n log2 n) for Q as in
part (b).

3.

15. Recursively define SEQ(0) = 0, SEQ(l)

for n > 2.

then Q(n) is O(n2 ).

3, 4, 5, 6.

2bn-2 for n

l,
2 * T(Ln/2j)

Show that T(n) is the largest integer of the form 2 k with
2k < n. That is, T(n) = 2 LIOgnJ7 where the logarithm is
to the base 2.
20. (a) Show that if T is defined as in Exercise 19, then
T(n) is O(n).

13. Recursively define bo = b1 = b2 = I and
bn = bn-1 + b,-3 for n > 3.

(a) Calculate bn for n

T(l)
T(n)

(b) Show that if the sequence Q is defined as in
Example 2(b) on page 154 by

1.

>

(c) Prove that an < 2+ 1 for n

(b) Prove that LUC(n) = FIB(n + I) + FIB(n - 1)for
n > 2, where FIB is the Fibonacci sequence defined
in Exercise 17.

(B)
(R)

(a) Calculate the first few terms of the sequence.

n

LUC(n) = LUC(nl

19. Let the sequence T be defined as in Example 2(a) on
page 154 by

1.

>

11. Recursively define ao = al = a2 = 1 and
an = an-l + an-2 + an-3 for n > 3 .

SEQ(n) = -

I and LUC(2) = 3,

(a) List the first eight terms of the Lucas sequence.

for this sequence.
10. Recursively define ao = l, al = 2, a2 = 3, and a,, =
an-2 + 2an-3 for n > 3.
(a) Calculate a, for n = 3, 4, 5, 6, 7.

(b) Show that bn

LUC(1) =

-

<

(3)n

1, and
SEQ(n -2)

21. Show that if S is defined as in Example 6 on page 157
by
(B)
(R)

S(O) = 0,S(l) = 1,
S(n) = S(Ln/2j) + S(Ln/5J)

for n

>

2,

then S(n) is O(n).

4.7 The Euclidean Algorithm
I1

In § 1.2 we introduced common divisors and greatest common divisors, and we briefly
discussed the Euclidean algorithm, which computes greatest common divisors. In this
section we develop this algorithm, and we show how to modify the algorithm to solve
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x n - a (mod m) for the unknown x. We also use the algorithm to show that the
factorization of positive integers into products of primes is (essentially) unique.
Recall from §1.2 that a common divisor of integers m and n is an integer
that is a divisor of both m and n. Thus 1 is always a common divisor, and if
m and n are not both 0, then they have only a finite number of common divisors. We define the largest of these to be the greatest common divisor or gcd
of m and n, and we denote it by gcd(m, n). These definitions make sense even
for negative integers, but since the divisors of an integer are the same as the divisors of its negative, and since a greatest common divisor will always be positive,
it is no real restriction to consider just nonnegative m and n. The case in which
one of the two integers is 0 will be an important one, though. Since 0 is a multiple of every integer, every integer is a divisor of 0, and the common divisors
of m and 0 are simply the divisors of m. Thus, if m is a positive integer, then
gcd(m, 0) = m.

The Euclidean algorithm will produce gcd(m, n), and it also will produce integers s and t such that
gcd(m, n) = sm + tn.

We claimed the existence of such integers s and t a long time ago, in our proofs of
Theorems 3 and 4 on pages 12 and 13. The Euclidean algorithm will establish that
claim constructively, but it is useful for much more than theoretical arguments.
As we will see, this algorithm is fast; it requires only O(log 2 (max{m, n}))
arithmetic operations and is practical for numbers with hundreds of digits. But why
would anyone care about finding gcd's or finding the values of s and t for large
numbers anyway? Aside from purely mathematical problems, there are everyday
applications to public-key cryptosystems for secure transmission of data and to fast
implementation of computer arithmetic for very large numbers. The applications
depend upon solving congruences of the form n x - a (mod m) for unknown x,
given m, n, and a, a topic that we will return to later in this section. It turns out that
the most important case is the one in which gcd(m, n) = 1 and that finding t with
1 = sm + tn is the critical step.
The Euclidean algorithm will compute gcd's rapidly using just addition, subtraction, and the functions DIV and MOD from §3.5. The key to the algorithm is the
following fact.
.

Proposition If m and n are integers with n > 0, then the common divisors of
m and n are the same as the common divisors of n and m MOD n. Hence
gcd(m, n) = gcd(n, m MOD n).
Proof We have m = n (m Div n) + m MOD n. This equation holds even if n = 1,
since m DIV 1 = m and m MOD 1 = 0. If n and m MOD n are multiples of d, then both
n (m DIV n) and m MOD n are multiples of d, so their sum m is too. In the other
direction, if m and n are multiples of d', then n (m DIV n) is also a multiple of d';
so the difference m MODfn = m - n (m DIV n) is a multiple of d'.
Since the pairs (m, n) and (n, In MOD n) have the same sets of common divisors,
the two gcd's must be the same.
E
.

.

S

*

(a) We have gcd(45, 12) = gcd(12, 45 MOD 12) = gcd(12, 9) = gcd(9, 12MOD9) =
gcd(9, 3) = gcd(3,

9 MOD 3)

= gcd(3, 0)

=

3. Recall that gcd(m, 0) = m for all

nonzero integers m.
(b) Similarly, we get the chain gcd(20, 63) = gcd(63, 20 MOD 63) = gcd(63, 20)
gcd(20, 63 MOD 20) = gcd(20, 3) = gcd(3, 20 MOD 3) = gcd(3, 2) =
gcd(2, 3 MoD2) = gcd(2, 1) = gcd(l, 2MoD 1) = gcd(l, 0) = 1.
(c) As a third example, gcd(12, 6) = gcd(6, 12MOD 6) = gcd(6, 0) = 6.

=
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These examples suggest a general strategy for finding gcd(m, n): Replace m
and n by n and m MOD n and try again. We hope to reduce in this way to a case where
we know the answer. Here is the resulting algorithm, which was already known to
Euclid over 2000 years ago and may be older than that.

AlgorithmGCD(integer, integer)
{Input: m, n E N, not both 0.1
{Output: gcd(m, n).1
{Auxiliary variables: integers a and b.)
a :=m; b :=n
{The pairs (a, b) and (m, n) have the same gcd .}
while b #0 do
(a, b)
(b, a MoDb)
return a
U
The table in Figure 1 lists the successive values of (a, b) when AlgorithmGCD is
applied to the numbers in Example 1. The output gcd's are shown in boldface. [At
the end of the middle column, recall that 2 MOD 1 = 0.]
e
Figure 1 0

(a, b)

(a, b)

(a, b)

(45,12)
(12,9)
(9,3)
(3,0)

(20,63)
(63,20)
(20,3)
(3,2)
(2,1)
(1,0)

(12,6)
(6,0)

m = 45, n = 12

m=20, n=63

m = 12, n = 6

Theorem 1 AlgorithmGCD computes the gcd of the input integers m and n.
Proof We need to check that the algorithm terminates and that, when it does, a is
the gcd of m and n.
If n = 0, the algorithm sets a
nm, b := 0 and does not execute the while
loop at all, so it terminates with a = m. Since gcd(m, 0) = m for m E P, the
algorithm terminates correctly in this case. Thus suppose that n > 0.
As long as b is positive, the while loop replaces b by a MODb. Then, since
0 < a MOD b < b, the new value of b is smaller than the old value. A decreasing sequence of nonnegative integers must terminate, so b is eventually 0 and the
algorithm terminates.
The Proposition shows that the statement "gcd(a, b) = gcd(m, n)" is an invariant of the while loop. When the loop terminates, a > b = 0, and since a =
gcd(a, 0) we have a = gcd(m, n), as required.
c
The argument that the algorithm terminates shows that it makes at most n
passes through the while loop. In fact, the algorithm is much faster than that.
Theorem 2 For input integers m > n
2 log 2 (m + n) passes through the loop.

>

0, AlgorithmGCD makes at most

Proof In the next paragraph, we will show in general that if a

b +a MoDb < - (a + b).
3

>

b, then
(*)
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This inequality means that the value of a + b decreases by a factor of at least 2/3
with each pass through the loop
while b # 0 do
(a, b) = (b, a MOD b).
At first, a + b = m + n, and after k passes through the loop we have a + b <
(23)
(m + n). Now a + b > I + 0 always, so I < (2)1 (m + n) after the last,

Ith, pass through the loop. Hence m + n > (2), so log2 (m + n) > 1 o1g2 (3) > 2/
and thus / < 2 log2 (m + n), as desired. [Note that lg 2 (3) > 1 follows from the
inequality 3 > 21/2 ~1.414.]
It only remains to prove (*) as promised, which we rewrite as

3b + 3* (a MODb) < 2a + 2b or b + 3. (a MODb) < 2a.
Since a = b. (a DIV b) + a MOD b, this is equivalent to

b +3

(a MOD b) <

2b * (a DIV b) + 2 (a MOD b)

or

b + a MOD b < 2b (a DIV b).
Since a > b, we have a DIV b > 1. Moreover, a

MODb

(t)

< b; thus

b+aMODb < 2b < 2b. (aDIvb),
proving

(t).

U

In fact, AlgorithmGCD typically terminates after far fewer than 2 log2 (m + n)
passes through the loop, though there are inputs m and n (Fibonacci numbers!) that
do require at least log 2 (m + n) passes [see Exercise 15]. Moreover, the numbers a
and b get smaller with each pass, so even starting with very large inputs one quickly
gets manageable numbers. Note also that the hypothesis m > n is not a serious
constraint; if n > m as in Example l(b), then AlgorithmGCD replaces (m, n) by
(n, m MODn) = (n, m) on the first pass.
We will now modify AlgorithmGCD so that it produces not only the integer
d = gcd(m, n), but also integers s and t with d = sm + tn. To make the new
algorithm clearer, we first slightly rewrite AlgorithmGCD, using DIV instead of
MOD. Here is the result.
a

.b = an-

135

40
15
10
5

40
15
10
5

Figure2

q

-qb

3
2
1
2

-120
-30
-10
-10

AlgorithmGCD+(integer, integer)
{Input: m, n E N, not both 0.1
{Output: d = gcd(m, n).}
{Auxiliary variables: integers a, b and q.}
a := m; b := n
while b : 0 do
q := a DIVD
(a, b) := (b, a -qb)

0

d:=a

A

return d
-37&

.TE-

U

Figure 2 gives a table of successive values of a, b, q, and -qb for m = 135 and
n = 40. The output d is in boldface. We have labeled b as anex, to remind ourselves
that each b becomes a in the next pass. In fact, since the b's just become a's, we
U
could delete the b column from the table without losing information.
In the general case, just as in Example 3, if we set ao = m and bo =
n, then AlgorithmGCD+ builds the sequences ao, al, . . . a, al1+1 = 0 and
bo, bl, ... , bl, as well as q1, q2, ... , qi. If ai-1 and bi-I are the values of a and b
at the start of the ith pass through the loop and ai and bi the values at the end, then
a

=

4.7 i The Euclidean Algorithm
a; = bi-,, qi = ai-I Dlvai, and ai+l = bi = ai- -qjbithe finite sequences (ai) and (qi) satisfy
qi = ai-I DIVai

and

ai+l = ai-

-
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= ai- - qiai. That is,

qia

for i = 1,... ,1. Moreover, al = gcd(m, n).
Now we are ready to compute s and t. We will construct two sequences so, sI,
. . .,ss and to, tj, . . ., ti such that
ai =sim+tin

for

i =0,1,

1.

Taking i = I will give gcd(m, n) = al = s1m + t1n, which is what we want.
To start, we want m = ao = som + ton; to accomplish this we set so = 1 and
to = 0. Next we want n = al = sl m + tn, so we set sl =0 and t1 = 1. From now
on we exploit the recurrence ai = ai- -qiai. If we already have
ai-I =si-imr+ti-in

and

ai =sim+tin,

then
ai+l = ai- -qiai = [si- -qisi] m + [ti- -qiti]

n.

Thus, if we set
si+I = si-1

-

qisi

and ti+I = ti- -qi

then we get ai+l = si+lm + ti+in, as desired.
A

Figure 3 shows the successive values of ai, qi, si, and ti for the case m = 135,
n = 40 of Example 3. Sure enough, 5 = 3 135 + (- 10) 40 as claimed.
E

P

.

i

a1

0

135

1
2
3
4

40
15
10
5

51

qi

3
2
1
2

0

Figure 3 &

Si

ti

I
0

0
1

1
-2
3

-3
7
-10

To recast the recursive definition of the sequences (si) and (ti) in forms suitable
for a while loop, we introduce new variables s and t, corresponding to si and ti,
and new variables s' and t', corresponding to si+I and ti+j. While we are at it, we
let a' = b as well. Here is the algorithm that results.

Euclidean Algorithm(integer, integer)
[Input: m, n E N, not both 0.}
{Output: d = gcd(m, n), integers s and t with d = sm + tn.}
(Auxiliary variables: integers q, a, a', s, s' , t, t'.}
a :=m; a := n; s := 1; s' := 0; t := 0; t':
{a =sm + tn and a' =s/m + t'nJ
while a' :A 0 do
q :=aDIVa'
(a, a') := (a', a- qa')
(s, s') := (5',

- qs')

(t, t') :=(t', t -qt')

d := a
return d, s and t

U

We have simply added two more lines to the loop in AlgorithmGCD+, without
affecting the value of a, so this algorithm makes exactly as many passes through
the loop as AlgorithmGCD did. The argument above shows that the equations a =
sm + tn and a' = s'm + t'n are loop invariants, so d = a = sm + tn when the
algorithm terminates, which it does after at most 210g 2 (m + n) iterations. We have
shown the following.

Theorem 3

For input integers m > n > 0, the Euclidean algorithm produces
d = gcd(m, n) and integers s and t with d = sm + tn, using O(log 2 m) arithmetic
operations of the form -, , and DIV.
As noted in § 1.2, every common divisor of m and n will also divide sm + tn
gcd(m, n). We restate this fact as follows.

-
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Corollary

The greatest common divisor gcd(m, n) of m and n is a multiple of
all the common divisors of m and n.
The actual running time for the Euclidean algorithm will depend on how fast
the arithmetic operations are. For large m and n, the operation DIV is the bottleneck.
In our applications to solving congruences n - x - a (mod m), which we are about to
describe, we will only need t and not s, so we can omit the line of the algorithm that
calculates s, with corresponding savings in time. Moreover, since we will only need
t MODm in that case, we can replace t - qt' by (t - qt') MODm in the computation
and keep all the numbers t and t' smaller than m.
We can apply the tools we have developed to the problem of solving congruences of the form

n -x

-

a (mod m)

for x, given a, m, and n, which we said earlier has important applications. If we could
simply divide a by n, then x = a/n would solve the congruence. Unfortunately,
with typical integers n and a, it's not likely that a will be a multiple of n, so this
method usually won't work. Fortunately, we don't need to have n x = a anyway,
since we just want n *x - a (mod m), and there is another approach that does work.
It is based on the properties of arithmetic mod m that we developed in Theorem 2
on page 122 and Theorem 3 on page 123.
Dividing by n is like multiplying by l/n. If we can somehow find an integer
t with

n t

I1 (mod m),

then t will act like 1/n (mod m), and we will have n t a - 1 a = a (mod m),
so x = t a [which looks like n a (mod m)] will solve the congruence, no matter
what a is. Finding t, if it exists, is the key. If gcd(m, n) = 1, then we can use the t
in the equation 1 = sm + tn that EuclideanAlgorithm gives us, and our problem is
solved.
If gcd(m, n) =A 1, however, then it can happen that there is no solution to
n- x - a (mod m). Even if a solution exists for a particular lucky value of a, there
will be no t with n t - I (mod m). For example, 4. x - 2 (mod 6) has the solution
1I (mod 6) is
x = 2, but 4 t =1 (mod 6) has no solution at all, because 4. t
another way of saying that 4t -I is a multiple of 6, but 4t -I is an odd number.
This last argument shows more generally that if gcd(m, n) = d > 1, then
the congruence n x - a (mod m) has no solution unless a is a multiple of d.
[Exercise 13(c) shows that this necessary condition is also sufficient.] If we expect
to be able to solve n x = a (mod m) for arbitrary values of a, then we must have
gcd(m, n) = 1; i.e., m and n need to be relatively prime.
.

.

.

A

(a) Since 5 is prime, each of the congruences n x - I (mod 5), with n = 1, 2, 3,
4, has a solution. These congruences are equivalent to the equations n *5 x = I
in Z(5), which were solved in Exercise 11 on page 125 using a table. With
such small numbers, the Euclidean algorithm was not needed. The solutions are
(mod 5).
1 1
1 (mod 5), 2 .3- 1 (mod 5), 3 2 - 1 (mod 5), and 4 41
(b) Let's solve lOx =1 (mod 37). Since 37 is prime, we know there is a solution,
but creating a table would be inconvenient. We apply the Euclidean algorithm
-11, so 3*37+(-11)*10 = 1.
with m = 37 and n = 10 to obtain s = 3 and t
-I I is a solution of lOx =
Then 10 (-11) = 1 (mod 37) and hence x
I (mod 37). Any integer y with y - -11 (mod 37) is also a solution, so
-11 MOD37 = -11 + 37 = 26 is a solution of 10 *37 x = 1 in Z(37) =
{0, 1, 2, ... , 361. Notice that the value of s is completely irrelevant here.
(c) Consider the equation n x =1 (mod 15). We regard n as fixed and seek
a solution x in 2(15). If n and 15 are not relatively prime, then there is no
solution. In particular, there is no solution if n is a multiple of 3 or 5.
We can, however, solve 13x - I (mod 15), which we know has a solution,
since gcd(13, 15) = 1. We apply the Euclidean algorithm with m = 15 and
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n = 13 to obtain s = -6 and t
don't care about s.] Thus 13 7
13x =1 (mod 15).
.
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7, so (-6). 15 + 7. 13 = 1. [Again, we
1 (mod 15); i.e., x = 7 is a solution of
U

We made the comment in §3.5 that, although +p and *p behave on E(p) =

10, 1, ... , p - 11 like + and - on 2, one must be careful about cancellation in 2(p).
We have seen in this section that if n and p are relatively prime, then we can find
t in Z so that n
1 (mod p). If n C E(p), then by Theorem 3 on page 123 we
have
.t

n *p

(tMODp)

= (n MODp)

*p (tMODp) =

(n *t)MODp

=

1,

l/n in 2 (p) and a *p (tMODp) is a/n in 2 (p). Thus division
by n is possible in E(p) if gcd(n, p) = 1. In case p is prime, gcd(n, p) = 1 for
SO tMODp acts like

every nonzero n in E(p), so division by all nonzero members of Z(p) is legal.
Cancellation of a factor on both sides of an equation is the same as division of
both sides by the canceled factor. Thus, if gcd(n, p) = 1 and a*Pn = b*Pn in E(p),
then a = b, because a = a*pn*p(t MODp) = b*pn*p(t MODp) = b, where t MODp
acts like l/n in 2(p). In terms of congruences, if n and p are relatively prime and
if a n - b n (mod p), then a = b (mod p). We collect some of these facts in the
following theorem, which just gives a taste of the rich algebraic properties of 2(p).

Theorem 4 If p is a prime, then it is possible to divide by, and hence to cancel,
every nonzero element in E(p). More generally, if n in 2(m) is relatively prime
to m, then it is possible to divide by and to cancel n in E(m).
We promised in §§1.2 and 4.6 that we would prove that prime factorizations
are unique. The Euclidean algorithm gives us the key lemma.

Lemma 1 Let m, n E P. If a prime p divides the product mn, then it divides m
or n (or both).
Proof Let d = gcd(m, p). Then d divides the prime p, so d = p or d = 1. If
d = p, then p divides m since p = gcd(m, p) and we're done. If d = 1, then the
Euclidean algorithm provides integers s and t such that 1 = sm + tp. Therefore,
n = s mn + p tn. Since p divides mn by hypothesis and p obviously divides p tn,
p divides n.
C
An easy induction argument extends this lemma to multiple factors.
Lemma 2 If a prime p divides the product ml
then it divides at least one of the factors.

M2

Ink

of positive integers,

We showed in Example 1 on page 167 that every positive integer can be written
as a product of primes. We now prove that this factorization is unique.

Theorem 5 A positive integer n can be written as a product of primes in essentially only one way.
Proof We can write the integer n as a product of primes PI P2... Pj, where each
prime is listed according to the number of times that it appears in the factorization.
For example, if n = 168 = 2 . 2 . 2. 3 . 7, then i = 5, P1 = P2 = p3 = 2, p4 = 3,
and p5 = 7. The statement of this theorem means simply that, if our general n is
also written as a product of primes q. q2 . qk in some way, then j = k and,
moreover, by relabeling the q-primes if necessary, we can arrange for pi = qi,
P2 = q2, ... , pj = qj. Thus, no matter how 168 is written as a product of primes,
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there will be five factors: three of them will be 2, one will be 3, and the other will
be 7.
For the proof, note that the prime pl divides the product q. *q2...qk, so
Lemma 4.7 says that P, divides one of the prime q-factors. Since the q-factor is
a prime, it must be equal to pi. Let's relabel the q-primes so that qj = pl. Now
P2 - P3 ... Pj = q2
q3 ... qk. By the same argument, we can relabel the remaining qprimes so that q2 = P2, etc. To give a tighter argument, an application of the Second
Principle of Mathematical Induction is called for here. Assume that the statement of
the theorem is true for integers less than n. As above, arrange for qi = Pi. Then
apply the inductive assumption to
n
- = P2 P3 . * Pj = q2 q3 *
Pi

qk

to conclude that j = k and that the remaining q-primes can be relabeled so that
P2 = q2 .

r

Pj = qj.

MT

Notice that many of the answers are easy to check, once
found.
1. Use any method to find gcd(m, n) for the following
pairs.

(a) m = 20, n = 20
(c) m = 20, n = I
(e) m = 20, n = 72

(b) m = 20, n = 10
(d) m = 20, n = 0
(f) m = 20, n -20

(g) m = 120, n = 162

(h) m = 20, n -27

2. Repeat Exercise 1 for the following pairs.
(a) m = 17, n = 34
(b) m = 17, n
(c) m = 17, n = 850
(e) m = 289, n = 850

72

(d) m = 170, n -850
(f) m = 2890, n
850

3. List the pairs (a, b) that arise when AlgorithmGCD is
applied to the numbers m and n, and find gcd(m, n).
(a) m = 20, n = 14
(b) m = 20, n = 7
(c)m=20,n=30
(d)m =2000,n=987
4. Repeat Exercise 3 for the following.
(a) m = 30, n = 30
(b) m = 30, n = 10
(c) m = 30, n = 60
(d) m = 3000, n = 999
5. Use the Euclidean algorithm to find gcd(m, n) and integers s and t with gcd(m, n) = sm + tn for the following.
Suggestion: Make tables like the one in Figure 3.
(a) m = 20, n = 14
(b) m = 72, n = 17
(c) m = 20, n = 30
(d) m = 320, n = 30
6. Repeat Exercise 5 for the following.
(b) m = 8359, n = 9373
(a) m = 14,259, n = 3521
7. For each value of n solve n x = I (mod 26) with
0 < x < 26, or explain why no solution exists.
(a) n =5
(b) n
11
(c) n =4
(d) n =9
(e) n
17
(f) n
13
8. Repeat Exercise 7 for the congruence n x - 1 (mod 24)
with 0 <x <24.
9. Solve the following congruence equations for x.
(a) 8x -1 (mod 13)
(b) 8x - 4 (mod 13)

(c) 99x

-

I (mod 13)

(d) 99x - 5 (mod 13)

10. Solve for x.

(a) 2000x
(c) 1647x

-

I (mod 643)

(b) 643x

I (mod 788)

(d) 788x

I (mod 2000)
-24

(mod 1647)

11. Show that the equations a = sm + tn and a' =

s m + t'n are invariants for the loop in EuclideanAlgorithm no matter how q is defined in the loop. [Thus a
mistake in calculating or guessing q does no permanent
harm.]

12. Consider integers m and n, not both 0. Show that
gcd(m, n) is the smallest positive integer that can be
written as am + bn for integers a and b.
13. Suppose that d = gcd(m, n) = sm + tn for some integers
s and t and positive integers m and n.
(a) Show that m/d and n/d are relatively prime.
(b) Show that if d = s'm + t'n for s', t' c Z. then s'
s + k . n/d for some k E Z.

-

(c) Show that if a is a multiple of d, then nx - a
(mod m) has a solution. Hint: nt d (mod m).
14. Suppose that d = gcd(m, n) = sm + tn for some s, t E Z
and positive integers m and n.
(a) Show that if s' = s + k .n/d and t' = t-k
then d = s'm + t'n.

m/d,

(b) Show that there are s', t' E Z such that
d = s'm + t'n and 0 < s' < n/d.

15. (a) Show that, with m =

FIB(I + 2) and n = FIB(l + 1)
as inputs and l > 1, AlgorithmGCD makes exactly 1

passes through the loop. The Fibonacci sequence is
defined in Example 3 on page 155. Hint: Use induction on 1.
(b) Show that k

> 1g 2 FIB(k +

3) for k > 3.

(c) Show that, with inputs m = FIB(l + 2) and
n = FIB(/ + I) and with 1 > 2, AlgorithmGCD makes
at least log2 (m + n) passes through the loop.
16. Write out the induction proof for Lemma 4.7 on
page 177.

Supplementary Exercises
.6

-

6
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As usual:
(a) Satisfy yourself that you can define each concept and can describe each method.
(b) Give at least one reason why the item was included in this chapter.
(c) Think of at least one example of each concept and at least one situation in which each
fact or method would be useful.
CONCEPTS AND NOTATION
while loop
guard, body, pass = iteration, terminate = exit
invariant
for loop, for ... downto loop
mathematical induction
basis, inductive step
recursive definition of sequence
basis, recurrence formula
iterative, recursive calculation
Fibonacci sequence
characteristic equation
divide-and-conquer recurrence
divisor, common divisor, gcd
relatively prime integers
FACTS AND PRINCIPLES
Loop Invariant Theorem
Well-Ordering Principle for N
First and Second Principles of [Finite] Mathematical Induction
[These two principles are logically equivalent.]
Theorem 2 on page 164 on recurrences of form S2n = 2s, + f (n)
If p is prime, then division by nonzero elements is legal in Z(p).
Prime factorization is unique.

METHODS
Use of loop invariants to develop algorithms and verify correctness
Solution of s, = as,_1 + bs,-2 with characteristic equation
Euclidean algorithm to compute gcd(m, n) and integers s, t with gcd(m, n) = sm + tn
Application of the Euclidean algorithm to congruences m *x a (mod n)

*0e1W

1. Consider the loop "while n < 200 do n := 10 - 3n."
Which of the following are invariants of the loop?
Explain in each case.
(a) n is odd.

(b) n is even.

2. (a) Is 3n < 2m an invariant of the loop
"while n < m do n := 3n and m :- 2m"? Explain.

(a)

(b)En=,k 2 = 0(n

+n=0(n)

2

)

2

(c) n! = 0(2n)

(d) 2n = 0(n )

4. Suppose that we are given that f (n) = 0(n 2 ) and
that g(n) = 0(n 3 ). For each function below, indicate
its growth 0(nk) with the smallest k that you can be
sure of.

(b) Is 3n < 2m an invariant of the loop
"while n > m do n := 3n and m := 2m"? Explain.
3. For each statement, indicate whether it is true or false.

n2

5.

(a) f(n) + g(n)
(d) f(n) 2 + g(n)2

(b) f (n) g(n)

(a) Show that 3(n +

7)2

= 0(n 2 ).

(c) f (n) 2
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(b) Show that 22, = 0(3') is false.
(c) Show that log(n!) = 0 (n log n).
6. Show that n' = 0(n!) is false.
7. The sequence h0 ,hI, h2 .... satisfies ho = 0, hI = 1 and
h, = 2h, I + h,-2 for n > 2.
(a) Find h 3.

(b) Find a formula for hn.

19. Prove the proposition on page 154. That is, show that
if the sequence so, sI, s2 ... is defined by a basis and
recurrence condition and if the sequence to, tI, t2, . . .
satisfies the same basis and recurrence condition, then
sn = tn for every n in N.
20. Define the sequence ao, at, a2,
and

(c) Verify that your formula gives the correct value

"2n > n2 ,, true?

(b) Prove by induction that 2n > n2 for all integers
n > 5.
16. Revise DivisionAlgorithm to obtain an algorithm that
finds q and r for all positive integers m and all integers
n, positive, negative, or 0.
17. Suppose that we change DivisionAlgorithm's while
loop to
while r > m do
q :- q + 2
r :=r-2m
Is n = m . q + r still a loop invariant? How about 0 < r?
Does the changed algorithm still produce the q and r we
want? Does your answer fit the pattern of the "somewhat
more explicit" algorithm on page 133?
18. Suppose that 1 = sm + tn for integers s, m, t, and n.
(a) Show that gcd(s, t) divides 1.
(b) Show that if m and n are positive, then they must be
relatively prime.
(c) What can you say about gcd(s, n)?
(d) Is your answer to part (c) correct if s = 0?

by ao = 1, at = 2,

an = 2an-I -an-2 + 2

of h3 .

8. Solve the recurrence relation an = a,-, + 6a,-2 in each
of the following cases.
(a) aO = 2, al = 6
(b) a0 = 1, a2 = 4 [Note: it's a2, not al.]
(c) ao = 0, al = 5
9. Define the sequence (bn) by bo = 5 and bn = 2b,-- 3
for n > 1. Show that bn > 8n for n > 4.
10. (a) What is the number a such that (3n -l)5 = 0(n a)?
(b) What is the smallest number a such that
42n+1 + 5n = 0 (an)?
11. Give examples of sequences s(n) and t(n) such that
(a) s(n) = 0(t(n)) is true, but t(n) = 0(s(n)) is false.
(b) log2 (s(n)) = 0(log 2 (t(n))) is true, but s(n) 0(t(n)) is false.
12. Prove carefully that 3n + 2n -I is divisible by 4 for all
positive integers n.
13. Prove that (2n)! > 2n . n! for all n EN = (0, 1, 2, 3,....
14. For each sequence below, give the sequence a(n) in
the hierarchy of Theorem I on page 148 such that
s(n) = 0((a(n)) and a(n) is as far to the left as possible
in the hierarchy.
(a) 3n/n 6 + n2 +
(b) 3n + vn 6 + n2 +
(c) 3"
(d) 3n
(e) (3n + 5)4
(f) (n2 + 7)3
15. (a) For which positive integers n < 5 is the proposition

...

for n > 2. Use any method to prove that a, = n 2 + 1 for
all n in P.
21. Use the definition of big-oh notation to show that if
a(n) = O(log 2 n), then n2 .a(n) = 0(n 2 log 2 n).
22. Prove the existence part of the Division Algorithm stated
on page 13 directly from the Well-Ordering Principle.
Hint: If the statement is true, then r = n - m q is the
smallest nonnegative integer in the set S =n - m q'
q' E Z and n -m * q' > 0). Show S is nonempty, and let
r denote its smallest element.
23. (a) Show that there are an infinite number of positive
integers that are not divisible by 2, 3, 5, 7, 11, 13,
or 17.
(b) Prove that there is a smallest integer larger than 109
that is not divisible by 2, 3, 5, 7, 11, 13, or 17.
(c) Is your proof constructive? Explain.
24. Let ao = 0, a0 = 2, a2 = 8, and
a, = 6a, I-1 2a,-2 + 8a,-3 for n > 3.
(a) Calculate a3.
(b) Prove carefully that an
gers n.

=

n 2' for all positive inte-

25. Recursively define ao = a0 - 1 and
an = an-I + an-2 + I for n > 2.
(a) List the first few members of the sequence.
(b) Prove that all members of the sequence are odd integers.
(c) Prove that an < 2n for all n > 0.
26. Let (a,) and (b,) be sequences of positive numbers.
Prove carefully, using the definition of big-oh notation,
that if an = 0(b,), then there is a constant, C, such that
an < Cbn for n = 1,2, ....
27. Suppose that a sequence an is 0(n) and
consider the sequence b, defined by bj = ai, b2 =
a0 + a2, . . ., bn = aI + a2 +
+ an, etc. Prove carefully (using definitions) that the sequence bn is 0(n 2 ).
28. Let (a,) be a sequence of
and consider the sequence
Cn = c,-I + an- 1 for n >
initions) that the sequence

positive integers that is 0(n),
(c,) defined by co = ao and
1. Prove carefully (using defcn is 0(n2).

29. Prove the Second Principle of Induction from the First
Principle by using the propositions
q(n) = p(m) A ... A p(n)

for

n >m

and showing that, if the sequence p(n) satisfies (B) and
(I) of the Second Principle, then the sequence q(n) satisfies (B) and (I) of the First Principle. Conclude that
every q(n) is true by the First Principle, so every p(n) is
also true.

-Li

I
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Counting
One major goal of this chapter is to develop methods for counting large finite sets
without actually listing their elements. The theory that results has applications to
computing probabilities in finite sample spaces, which we introduce in §5.2. In the
last section, we will see how an obvious principle, the Pigeon-Hole Principle, can
be used to establish some nontrivial and interesting results.

5.1

I

Basic Counting Techniques

Imagine that you have developed a process, for example, a computer program, that
takes 8 different quantities as inputs. Suppose that there are 20 different types of
inputs and that you want to test your process by trying it on all possible choices of
8 of the 20 input types. Is this a realistic plan, or will there be too many possibilities
to try? How can we tell? Is the question posed properly? Does it matter which order
the inputs have? Questions such as these are the focus of this section. The answers to
some of the ones above are these: if order doesn't matter, there are 125,970 choices,
which may or may not be an impractical number to try; if order does matter, there
are about 5,079,000,000 possibilities, which is a lot. By the end of this section you
should be able to see where these numbers came from. See Exercise 5.
We start with some easier questions and work up, collecting tools as we go
along.

A

*

(a) How many integers in A = {1,2,3, . .1.,1000)
are divisible by 3? We answered
questions like this in §1.1. There are L1000/3J = 333 such integers.
(b) How many members of A are not divisible by 3? That's easy. It's the difference
1000 - 333 = 667.
(c) How many members of A are divisible by 3 or by 5 or by both 3 and 5? There
are 333 members divisible by 3 and L1000/51 = 200 divisible by 5; but if we
just add 333 and 200 to get 533, we will have too many; the multiples of 15
will have been counted twice. The correct answer is L1000/3i + L1000/5i Ll000/151 = 467.
0
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This example reminds us of the following familiar properties of counting. [Here,
as in §1.4, we write ISI for the number of elements in the set S.]

Union Rules

Let S and T be finite sets.

(a) If S and T are disjoint, i.e., if S n T = 0, then IS U TI = ISI + ITI.
(b) In general, IS U T1 = 151 + ITI- Is n TI.
(c) If S C T, then IT \ SI = IT-151.
Union Rule (a) simply says that we can count a union of disjoint sets by
counting the individual sets and adding the results. Union Rule (b) corrects for
possible double-counting of the overlap S n T. We can deduce it from Rule (a) as
follows, remembering that S and T \ S are disjoint, as are T \ S and S n T. By Rule
(a) we have
ISUTI = ISI+IT\SI

and

ITI = IT\SI+ISnTI.

Thus
IS U TI + Is n TI = 1SI + IT \ SI + IS n TI = ISI + ITI,
which implies (b).
Rule (c) also comes from Rule (a), since T \ S and S are disjoint. It just says
that one way to count a set is to count everything in sight and then subtract the
number of elements you don't want.
There is a k-set version of Rule (a). We say that a collection of sets is pairwise
disjoint if every two sets in it are disjoint, i.e., if no two overlap. If SI, .
Sk} is
a pairwise disjoint collection of finite sets, then
IS U ... U SI = ISI +

+ ISkI.

This equation is false if the collection is not pairwise disjoint. The Inclusion-Exclusion Principle, a generalization of Rule (b) for counting possibly overlapping unions
of more than two sets, appears in §5.3.
Another common type of problem arises when we are performing a succession
of steps, each of which can be done in several ways, and we want to count the total
number of different ways to perform the steps.
A

I

(a) How many strings, i.e., words, of length 4 can we make from the letters a, b,
c, d, and e if repetitions are allowed? In the notation of §1.3, we want 1E41,
where E = {a, b, c, d, el. We can also think of the strings as ordered 4-tuples,
i.e., as members of E x E x E x E. We imagine a step-by-step process for
forming such a string. There are 5 choices for the first letter, then 5 choices for
the second letter, then 5 choices for the third letter, and finally 5 choices for
the last letter, so altogether there are 5 5 5 5 = 54 possible strings. We could
list all 625 of them, but we don't need to if we just want to know how many
there are.
(b) How many 2-digit numbers are there? We don't allow the first digit to be
0 (for example, 07 is not permitted), so we want I{l0, I1, ... ,9911. One easy
solution is to use Union Rule (c) and compute 1100, . , 9911- 1{00,
, 09}1 =
100 - 10 = 90. Alternatively, we could consider choosing the l's digit in any
of 10 ways and then the I0's digit in any of 9 ways, avoiding 0. There are then
10. 9 different sequences of choices. Still 90. We could also pick the I0's digit
first and then the l's digit, to get 9. 10.
(c) How many of these 2-digit numbers are odd? We could count the even ones,
using the methods of §1.1, and subtract. We could also use Union Rule (a) in
its generalized form. Break the set of 2-digit numbers into pairwise disjoint sets
So, SI, 52, .
S,9, where Sk is the set of numbers with l's digit k. Then we
want SI U S3 U S5 U S7 US91 = ISIl + 1S3 1 + isI1 + 1S71 + iS91. Since ISkI = 9
for each k [why?], the answer is 5 9 = 45.
.

.

.

.
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We could also have thought of constructing a number as a compound
process in which the first step is to choose the l's digit from { 1, 3, 5, 7, 9} in
one of 5 ways and the second step is to choose the 10's digit in one of 9 ways.
All told, there are 5 9 possible pairs of choices. Or reverse the order of the
steps and get 9 5. Either way, half of the 90 numbers are odd.
(d) How many of these odd 2-digit numbers have their two digits different? The
easy solution is to subtract from the total in part (c) the number that have
both digits the same, i.e., I{I 1, 33, 55, 77, 99) l, to get 45 - 5 = 40. A more
complicated solution, but one that generalizes, is to choose the l's digit in any
of 5 ways and then the 10's digit in one of 8 ways, avoiding 0 and the digit
chosen for the l's digit. We get 5 - 8, which is still 40. Notice that it is not
easy now to solve the problem by first picking the 10's digit in one of 9 ways
and then picking the l's digit, because the number of choices available for
the l's digit depends on whether the 10's digit chosen was even or odd. This
example illustrates one of the reasons counting is often challenging. Among
two or more approaches that initially look equally reasonable, often some will
turn out to work more easily than others. One needs to be flexible in tackling
such problems.
(e) How many odd 17-digit numbers have no two digits the same? That's easy.
None, because there are only 10 digits available, so we'd have to repeat some
digits. How many odd 7-digit numbers have no two digits the same? This
question, which we leave as Exercise 13, yields to the second approach in part
(d), though not to the easy first method.
U
We can state the idea that we have just been using as a general principle.

Product Rule

Suppose that a set of ordered k-tuples (SI, S2 . - , Sk) has the
following structure. There are nI possible choices of sI. Given an sI, there are n2
possible choices of s2; given any sI and s2, there are n3 possible choices of s3 ; and
in general, given any sI, S2, ... , sj-l, there are nj choices of sj. Then the set has
nIn2 . nk elements.
In particular, for finite sets SI, S2, .. ., Sk we have
ISI X S2 X...

X SkI = ISII

S2 .. ISk.

If all of the Si's are the same set S, then we have the nice formula ISkI = IS~k.
We will use the Product Rule often, but almost never with the forbidding
formalism suggested in its statement. The way we have put it is meant to strongly
encourage thinking of problems in terms of multistep processes; indeed, actually
visualizing such a process is often a helpful problem-solving technique.
MI

711in I 11 4

(a) Let E
{a, b, c, d, e, f, g). The number of words in E* having length 5 is
75 = 16, 807; i.e., IE 51= 16, 807, by the Product Rule. The number of words
in E5 that have no letters repeated is 7 6. 5 4 3 = 2520, because the first
letter can be selected in 7 ways, then the second letter can be selected in 6
ways, etc.
(b) Let E
{a, b, c, d}. The number of words in E2 without repetitions of letters
is 4. 3 = 12 by the Product Rule. We can illustrate these words by a picture
.

Figure 1 o'

.

.

Qt 4r

ab

ac

ad

ba

bc

bd

ca

cb

cd

da

db

dc
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called a tree; see Figure 1. Each path from the start corresponds to a word in
E2 without repetitions. For example, the path going through b and ending at
bc corresponds to the word bc. One can imagine a similar but very large tree
for the computation in part (a). In fact, one can imagine such a tree for any
situation to which the Product Rule applies.
E
RAR*

A

The number of paths from s to f in Figure 2(a) is 3 2 2 1 = 12 since there are 3
choices for the first edge and then 2 each for the second and third edges. After we
select the first three edges, the fourth edge is forced.
.

Figure 2 0
S

Jt

(a)

(b)

A similar computation can be used to count the number of paths from s to f
in Figure 2(b). Alternatively, notice that from above there are 12 paths from s to v
and 12 paths from v to f, so there are 12. 12 = 144 paths from s to f.
a
:Kfa LTA
I UI =

Let S and T be finite sets. We will count the number of functions
it is convenient to write
S =

{SIS2,

.Sm}

and

T

=

f: S

T. Here

{t, t2 , . . ,tt.

so that ISI = m and ITI = n. A function f: S
T is described by specifying f(s 1 )
to be one of the n elements in T, then specifying f(s2) to be one of the n elements
in T, etc. This process leads to n n ... n = n' different results, each of which
specifies a different function. We conclude that there are nm functions mapping S
into T. I.e., IFUN(S, T)I = nm = ITl 5Is, where we write FUJN(S, T) for the set of all
functions f from S into T.
U
As we hinted in Example 2(c), we can view the Product Rule as an extended
version of Union Rule (a), in the same way that multiplication is just repeated
addition. The nlI different choices for s, yield n pairwise disjoint sets of k-tuples.
The number of k-tuples with a particular choice of sI is the number of (k - 1)-tuples
(s2, .. ., Sk) possible for that, orfor any other, choice of sj. Say this number is N1.
By the generalized Union Rule (a) for pairwise disjoint sets, the total number of
k-tuples is
N1 + - + Nl =nl -N 1.
n I times

Now repeat this argument to get n- n2 N2 =
= n
2 .. nk. (A detailed proof
would use induction, of course.]
A permutation of a finite set is an ordered list of its elements, with each
element occurring exactly once. For instance, (b, a, d, c) and (d, c, a, b) are two
different permutations of {a, b, c, dl. We can think of the permutations of (a, b, c, d}
as words of length {la, b, c, dlI with no repeated letters.
As in Example 2, we will often be interested in ordered lists of some of the
elements in S. To deal with this more general situation, suppose that JSI = n and
consider a positive integer r < n. An r-permutation of S is a sequence, i.e., an
ordered list, of r distinct elements of S. If S = Isj . . ., sJ} then one way to write
an r-permutation of S is as (si, I ... , Sir), where il, . . . , i4 are distinct members of
{1, ... , nJ. Alternatively, we can view an r-permutation as a one-to-one mapping
a [lowercase Greek sigma] of the set {,2,... ,r} into S, with o(j) = sij for
j = 1, . . ., r. An r-permutation or is completely described by the ordered r-tuple

5.1
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(o-(1), a(2), . . ., o(r)). An r-permutation can be obtained by assigning any of the

n elements in S to 1, then any of the n - 1 remaining elements to 2, etc. Hence, by
the Product Rule, the number of r-permutations of S is n (n - 1) (n - 2) .. , where
the product has exactly r factors. The last factor is n - (r -1) = n - r + 1. We will
denote this product by P(n, r). Thus S has exactly
r-1

P(n, r) = n(n-1)(n-2)...(n-r+ 1) =

(n-j)
j=o

r-permutations. The n-permutations are simply called permutations. Thus an
n-element set has exactly P(n, n) = n! permutations.
Note that P(n, r) (n - r)!
n!, so
.

P(n, r) =

(n-r)!

for

1 < r < n.

We could view the equation P(n, r). (n - r)! = n! in terms of a multistep process.
To build an n-permutation, build an r-permutation first and then finish the job by
choosing a permutation of the remaining set of n - r elements. The total number of
ways to perform the process is the number of n-permutations, n!, but by the Product
Rule it's also P(n, r) (n - r)!.
The trick we just used, applying the Product Rule when we know the product
and want one of the factors, is worth remembering.
It is convenient to agree that P (n, 0) = 1, the unique 0-permutation being the
"empty permutation." Indeed, it's natural as well to define P(n, r) to be 0 if r < 0
or r > n, since there are no r-permutations in these cases.
.

light

(a) There are 7! = 5040 permutations of any 7-element set. In particular, there are
7! permutations of the alphabet E in Example 3(a). The words in E5 that have
no letters repeated are the 5-permutations of E. There are P(7, 5) = 7.6.5.4.3
of them. Note that the empty word X is the empty permutation of E.
(b) The 2-letter words without repetitions in the tree of Example 3(b) are 2-permutations of the 4-element set E. There are P(4, 2) = 4 3

-

12 of them.

E

(a) The number of different orderings of a deck of 52 cards is the number of
permutations of the deck, i.e., 52! t 8.07 1067, which is enormous. The act of
shuffling a deck of cards is a way of creating various permutations of the deck
with various probabilities. Some very interesting theorems about card shuffling
were established as recently as +the 1980s. They deal with questions such as
How many shuffles are needed to get a reasonably well mixed deck of cards?
The methods are mostly theoretical; not even the largest computers can store
52! items and mindlessly verify results case by case.
(b) We calculate the number of ways of selecting 5 cards with replacement from
a deck of 52 cards. Thus we are counting ordered 5-tuples consisting of cards
from the deck. With replacement means that each card is returned to the
deck before the next card is drawn. The set of ways of selecting 5 cards with
replacement is in one-to-one correspondence with D x D x D x D x D = D5,
where D is the 52-element set of cards. The Product Rule applies, so there are
IDt5 = 525 ways of selecting 5 cards with replacement.
(c) Now we calculate the number of ways of selecting 5 cards without replacement
from a deck of 52 cards. Without replacement means that, once a card is
drawn, it is not returned to the deck. This time not all ordered 5-tuples in D5
are allowed. Specifically, ordered 5-tuples with cards repeated are forbidden.
But the Product Rule does apply, and the 5 cards can be selected without
replacement in 52

.51

.

50 . 49 . 48 = P(52, 5) ways.

So far we have only counted ordered 5-tuples of cards, not 5-card subsets.
U
We will return to the subset question in Example 10.

186 Chapter 5 * Counting
The previous examples show that r-permutations can be relevant in counting
problems where order matters. Often order is irrelevant, in which case the ability
to count unordered sets becomes important. We already know that a set S with n
elements has 2' subsets altogether. For 0 < r < n, let (') be the number of r-element
subsets of S. The number (n), called a binomial coefficient, is read "n choose r"
and is sometimes called the number of combinations of n things taken r at a time.
Binomial coefficients get their name from the Binomial Theorem, which will be
discussed in §5.3.
*

b

We count the strings of 0's and l's of length 72 that contain exactly 17 I's. Each
such string is determined by choosing some set of 17 positions for the l's among the

72 possible, so the number of such strings is (72). In general, the number of strings
of length n with r l's is ('). To finish off this example, we need to know the value
of

(72).

U

Theorem

For 0 < r < n, we have

n!

n

(n -r)!r!

n- j

(n)=
Vr

Proof Let S be a set with n
r-permutation in two steps: first
(n) ways, and then arrange it in
P(n, r) possible outcomes, so the

elements. Consider the process of choosing an
choose an r-element subset of S in one of the
order, in one of r! ways. Altogether, there are
Product Rule applies to give

P(n,r) =

(n)r

.r!.

Hence

(n)
r
Since n

(r) =

-

(n

(n r).

P(n, r)

r!

n!

(n -r)!

rl

r) = r, this formula is the same if we interchange r and n - r. Hence
Or view choosing r elements as the same as choosing the n - r other

-

elements.
Did you notice that trick again, the one we said was worth remembering? By
the way, now we know that

( 72)
17

72! ~
17! .55!

1.356 x106

We wouldn't want to try listing all those strings of 0's and l's, but at least we can
count them.

-3f

V"I

Consider a graph with no loops that is complete in the sense that each pair of distinct
vertices has exactly one edge connecting them. If the graph has n vertices, how many
edges does it have? Let's assume n > 2. Each edge determines a 2-element subset
of the set V of vertices and, conversely, each 2-element subset of V determines an
edge. In other words, the set of edges is in one-to-one correspondence with the set
of 2-element subsets of V. Hence there are

(2)

_n_

n!

(n -2)!2!

edges of the graph.

n(n -

I)

2
.

An excellent way to illustrate the techniques of this section is to calculate the
numbers of various kinds of poker hands. A deck of cards consists of 4 suits called
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clubs, diamonds, hearts and spades. Each suit consists of 13 cards with values A,
2, 3, 4, 5, 6, 7, 8, 9, 10, J, Q, K. Here A stands for ace, J for jack, Q for queen,
and K for king. There are 4 cards of each value, one from each suit. A poker hand
is a set of 5 cards from a 52-card deck of cards. The order in which the cards
are chosen does not matter. A straight consists of 5 cards whose values form a
consecutive sequence, such as 8, 9, 10, J, Q. The ace A can be at the bottom of
a sequence A, 2, 3, 4, 5 or at the top of a sequence 10, J, Q, K, A. Poker hands
are classified into pairwise disjoint sets as follows, listed in reverse order of their
likelihood.
Royal flush 10, J, Q, K, A all in the same suit.
Straight flush A straight all in the same suit that is not a royal flush.

Four of a kind Four cards in the hand have the same value. For example, four
3's and a 9.
Full house Three cards of one value and two cards of another value. For
example, three jacks and two 8's.
Flush Five cards all in the same suit, but not a royal or straight flush.

Straight A straight that is not a royal or straight flush.
Three of a kind Three cards of one value, a fourth card of a second value,
and a fifth card of a third value.
Two pairs Two cards of one value, two more cards of a second value, and the
remaining card a third value. For example, two queens, two 4's, and a 7.
One pair Two cards of one value, but not classified above. For example, two
kings, a jack, a 9, and a 6.
Nothing None of the above.
:Kflxkyitu

MA

(a) There are (52) poker hands. Note that
(52
5

= 52 .51 50 49 48
54.3.2.1

52 17 10 49 6= 2,598,960.

(b) How many poker hands are full houses? Let's call a hand consisting of three

jacks and two 8's a full house of type (J, 8), with similar notation for other
types of full houses. Order matters, since hands of type (8, J) have three 8's
and two jacks. Also, types like (J, J) and (8, 8) are impossible. So types of
full houses correspond to 2-permutations of the set of possible values of cards;
hence there are 13. 12 different types of full houses.
Now we count the number of full houses of each type, say type (J, 8).
There are (4) = 4 ways to choose three jacks from four jacks, and there are

then (4) = 6 ways to select two 8's from four 8's. Thus there are 4. 6 = 24
hands of type (J, 8). This argument works for all 13 12 types of hands, and
.

so there are 13. 12 24 = 3744 full houses.
.

(c) How many poker hands are two pairs? Let's say that a hand with two pairs is
of type (Q, 41 if it consists of two queens and two 4's and some card of a third
value. This time we have used set notation because order does not matter: hands
of type {4, Q) are hands of type {Q, 4) and we don't want to count them twice.

There are exactly (13) types of hands. For each type, say {Q, 4), there are (4)
ways of choosing two queens, (2) ways of choosing two 4's and 52
ways of choosing the fifth card. Hence there are

(13)

(4)

-

8 = 44

(4) 44= 123,552

poker hands consisting of two pairs.
(d) How many poker hands are straights? First we count all possible straights even
if they are royal or straight flushes. Let's call a straight consisting of the values

8, 9, 10, J, Q a straight of type Q. In general, the type of a straight is the highest
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value in the straight. Since any of the values 5, 6, 7, 8, 9, 10, J, Q, K, A can be
the highest value in a straight, there are 10 types of straights. Given a type of
straight, there are 4 choices for each of the 5 values. So there are 45 straights
of each type and 10 *45 = 10,240 straights altogether. There are 4 royal flushes
and 36 straight flushes, so there are 10,200 straights that are not of these exotic
varieties.
(e) You are asked to count the remaining kinds of poker hands in Exercise 15, for
which all answers are given.
a

;1

Wm

Is,

-

M

1. Calculate

(a) How many one-to-one functions are there from T
into S?

(52\

(a) (3

(b) (0)

(d) 50)

(e) (52)

52\

(c) (5

(52\
1

2. (a) Give an example of a counting problem whose answer is P(26, 10).
(b) Give an example of one whose answer is (10).
3. Give the value of
(a) P(10, 1)
(b) P (IO, 0)
(c) P(10, -2) + P(10, 17)
(d) P(100, 40)/P(99, 39)
(e) P(1000, 350)/P(999, 350)
(f) P(100, 2)
4. Let A = {1,2,3,4,5,6,7,8,9, 101 and
B = 12, 3, 5, 7, 11, 13, 17, 19).

(a) Determine the sizes of the sets A U B, A n B, and
A EDB.
(b) How many subsets of A are there?
(c) How many 4-element subsets of A are there?
(d) How many 4-element subsets of A consist of 3 even
and 1 odd number?
5. Given 20 different types of inputs to a program, in how
many ways can 8 of them be selected if
(a) order does not matter.
(b) order matters.
6. A certain class consists of 12 men and 16 women. How
many committees can be chosen from this class consisting of

(b) How many one-to-one functions are there from S
into T?
(c) How many functions are there from S into T?
10.Let P = {1,2,3,4,5,6,7,8,9) and
Q = {A, B,C, D, El.

(a) How many 4-element subsets of P are there?
(b) How many permutations, i.e., 5-permutations, of Q
are there?
(c) How many license plates are there consisting of 3
letters from Q followed by 2 numbers from P? Rep-

etition is allowed; for example, DAD 88 is allowed.
11. Cards are drawn from a deck of 52 cards with replacement.
(a) In how many ways can ten cards be drawn so that
the tenth card is not a repetition?
(b) In how many ways can ten cards be drawn so that
the tenth card is a repetition?
12. Let E be the alphabet {a, b, c, d, e)and let Sk {w e E*: length(w) = k}. How many elements are there
in each of the following sets?
(a) Ek, for each k E N
(b) {w E E3

no letter in w is used more than once)

(c) w

the letter c occurs in w exactly once)

(d) {w E

E4

4

the letter c occurs in w at least once

13. Let S be the set of 7-digit numbers
{n E : 106 < n < 107l.
(a) Find IS!.
(b) How many members of S are odd?
(c) How many are even?

(a) 7 people?

(d) How many are multiples of 5?

(b) 3 men and four women?

(e) How many have no two digits the same?

(c) 7 women or seven men?

(f) How many odd members of S have no two digits the
same?

7. (a) How many committees consisting of 4 people can be
chosen from 9 people?
(b) Redo part (a) if there are two people, Ann and Bob,
who will not serve on the same committee.
8. How many committees consisting of 4 men and
4 women can be chosen from a group of 8 men and 6
women?
9. Let S = {a,b,c,d} and T = {1,2,3,4,5,6,7).

(g) How many even members of S have no two digits
the same?
14. Let S be the set of integers between 1 and 10,000.
(a) How many members of S are multiples of 3 and also
multiples of 7?
(b) How many members of S are multiples of 3 or of 7
or of both 3 and 7?

..1b. I
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(c) How many members of S are not divisible by either
3 or 7?
(d) How many members of S are divisible by 3 or by 7
but not by both?
15. Count the number of poker hands of the following kinds:
(a) four of a kind
(b) flush [but not a straight or royal flush]
(c) three of a kind
(d) one pair
16. (a) In how many ways can the letters a, b, c, d, e, f be
arranged so that the letters a and b are next to each
other?
(b) In how many ways can the letters a, b, c, d, e, f be
arranged so that the letters a and b are not next to
each other?
(c) In how many ways can the letters a, b, c, d, e, f be
arranged so that the letters a and b are next to each
other, but a and c are not.

5.2

17. (a) Give the adjacency matrix for a complete graph with
n vertices; see Example 9.
(b) Use the matrix in part (a) to count the number of
edges of the graph. Hint: How many entries in the
matrix are equal to I?
18. Let A and B be the sets in Exercise 4. Calculate the
sizes of FUN(A, B) and FUN(B, A). Which is bigger?
Hint: See Example 5.
19. Consider a complete graph with n vertices, n > 4.
(a) Find the number of paths of length 3.
(b) Find the number of paths of length 3 whose vertex
sequences consist of distinct vertices.
(c) Find the number of paths of length 3 consisting of
distinct edges.
20. Use a two-step process and the Product Rule to show
that
P(nr) - P(n -rs)
= P(nr+s)

for r + s < n. Describe your process.

Elementary Probability

I

In the last section we calculated the number of poker hands and the numbers of
various kinds of poker hands. These numbers may not be all that fascinating, but
poker players are interested in the fraction of poker hands that are flushes, full
houses, etc. Why? Because if all poker hands are equally likely, then these fractions
represent the likelihood or probability of getting one of these good hands.
The underlying structure in probability is a set, called a sample space, consisting of outcomes that might result from an experiment, a game of chance, a survey,
etc. It is traditional to denote a generic sample space by big omega 2 [a sort of Greek
0, for outcome]. Generic possible outcomes in Q are denoted by little omegas co or
other Greek letters. Subsets of Q are called events.
A probability on 2 is a function P that assigns a number P(E) to each event
E C Q. The idea is that P(E), the probability of E, should be a measure of
the likelihood or the chance that an outcome in E occurs. We want P(E) = 0 to
mean that there is really no chance the outcome of our experiment will be in E and
P(E) > 0 to mean that there is some chance that an outcome in E occurs.
There are certainly experiments with infinitely many possible outcomes, but
for now we think of Q as a finite set.
Our first example uses calculations from Example 10 on page 187.

WAffivi I 9 4 a

(a) In poker the set Q of all possible outcomes is the set of all poker hands. Thus
IQI = 2,598,960. For an event E C Q, P(E) represents the probability that a
dealt poker hand belongs to E. A typical event of interest is
H = cwE Q2: a is a full house).
The event "She was dealt a full house" in everyday language corresponds to the
statement "Her poker hand belongs to H." We assume that there is no cheating,
so all hands are equally likely, and the probability of being dealt a full house is
P(H) =

- 2 598 960 a440.00144

or about I chance in 700. Real poker players see full houses much more often
than this, because real poker games allow players to selectively exchange cards
after the original deal or allow players to receive more than five cards. The

190

Chapter 5 i Counting
value P(H) above is the probability of being dealt a full house without taking
advantage of the fancy rules.
(b) Another important event in poker is
F = {w c Q :

is a flush).

We might abbreviate this by writing F = "w is a flush" or simply F = "flush."
From Exercise 15(b) on page 189, we have IF; = 5108, so
P(F) = IFI
£21

5108
zt~0.00197
2,598,960

or about I chance in 500.
(c) The probability of obtaining a full house or flush is P(H U F). No poker hand
is both a full house and a flush, so the events H and F are disjoint. In this
case, it seems reasonable that P(H U F) = P(H) + P(F), so that
P(H U F) = P(H) + P(F) t 0.00341.
In fact, this addition property of probabilities of disjoint events will be taken
as an axiom for probability.
(d) What is P(Q)? The event Q is the event that a poker hand is dealt, so P(Q)
is the probability that if a poker hand is dealt, then a poker hand is dealt. This
is a sure thing. We surely want P(Q) > 0, and it is the standard convention to
take P((Q) = 1.
U
The discussions in parts (c) and (d) of the preceding example suggest that a
probability P should at least satisfy the following axioms:
(P.)
(P2 )

P(Q) = 1,
P(E U F) = P(E) + P(F) for disjoint events E and F.

After we look at some more examples, we will show that these simple conditions (PI) and (P2 ) by themselves are enough to give us a workable mathematical model of probability. Thus we make the following definition. A probability
on £ is a function P that assigns to each event E C Q a number P(E) in [0,1]
and that satisfies axioms (PI) and (P2). Remember, for now we think of Q as a
finite set.
Often, as with poker hands, it is reasonable to assume that all the outcomes
are equally likely. From (P2 ) and (PI) we would then have

Z
so in this case P({w}) =
P(E) = JEL IQI =-

P(1ow) = P(Q) = 1,

for each w in Q. Using (P2) again, we see that
for E C Q

when outcomes are equally likely.

This is the formula that we quietly used in our computations in parts (a) and (b) of
Example 1.
WARNING. This is a handy formula, but don't use it unless you have reason to
believe that all the outcomes are equally likely.
Consider again any probability P on a sample space Q. Since Q consists of
all possible outcomes, the probability that nothing happens surely should be zero.
That is, P(0) = 0. We did not make this an axiom, because it follows easily from
axiom (P2 ):
P(0)=P(0U0)=P(0)+P(0),

so

P(0)=O.
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If E is an event, then, since E and its complement EC are disjoint, we have
P(E) + P(EC) = P(E U EC) = P(Q) = 1,
so P(EC) = 1 - P(E) for E C Q. Thus the probability that an event fails is 1 minus
the probability of the event. For example, the probability of not getting a full house
is 1 - P(H) 1 -0.00144 = 0.99856.
We have already established parts (a) and (b) of the next theorem. Note that
in our analysis above, and in the proof below, we never use the equation P(E) =
IEI/IQI because, in general, outcomes need not be equally likely. Consider, for
example, the outcomes of winning or losing a lottery.

Theorem

Let P be a probability on a sample space Q.

(a) P (0) = 0.
(b) P(EC) = 1 - P(E) for events E.
(c) P(E U F) = P(E) + P(F)- P(E n F) for events E and F, whether they are
disjoint or not.
(d) If El, E2 , ... , Em are pairwise disjoint events, then
m
P(Ei U E2 U * U Em) = LP(Ek) = P(Ei) + P(E2 ) + * + P(Em).
k=l

By pairwise disjoint we mean here, as in §5.1, that Ej n Ek = 0 for j : k;
i.e., any two different sets in the sequence El, E2 ,.
Em have no elements in
common.

Proof
(c) The argument is essentially the same as for Union Rule (b) in §5.1. We have
E U F = E U (F \ E) and F = (F \ E) U (En F) with both unions disjoint; if
this isn't obvious, draw Venn diagrams. Hence P(E U F) = P(E) + P(F \ E)
and P(F) = P(F \E) + P(E n F), so
P(E U F) = P(E) + P(F \ E) = P(E) + [P(F) - P(E n F)].
(d) This is an easy induction argument. The result is true for m = 2 by axiom
(P2 ). Assume that the identity holds for m sets and that El, E2 ,.
, Em+I are
pairwise disjoint. Then El U E2 U ... U Em is disjoint from Em+l, so
P(Ei U E2 U *

U Em+i) = P(El U E 2 U ... U Em) + P(Em+l).

Since we are assuming the result holds for m sets, we obtain
P(El U E 2 U ... U Em+i) = P(EI) + P(E 2 ) +

AQ-

+ P(Em) + P(Em+l). E

.

A number is selected at random from the set Q = {1, 2, 3, . .1 , 100}. We calculate
the probability that the number selected is divisible by 3 or by 5. That is, we calculate
P(D3 U D5 ), where

D3 = {3, 6, 9,... , 99}

and

D5

{5, 10,15, ... , 1001.

Since the numbers in Q have equal chances of being selected,
ID

1

P(D3) = I 3 =- 100 = 0.33
12I
too
_33

and

-D51

P(D 5) =

I

-

=

20=0..

-

2Q 100

= 0.20.

We want P(D3 U Ds), but it isn't easy to list D3 U D5 and determine its size.
However, D3 n D5 is easily seen to consist of just multiples of 15; i.e., D3 n D5 =
{15, 30, 45, 60, 75, 90), so P(D3 n D5) = ID
3 nD5 = 6 = 0.06. By part (c) of the
theorem, we conclude that

P(D3 U Ds) = P(D3 ) + P(D5 ) - P(D3 n D5) = 0.33 + 0.20 - 0.06 = 0.47.

E
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In Example 4 on page 184 we counted 12 paths from s to f in Figure 2(a) on
page 184. Note that each such path has length 4. Suppose a set of 4 edges is selected
at random. What is the probability that the 4 edges are the edges of a path from s

to f?
Here 2 consists of all the 4-element subsets of the set of all edges. There are
18 edges in all, so IQI = (1) = 3060. Only 12 of these sets give paths from s to f,
so the answer to the question is 12/3060 t 0.00392.
U
Time for an easier example.

wqf*

I~

The usual die [plural is dice] has six sides with 1, 2, 3, 4, 5, and 6 dots on them,
respectively. Figure I shows two dice. When a die is tossed, one of the six numbers
appears at the top. If all six numbers are equally likely, we say the die is fair. We
will assume that our dice are fair. Let Q = (1, 2, 3, 4, 5, 6} be the set of possible
outcomes. Since the die is fair, P(k) = for each k in Q; here we are writing
P(k) in place of P({k}). If E is the event "k is even," i.e., if E = {2, 4, 6}, then
P(E) = + + = . If F is the event "4 or 5," i.e., if F = {4,5}, then P(F) Also
2
1
P(E UF) =P((2,4,5, 6})
and P(E nF) = P({41)
36
-

Figure 1 IF

As always, we have P(E U F) = P(E) + P(F)- P(E n F).

.

The last example was too easy. Here is one that is just right.
A

We now consider tossing two fair dice, one black and one red, as in Figure 1. Usually
the outcome of interest is the sum of the two values appearing at the tops of the dice;
for example, the sum is 9 for the dice in Figure 1. For the first time in this section it
is not absolutely clear what the sample space Q should be. In fact, the choice is up
to us, but some choices may be easier to work with than others. Since the outcomes
of interest are the sums, it is tempting to set Q equal to the I1-element set consisting
of 2, 3, 4, 5, 6, 7, 8, 9, 10, 11, and 12. The trouble is that these outcomes are not
equally likely. While we could use their probabilities [determined below], it is easier
and more informative to let Q consist of all ordered pairs of values on the two dice:

Q = {(k, 1): I < k < 6, 1 < 1 < 6}.
Here the first entry, k, is the value on the black die and the second entry, 1, is the
value on the red die. The outcome shown in Figure I corresponds to the pair (5,4). It
seems reasonable, and is justified in §9.1, that these 36 outcomes are equally likely.
They are listed in Figure 2(a). The events of special interest are the ones "sum is k"
for k = 2, 3, 4,... , 12. For example,
P(sum is 9) = P({(3, 6), (4,5), (5, 4), (6, 3)1) = -

4

1
9

=

This and the other values of P(sum is k) are given in Figure 2(b). Note that the
outcomes (4, 5) and (5, 4) are really different. On the other hand, as we can see
from Figure 2(a), there is only one way to get two 5's, namely (5, 5). Thus
P(sum is 10) = P({(4, 6), (5, 5), (6, 4)}) =

3
-

=

1
_2
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Figure 2 I.
(1,1)
(2, 1)

(1, 2)
(2, 2)

(1, 3)
(2, 3)

(1, 4)
(2,4)

(1, 5)
(2, 5)

(3, 1)

(3,2)

(3, 3)

(3,4)

(3,5)

(3,6)

(4, 1)
(5, 1)

(4, 2)
(5, 2)

(4, 3) '(4,4)
(5, 3) (5, 4)

(4, 5)
(5, 5)

(4, 6)
(5, 6)

(6, 1)

(6, 2)

(6, 3)

(6, 5)

(6, 6)

(6, 4)

Sum

P (Sum)

Sum

2
3
4
5
6
7

1/36
2/36= 1/18
3/36= 1/12

12
11
10

4/36= 1/9
5/36
6/36= 1/6

9
8

(1, 6)
(2, 6)

(a)

(b)

(a) What is the probability that the sum of the values on the dice is greater than 7?
This event consists of the ordered pairs below the dashed line in Figure 2(a).
There are 15 such pairs, so the answer is 15 = 5 . We can also use the table
in Figure 2(b) to get
12
5
4
3
2
1
15
P(sum > 7) = E P(sum is k) = - + - + - + - ± - = 36
36
36
36
36
36'
k-8

We have just illustrated the fact that either Figure 2(a) or 2(b) can be used
to handle questions only involving sums. However, as we next show, we cannot
use Figure 2(b) to solve all probabilistic questions about our two dice.
(b) What is the probability that the number on the black die divides the number
on the red die? That is, what is P(E), where E = {(k, 1): kIl }? This time
Figure 2(b) is no help, but we can list the elements of E with or without using
Figure 2(a):

E = {(1, 1), (1, 2), (1, 3), (1, 4), (1, 5), (1, 6), (2, 2), (2, 4), (2, 6), (3, 3),
(3, 6), (4, 4), (5, 5), (6, 6)}.
Since IE
A

=

14, we have P(E) = 14

(a) A tossed coin is said to be fair if the probability of heads is 1. If H signifies
heads and T signifies tails, then P(H) = P(T) = I We want to toss the coin
several times, say n times. The set of possible outcomes corresponds to the set
Q of all n-tuples of H's and T's. For example, (T, H, H, T, H) corresponds
to n = 5 tosses, where the first and fourth tosses are tails and the other three
are heads. As in Example 5, it's reasonable to assume that all 2n outcomes in
Q are equally likely.
For r = 0, 1, . . ., n, we calculate P(exactly r of the tosses are heads).
The number of n-tuples with r heads is exactly the number of strings of O's
and l's having length n in which exactly r entries are I's. This is (n), as shown
in Example 8 on page 186. Hence

P (exactly r of the tosses are heads) = (n).
(b) If we tossed a fair coin 10 times, we would be surprised if we got 8 or more
heads or if we got 8 or more tails. Should we be? We'll decide after we find
out how likely this event is. Thus we calculate
P(number of heads is < 2 or > 8)

I r/o
1
-[I

/100

10h

100

100

100

112
0
Z 0.109.
1024
Therefore, there is more than a 10 percent chance of getting 8 or more heads or 8
or more tails; we conclude that it is only mildly surprising when this happens.
-1024

+ 10 + 45 + 45 + 10 + 1] =
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Our use of the words "mildly" and "surprising" here was clearly subjective.
However, in many statistical analyses, events with probabilities less than 0.05
are regarded as surprising or unexpected, while events with probabilities greater
than 0.05 are not.
The probability P(number of heads is < 2 or > 8) can also be calculated by first calculating the probability of the complementary event:
7

P(number of heads is > 3 and < 7)

=

E P(number of heads is r)
r=3

2°[(3 )

4)

5)

(6 )

(7)]

1
912_
024[120+210 + 252+210+ 120] = 1024

0.891.

(c) The computation in part (b) would get out of hand if we tossed the coin 100
times and wanted to calculate, say,
P(number of heads is < 35 or > 65).
It turns out that such probabilities can be approximated by using the "Gaussian"
or "normal" distribution that is studied in statistics and probability courses. This
distribution is intimately connected with the famous bell curve. We will have
more to say about all of this in Chapter 9. Incidentally, using the Gaussian
distribution, we have
P(number of heads is < 35 or > 65) z 0.004,
so it really would be surprising if we obtained more than 64 or fewer than 36
heads in 100 tosses of a fair coin.
U
Sample spaces are often infinite. In this case the axioms need to be modified.
First we give some examples.
(a) Consider the experiment of tossing a fair coin until a head is obtained. Our
sample space will be Q = D = (1, 2,3,.... }, where outcome k corresponds to
k tosses, with only the last toss being a head. From Example 6(a) we see that
1
P(l) = probability of head on first toss = I'
1
P(2) = probability of a tail, then a head = 2,
1
P(3) = probability of 2 tails, then a head = 23
etc. In general, P(k) = 1/2k. For finite E C Q. we define P(E)

=

E

1

kEE

For example, the probability of getting a head by tossing the coin fewer than 6
times is
1
1
1
1
1
31
2
4
8
16
32 32
We haven't verified that P satisfies the axioms for a probability, but it
does. For example, if you've ever summed an infinite series you know that

P(Q)

1.

(k)=
kiP

kEPk

k=l

If you haven't, this is just shorthand for the statement
n I
E Tk is very close to 1 for very large n.
k=I
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More generally, the "sum"

makes sense for every E C Q, and we define

E Yk
kEE

P (E) to be this sum. For example, the probability that an odd number of tosses

are needed is
P({1, 3,5,7,9, 11, 13,..

.)

k

=
k odd

which turns out to be 2
(b) People talk about random numbers in the interval [0, 1) = Q. Computers claim
that they can produce random numbers in [0, 1). What do they mean? If we
ignore the fact that people and computers really only work with finite sets,
we have to admit that Q has an infinite number of outcomes that we want to
be equally likely. Then P(w) must be 0 for all a) in [0, 1), and the definition
P(E) = E P(w) for E C Q leads to nonsense.
WE

Not all is lost, but we cannot base our probability P on outcomes w)alone.
We'd like to have P([o, 1)) = 1, P([', 1)) = 1, etc. It turns out that there
is a probability P defined on some subsets of [0, 1), called events, such that
P([a, b)) = b - a whenever [a, b) C [0, 1). This P satisfies axioms (PI) and
(P2 ) for a probability, and more:
P

UEk =YEP(Ek)
Il

k=I

for pairwise disjoint sequences of events El, E 2 ,... in [0, 1). This is the
probability P that underlies the concept of a random number in the interval
[0, 1).
(c) There are many useful probabilities P on Q = [0, 1). The probability in part
(b) is the one where P([a, b)) = b - a for [a, b) C [0, 1). There are also many
probabilities on P in addition to the one in part (a).
E
Here is the modified definition for a probability P on an infinite sample
space Q. As hinted in Example 7(b), in general, only certain subsets of Q are
regarded as events. We retain axiom (PI), that P(Q) = 1, and axiom (P2 ) is strengthened to

(P')

,

(U Ek)
2

Oc

p-for

P(Ek)

pairwise disjoint sequences
of events in Q2.

In Chapter 9, where we continue the discussion of probability, we will generally
restrict our attention to "discrete" probabilities, i.e., to probabilities P for which the
set of values can be listed as a sequence, which will certainly be the case if the
sample space Q itself can be listed as a sequence. All the examples of this section,
except for parts (b) and (c) of Example 7, are discrete probabilities.

Whenever choices or selections are "at random," the
possible outcomes are assumed to be equally likely.

1. An integer in (1, 2, 3, ... , 251 is selected at random.
Find the probability that the number is
(a) divisible by 3
(b) divisible by 5
(c) a prime
2. A letter of the alphabet is selected at random. What is
the probability that it is a vowel [a, e, i, o, or u]?

3. A 4-letter word is selected at random from E4, where
E = {a, b, c, d, el.
(a) What is the probability that the letters in the word
are distinct?
(b) What is the probability that there are no vowels in
the word?
(c) What is the probability that the word begins with a
vowel?
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4. A 5-letter word is selected at random from E5, where
E
{a, b, c}. Repeat Exercise 3.

14. Let P be a probability on a sample space Q. Show that
if E and F are events and E C F. then P(E) < P(F).

5. An urn contains 3 red and 4 black balls. [Ball and urn
probability problems have been around for ages, it
seems.] A set of 3 balls is removed at random from the
urn without replacement. Give the probabilities that the 3
balls are

15. A fair coin is tossed 6 times. Find the probabilities of
getting

(b) all black

(c) 1 red and 2 black

(d) 2 red and 1 black

6. An urn has 3 red and 2 black balls. Two balls are removed at random without replacement. What is the probability that the 2 balls are
(b) both black?

(c) different colors?
7. Suppose that an experiment leads to events A, B, and C
with the following probabilities: P(A) = 0.5, P(B) =
0.8, P(A n B) = 0.4. Find
(b) P(A U B)

(d) 3 heads
(e) more than 3 heads

(e) Sum the answers to parts (a)-(d).

(a) P(BC)

(b) 1 head
(c) 2 heads

(a) all red

(a) both red?

(a) no heads

(c) P(Ac U BC)

8. Suppose that an experiment leads to events A and
B with the following probabilities: P (A) = 0.6 and
P(B) = 0.7. Show that P(A rl B) > 0.3.
9. A 5-card poker hand is dealt. Find the probability of getting

16. A fair coin is tossed until a head is obtained. What is the
probability that the coin was tossed at least 4 times?
17. A fair coin is tossed n times. Show that the probability
of getting an even number of heads is 2'
18. The probability of my winning the first game of backgammon is 0.5, of my winning the second game is 0.4,
and of my winning both games is 0.3. What is the probability that I will lose both games?
19. A set of 4 numbers is selected at random from
S = {1, 2, 3, 4, 5, 6, 7, 81 without replacement. What
is the probability that
(a) exactly 2 of them are even?
(b) none of them is even?
(c) exactly 1 of them is even?

(a) four of a kind

(b) three of a kind

(d) exactly 3 of them are even?

(c) a [non-exotic] straight

(d) two pairs

(e) all of them are even?

(e) one pair
Hint: Use Example 10 on page 187 and the answers to
Exercise 15 on page 189.
10. A poker hand is dealt.
(a) What is the probability of getting a hand better than
one pair? "Better" here means any other special hand
listed in §5.1.
(b) What is the probability of getting a pair of jacks or
better? The only pairs that are "better" than a pair of
jacks are a pair of queens, a pair of kings, and a pair
of aces.

20. (a) A student answers a 3-question true-false test at random. What is the probability that she will get at least
two-thirds of the questions correct?
(b) Repeat part (a) for a 6-question test.
(c) Repeat part (a) for a 9-question test.
21. A computer program selects an integer in the set
[k: 1 < k < 1,000,0001 at random and prints the result.
This process is repeated 1 million times. What is the probability that the value k = 1 appears in the printout at least
once? Hints:

(a) the sum of the values is even?

(a) A number is selected at random from [I, 2, 31 three
times. What's the probability that I was selected at
least once? [First find the probability that I is not
selected.]

(b) the number on the red die is bigger than the number
on the black die?

(b) A number is selected at random. What's the probability that 1 was selected at least once?

(c) the number on the red die is twice the number on the
black die?

(c) A number is selected at random n times from the set
{1, 2, . . , n}. What's the probability that 1 was selected
at least once?

11. A black die and a red die are tossed as in Example 5.
What is the probability that

12. Two dice are tossed as in Exercise I ]. What is the probability that
(a) the maximum of the numbers on the dice is 4?

22. The 26 letters A, B. . .. , Z are arranged in a random
order. [Equivalently, the letters are selected sequentially
at random without replacement.]

(b) the minimum of the numbers on the dice is 4?
(c) the product of the numbers on the dice is 4?
13. Let P be a probability on a sample space Q. For events
El, E2 , and E 3 , show that

n E2 ) - P(E, n E3 )

-P(E

n E3 ) + P(EI n E2

2

(a) What is the probability that A comes before B in the
random order?
(b) What is the probability that A comes before Z in the
random order?

P(E, U E2 U E 3 ) = P(E,) + P(E2 ) + P(E3 )
-P(E

(d) Set n = 1,000,000.

n E3 ).

(c) What is the probability that A comes just before B in
the random order?
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Inclusion-Exclusion and Binomial Methods
This section contains extensions of the counting methods we introduced in §5.1. The
Inclusion-Exclusion Principle generalizes Union Rule (b) to count unions of more
than two sets. The Binomial Theorem, one of the basic facts of algebra, is closely
related to counting. Our third topic, putting objects in boxes, shows yet another
application for binomial coefficients.
It is often easy to count elements in an intersection of sets, where the key
connective is "and." On the other hand, a direct count of the elements in a union
of sets is often difficult. The Inclusion-Exclusion Principle will tell us the size of a
union in terms of the sizes of various intersections.
Let Al, A2 .
A, be finite sets. For n = 2, Union Rule (b) on page 182
states that

IAI U A2 1 = jAII + IA 2 1- AI n A21
For n = 3, the Inclusion-Exclusion Principle below will assert that
IAI U A2 U A3 1 = JAI +1 IA2 1 + 1A31

n A21 +

-(IAI

JAI

n A31 +

JA2

n A 3!)

+AI~ n A2 n A3 1,
and for n = 4 it will say that
JAI U A2 U A3 U A4 1 = JAI I + IA2 1 + IA3 1 + IA4 1
-

(IAI n A2 1 + JAI n A3 1 + JAI

n A4 1 + IA2 n A3 1 + IA2 n A4 1 + JA3 n A4 1)

+ (IAI n A2 n A3 1 + IAI n A2 n A4 1 + IAI n A3 n A4 1 + JA2 n A3 n A4 1)
-

AI

n A2 0 A3 n A41.

Here is a statement of the general principle in words. A version with symbols is
offered in Exercise 16.
Inclusion-Exclusion Principle To calculate the size of Al U A2 U ... U An,
calculate the sizes of all possible intersections of sets from {Al, A2 , . . , A,), add
the results obtained by intersecting an odd number of the sets, and then subtract the
results obtained by intersecting an even number of the sets.
In terms of the phrase "inclusion-exclusion," include or add the sizes of the
sets, then exclude or subtract the sizes of all intersections of two sets, then include
or add the sizes of all intersections of three sets, etc.
A

*

(a) We count the number of integers in S = {1, 2,3, ... , 20001 that are divisible
by 9 or 11. Let Dk = {n e S: n is divisible by k} for each k in P. We
seek ID9 U DI I. Our first task is to find the sizes of the sets D9 and DI1.
This problem is just like Example I on page 181. We have IDk I = _2000/ k]
in general, so ID9 I = 222, ID II = 181, and ID9 n DiII = ID99 J = 20.
Thus, by Union Rule (b), i.e., the Inclusion-Exclusion Principle for n = 2, we
find
ID9 U DIII = ID 9 1 + DilI

-

ID9 0 DI 1

=

222 + 181 -20

=

383.

(b) Only the arithmetic gets messier if we want the number of integers in S that
are divisible by 9, 11, or 13, say. Here we will use the Inclusion-Exclusion
Principle for n = 3:

IDg U D, U D13 1 = ID9 1 + IDII + ID131 - ID n DIII -ID
-ID,, n D131 + ID 9 n DII n D 131.

9

n D13 1
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Some of these numbers were obtained in part (a). In the same way we obtain

1D131 = 153,
IDIi

n D131

ID9
= ID1431 =

13,

n

D13l = IDi171 = 17,

ID9 n D I n D 131 = 1D12871 = 1,

and hence
ID9 U D11 U Di31 = 222 + 181 + 153-20- 17 -13

+ I = 507.

(c) Let's tackle one more problem like this and count the number of integers in
S that are divisible by 9, 11, 13, or 15. We will need to count intersections
involving D15, and we'll need to be careful. For example, D9 F DI5 = D45
[not D13 5] because an integer n is divisible by both 9 and 15 if and only if it
is divisible by lcm(9, 15) = 45. Taking such care, we find
jD51j = 133,
ID9 n D151 = ID45 1 = 44,
JD13 n D1 5 = ID 9s51 = 10,
ID9 n D13 n D 15I = ID585 1 = 3,
ID9 n D11 n D13 n D15 1= ID64 35 1 = 0.

DI I n D15 1 = IDi 65 1 = 12,
ID9 Fn DII
i DI5 1 = ID 495 1 = 4,
IDII n D13 D)
D 51 = ID2 14 5 I = 0,

Applying the Inclusion-Exclusion Principle for n = 4 to the sets D 9, DI 1, D13,
and Du5 , we obtain
ID9 U DI 1 U D13 U D,51 = 222 + 181 + 153 + 133
(20+

17+44+ 13+ 12+

10) +(1+4+3+0)-0= 581.

.

The Inclusion-Exclusion Principle is ideally suited to situations in which
(a) we just want the size of AI U ... U An not a listing of its elements,
and
(b) multiple intersections are fairly easy to count.
Example I illustrated several such problems.
If we want an actual list of the members of AIU ... U A,, then we can use an
iterative algorithm to list Al first, then A2 \ Al, then A3 \ (Al U A 2 ), and so on, or
we can list A 1 and then recursively list (A2 \ Al) U ... U (Al \ Al). Look again at
Example I to see the sorts of calculations that either of these methods would require
to produce a list of the elements of D9 U DII U D 13 U D15. One would certainly want
machine help and a friendly data structure. If we just want a count, though, and not
a list, the Inclusion-Exclusion Principle makes the job fairly painless.
The Inclusion-Exclusion Principle is also the tool to use if we want to find the
size of an intersection of sets whose complements are relatively easy to work with.
Select a number at random from T = t1000, 1001, ... , 9999). We find the probability
that the number has at least one digit that is 0, at least one that is 1, and at least one
that is 2. For example, 1072 and 2101 are two such numbers. It is easier to count
numbers that exclude certain digits, and so we deal with complements. That is, for
k =0, 1, and 2, we let
Ak = {n e T: n has no digit equal to k}.
Then each AC consists of those n in T that have at least one digit equal to k, so
Ao n Al n A' consists of those n in T that have at least one 0, one 1, and one 2
among their digits. This is exactly the set whose size we are after.
Since Al n AlFn A' = (Ao U Al U A2 )c by De Morgan's law, we will first
calculate IAo U Al U A2 1 using the Inclusion-Exclusion Principle. By the Product
Rule, we have IA II= 8 9 9 9, since there are 8 choices for the first digit, which
cannot be 0 or 1, and 9 choices for each of the other digits, which cannot be l.
.

.

.
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Similar computations yield
JAol = 9 .9.99
JAon A

=

=

JAI I = IA2 1 = 8. 9 9 9 = 5832,

6561,

IAo n A2 1= 8 .8

IA, n A2 1 = 7* 8. 8

= 4096,

.8 .8

= 3584,

.8

A A AtAnA 2 1 = 7 7 7 .7

= 2401.

.

By the Inclusion-Exclusion Principle,
JAo U Al U A21 = 6561 + 5832 + 5832

-(4096 + 4096 + 3584) + 2401 = 8850,
so

l(Ao U Al U A2 )CI =

ITIAo U Al U A21 = 9000-8850 = 150.

There are 150 integers in T whose digits include at least one 0, 1, and 2. Hence the
probability of this event is 150 = 150 = 1I
1TI
9000
60
in

-

If the digits 1, 2, .. ., 9 are listed in random order, what is the probability that no

digit is in its natural place? Here 1 is naturally first, 2 second, etc. It's easier to
find the probability of the complementary event, so we count the permutations of
{1, .. ., 9} in which at least one digit is in its natural place. Let Ak be the set of
permutations in which the kth digit is k. We want IA U ... U A91.
Now IAlI = 8! [put I first and arrange the other 8 digits arbitrarily] and indeed
IAiI = 8! for each i. Next IAI n A21 = 7! [put 1 and 2 in correct position and then
distribute the 7 others] and similarly IA;nAj I = 7! whenever i < j. In the same way
we see that IA A n AAk I = 6! whenever i < j < k, and so on. There are 9 sets Ai,
(9) sets Ai n Aj with i < j, (9) sets Ai n Aj n Ak, etc. Hence the Inclusion-Exclusion
Principle gives us
JIiU... UA 9 1 =9.8!-23
[A
s
!(9)

7! + (9)

6! -

(9)

-

9
+(9) .W

Note that the last term (9) 0! = 1 counts the "identity" permutation, i.e., the
99
permutation for which none of the digits is moved. Because (9) (9 - m)! = !
for m = 0, ... , 9, we have
.

-

A1-

1

AIA1U... UA9I1=9!yT+*T**
Since there are 9! permutations of
I1-

1
-+
2!

1
3!
-

{1,

8!

9!J)

. . ., 9}, the probability of AI ... U A9 is
1
8!

-..- --

1
9!

+ -

and the probability of (AI U ... U A9 )' is
1
2!

1

3!

1
8!

1
9!

You may have recognized this number as I - 1 + IT -! 2!13!8!+
±+ 1 - 9!'
1 which is
the first part of an infinite series for e-l, where e ; 2.71828. Thus our answer is
approximately 1/e ~0.368.
U

An Explanation of the Inclusion-ExclusionPrinciple. The main barrier
to proving the general principle is the notation [cf. Exercise 16]. The principle can
be proved by induction on n. We show how the result for n = 2 leads to the result
for n = 3. Using the n = 2 case, we have
IA UBUCI = IA UBI+ICI-

I(AUB)c

(1)
(1)
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and

(2)

IAUBI = JAI +lB-IA-nBL.

Applying the distributive law for unions and intersections [rule 3b in Table 1 on
page 25], we also obtain

I(A U B) n Cl = I(A n c) U (B n c)I

(3)

=lAnCI+ BnCl -AnBnCL.
Substitution of (2) and (3) into (1) yields
IA U B U CI = JAI+IBI-IA n B +lC I- A nC
-lB n Cl + IA n B n Cl,
which is the principle for n = 3.
The next theorem is probably familiar from algebra. It has many applications,
and because a+b is a binomial it explains why we called (n) a "binomial coefficient."

Binomial Theorem

For real numbers a and b and for n E N, we have

(a + b)n

(n)arbn-r

Proof The theorem can be proved by induction, using the recurrence relation

(

)

(

( nr)
)

for

I

<

r < n;

see Exercise 10. This relation can in turn be proved by algebraic manipulation, but
let us give a set-theoretic explanation instead, in the spirit of counting.
There are (n+1) r-element subsets of {1, 2, .
n, n + 1}. We separate them
into two classes. There are (n) subsets that contain only members of {1, 2, . . ., n
Each remaining subset consists of the number n + 1 and some r -1 members of
{1, 2, . . , n}. Since there are (,t 1) ways to choose the elements that aren't n + 1,

there are

(7n

) subsets of this type. Hence there are exactly

(r) +

Gn ) r-element

subsets of {I, 2, . . ., n,n + I}, so that

(r +(r -1

(

r)

as claimed.
The real reason, though, that (n) is the coefficient of arbn-r in (a + b)W is
that it counts the terms with r a's in them that arise when we multiply out (a + b) .
Look at
(a + b) 2 = (a + b)(a + b) = aa + (ab + ba) + bb

and

3

(a + b) = (a + b)(a + b)(a + b)
= aaa + (aab + aba + baa) + (abb + bab + bba) + bbb.
There are 3

=

(2) terms

(a+ b)(a + b)(a + b),

with two a's in (a + b)3, corresponding to the choices
(a+ b)(a + b)(a + b),

and

(a + b)(a + b)(a + b).

In the general case of (a + b)', each choice of r factors (a + b) from which to take
the a's produces a term with r a's, and so also with n -r b's. There are (n) possible
choices, so there are (n) such terms.
O
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(a) We already know that (1 1 )' = 0 for every positive integer m, and we can
use this fact to get an interesting formula. For every positive integer m,
0

= (-1 + )- =

E

().

+ (2)

= 1-(1)

(+l)m-k

()k.

.

+ (-)m

(m

1) + (-1)

If m is odd, this equation is not too hard to see, because then the terms (k)
and (mm k) have opposite signs and cancel each other out; but if m is even,
the equation is not so obvious in general without the binomial theorem. For
example, with m = 5 we get
0=1-5+10-10+5-1,
with lots of cancellation, but with m = 6 it's
0 = 1 - 6 + 15 - 20 + 15 - 6 + 1.
(b) The formula in part (a) gives another way to verify the Inclusion-Exclusion
Principle. Our claim is that
--

A

JAI U A2 U ... U A

= EIAi- i

+..

IAifnAji+
i<j

E IAinAjfnAk
i<j<k

+ (_I)n JA,

n .. n A, 1.

Consider an element in the union. For some m it is in exactly m of the sets, say
in AI, A2 , ... , Am. In the elaborate formula the element gets counted once for
each Ai it's in, then minus once for each two of Al, A2 , ... , Am it's in, then
once for each three of them it's in, etc. Altogether, the count for this element is

(m) - (m) +

+ (-I)m(m

) + (-.)f+1

which is 1 by part (a). Thus every element of AI U A2 U ... U A, gets counted
exactly once overall in the formula.
n
Sometimes the Binomial Theorem is useful for computing the value of a sum
(
n
n)n
()n
formula, such as (- l)r1(
) in Example 4, E (r) [Exercise 11], or E ( )2r
r=0

r=0

r-0

[Exercise 12]. At other times we can use it to compute specific coefficients, often
the first few, in powers that we don't want to write out in detail.
The first few terms of (2 + x)' 00 are
2100 + (100)299X + (100)298X2 +...

= 2100 + 100 29 9 x + 4950 2 98 X2 +...

If x is very near 0, it is tempting to say that, since x3 , x 4 , ... are tiny, we can
pretty much ignore the terms after x2. Beware! The coefficients in the middle, such
n
a
d u oalt
as (/100
50), can get pretty big, and collectively the discarded terms
can
add
up to a lot.
In our case, if x = 0.01, we make about a 1.4 percent error in (2.01)100 by dropping
the higher powers, but with x = 0.1 our "approximate" answer would be less than
5 percent of the correct value.
U
Our next counting principle can be applied in a variety of settings. We offer it
in a form that is easy to remember.
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Placing Objects in Boxes There are (%k 1 1) = (n+k 1) ways to place n identical objects into k distinguishable boxes.
Proof The proof is both elegant and illuminating; we illustrate it for the case
n = 5 and k = 4. We let five 0's represent the objects, and then we add three
l's to serve as dividers among the four boxes. We claim that there is a one-to-one
correspondence between the strings consisting of five 0's and three l's and the ways
to place the five 0's into four boxes. Specifically, a given string corresponds to the
placement of the 0's before the first 1 into the first box, the 0's between the first and
second 1 into the second box, the 0's between the second and third 1 into the third
box, and the 0's after the third I into the fourth box. For example,
00110001 -00

0

00

,

00

I 0

1

box I box 2 box 3 box 4

In this instance, boxes 2 and 4 are empty, because there are no 0's between the first
and second dividers and there are no 0's after the last divider. More examples:
10010010

>00

00011100
0

)

0I0
0I0°
0

0

;
00

There are (8) strings having five 0's and three l's; just choose where to put the I's.
Since (8) = (5+4 1l), this establishes the result for n = 5 and k =4.
In the general case, we consider strings of n O's and k - 1 I's. The 0's correspond to objects and the l's to dividers. There are ( k-i 1) such strings and, as
above, there is a one-to-one correspondence between these strings and the placing
of n O's into k boxes. The alternate formula (n+k-1) cores from choosing where to
put the 0's in the strings.
U
(a) In how many ways can 10 identical marbles be placed into 5 distinguishable
bags? Here n = 10, k = 5, and the answer is
(10 + 5 - 1) = (14) = 1001.
(b) In how many ways can 15 indistinguishable fish be placed into 5 different ponds
so that each pond contains at least 1 fish? Start by putting a fish in each pond.
Now we can put the remaining 10 fish into the ponds in (14) ways, just as in
part (a), so the answer is again ('4).
(c) In how many ways can 10 tigers be placed into 5 indistinguishable bags? This
problem is much harder. You should be aware that counting problems can get
difficult quickly. Here one would like to apply part (a) somehow. However,
even with the methods of the next section, there is no natural way to do so. We
abandon this problem. Any solution we are aware of involves the consideration
of several cases.
N
Sometimes problems need to be reformulated before it is clear how our principles apply.
How many numbers in {1, 2, 3,.
100,0001 have the property that the sum of their
digits is 7? We can ignore the very last number, 100,000, and we can assume that all
the numbers have 5 digits, by placing zeros in front if necessary. So, for example, we
replace 1 by 00001 and 73 by 00073. Our question is now this: How many strings
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of 5 digits have the property that the sum of their digits is 7? We can associate each
such string with the placement of 7 balls in 5 boxes; for example,
00 1 42

30 12 1

-I

>

X

;00

0

0°0
00 ;
Io00 1

0

0

0

.

There are (41') = 330 such placements, so there are 330 numbers with the desired
property.
U
We can also take objects out of their boxes. Assume that each of k boxes
contains an unlimited supply of objects labeled according to which box they are in.
Applying the principle in reverse, we see that there are (n +k1l) ways to remove n
objects from the k boxes. In other words,
Fact The number of ways to select a set of n objects of k distinguishable types,
allowing repetitions, is
(n + k-I

MI 3,1

~A

n + k-

)

In how many ways can 10 coins be selected from an unlimited supply of pennies,
nickels, dimes, and quarters? This problem is tailor-made for the principle just stated.
Let n = 10 [for the 10 coins] and k = 4 [for the 4 types of coins]. Then the answer is
(10+4

1) = (13) = 286.

From another viewpoint, this problem is equivalent to counting ordered 4-tuples
of nonnegative integers whose sum is 10. For example, (5, 3, 0, 2) corresponds to the
selection of 5 pennies, 3 nickels, and 2 quarters. Counting these ordered 4-tuples is
equivalent to counting the ways of placing 10 indistinguishable objects into 4 boxes,
which can be done in ( 13) ways.
U

ff W,MMI001 ---

1

1. Among 200 people, 150 either swim or jog or both. If 85

swim and 60 swim and jog, how many jog?
2. Let S = {100, 101, 102, ... , 999} so that ISI = 900.
(a) How many numbers in S have at least one digit that
is a 3 or a 7? Examples: 300, 707, 736, 103, 997.
(b) How many numbers in S have at least one digit that
is a 3 and at least one digit that is a 7? Examples:
736 and 377, but not 300, 707, 103, 997.
3. An integer is selected at random from
11, 2, 3, .l. , 1000}. What is the probability that the
integer is
(a) divisible by 7?

(b) divisible by I I?

(c) not divisible by 7 or 11?
(d) divisible by 7 or 11 but not both?
4. An investor has 7 $1000 bills to distribute among
3 mutual funds.
(a) In how many ways can she invest her money?

(b) In how many ways can she invest her money if each
fund must get at least $1000?
5. An integer is selected at random from
11, 2, 3, . . , 10001. What is the probability that it is
divisible by at least one of the integers 4, 5, or 6?

f, g, i}. Find the probability that a randomly selected 5-letter word will use all three vowels a,
e, i. Hint: First find the number of words in E5 that do

6. Let E = la, e,

not use all three vowels.
7. Twelve identical letters are to be placed into 4 mail-

boxes.
(a) In how many ways can this be done?
(b) How many ways are possible if each mailbox must
receive at least 2 letters?
8. How many different mixes of candy are possible if a mix
consists of 10 pieces of candy and 4 different kinds of
candy are available in unlimited quantities?

I
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(b) How many ways are there to put 14 objects in
3 boxes with no more than 7 objects in any box?
(c) For how many numbers between 0 and 999 is the
sum of their digits equal to 20? Hint: Each digit
must be at least 2; part (b) applies.
16. Consider finite sets {Al, A2, . . , An}. Let P+(n) be the
set of nonempty subsets I of {1, 2, . . , n}. Show that
the Inclusion-Exclusion Principle says that

9. Use the binomial theorem to expand the following:
(a) (x + 2y)4
(b) (x - y)6
(c) (3x + 1)4
(d) (x + 2)5
10. (a) Complete the proof of the Binomial Theorem by
providing the induction proof. Use the recurrence
relation provided, which is also given in part (b).
(b) Prove (11+1) = (r, l) + (') for I < r < n algebraically.

()

11. Prove that 2' = E

nA

U Ai =

r=O

i=l

(a) by setting a = b = I in the binomial theorem.
(b) by counting subsets of an n-element set.
(c) by induction using the recurrence relation in
Exercise 10(b).

3 (n) r = 3fn for n E P.

12. Prove that

2

r=O

13. (a) Verify that

k

(

k)

=( (1~~

+

)

for some small val-

ues of m and n, such as m =3 and n = 5.
(b) Prove the identity by induction on n for n > m.
(c) Prove the identity by counting the (m + I)-element
subsets of the (n + 1)-element set 11, 2, ... , n + 11.
Hint: How many of these sets are there whose largest
element is k + 1? What can k be?
14. In the proof of the "Placing Objects in Boxes" principle,
we set up a one-to-one correspondence between strings
of five 0's and three l's and placements of five 0's in
four boxes.
(a) Give the placements that correspond to the following
strings:
1 0 1 0 1 0 0 0,

0 1 00 1 00 1,

1 00 0 0 0 11,

111 0 0 0 0 0.

(b) Give the strings that correspond to the following
placements:
0

0

0

00,I

00

0

0 0,~

E
IEP+(n)

(-1)I+

nA|
iEl

17. (a) For how many integers between 1000 and 9999 is the
sum of the digits exactly 9? Examples: 1431, 5121,
9000, 4320.
(b) How many of the integers counted in part (a) have
all nonzero digits?
18. Six passengers on a small airplane are randomly assigned
to the six seats on the plane. On the return trip they are
again randomly assigned seats.
(a) What is the probability that every passenger has the
same seat on both trips?
(b) What is the probability that exactly five passengers
have the same seats on both trips?
(c) What is the probability that at least one passenger
has the same seat on both trips?
19. How many sets of I integers from {1, .
p) contain no
two consecutive integers? Here 1 < I < p. Suggestion:
Convert this question to one about sequences of 0's and
l's with I l's, and then view it in terms of putting 0's in
boxes.
20. This exercise is motivated by an article by David M.
Berman, "Lottery drawings often have consecutive
numbers," College Math. J. 25 (1994), 45-47. In the
Louisiana lottery, 6 numbers are selected at random from
a set of 44. People have been surprised that the winning selection often contains two consecutive numbers.
Should they be?
(a) If I lucky numbers are selected randomly from
11, 2,
p), show that the probability that no two
(P-I+1)

O000I

I

I

I

00
15. (a) How many ways are there to put 14 objects in
3 boxes with at least 8 objects in one box?

5.4

are consecutive is

(l)

(b) Show that if I = 6 and p = 44, then the probability
that the set of winning lucky numbers includes two
consecutive numbers is approximately 0.538.

Counting and Partitions

II

Recall that a partition of a set S is a collection of pairwise disjoint nonempty subsets
whose union is the set S itself. This section will focus on problems that are associated
with partitions.
-TW~v13|A

In how many ways can we form three committees of sizes 3, 5, and 7 from a group of
20 people if nobody can be on more than one committee? We may think of forming
a fourth, leftover committee whose 5 members are the people not chosen for the
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real committees, though the 5-member real committee and the leftover committee
are of course not interchangeable. The four committees together form a partition of
the group of people, so our question can be rephrased: how many ways are there to
partition a set of 20 elements into subsets of sizes 3, 5, 7, and 5, respectively? We
will discover that the answer is
20!
~ 5.587. 109 .
3! .5! 7! .5!
There are several ways to arrive at this answer. One way is to use the Product Rule. Visualize a selection process that consists of first choosing the 3-person
committee, then the 5-person committee from the 17 people remaining, then the
7-person committee from the 12 still remaining. We can choose the leftover committee too, but of course by that time there is only one way to do so. According to
the Product Rule, the total number of choices available is
(20) . (17) . (12) . (5).
If we rewrite this product in terms of factorials, we get
20!
3! 17!

17!
5! 12!

12!
7! 5!

5!
5! 0!

20!
which upon cancellation and noting that 0! = I gives 3! 5! 7! 5!.

There is a general method here. An ordered partition of a set S is a sequence
(AI, A2 , . .., Ak) whose members AI, A 2 , . . , Ak form a partition of S. The Ai's
themselves are not assumed to be ordered internally, but the order in which they
appear in the list does matter. The committees in Example 1, including the leftover
committee, form one ordered partition of the 20-person group.
M

I

S

*1

Let S = {1, 2, 3, 4, 5, 6, 7, 81. Here are some ordered partitions of S:
({2, 4,6,7, 81, (1,3, 5),
(1, 3,51, {2,4,6,7, 81),
({3, 61, (2,5, 81, {1, 4, 71),
((11,{2, 4,6, 8}, {3, 5,71),
and
((6,1}, {2,5, 8}, {4, 31, (71).
({1, 61, {2,5, 81, (3,41, (71),
The last two are the same, since (1,6) = 16, 1} and {3, 41 =
others are distinct.

(4,
3),

but all of the
o

The argument in Example 1 generalizes to establish the following principle.

Counting Ordered Partitions If n

= ni + n2 + *

+ nk and if a set has n

elements, then there are

n!
nI!n2! ...

ordered partitions (Al, A2 ,.

nk!

Ak) of the set with AAi = ni for i = 1, 2, .

k.

As illustrated in Example 1, the number given by the formula can also be
written as

)

(
II I

(n -II)
n2

(n -ni

-...

nk-l)

n

The last factor is (nk), so it can be omitted. One possible advantage of the factored
form is that, when n is very large and nI! is enormous, the binomial coefficient factors
are much smaller and can perhaps be calculated more readily.
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(a) A bridge deal is an ordered partition of 52 cards into four sets, one for each
player, with 13 cards each. The order within each set is irrelevant, but which
player gets which hand is crucial. There are

52!

52!
=____
-

13! 13! 13! 13!

-

(13!)4

5.3645.1028

bridge deals.
(b) Given a bridge deal, what is the probability that each hand of 13 cards contains
one ace? First we deal out the aces, one to each player; this can be done in
4! = 24 ways. Just as in part (a), the remaining cards can be partitioned in
48!/(12!)4 ways. So 24 48!/(12!)4 of the bridge deals yield one ace in each
hand. The probability of such a deal is
.

242448! .
(12!)4

((13!)4
52!

_

24.- 134
49 .50 51 .52

~ 00.1055.
0

(c) A single bridge hand consists of 13 cards drawn from a 52-card deck. There
are

(52)

; 6.394. 1011

bridge hands. We say that a bridge hand has distribution n1-n2-n3-n4,
where nl > n 2 > n 3 > n4 and nl + n2 + n3 + n4 = 13 if there are nl cards of
some suit, n2 cards of a second suit, n3 cards of a third suit, and fl4 cards of
the remaining suit. To illustrate, we count the number of bridge hands having
4-3-3-3 distribution. There are
(13) (13) (13) (13)
ways to choose 4 clubs and 3 of each of the other suits. We get the same result
if we replace clubs by one of the other suits. So we conclude that there are

4(13) (13)3

6.6906. 1010

bridge hands having 4-3-3-3 distribution. The probability that a bridge
hand will have 4-3-3-3 distribution is
6.6906 0.1046.
63.94
A fraction of the form

3575!

and written, in a style like that of a

is sometimes called a multinomial coefficient
binomial coefficient, as (3 5 5 Here's the

reason. Imagine multiplying out (a + b + c + d)2 0 and collecting terms that have the
same powers of a, b, c and d. The coefficient of a3b 5c 7 d5 would be the number of
ways to get 3 a's, 5 b's, 7 c's and 5 d's by choosing one letter from each of the 20
factors (a + b + c + d). Choosing the letters in this way is like selecting which 3 of
the factors go in committee A, which 5 in committee B, etc.; so there are 3575!
terms a3 b5c 7 d5 in the multiplied-out product, and the coefficient of a3 b 5c7 d 5 is
20

The theorem to describe this situation has the Binomial Theorem as a special case.
For real numbers al,..., ak and for n E N, we have

Multinomial Theorem
(al + ... + ak)'

Here
as
n (nI
as n1 +

n
..

~n) stands for
.+ nk.

n!

(i.2

nl+ .+nk=n (n..
'nkand

allI

akf

n)

the sum is over all possible ways to write n
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An alternative approach to the committee problem of Example 1 consists of lining up
the people in order and assigning the first 3 to the first committee, the next 5 to the
second committee, and so on. There are 20! ways to line up the people, but different
lineups can result in the same committees. Rearranging the first 3 people in line or

the next 5 or the next 7 or the last 5 will not change the committee assignments, but
any other rearrangements will cause a change. Therefore, for any given committee
assignment there are 3! 5! 7! 5! ways to rearrange the people without changing
the assignment. We conclude that the number of different committee assignments is
.

.

.

the number of possible lineups divided by the number of lineups that produce any
given assignment; i.e., it's
20!
3! .5! .7! .5!
just as before.
Still another approach, not very different from the last one, is to consider a

two-step process for choosing an ordering, i.e., a permutation, of all 20 people.
The first step is to choose the committees, say in one of x ways, and the second
step is to arrange the people in order so that the members of the first committee
come first, then the members of the second committee, etc. By the Product Rule, we
have
x - (number of ways to do step 2) = n!.
The number of arrangements possible in step 2 is 3!
Rule, so

x

.

5!

.

7! 5! by the Product
.

20!

=

3! . 5!

.

7! - 5!

again.

.

This last approach used the trick we mentioned in §5.1 of applying the Product
Rule when we know the product and want one of the factors. Here's another example.
To count the number of sheep in a flock, simply count the legs and divide by 4. In
function-theoretic terms, let L be the set of legs and S the set of sheep, and let
A: L -+ S be the function that maps each leg to the sheep it belongs to. For each
sheep s, the set
=

{I E L

Vf(1) = s}

is the set of legs of s. We are given that LV(s)I = 4 for every s, so LI = 4 S
and ISI = IL1/4.
It's time to formalize this idea.

Counting Lemma
sets

If *: A

-*

B maps the finite set A onto B and if all the

* (b) = {a E A: +(a) = b}

for b in B have the same number of elements, say r, then
JBI =

JAI

Proof The set A is the union of the pairwise disjoint sets V/Y'(b), so the Union
Rule gives

JAI =

EV'(b)J
bEB

= Zr

= r IBI.

beB

Therefore, IBI = JA1/r.
Alternatively, think of choosing members of A in two stages, by first choosing
b E B in one of IBI ways and then choosing one of the r a's for which /r(a) = b.
N
Again, Al = IBI r.
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This lemma applies to Example 4 if we let B be the set of all 3-5-7-5 committee
assignment partitions P and let A be the set of all permutations of the set of 20
people. For each permutation a of A, let +(a) assign the first 3 people to the first
committee, the next 5 to the second, etc. Then At': A -- B, and each set Vf t(P)
has 3! 5! 7! 5! permutations in it. Since JAl = 20!, we conclude yet again that

-3w-

.

IBI

= 3!5!7!5!'

When we were putting objects in boxes in §5.3, we regarded the objects as
indistinguishable, but we could tell the boxes apart. When we took the objects
out of the boxes later, we could think of the objects as somewhat distinguishable, if we remembered which boxes they came from. A mixture of 3 apples, 5
oranges, 7 pears, and 5 turnips is different from a mixture of 2 apples, 6 oranges,
9 pears, and 3 turnips, even if all apples look alike, all oranges look alike, etc.
The term multiset is sometimes used to describe a set with this sort of partial
distinguishability, with notation {nI al,, n2
2, . . ., nk ad} to indicate that it
contains nX members of type ai for i = 1, ... , k. Our first mixture would be
described as

{3 apple, 5 orange, 7 - pear, 5 turnip)
.

.

.

in this notation.
One can think of a multiset as an ordinary set by putting distinguishing labels
on all the members, for instance, apple, apple2, .
apples. Then ignore the labels
when thinking of the set as a multiset.
A combination of elements of a multiset is just a subset of its set of elements
with the labels ignored. A permutation of a multiset is an ordered list of its elements
with distinguishing labels ignored, as in the next example.
--Xf-Al

This problem begins with a hat containing slips of paper on which letters are written.
The slips are drawn from the hat one at a time and placed in a row as they are drawn,
and the question is how many different words can arise in this way. Here we regard
two words as different if there is at least one position in which they have different
letters.
If all the letters in the hat are different, the problem is easy. For example,
if the hat contains the 10 letters I,M,P,O,R,T, A,N,C,E, then there are 10! different
words that can be drawn, most of which are gibberish and only one of which is
IMPORTANCE.

If the hat contains the 8 letters

E, E, N, N, N,O,

s, s, however, then there are 8!

ways to pull them from the hat, but more than one way can lead to the same word.
To analyze this, let's put subscripts on the duplicate letters, so that the hat contains
El, E2, N 1, N2, N3, 0, S1 , and S2. There are 8! permutations of these subscripted
letters. If ir is the function that maps each such permutation to itself but with the
subscripts erased, then the image of Vf is the set of distinguishable words using
E, E, N, N, N, 0, S, S. For example,
(N30NI S2El N2SI E2) = N 0 N S E N S E.

How many of the permutations map onto N 0 N S E N S E? There are 3! different orders
in which NI, N2, N3 can appear, 2! different orders for Si and S2, and 2! different
orders for El and E2. So there are 3! 2! 2! = 24 different permutations that
.

give

NONSENSE.

.

That is, the inverse image Vf'(NONSENSE) has 24 elements.

Similarly, there are 24 permutations that give SNEENONS, or any other word in
these letters. The Counting Lemma says that the total number of distinguishable
words is
8!
=__ 1680.
3! . 2! 2!
1
_

Thus, if we draw slips from the hat at random, the chance of getting
1/1680. Note that 1680
the letter o can appear.

N 0 N SE N SE iS

(3 282 1); the I term corresponds to the 1! order in which

U
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The argument in this example can be used to prove the following general fact.
Counting Permutations of Multisets

Suppose that a set of n objects is

partitioned into subsets of k different types, with n1, n2, ... , nk members, so that
n = n I + n2 +
+ nk. Regard two permutations of the set as distinguishable in
.

case their entries in at least one position are of different types. Then there are
n1! n2! ..

nk!

(ni

n2

nk)

distinguishable permutations of the set.
Let E = {a, b, c). The number of words in E* having length 10 using 4 a's, 3 b's
and 3 c's is

10!
0! = 4200.
4! 3! 3!-20
The number of words using 5 a's, 3 b's, and 2 c's is
10!
5! 3! 2!
and the number using 5 a's and 5 b's is

2520,
50

10!
5!rt

252.
52.

For comparison, note that V10 has 310 =59,049 words.

MI T-41

-

.

We count the number of ordered partitions of the set {1, ... ,81 of the form
(A, B, C, D), where IAI = 2, IBI = 3, ICI - 1, and DI = 2. This problem
can be viewed as a question of counting permutations of an 8-element multiset with
objects of 4 types, that is, as a letters-in-a-hat problem. Here's how.
Consider an ordered partition (A, B, C, D) of {1, 2, ... , 81 into sets with 2,
3, 1, and 2 members, respectively. For instance, take ({5, 81, {1, 3, 6), {2}, {4, 7}).
Then 5 and 8 are of type A, while 1, 3, and 6 are of type B, etc. If we list
the types of 1, 2, 3, ... , 8 in order, we get the sequence B, C, B, D, A, B, D,
A, which completely describes the partition, as long as we know how to decode
it. [If, instead of calling the blocks A, B, C, D, we label them with the letters E, N, o, and s, then ({5, 8}, {1, 3, 61, {2}, {4, 71) corresponds to our friend
N 0 N S E N S E.]

This argument shows that the ordered partitions of 11, 2, ... ,8} into blocks of
sizes 2, 3, 1, and 2 correspond one-to-one with the distinguishable permutations of
A, A, B, B, B, C, D, D, so the number of ordered partitions of type 2-3-1-2
is!

8!

=

1680, which we already knew, of course, from the Counting Ordered

Partitions formula.

U

Sometimes problems reduce to counting unordered partitions. In such cases,
count ordered partitions first and then divide by suitable numbers to take into account
the lack of order.
A

*

*

(a) In how many ways can 12 students be divided into three groups, with 4 students
in each group, so that one group studies English, one studies history and one
studies mathematics? Here order matters: if we permuted groups of students,
the students would be studying different topics. So we count ordered partitions,
of which there are

12!

4! 4! 4!

=(12)1() = 495 70 = 34,650.
4

4
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(b) In how many ways can 12 climbers be divided into three teams, with 4 climbers
in each team, but with all teams climbing the same mountain? Now we wish
to count unordered partitions, since we regard partitions like (A, B, C) and
(B,A, C) as equivalent, because they correspond to the same partition of the
12 climbers into three groups. From part (a), there are 34,650 ordered partitions. If we map each ordered partition (A, B, C) to the unordered partition
V'((A, B, C)) = {A, B, C}, we find that *f ({A, B,C}) has 3! = 6 elements,
namely (A, B, C), (A, C, B), (B, A, C), (B, C, A), (C, A, B), and (C, B, A).
So, by the Counting Lemma, there are 34,650/6 = 5775 unordered partitions of
the desired type. Hence the answer to our question is 5775.
U
(a) In how many ways can 19 students be divided into five groups, two groups
of 5 and three groups of 3, so that each group studies a different topic? As in
Example 9(a), we count ordered partitions, of which there are
19! ~
3.9 11 I 0' °
5! 5! 3! 3! 3!
(b) In how many ways can the students in part (a) be divided if all five groups are to
study the same topic? In part (a) we counted ordered partitions (A, B, C, D, E),
where JAI = JBI = 5 and ICI = JDI = {Et = 3. If A and B are permuted and C,
D, E are permuted, we will get the same study groups, but we cannot permute
groups of different sizes, such as A and D. To count unordered partitions, we
let *((A, B, C, D, E)) = ({A, B), {C, D, E)). Each of the inverse image sets
V' ({A, B), IC, D, El) has 2! . 3! elements [such as (B, A, C, E, D)], so, by
the Counting Lemma, there are
19!

1

5! 5! 3! 3! 3! 2! 3! t32

0

unordered partitions of students into study groups.

WICAVVI

1:1 4:0

I

U

In how many ways can we split a group of 12 contestants into 4 teams of 3 contestants
each? More generally, what if we want to divide 3n contestants among n teams of 3?
We are asking for unordered partitions. There are
(3n)!

(3n)!

(3!) .. (3!)

6n

ordered partitions (Al, A2 .
A,) for which each Ai has 3 members. Any permutation of the n sets gives the same unordered partition, and so there are (3n)!
unordered partitions of 3n elements into n sets with 3 elements each. Note that this
number is
3n(3n-1)(3n--2) (3n-3)(3n -4)(3n-5)
6 .5 4 3 2 1
6n
6(n-1)
6 2
6 1
(3n-1)(3n-2) (3n-4)(3n-5)
2
2
(3n -1)
(3n-4) ... (5). (2).

5 4
2

2 1
2

This factorization suggests another way to solve the problem. List the contestants in some order. Pick the first contestant and choose 2 more for her team, in one
of (3n2 1) ways. Now pick the next unchosen contestant and choose 2 more to go
with him, in one of (3n2 4) ways. And so on. [Or use induction.]
In case there are just 12 contestants, there are
(11)
wast2hoetetas
ways to choose the teams.

(8) . (5) . (2) = 15,400
2

U
.
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The principles in this section are applicable in a variety of common situations,
but they won't handle every problem that comes up. The thought processes that
we demonstrated in the proofs of the principles are as valuable as the principles
themselves, since the same sort of analysis can often be used on problems to which
the ready-made tools don't apply.

1. From a total of 15 people, 3 committees consisting of 3,
4, and 5 people, respectively, are to be chosen.
(a) How many such sets of committees are possible if no
person may serve on more than one committee?
(b) How many such sets of committees are possible if
there is no restriction on the number of committees
on which a person may serve?
2. Compare.
7!
and
(a)
(2 )
2! *2! 3!
12!
and
(b)(12). (49)
3! -4!-5!
n!
and
(k)() .(n r)
k! -r! -(n -k -r)!

) forr+s =n

(d)(

(1

(e)

.?. 1)

and

and

(rn)

n!

3. Three pairwise disjoint teams are to be selected from a
group of 13 students, with all three teams competing in
the same programming contest. In how many ways can
the teams be formed if they are to have
(a) 5, 3, and 2 students?
(b) 4, 3, and 3 students?
(c) 3 students each?
4. How many different signals can be created by lining up
9 flags in a vertical column if 3 flags are white, 2 are
red, and 4 are blue?
5. Let S be the set of all sequences of O's, l's, and 2's of
length 10. For example, S contains 0 2 1 10 1 2 2 0 1.
(a) How many elements are in S?
(b) How many sequences in S have exactly five O's and
five l's?
(c) How many sequences in S have exactly three O's and
seven l's?
(d) How many sequences in S have exactly three O's?
(e) How many sequences in S have exactly three O's,
four l's, and three 2's?
(f) How many sequences in S have at least one 0, at
least one 1, and at least one 2?
6. Find the number of permutations that can be formed
from all the letters of the following words.
(a) FLORIDA
(b) CALIFORNIA
(C) MISSISSIPPI
(d) OHIO
7. (a) How many 4-digit numbers can be formed using only
the digits 3, 4, 5, 6, and 7?
(b) How many of the numbers in part (a) have at least
one digit appear more than once?

(c) How many of the numbers in part (a) are even?
(d) How many of the numbers in part (b) are bigger that
5000?
8. Let E = (a,
b, c}. If n I > n2 > n3 and nI + n2 + n3 =
6, we call a word in E:6 of type nl-n2-n3 if one of

the letters appears in the word nI times, another letter
appears n2 times, and the other letter appears n3 times.

For example, accabc is of type 3-2-1 and caccca
is of type 4-2-0. The number of words in E6 of each
type is

Type

| 6-0-0

5-1-0

4-2-0

4-1-1

3

36

90

90

3- -3-0

3-2-1

2-2-2

Number
Type

90
Number
60
360
(a) Verify three of the numbers in the table above.
(b) Calculate the sum of the numbers in the table above.
What is its significance?
9. In how many ways can 2n elements be partitioned into
two sets with n elements each?
10. Consider finite sets satisfying XA + XB = XC + XDShow that IAI + IBI = ICI + IDI.
11. Two of the 12 contestants in Example 11, Ann and Bob,
want to be on the same team.
(a) How many ways are there to choose the teams so
that Ann and Bob are together?
(b) If all ways of choosing teams are equally probable,
what is the probability that Ann and Bob are chosen
for the same team?
12. A basketball tournament has 16 teams. How many ways
are there to match up the teams in 8 pairs for the first
playoffs?
13. How many equivalence relations are there on (0, 1, 2, 31?
Hint: Count unordered partitions. Why does this solve
the problem?
14. A hat contains the letters B,B,B,E,0, O,P, P. What is the
probability that when they are drawn out of the hat one

after another the letters will spell
order?
15. Find
(a) the
(b) the
(c) the
(d) the
(e) the

coefficient
coefficient
coefficient
coefficient
coefficient

of a3b2c4
of x2y3z4
of x2 y3 z2
of x2y3z4
of x2 y3 z4

in
in
in
in
in

BEBOP BOP

in that

(a + b + c) 9.
(x + y + z) 9 .
(I + x + y + z) 9.
(1 + x + y + z) 9.
(I + 2x + 3 y + 4z) 9 .
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Office Hours 5.4
How can I tell what method to use on these counting problems? Some of them
seem to be aboutpermutations, and some about objects in boxes. Now we have
partitions. There seem to be so many methods, and sometimes none of them
look useful.

Right! Even with all the methods we've covered, it's easy to find problems we
can't handle, at least not without breaking them down into pieces. The good news
is that often we can recognize a familiar type.
Objects-in-boxes problems, for instance, are fairly easy to spot. Some people
also call them "stars and bars" problems, thinking about the way we turned objects
in boxes into strings of 0's and Us. Once you get to that stage, you're counting
possible places to put the l's, so it's no surprise that the answer is a binomial
coefficient. Understanding where the answer comes from will also help you see
how to do problems when the formula doesn't quite apply.
Straight permutation problems are also pretty easy, if you think in terms of
processes. Choose the first one, then the next one, etc., until you have all you need.
"First" and "next" are the tip-off: order matters here. I can probably think of a
tricky way to ask a question so that it seems that order matters when it doesn't or
doesn't matter when it does, but if you concentrate on a process for making your
choices, you'll see the right method.
A question that asks how many sets there are of such and such a type is likely
to involve binomial coefficients, whereas one that asks about how many strings you
can build is going to involve permutations, maybe like the ones in the NONSENSE
example. Here's where things get trickier, and you'll want to look at the examples
in the book for ideas.
As I see it, the authors are really just taking a few very basic principles, like
the Union Rule, the Product Rule, and the Counting Lemma, and applying them in
various orders to get what they call "methods." You can use their methods if they
seem to apply, but you can also go back to basics if you want, at least to turn a
problem into one that the methods will work on.
Let me point out one other possible source of confusion. There can be lots
of different types of questions with the same setup. For instance, suppose we have
a big pile of fish and some boxes. If we put the fish in the boxes, then we can ask
how many different combinations of fish in boxes there are-like 5 fish in the first
box, 8 in the second, etc. That's a pure objects-in-boxes question. We can also ask
how many different ways there are to assign fish to the boxes so that the first box
gets 5 fish, the second gets 8, and so on. That's an ordered partition problem, and
probably easiest to think of in terms of a process that chooses the fish for the first
box, then those for the second box, etc. This problem only makes sense if we can
tell the fish apart and "assign" them. Think of committees of fish, so one group of
5 is different from another. Or we could put 5 fish in the first box, 8 in the second,
and so on, and give them little tags to wear so that the ones in the first box have
A's on them, the ones in the second box have B's on them, etc. Then we could
dump all the fish out, line them up and ask how many different words the tags
can spell. That kind of problem would be like the NONSENSE example, counting
permutations of a multiset. Or how about assigning the fish to the boxes at random
and asking what the probability is that the first box has exactly 5 fish? My point
is, you can't always tell what the question will be just from the setup.
One other piece of general advice on this material:
Don't just guess.

Be sure you see a reason for any claim you make or method you choose. It's OK
to memorize the formulas, but they're worthless if you don't use the right ones for
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the job. Look hard at the examples in the book, not to imitate them so much as
to understand their overall plan of attack. As usual, ask
s
how the answers
would change if you changed the examples a little You homework ex ises will
give you some practice, too.
Now give me an example of one you're still having troule on, and we'll
work a problem like it.

f S X, S ; ft ~~~~~~~IfI XX0 00 0Ca

5.5

Pigeon-Hole Principle
The usual Pigeon-Hole Principle asserts that, if m objects are placed in k boxes or

pigeon-holes and if m > k, then some box will receive more than one object. Here
is a slight generalization of this obvious fact.

Pigeon-Hole Principle If a finite set S is partitioned into k sets, then at least
one of the sets has S / k or more elements.

Proof Say the sets in the partition are Al, . . . , Ak. Then the average value of
AiAI is
(IAII +
+ IAk) = - SIS,so the largest Ai has at least this many
.

elements.

U

Note that ISI/k need not be an integer. Since the sizes of the sets are integers,
we can say that some set in the partition has at least FJSI/ki members. The PigeonHole Principle doesn't say which set is this large, and indeed there could be more
than one of them.
We will often apply the principle when the partition is given by a function, in
which case it can be stated as follows.

Pigeon-Hole Principle If S and T are finite sets satisfying ISI > r TI and if
f: S -- T, then at least one of the sets f (t) has more than r elements.
Proof Let Im(f) be the image of f, so that Im(f) C T, and let k =lIm(f)I. The
family {f(t): t E Im(f)} partitions S into k sets with k < ITI. By the principle
just proved, some set f (t) has at least ISI/k members. Since ISI/k > IS /ITI > r
by hypothesis, such a set f (t) has more than r elements.
U
When r = 1, this principle tells us that if f: S -* T and SI > ITI, then at
least one of the sets f (t) has more than one element. It is remarkable how often
this simple observation is helpful in problem solving.
(a) If three distinct integers are given, then there must be two of them whose sum
is even, because either two of the integers are even or else two of them are
odd, and in either case their sum must be even.
Here is a tighter argument. Let S be the set of three integers. Since
the function MOD 2 maps even integers to 0 and odd integers to 1, we have
MOD2: 5 {-* 0, 11 and, by the Pigeon-Hole Principle, either (MOD2)'(0) or
(MoD2)'(1) has more than one element. That is, either S contains two [or
more] even integers or else S contains two [or more] odd integers.

(b) Part (a) shows that, given three different integers, at least two of them must be
congruent mod 2. More generally, if nl, n2, . . ., np+l are any p + 1 integers,
distinct or not, we claim that at least two of them are congruent mod p; i.e.,
nj = nk (mod p) for some j # k. If two of the integers are equal, they are
certainly congruent mod p, so we may as well assume that the integers are
distinct. To prove our claim, we set S = {n1, ... , np+l) and apply the PigeonHole Principle to the function MODp: S -* 2(p). Since JSI = p + 1 > p =

2(p)J, two numbers nj and nk in S have the same image in 2(p). Thus we
E
have nj MOD p = nk MOD p; hence n =nk (mod p).
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We show that if al, a2,. - , ap are any p integers, not necessarily distinct or nonnegative, then some of them add up to a number that is a multiple of p. Consider
the p + I numbers
0, al, al +a2, al + a2+a3,

al +a2-+a3-+

+ap.

By Example 1(b), some two of these are congruent mod p, so the difference between
some two of them is a multiple of p. This difference has the form
as + as+l ±

+ at,

which is a sum of integers from our list.
Note that we have proved more than we claimed; some consecutive batch of
as's adds up to a multiple of p. The result just proved is sharp, in the sense that we
can give integers a l, a2,. . ., ap-I for which no nonempty subset has sum that is a
multiple of p. For a simple example, let aj = I for j = 1, 2,... , p-1.
U
Let A be some fixed 10-element subset of {1, 2, 3, ... 50}. We show that A possesses two different 5-element subsets, the sums of whose elements are equal. Let
S be the family of 5-element subsets B of A. For each B in S, let f (B) be
the sum of the numbers in B. Note that we must have both inequalities f (B) >
I +2+3+4+5 = 15 and f (B) < 50+49+48+47+46 = 240 so that f: S -- *T,
where T = 1S, 16, 17, .
2401. Since ITI = 226 and ISI = (10) = 252, the
Pigeon-Hole Principle shows that S contains different sets with the same image
under f, i.e., different sets the sums of whose elements are equal.
U

WA-Al

You probably know that the decimal expansions of rational numbers repeat themselves, but you may never have seen a proof. For example,
29

= 0.537037037037037
-_

...

check this by long division before proceeding further! The general fact can be seen
as a consequence of the Pigeon-Hole Principle, as follows.
We may assume that the given rational number has the form m/n for integers
m and n with 0 < m < n. Let us analyze the steps in the algorithm for long division.
When we divide m by n, we obtain .dld 2 d3 *--, where

10 m

=

n dl +4rl, 0<rl <n,

10 rl =n d 2 +r2,

0 < r2 < n,

10 r 2 = n d3 + r3 ,
0 < r3 < n,
etc., so that 10 *rj = n dj+1 + rj+l, where 0 < rj+1 < n. That is,
rj+I = (l 0rj)MoDn

and

dj+I = (l0 rj)DIvn.

Figure 1 shows the details for our sample division, where m = 29 and n = 54. The
remainders rj all take their values in JO, 1, 2, ... , n - 11 = (n). By the PigeonHole Principle, after a while the values must repeat. In fact, two of the numbers ri,
r2 . . ., rn+I must be equal. Hence there are k and 1 in {1, 2, ... , n + 1 with k < 1
and rk = rl. Let p = I - k, so that rk = rk+p. (In our carefully selected example, k
can be I and p can be 3.] We will show that the sequences of rid's and did's repeat
every p terms beginning with i = k + 1.
First, we show by induction that the remainders repeat:
ri = rj+p

for

j > k.

(*)

We have rk = rk+p by the choice of k and p. Assume inductively that rj = rj+p for
some j. Then rj+l = (10. rj) MODn = (10 *rj+p)MODn = rj+p+l. Thus (*) holds
for j + 1, and we conclude by induction that (*) holds for j > k.
Now, for j > k, (*) implies that
dj = (10 * rj-1)Dlvn = (10 *rj+p-l)DIvn = dj+p.
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Figure 1 0.

.dd 2 d3 d4d5 .
541290
270
200

= .537703 . . .

. .

10 29 - lOm
54 5 = nd
10 20 = 10r

162
380
378

r, = 20

54 3 = nd2
10 38 = 10r2
54 7 = nd3

r2 = 38

20

10 2 = 10r3

r3 = 2

0
200

54 0 = nd4
10 20= ICOr4

r4 = 20

54 .3 = nd5
10 38= 1Cor5

r5 = 38

162
380
378

etc.

Thus the djs also repeat in cycles of length p, and we have
dk+I = dk+p+l,

dk+2 =

dk+p+2,

.,.

dk+p =

dk+2p

so that
dk+Idk+2... dk+p = dk+p+ldk+p+2...

dk+2p.

In fact, this whole block dk+idk+2 ... dk+p repeats indefinitely. In other words, the
decimal expansion of m/n is a repeating expansion.
U
Some applications of the Pigeon-Hole Principle require considerable ingenuity.
The method is typically suitable when the goal is just to show that something must
exist and when something else is not too hard to count. The idea is always to find
one set to map into another.
A

Here we show that, if al, a2 .
a, 2+ is a sequence of n 2 + I distinct real numbers,
then there is either a subsequence with n + 1 terms that is increasing or one that is
decreasing. This means that there exist subscripts s(l) < s(2) < ... < s(n + 1) so
that either
as(l)

<

as(2) < ...

< as(n+I)

or
as(1) > a) >

...

> as(n+l).

For each j in {1, 2, . .. , n2 1J, let INC(j) be the length of the longest increasing subsequence stopping at aj and DEC(j) be the length of the longest decreasing
subsequence stopping at aj. Then define f(j) = (INC(j), DEC(j)). For example,
suppose that n = 3 and the original sequence is given by
al a2
11 3

a3

a4

a5

a6

a7

a8

ag

alo

15

8

6

12

17

2

7

1.

Here a5 = 6; INC(5) = 2 since a2, a5 is the longest increasing subsequence stopping
at a 5, and DEC(5) = 3 since al, a4, a5 and a3, a4, a5 [i.e., 11, 8, 6 and 15, 8, 61 are
longest decreasing subsequences stopping at as. Similarly, INC(6) = 3 and DEC(6)
2, so f (5) = (2, 3) and f (6) = (3, 2). Indeed, in this example

f(1) = (1,1)

f (2) = (1, 2)

f(3) = (2, 1)

f (4) = (2, 2)

f (5) = (2, 3)

f (6) = (3, 2)

f(7) = (4, 1)

f(8) = (1,4)

f (9) = (3, 3)

f(IO) = (1, 5).
This particular example has increasing subsequences of length 4, such as a2, as, a6,
a7 [note INC(7) = 4], and also decreasing subsequences of length 4, such as ai, a4,
a5, ag [note DEC(8) = 4]. Since DEC(10) = 5, it even has a decreasing subsequence

216

Chapter 5 i Counting
of length 5. In this example f is one-to-one, so it cannot map the 10-element set
1, 2, 3, . . ., 101 into the 9-element set {1, 2, 31 x {1, 2, 3}. In other words, the oneto-oneness of f alone forces at least one INC(j) or DEC(j) to exceed 3, and this in
turn forces our sequence to have an increasing or decreasing subsequence of length 4.
To prove the general result, we first prove directly that f must always be
one-to-one. Consider j, k in (1, 2, 3, ... , n2 + 1} with j < k. If aj < ak, then
INC(j) < INc(k), since ak could be attached to the longest increasing sequence ending at aj to get a longer increasing sequence ending at ak. Similarly, if aj > ak,
then DEC(j) < DEC(k). In either case the ordered pairs f(j) and f(k) cannot
be equal; i.e., f(j) 54 f(k). Since f is one-to-one, the Pigeon-Hole Principle
says that f cannot map {1, 2, 3, . . ., n2 + 1} into {1, 2, . . ., n} x {1, 2, . . ., n}, so
there is either a j such that INC(j) > n + 1 or one such that DEC(j) > n + 1.
Hence the original sequence has an increasing or decreasing subsequence with n + I
terms.
a
The next example doesn't exactly apply the Pigeon-Hole Principle, but it is a
pigeon-hole problem in spirit.

A

*

Consider nine nonnegative real numbers al, a2, a3,...

,

ag with sum 90.

(a) We show that there must be three of the numbers having sum at least 30. This
is easy because

90 = (a +±a2
+a3) + (a4 +a5 +a 6 ) + (a7 +a8 +a 9

),

so at least one of the sums in parentheses must be at least 30.
(b) We show that there must be four of the numbers having sum at least 40. There
are several ways to do this, but none of them is quite as simple as the method
in part(a). Our first approach is to observe that the sum of all the numbers in
Figure 2 is 360, since each row sums to 90. Hence one of the nine columns
must have sum at least 360/9 = 40.

Figure 2 o

aI

a2

a3

a4

a5

a6

a7

a8

a2

a3

a4

a5

a6

a7

a8

a9

a,

a3

a4

a5

a6

a7

a8

as

a,

a2

a4

a5

a6

a7

a8

a)

a1

a2

a3

a9

Our second approach is to use part (a) to select three of the numbers having
sum s > 30. One of the remaining six numbers must have value at least 66 of their
sum, which is 90 - s. Adding this number to the selected three gives four numbers
with sum at least
s+-(90-s) = 15+-s > 15+- -30=40.
6
6
6
Our third approach is to note that we may as well assume al > a2 >

...

> ag.

Then it is clear that aI + a2 + a3 + a4 is the largest sum using four of the numbers
and our task is relatively concrete: to show that al + a2 + a3 + a4 > 40. Moreover,
this rephrasing suggests showing that
al +a2

+

-+an>_0

(*)

for I < n < 9. We accomplish this by doing a finite induction, i.e., by noting that
(*) holds for n = I [why?] and showing that if (*) holds for n with I < n < 9,
then (*) holds for n + 1. We will adapt the method of our second approach. Assume
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that (*) holds for n, and let s = aI + a2 +
+ an. Since an+1 is the largest of the
remaining 9 - n numbers, we have a,+l > (90 - s)/(9 - n). Hence
al + a 2 +

...

+ a, + an+

- s -_ F _
s
=s+~~
9-n
9-n

=5

+ an+1 > S +

-

_-_

90

> In (1

1

-

z

1

n

)+

90

90
9_

S

-

9-n

n

90
- ns1
9

[inductive assumption]

90 -IOn
= lOn + 10= 10(n + 1).
9-n
This finite induction argument shows that (*) holds for 1 < n < 9.
For this particular problem, the first and last approaches are far superior because
they generalize in an obvious way without further tricks.
U
=lOn +

The Pigeon-Hole Principle can be generalized to allow the sets Ai to overlap.
Generalized Pigeon-Hole Principle Let Al,... , Ak be subsets of the finite
set S such that each element of S is in at least t of the sets Ai. Then the average
number of elements in the Ai's is at least t ISl/k.
Proof We use the interesting and powerful technique of counting a set of pairs
in two ways. Let P be the set of all pairs (s, Ai) with s E Ai. We can count P by
counting the pairs for each s in S and then adding up the numbers. We get
PI =

(number of pairs (s, Ai) with s E Ai)
sES

=

E

(number of Ai's with s E Ai)

SES

>Et

[by assumption]

sES

=t ISI.
We can also count P by counting the pairs for each Ai and adding the numbers.
Thus
k

[PI

(number of pairs (s, Ai) with s E Ai)

=
i-l

k

=

E

k

(number of s's with s e Ai) =

E

IAiI.

Putting these two results together, we get
k

ZIAj I > t . SI,
i-l

so the average of the JA i I's, namely
k

k

IAi I,

is at least t - ISI/k.
Our proof also shows that if each s is in exactly t of the sets Ai, then the
average of the IAil's is exactly t
The ordinary Pigeon-Hole Principle is the
special case t = 1.
U
.ISI/k.
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A roulette wheel is divided into 36 sectors with numbers 1, 2, 3, ... , 36 in some
unspecified order. [We are omitting sections with 0 and 00 that are included in Las
Vegas and give the house the edge in gambling.] The average value of a sector is
18.5. If this isn't obvious, observe that 1 + 2 +
+ 36 = 666 by Example 2(b) on
page 139 and that 666/36 = 18.5.
(a) There are 36 pairs of consecutive sectors. We show that the average of the sums
of the numbers on these pairs of consecutive sectors is 37. Imagine that each
sector is replaced by a bag containing as many marbles as the number on the
sector. For each pair of consecutive sectors, consider the set of marbles from the
two bags. Each marble belongs to exactly two of these 2-sector sets, and there
are 36 sets in all. Since the total number of marbles is 666, the remark at the end
of the proof of the Generalized Pigeon-Hole Principle shows that the average
number of marbles in these sets is 2 666/36 = 37. The number of marbles in
each set corresponds to the sum of the numbers on the two consecutive sectors.
The fact that each marble belongs to exactly two of the sets is essential to
the argument above. Suppose, for example, that we omit one pair of consecutive
sectors from consideration. If the numbers on these two sectors are, say, 5 and
17, then the average of the sums of the numbers on the remaining 35 pairs of
sectors would be
2 666 - 22
.

35

(b) Some consecutive pair of sectors must have sum at least 38. To see this, group
the 36 sectors into 18 pairwise disjoint consecutive pairs. The average sum of
the 18 pairs is 37. Some sum exceeds 37 or else each pair has sum exactly 37.
In the latter case, shift clockwise one sector, which changes each sum. Some
new sum will have to be greater than 37.
(c) Part (a) easily generalizes. Let t be an integer with 2 < t < 36. There are 36
blocks of t consecutive sectors, and the average of the sums of the numbers
on these blocks is 18.5 t. Imagine the marbles in part (a) again. Each block
corresponds to the set of marbles associated with the t sectors of the block.
Since each marble belongs to exactly t of these sets, the average number of
marbles in these sets is
t 666
36 -18.5. t.
.

As before, the number of marbles in each set is the sum of the numbers on the
sectors in the corresponding block.
U

Most, but not all, of the following exercises involve the
Pigeon-Hole Principle. They also provide more practice
using the techniques from §§5.1 to 5.4. The exercises
are not all equally difficult, and some may require extra
ingenuity.

(b) Show that if two of the boxes are empty, then some
box contains at least 13 marbles.
4.

(a) Let B be a 12-element subset of {1, 2, 3,4,5,61 x
{1, 2,3,4,5,61. Show that B contains two different
ordered pairs, the sums of whose entries are equal.
(b) How many times can a pair of dice be tossed without

1.

Explain why, in any set of 11 positive integers, some
two integers must have the same l's digit.

2. (a) A sack contains 50 marbles of 4 different colors.
Explain why there are at least 13 marbles of the same
color.
(b) If exactly 8 of the marbles are red, explain why there
are at least 14 of the same color.
3. Suppose that 73 marbles are placed in 8 boxes.
(a) Show that some box contains at least 10 marbles.

obtaining the same sum twice?
5. Let A be a 10-element subset of {1, 2,3, .

50}. Show

that A possesses two different 4-element subsets, the
sums of whose elements are equal.
6. Let S be a 3-element set of integers. Show that S has
two different nonempty subsets such that the sums of the
numbers in each of the subsets are congruent mod 6.
7. Let A be a subset of {1, 2,3, ... ,149, 1501 consisting
of 25 numbers. Show that there are two disjoint pairs
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of numbers from A having the same sum [for example,
{3,89) and 141,511 have the same sum, 92].
8. For the following sequences, first apply the result in
Example 5 to decide whether they must have an increasing or decreasing subsequence of length 5. Then find an
increasing or decreasing subsequence of length 5 if you
can.
(a) 4, 3, 2, 1, 8,7, 6,5, 12, 11, 10,9, 16, 15, 14, 13
(b) 17, 13, 14, 15, 16,9, 10, 11, 12, 5,6,7, 8, 1,2, 3,4
(c) 10, 6,2, 14, 3, 17, 12, 8,7, 16, 13, 11,9, 15,4, 1, 5
9. Find the decimal expansions for 1/7, 2/7, 3/7, 4/7, 5/7,
and 6/7 and compare them.
10. (a) Show that if 10 nonnegative integers have sum 101,
there must be 3 with sum at least 31.
(b) Prove a generalization of part (a): If I < k < n and if
n nonnegative integers have sum m, there must be k
with sum at least ____
11. In this problem the 24 numbers 1, 2, 3, 4, .
permuted in some way, say (nI, n2, n3, n 4 ,

24 are
n24).

(a) Show that there must be 4 consecutive numbers in
the permutation that are less than 20, i.e., at most 19.
(b) Show that nI+ n 2 + n 3 + * * + n24 = 300.
(c) Show that there must be 3 consecutive numbers in
the permutation with sum at least 38.
(d) Show that there must be 5 consecutive numbers in
the permutation with sum at least 61.
12. Consider the roulette wheel in Example 7.
(a) Use Example 7(c) to show that there are 4 consecutive sectors with sum at least 74.
(b) Show that, in fact, 74 in part (a) can be improved to
75.
(c) Use Example 7(c) to show that there are 5 consecutive sectors with sum at least 93.
(d) Show that, in fact, 93 in part (c) can be improved to
95.
13. Let nj, n2, and n3 be distinct positive integers. Show
that at least one of ni, n2, n3, ni + n2, n2 + n3 or
nI + n2 + n3 is divisible by 3. Hint: Map the set
{n, ni + n 2 , ni + n2 + n31 to Z(3) by f = MoD 3.
14. A club has 6 men and 9 women members. A committee
of 5 is selected at random. Find the probability that

(c) How many 6-digit numbers can be formed if each
digit in A can be used at most once?
(d) How many 6-digit numbers can be formed that consist of one 2, two 4's, and three 5's?
16. How many divisors are there of 6000? Hint: 6000 = 24
3 . 53 and every divisor has the form 2 m 3 'f 5 , where
m <4, n < 1, and r <3.
17. Consider n in P, and let S be a subset of (I, 2,... , 2n1
consisting of n + 1 numbers.
(a) Show that S contains two numbers that are relatively
prime. Suggestion: Consider pairs (2k - 1, 2k).
(b) Show that S contains two numbers such that one of
them divides the other.
(c) Show that part (a) can fail if S has only n elements.
(d) Show that part (b) can fail if S has only n elements.
18. (a) Consider a subset A of {0, 1, 2, ... , p} such that
IAI > 2P + 1. Show that A contains two different
numbers whose sum is p.
(b) For p = 6, find A with IAI = 2 + I not satisfying
the conclusion in part (a).
(c) For p = 7, find A with IAI = (pfying the conclusion in part (a).

1) + 1 not satis-

19. A class of 21 students wants to form 7 study groups so
that each student belongs to exactly 2 study groups.
(a) Show that the average size of the study groups would
have to be 6.
(b) Indicate how the students might be assigned to the
study groups so that each group has exactly 6
students.
20. The English alphabet consists of 21 consonants and 5
vowels. The vowels are a, e, i, o, and u.
(a) Prove that no matter how the letters of the English
alphabet are listed in order [e.g., z u v a r q I g h ... ]
there must be 4 consecutive consonants.
(b) Give a list to show that there need not be 5 consecutive consonants.
(c) Suppose now that the letters of the English alphabet
are put in a circular array, for example, as shown in
Figure 3. Prove that there must be 5 consecutive consonants in such an array.

(a) there are 2 men and 3 women on the committee.

d

(b) there are at least I man and at least 1 woman on the
committee.

Y

i w

a

u

e
k

t
f

(c) the committee consists of only men or else consists
of only women.
15. Six-digit numbers are to be formed using only the integers in the set

s

0

b

g

c

A = {1,2,3,4,5,6,7, 8}.

q

h
v

(a) How many such numbers can be formed if repetitions
of the digits are allowed?
(b) In part (a), how many of the numbers contain at least
one 3 and at least one 5?
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Figure 3

A

p
x

r

I

m

n
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To check your understanding of the material in this chapter, follow our usual suggestions for
review. Think always of examples.

CONCEPTS AND NOTATION
selection with/without replacement
r-permutation, permutation, P(n, r), combination
ordered partition
multiset
sample space, event, outcome, probability [on Q], P(E)

FACTS
Union Rules, IS U T[ = [SI + T[

S n T[ for finite sets

-

n

Product Rule,

[Si x S2 x ...

x SnI = fl [SkI,

ISnI = ISIn

k=l

P(EC) = I - P(E)
P(E U F) = P(E) + P(F) - P(E n F)
()
(1
!
.. rk)
rn!

r~

(ri

(n-r)! r!

rk)

*..

Binomial Theorem: (a + b)n =

Multinomial Theorem: (aI

+**

r!

l!..rk
(= )arbfr

*ak)

-

Z

(nl

...

nk)

I

k

Counting Lemma
Formula

for counting multiset permutations or ordered partitions
nl!n2!

.

nk!

Formula (

for ways to place n objects in k boxes
1/
Inclusion-Exclusion Principle
Pigeon-Hole Principle, Generalized Pigeon-Hole Principle

\ k-

METHODS
Visualizing a process as a sequence of steps.
Counting a set of pairs in two different ways.
Numerous clever ideas illustrated in the examples.

S.moI

1. How many strings of 7 English letters read the same
backward as forward?
2. Show that if 63 animals out of a set of 100 are woolly
and 50 animals are fierce, then there must be some fierce,
woolly animals. What's the smallest possible number of
fierce, woolly ones?
3. In how many ways can the 26 letters A, B.,
Z of the
English alphabet be listed so that the letters A and Z are
not next to each other? Explain.
4. How many odd numbers between 100,000 and 1,000,000
have no two digits the same? Explain.
5. How many different fruit assortments can be made from
oranges, limes, and mangos satisfying the following conditions?

(a) There are 8 pieces of fruit altogether.
(b) There are an even number of pieces of each type, and
16 pieces altogether.
(c) There are more limes than oranges and 8 pieces total.
6. How many ways are there to break a class of 15 distinct
students into
(a) a group of 7 and a group of 8?
(b) three groups of 5?
7. (a) How many numbers between 100,000 and 1,000,000
have no two successive digits the same?
(b) How many odd numbers between 100,000 and
1,000,000 have no two digits the same? [Think of
a good order in which to choose the digits.]

Supplementary Exercises
8. A pit contains 14 snakes, 3 of which are poisonous.
(a) How many ways are there to select 5 snakes from the
pit without replacement?
(b) How many of these ways leave at least I poisonous
snake in the pit?
(c) How many ways select at least 2 poisonous snakes?
9. How many ways are there to put 3 distinct flags on 2
identical poles if each pole gets at least one flag?
10. The English alphabet E consists of 26 letters.
(a) What is the number of sequences of 8 different letters
from E?
(b) What is the number of ways to choose a set of 8
different letters from E with exactly 3 of them in
{A, B, C, D, El?
(c) What is the number of sequences of 9 letters from E
with repetitions allowed that contain exactly 3 A's?
(d) Suppose that the set (F, 1, S, H, W, R, A, P) has
been selected. What is the number of ways these
letters can be arranged in sequence starting with
S R A F?
11. A box contains tickets of 4 colors: red, blue, yellow, and
green. Each ticket has a number from (0, 1,
9) written on it.
(a) What is the largest number of tickets the box can
contain without having at least 21 tickets of the same
color?
(b) What is the smallest number of tickets the box must
contain to be sure that it contains at least two tickets
of the same color with the same number on them?
12. A teacher with a class of 20 students decides, instead of
grading their midterm exams, just to divide the exams
randomly into 5 piles, give the ones in the first pile A's,
the ones in the second pile B's, and so on.
(a) What is the number of different ways to put the
papers in piles with 3 A's, 6 B's, 7 C's, 1 D, and
3 F's?
(b) What is the number of ways to divide the set of
papers into 2 indistinguishable subsets with 10 papers
in each?
(c) What is the number of ways to divide the set of
papers as in part (b) so that all 6 B papers are in the
same set?
13. Let S be the set of integers between 10,000 and 19,999.
(a) What is the number of members of S that have at
least one digit that is a 3?
(b) What is the number of members of S that have at
least one digit that is a 3 and at least one digit that is
a 4?
14. Twenty-one numbers are drawn at random, without
replacement, from the set (100, 101, ... , 998, 999).
What is the probability that at least three of the numbers
have the same last digit? Explain.
15. Let E = la, b, c, d, el.
(a) How many words [i.e., strings] of length 5 in E*
contain each letter in E exactly once?
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(b) How many words of length 6 in E* contain the
letter d?
(c) How many words of length 7 in E* begin with the
string ded ?
16. A dessert is formed by choosing 2 different flavors of ice
cream and 3 different toppings. If 31 flavors of ice cream
are available and 18 different toppings, how many different desserts are possible?
17. Given three sets A, B, and C, each with 800 elements,
such that
IA

lBj= IA n Cj

IB

C = 250 and JA n B n Cl = 50,

evaluate IA U B U Cl.
18. Half of the 40 frogs in a bucket are male and half are
female. If we draw 8 frogs at random from the bucket
without replacement, what is the probability that 4 will
be male and 4 will be female?
19. We have a standard deck of 52 cards.
(a) Draw a card at random. What's the probability that
it's the ace of spades?
(b) Draw 2 cards with replacement. What's the probability that both cards are the same?
(c) Draw 2 cards without replacement. What's the probability both are the same?
(d) Draw 6 cards with replacement. What's the probability no two are the same, i.e., all 6 are different?
(e) Draw 6 cards without replacement. What's the probability no two are the same?
(f) Draw 6 cards with replacement. What's the probability at least 2 are the same?
(g) Draw 6 cards with replacement. What's the probability that exactly 2 are the same?
(h) Draw 6 cards with replacement. What's the probability that exactly 4 of them are the ace of spades?
(i) Draw 6 cards with replacement. What's the probability that at most 4 are the ace of spades?
(j) Draw 6 cards with replacement. What's the probability that at least 3 are the ace of spades?
20. There was an old man with a beard
Who said, "It is just as I feared.
Two owls and a hen,
Four larks and a wren
Have all built their nests in my beard."
-Edgar Lear
(a) A bird is chosen at random from the beard. What is
the probability that it is a wren?
(b) Each bird has a little tag with a letter on it, 0 for
owl, H for hen, L for lark, and W for wren. One
morning the birds are called out from the beard at
random and lined up in a row from left to right.
What is the probability that their tags spell out
W 0 L H 0 L L L?
(c) How many teams of 4 birds can be chosen from the
beard dwellers if each team must include at least 1
lark?
(d) At least 2 larks?
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(e) What's the least number of birds that can be chosen
from the beard to be sure that at least I is a lark?
(f) What's the largest number that can be chosen without
having any larks?
(g) What's the least number that can be chosen so that at
least 2 birds must be of the same kind?
(h) Another old man with a beard has an unlimited supply of owls, hens, larks, and wrens and wishes to
choose 8 birds to nest in his beard. How many different distributions, i.e., assortments, such as 3 owls, 2
hens, no larks, and 3 wrens, can he choose?
(i) Does it make sense to ask what the probability
is that the two old men have the same beard-bird
assortments?
21. How many positive divisors does 23 54 - 7 have?
22. (a) Show how to color the edges of K5 with red and
green so that there is no red triangle and no green triangle.
(b) Consider coloring the edges of K6 with two colors,
red and green. Show that if there is no red triangle,
then there must be a green triangle. Hint: Pick a vertex, argue that at least 3 edges to it must be the same
color, and go from there.
23. We have m + 1 people with integer ages between 1 and
2m. Show that there must be at least 2 people whose
ages are within a year of each other.
24. Eight students are seated in the front row at the game.
(a) In how many different ways can they be seated?
(b) In how many different ways can they be seated if
Bob and Ann refuse to sit side by side?
(c) In how many ways can they be seated if Bob, Chris,
and Ann insist on sitting together, with Chris in the
middle?
(d) Four of the students are selected to come early and
hold seats for the whole group. In how many ways
can these 4 be chosen if Pat and Chris insist on coming at the same time?
(e) After the game the students walk over to a restaurant
in two groups of 4. In how many ways can they split
up?
(f) What if Pat and Chris insist on being in the same
group?
25. (a) In how many ways can 10 frogs, 10 gerbils, and 10
snakes be placed in 40 cages if each cage gets no
more than one animal? The animals of each type are
indistinguishable, but we can tell the cages apart.
(b) In how many ways can these animals be placed in 40
cages if there is no restriction on how many animals
each cage gets?
(c) What if both the cages and the animals are distinguishable, but there's no limit on the number of animals per cage?
(d) We plan to paint the 40 cages with 4 colors, fuchsia, green, salmon, and puce, so that every cage gets
painted just one color. How many ways are there to
do this if the cages are now otherwise indistinguishable?
.

(e) How many ways are there if the cages are distinguishable?
26. A 100-element set S has subsets A, B, and C of sizes
50, 70, and 65, respectively.
(a) What is the smallest IA U B U Cl could be?
(b) What is the largest IA U B U Cl could be?
(c) What is the smallest IB n Cl could be?
(d) What is the smallest IA n B n Cl could be? Hint:
How large can (A n B n C)C be?
(e) What is the smallest I(A n B) U (A n C)l could be?
27. Consider words of length 12 made from letters in the
alphabet E = {a, b, c, d, e, x}.
(a) If a word is chosen at random, with all words equally
likely, what is the probability that it does not contain
the letter x?
(b) If a word is chosen at random, what is the probability
that it does not contain x but does contain a?
(c) How many of the words do not contain x or do contain b?
(d) How many of the words contain c exactly 4 times?
(e) How many of the words contain a and b exactly 3
times each and contain d exactly 6 times?
(f) How many of the words contain 3 different letters
exactly 4 times each?
(g) How many of the words contain exactly 3 different
letters?
28. (a) How many ways are there to distribute 6 indistinguishable fish among 3 indistinguishable bowls if
each bowl must receive at least 1 fish?
(b) How many ways are there to distribute 6 distinguishable people into 3 distinguishable cars if each car
must get at least 1 person?
29. How many ordered strings of length 7 can be made from
a set of 3 N's, one 0, 2 S's and 2 E's? [Note that one
letter will be left out in each string.] Explain.
30. How many ways are there to arrange m distinguishable
flags on n distinguishable poles? Hint: Think of putting
the flags on one long pole and then sawing the pole into
n pieces.
31. (a) How many ordered strings (i.e., "words") of length 8
can be made using only the letters a, b, and c, each
an unlimited number of times?
(b) How many such strings have at most one a in them?
(c) How many such strings are there in which each of
the three letters occurs at least 2 times?
32. Let w,, count the n-letter words in A, B, C, and D with
an odd number of B's. Find a recurrence relation satisfied by wn for all n > 2, and calculate wo, wI, w2, W3,
and W4.
33. A city contains a large number of men, women, and children. If 16 people are chosen from its population, how
many different distributions, such as 9 men, no women,
and 7 children, are possible?
34. We have observed a correspondence between
questions about arrangements of strings of letters and
questions about placing objects in boxes. Rephrase the
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following as a question about objects and boxes, and
then answer it. How many ways are there to rearrange
the word REMEMBER?
35. We have 30 distinct blood samples.
(a) How many ways are there to break up the samples
into 6 distinguishable groups of 5 samples each?
(b) How many ways are there to put the samples into 3
distinguishable boxes, allowing empty boxes?
36. Rewrite the following question as a balls-in-boxes problem, and then give the answer. What is the coefficient of
A 3 B 4 C2 in (A + B + C) 9 ?
37. We have an unlimited number of red, green, and blue
marbles, and we wish to make an assortment of 20 marbles, such as 5 red, 12 green, and 3 blue. All marbles of
the same color are indistinguishable.
(a) How many different assortments are possible?
(b) How many different assortments are possible that
contain at least 2 red marbles and at least 5 green
ones?
(c) How many different assortments are possible that
contain at most 5 blue marbles?
38. A list contains 100 problems, of which 75 are easy and
40 are important.
(a) What is the smallest possible number of problems
that are both easy and important?
(b) Suppose that n different problems are chosen at random from the list, with all problems equally likely
to be chosen. What is the probability that all n are
important?
(c) How many problems must be chosen in order to be
sure that at least 5 of them are easy?
39. Let D = {1, 2, 3, 4, 5) and let L = la, b, c).
(a) How many functions are there from the set D to the
set L?
(b) How many of these functions map D onto L?
40. A pen contains 100 animals, 70 of which are large, 45
of which are hairy, and 10 of which are neither large nor
hairy.
(a) An animal is selected at random from the pen, with
all animals equally likely to be selected. What is the
probability that the animal is large?
(b) Two animals are selected at random from the pen,
without replacement. What is the probability that
both are hairy?
(c) Two animals are selected as in part (b). What is the
probability that exactly one of them is large?
(d) A team of 50 animals is selected and removed from
the pen. What is the number of ways this can be
done so that at least one member of the team is
hairy?
41. A pit contains 25 snakes, 5 of which are poisonous and
20 of which are harmless [= not poisonous]. Twentyone snakes are drawn at random from the pit, without
replacement.
(a) What is the probability that the first snake drawn is
poisonous?

(b) What is the probability that the first 3 snakes drawn
are all harmless?
(c) What is the probability that all 21 snakes drawn are
harmless?
42. We wish to form a committee of 10 members from a
group of 50 Democrats, 40 Republicans, and 20 snakes.
(a) How many different distributions, such as 5
Democrats, 4 Republicans, and I snake, are possible?
(b) How many different distributions are possible with no
snakes?
(c) How many are possible with at least 3 snakes?
43. Let S be the set of all sequences of 0's, I's, and 2's of
length 8. For example, S contains 200 1 0211.
(a) How many elements are in S?
(b) How many sequences in S have exactly five 0's and
three 1's?
(c) How many sequences in S have exactly three 0's,
three l's, and two 2's?
(d) How many sequences in S have exactly three 0's?
(e) For how many 8-bit strings is either the second or
fourth bit a 1 (or both)?
(f) How many sequences in S have at least one 0, at
least one 1, and at least one 2?
44. (a) How many integers between 1 and 1000 (inclusive)
are not divisible by 2, 5, or 17?
(b) How many are divisible by 2, but not by 5, or 17?
45. We're going to make a team of 6 people from a set of 8
men and 9 women.
(a) How many ways are there to choose the team? [People are distinguishable. Otherwise, there are just 7
distributions. Why?]
(b) How many ways are there to choose the team with
no men, with 1 man, with at most 3 men?
t

(c) What's

E

/
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\

) in general?

Could you

prove it?
(d) Now add 5 children. How many 6-person teams can
be formed? How many with at most 2 children?
46. Three dice are rolled, and their top spots are added. Possible sums are 3, 4,... , 18.
(a) Are all these sums equally likely? Explain.
(b) How many ways are there to roll a sum of 1, of 2, of
3, of 4, of 5, of 6?
(c) How many ways are there to distribute 6 objects into
3 boxes if each box gets at least 1 object and at most
6 objects?
(d) Are the answers to parts (b) and (c) related?
(e) How many ways are there to roll a sum of 8 with 3
dice?
47. How many functions are there from the English alphabet
E = {a, b, . ., zz. onto D = {O, 1, 2,..., 91, the set of
decimal digits? Give a formula, not a numerical answer.
48. (a) How many ordered triples (m, n, r) of nonnegative
integers satisfy m + n + r = 10?
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(b) How many ordered triples (in. n, r) of positive integers satisfy in + n + r = 10?
(c) How many ways are there to break a 10-element set
of indistinguishable objects into 3 disjoint nonempty
subsets'? [This is harder.]
49. Let s and rn be positive integers.
(a) How many ways are there to choose s + I different
numbers from [I, 2, .
k} so that k is the largest
number chosen?

(b) Write I7

(i

as a single binomial coefficient, and

explain your answer.
50. What is the probability that if we rearrange the letters
A, A, B, B, C randomly the resulting word has two identical letters in succession?
51. (a) Find the number of words of length 5 in
{A, B, C, D, E} in which the string ABC does not
occur. [Note that not all letters are required to occur.]
(b) Find the number of such words in which the strings
ABC and BCD do not occur.
52. We deal a standard deck of 52 cards randomly to 4 players so that each player gets 13 cards. What is the probability that a particular player, say Sam, gets all 4 aces?
53. (a) How many different words of length 3 can be made
from the 26 letters {A, B.,
Z), allowing repetitions'?
(b) How many of the words in part (a) have letters that
occur more than once?
(c) How many of the words in part (a) have letters that
occur two or more times in a row'?
54. Let w,, be the number of words of length n in A, B, C
that have two A's in a row.
(a) Give the values of wl, w2,

W3,

and

W4.

(b) Give a recurrence relation satisfied by w, for n > 3.
55. (a) How many different words, i.e., strings, can be made
using all of the letters I,1, I, I, M, P, P, S, S, S, S?
(b) How many of the words in part (a) have all the I's
together?
(c) How many of the words in part (a) read the same
backward and forward?
(d) If the letters are arranged in random order, what is
the probability that they spell MISSISSIPPI?
56. (a) Generalize Example 3 and Exercise 18 in §5.3 as follows. If an ordered list si, . . ., s, is randomized,
what is the probability that no object will still be in
its original place? For large n, what is the approximate value of this probability'?
(b) If a phone company sends out 100 bills at random,
what is the probability that at least one bill will go to
the correct customer?

57. In the notation of the Inclusion-Exclusion Principle, let
SI be the sum of the sizes of the sets Ai, let S2 be the
sum of the sizes of their intersections taken 2 at a time,
and, in general, let Sk for k > 3 be the sum of the sizes
of their intersections taken k at a time. Finally, let So be
the size of a set U that contains all of the sets Ai. Write
a formula for I(Ai U... U A,,)"l in terms of So, SI, ....
where complementation is with respect to the set U.
58. (a) Find the number of 5-letter multisets of A, B, C in
which some letter occurs at least 3 times.
(b) Find the number of 5-letter multisets of A, B, C in
which no letter occurs more than twice.
(c) Find the number of 5-letter words in A, B, C in
which some letter occurs at least 3 times.
(d) Find the number of 5-letter words in A, B, C in
which no letter occurs more than twice.
(e) What complications would arise if you were to look
at 7-letter multisets and 7-letter words?
59. A collection of 14 distinct sociologists is to be divided
up into 4 nonoverlapping committees, each of which will
have a chair, a vice-chair and a secretary. All committees
will be given the same task. How many different ways
are there to create the committees and assign the 3 titles
to 3 different members of each committee?
60. Rearrangements of ordered lists with no entry in its original position are called derangements.
(a) How many derangements are there of the letters in
the word peach? That is, how many words can be
made from those letters with no letter in the same
positions as it is in peach? Hint: See Example 3 on
page 199.
(b) Suppose we try to ask the same question about the
letters in the word apple. What should the question
be, and what is its answer?
(c) Repeat part (b) for the word acacia.
(d) Repeat part (b) for the word poppy.
61. (a) Show that if p is a prime, then (P) is a multiple of p
for 0 < r < p. Hint: p! =(rr!
(p -r)!.
(b) Show that if p is a prime, then (a + b)P aP + bV (mod p) for all integers a and b, just as
some algebra students wish.
62. Recall from Exercise 8 on page 127 that if p is a prime,
then nP -I 1 (mod p) unless pin. This is Fermat's
Little Theorem,.
(a) Prove that (P) - 0 (mod p) for 0 < n < p.
(b) Use induction to prove that

nP)-

n (mod p) for

n E N.
(c) Show that nP - n (mod p) for n E Z.
(d) Prove Fermat's Little Theorem.
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Introduction to Graphs
and Trees
We have already seen graphs and digraphs in Chapter 3, where they gave us ways
to picture relations. In this chapter we develop the fundamental theory of the graphs
and digraphs themselves. Section 6.1 introduces the main ideas and terminology, and
§§6.2 and 6.5 discuss paths with special properties. The remainder of the chapter is
devoted to trees, which we will study further in Chapter 7. Trees are graphs that can
also be thought of as digraphs in a natural way. Section 6.4 is devoted to rooted
trees, which arise commonly as data structures. The final section of the chapter
treats graphs whose edges have weights and contains two algorithms for constructing
spanning trees of smallest weight.

6.1

Graphs
We introduced the concepts of digraph and graph in §3.2, and now we begin to look
at graphs in more detail. Recall from §3.2 that a path of length n in a graph is a
sequence ei e2 ... en of edges together with a sequence VI V2 ... V+ of vertices,
where vi and vi+1 are the endpoints of ei for i = 1, . . ., n. The function y specifies
the vertices of each edge by y(ei) = {v, vi+ ). The vertices vi and vi+1 can be
equal, in which case ei is a loop. If Vn+1 = vl, the path is said to be closed.
A closed path can consist just of going out and back along the same sequence
of edges, for example, e f g g f e. The most important closed paths in what follows,
though, will be the ones in which no edge is repeated. A path is called simple if all
of its edges are different. Thus a simple path cannot use any edge twice, though it
may go through the same vertex more than once. A closed simple path with vertex
sequence xi ... x, xi for n > 1 is called a cycle if the vertices x, . . ., Xn are
distinct. A graph that contains no cycles is called acyclic. We will see soon that a
graph is acyclic if and only if it contains no simple closed paths.
A path itself is acyclic if the subgraph consisting of the vertices and edges of the
path is acyclic. In general, a graph H is a subgraph of a graph G if V(H) C V(G),
E(H) C E(G), and the function y for G defined on E(G) agrees with the y for H
on E(H). If G has no parallel edges and if we think of E(G) as a set of one- or
two-element subsets of V(G), then the agreement condition on y is a consequence
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of E(H) C E(G). It follows from the definitions of acyclicity and subgraph that if
H is a subgraph of G and if G is acyclic, then so is H.
A

(a) The path e f with vertex sequence xI X2 xI in the graph of Figure l(b) is a
cycle. So is the path e f with vertex sequence X2 xI X2.
(b) The path e e with vertex sequence xl x2 xI in the graph of Figure 1(a) is a
closed path, but it is not a cycle because it is not simple. Neither is the path
e e with vertex sequence X2 xl X2. This graph is acyclic.
(c) In the graph of Figure 1(c) the path e f h i k g of length 6 with vertex sequence
u v w x y w u is closed and simple, but it is not a cycle because the first six
vertices u, v, w, x, y and w are not all different. The path with vertex sequence
u w v w u v u is a closed path that is not simple and also fails to be a cycle. The
graph as a whole is not acyclic, and neither are these two paths, since u v w u
is a cycle in both of their subgraphs.
U

Figure 1 *
x

e

e
X} **

O X2

(a)

f

(b)

(c)

A path el ... en in G with vertex sequence xi ... xn+l consisting of distinct
vertices must surely be simple, since no two edges in it can have the same set
of endpoints. Example l(b) shows, however, that a closed path xi ... x, xn+I with
xi, . . ., xn distinct need not be simple. That bad example, which is a closed path of
length 2, is essentially the only one there is, as the following shows.

Proposition 1 Every closed path el

...

en of length at least 3 with xl, . . ., xn

distinct is a cycle.
Proof We only need to show
xi... ,xn are distinct, the path
all different. But y(e,) = {x,,,xi}
could equal {xi, xi+l} only if i =
the path is simple.

that the edges el,... , en are different. Since
el ... e-l is simple. That is, el,... ,e,-l are
and y(ej) = {xi,xi+l} for i < n. Since {x,,,xi}
1 and n = 2, we must have en # ei for i < n, so
U

For paths that are not closed, distinctness of vertices can be characterized
another way.

Proposition 2 A path has all of its vertices distinct if and only if it is simple
and acyclic.
Proof Consider first a path with distinct vertices. It must be simple, as we observed
just before Proposition 1. A picture of the subgraph consisting of the vertices and
edges of the path could be drawn as a straight line with vertices on it, which is
evidently acyclic.
For the converse, suppose a simple path has vertex sequence xl ... xn+l with
some repeated vertices. Consider two such vertices, say xi and xj with i < j and with
the difference j - i as small as possible. Then xi, xi+,, . . ., xj-l are all distinct, so
the simple path xi xi+l ... xj-1 xj is a cycle, and the original path contains a cycle.
Note that if J = i + 1, then the cycle is a loop, and if j = i + 2, we get a cycle like
i
the graph in Figure l(b).
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It follows from the proof of Proposition 2 that every simple closed path contains
a cycle and, in fact, such a cycle can be built out of successive edges in the path.
Moreover, if a graph is acyclic, then it contains no cycles, so it contains no simple
closed paths. We will look more closely at such graphs in the later sections on trees.
In the language of §3.2, the next theorem says that the presence of cycles has
no influence on the reachable relation.

Theorem 1 If u and v are distinct vertices of a graph G and if there is a path
in G from u to v, then there is a simple acyclic path from u to v. Indeed, every
shortest path from u to v is simple and acyclic.
Proof Among all paths from u to v in G, choose one of smallest length; say
its vertex sequence is xl ... x,+j, with x1 = u and xn+1 = v. As we noted in
Proposition 2, this path is simple and acyclic provided the vertices x1, . .. , x,+,

are distinct. But, if they were not, we would have xi = xj for some i and j with
1 < i < j < n + 1. Then the path xi xi+1 ... xj from xi to xj would be closed [see
Figure 2 for an illustration], and the shorter path xi ... xi xj+1 ... x1 +1 obtained by
omitting this part would still go from u to v. Since x1 ... Xn xn+1 has smallest length,
a shorter path is impossible. So the vertices are distinct and every shortest path from
u to v is simple and acyclic.
U

Figure 2 l

Xi

xi + 2

2

U -X

Xn + I

,,

I
---

Xi-l

Xi = Xj

V

Xn

Xj+ I

In the next proof, we will remove an edge e from a graph G to get a new graph
G \ {e}. The graph G \ {e} is the subgraph of G with the same vertex set as G, i.e.,
V(G \ {e}) = V(G), and with the edge e removed, i.e., E(G \ {e}) = E(G) \ {e}.
We will have other occasions, especially in §6.3, to remove edges from graphs.

Corollary

If e is an edge in a simple closed path in G, then e belongs to some

cycle.
Proof If e is a loop, we are done, so suppose e joins distinct vertices u and v.
Remove e from G. Since the given path through u and v is closed, even with e
gone there is a path from u to v; just go the long way around. This is a path in
G \ {e}, since the original closed path was simple and hence does not repeat the
edge e. By Theorem 1, applied to G \ le), there is a simple acyclic path from u to
v not including e. Joining the ends of such a path with e creates a cycle using e. V
We will need the following fact when we study trees in §6.3.

Theorem 2 If u and v are distinct vertices of the acyclic graph G, then there is
at most one simple path in G from u to v.
Proof We suppose the theorem is false, and among pairs of vertices joined by
two different simple paths, choose a pair (u, v) with the shortest possible path length
from u to v.
Consider two simple paths from u to v, one of which is as short as possible. If
the two paths had no vertices but u and v in common, then going from u to v along
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one path and returning from v to u along the other would yield a cycle, contrary to
the fact that G is acyclic. Thus the paths must both go through at least one other
vertex, say w. Then parts of the paths from u to v form two different simple paths
from u to w or else parts form two different simple paths from w to v. But w is
closer to u and to v than they are to each other, contradicting the choice of the pair
(u, v).
U
This example illustrates the idea in the proof of Theorem 2. Consider the graph in
Figure 1(c). This graph is not acyclic. We will exhibit alternative simple paths in it
and cycles derived from them. The path x w y z x formed by going out from x to w
on one path and backward to x on the other is a cycle. So is w u v w, formed by
going on from w to u and then back to w another way.
The simple paths u w y x w v and u w y z w v go from u to v. The cycle y x w z y
is made out of parts of these paths, one part from y to w and the other back from
w to y.

muIA

Sa4~

It frequently happens that two graphs are "essentially the same," even though
they differ in the names of their edges and vertices. General graph-theoretic statements that can be made about one of the graphs are then equally true of the other.
To make these ideas mathematically precise, we introduce the concept of isomorphism. Generally speaking, two sets with some mathematical structure are said to be
isomorphic [pronounced eye-so-MOR-fik] if there is a one-to-one correspondence
between them that preserves [i.e., is compatible with] the structure. In the case of
graphs, the vertices and edges of one graph should match up with the vertices and
edges of the other, and the edge matching should be consistent with the vertex matching. We can state this idea precisely. Suppose first that G and H are graphs without
parallel edges, so we can consider their edges to be one- or two-element sets of
vertices. An isomorphism of G onto H in this case is a one-to-one correspondence
a: V(G) --* V(H) matching up the vertices so that {u, v) is an edge of G if and
only if {a(u), a(v)} is an edge of H. Two graphs G and H are isomorphic, written
G -' H, if there is an isomorphism a of one onto the other. In this case, the inverse
correspondence al is also an isomorphism.
For graphs with parallel edges the situation is slightly more complicated: we
require two one-to-one correspondences ax: V(G) -) V(H) and /3: E(G) -* E(H)
such that an edge e of E(G) joins vertices u and v in V(G) if and only if the
corresponding edge fi(e) joins a(u) and (x(v). Thus two graphs are isomorphic if
and only if they have the same picture except for the labels on edges and vertices.
This observation is mostly useful as a way of verifying an alleged isomorphism by
actually drawing matching pictures of the two graphs.
The correspondence a with oa(t) = t', ae(u). = ',... ,a(z) = z' is an isomorphism between the graphs pictured in Figures 3(a) and 3(b). The graphs shown in
Figures 3(c) and 3(d) are also isomorphic to each other [see Exercise 17], but not to
the graphs in parts (a) and (b).
e
To tell the graphs of Figures 3(a) and 3(c) apart, we can simply count vertices.
Isomorphic graphs must have the same number of vertices and the same number
of edges. These two numbers are examples of isomorphism invariants for graphs.
Other examples include the number of loops and number of simple paths of a given
length.
It is often useful to count the number of edges attached to a particular vertex.
To get the right count, we need to treat loops differently from edges with two
distinct vertices. We define deg(v), the degree of the vertex v, to be the number of
2-vertex edges with v as a vertex plus twice the number of loops with v as vertex. If
you think of a picture of G as being like a road map, then the degree of v is simply
the number of roads you can take to leave v, with each loop counting as two roads.
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The number Dk(G) of vertices of degree k in G is an isomorphism invariant, as is
the degree sequence (Do(G), DI(G), D 2 (G), .. .).
*X-11 LTA
I 9 4 :M

(a) The graphs shown in Figures 3(a) and 3(b) each have degree sequence
(0, 0, 2, 4, 0, 0, ... ). Those in Figures 3(c) and 3(d) have degree sequence
(0, 2, 0, 6, 1, 0, 0,... ). From this information we can conclude that neither of
the graphs in Figures 3(a) and 3(b) can be isomorphic to either of the graphs
in Figures 3(c) and 3(d). As we noted in Example 3, the graphs in Figures 3(a)
and 3(b) turn out to be isomorphic graphs, but we cannot draw this conclusion
just from the fact that their degree sequences are the same; see part (b).
(b) All four of the graphs in Figure 4 have eight vertices of degree 3 and no others.
It turns out that Hi z H2 - H3, but that none of these three is isomorphic
to H4 . See Exercise 18. Having the same degree sequence does not guarantee
isomorphism.
U

Figure 4 I

4

4

H1

H2

H3

lI

z

lI

H4

A graph in which all vertices have the same degree, as in Figure 4, is called
a regular graph. As the example shows, regular graphs with the same number of
vertices need not be isomorphic. Graphs without loops or multiple edges and in
which every vertex is joined to every other by an edge are called complete graphs.
A complete graph with n vertices has all vertices of degree n -1, so such a graph
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is regular. All complete graphs with n vertices are isomorphic to each other, so we
use the symbol K& for any of them.
MITILVA I

Figure 5(a) shows the first five complete graphs. The graph in Figure 5(b) has four
vertices, each of degree 3, but it is not complete.
U

Figure 5 O
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0I
K,

K2

K3

K~5

K4
Complete graphs

(b)

(a)

A complete graph K, contains subgraphs isomorphic to the graphs Km for
m = 1, 2, ... , n. Such a subgraph can be obtained by selecting any m of the n
vertices and using all the edges in Kn joining them. Thus K 5 contains (2) = 10
subgraphs isomorphic to K2 , (5) = 10 subgraphs isomorphic to K3 [i.e., triangles],
and (5) = 5 subgraphs isomorphic to K4. In fact, every graph with n or fewer
vertices and with no loops or parallel edges is isomorphic to a subgraph of K,; just
delete the unneeded edges from K.
Complete graphs have a high degree of symmetry. Each permutation a of the
vertices of a complete graph gives an isomorphism of the graph onto itself, since
both {u, v) and {(x(u), a(v)} are edges whenever u 7&v.
The next theorem relates the degrees of vertices to the number of edges of the
graph.

Theorem 3
(a) The sum of the degrees of the vertices of a graph is twice the number of edges.
That is,
E

deg(v) = 2 -E(G)I.

VeV(G)

(b) Di(G) + 2D 2 (G) + 3D3 (G) + 4D4 (G) +

= 2IE(G)I.

Proof
(a) Each edge, whether a loop or not, contributes 2 to the degree sum. This is
a place where our convention that each loop contributes 2 to the degree of a
vertex pays off.
(b) The total degree sum contribution from the Dk(G) vertices of degree k is
k Dk (G).
U
.

-Tg3IA

(a) The graph of Figure 3(c) [as well as the isomorphic graph in Figure 3(d)] has
vertices of degrees 1, 1, 3, 3, 3, 3, 3, 3, and 4, and has twelve edges. The degree
sequence is (0, 2, 0, 6, 1, 0, 0, 0,... ). Sure enough,
1+1+3+3+3 + 3+3+3+4=2* 12=2+2 0+3 6+4 1.
(b) The graphs in Figure 4 have twelve edges and eight vertices of degree 3. Their
degree sequence is (0, 0, 0, 8, 0, 0, 0, ... ), and
2* 12 = 0 + 20
confirms Theorem 3(b) in this case.

+ 3 .8
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(c) The complete graph K. has n vertices, each of degree n - 1, and has n (n - 1) /2
edges. Thus the sum of the degrees of the vertices is n(n - 1), which is twice
the number of edges. Also, Dn-I (Kn) = n and the other Dk(Kn)'s equal 0, so
U
the sum in Theorem 3(b) is (n- 1) -D-(Kn)= (n - 1) -n.

.WO
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For the graph in Figure 6(a), give the vertex sequence of
a shortest path connecting the following pairs of vertices,
and give its length.
(a) s and v

(b) s and z

(c) u and y

(d) v and w
V

7. Give an example of a graph with vertices x, y, and z
that has all three of the following properties:
(i) there is a cycle using vertices x and y;
(ii) there is a cycle using vertices y and z;
(iii) no cycle uses vertices x and z.
8. Can a graph have an odd number of vertices of odd
degree? Explain.

t

9. (a) Give a table of the function y for the graph G pictured in Figure 7.
z

y

(a)

(b) List the edges of this graph, considered as subsets of
V(G). For example, a = {w, xj.

(b)
d
v

by
We

x
x

h

Figure 7 A
(c)

Figure 6 A
2. For each pair of vertices in Exercise 1, give the vertex
sequence of a longest path connecting them that repeats
no edges. Is there a longest path connecting them if
edges can be repeated?
3. True or False. "True" means "true in all circumstances

under consideration." Consider a graph.
(a) If there is an edge from a vertex u to a vertex v,
then there is an edge from v to u.

(b) If there is an edge from a vertex u to a vertex v and
an edge from v to a vertex w, then there is an edge
from u to w.
4. Repeat Exercise 3 with the word "edge" replaced by
"path" everywhere.
5. Repeat Exercise 3 with the word "edge" replaced by
"path of even length" everywhere.
6. Confirm Theorem 3 for each graph in Figure 6 by calculating
(i) the sum of the degrees of all of the vertices;
(ii) the number of edges;
(iii) the sum DI(G) + 2D 2 (G) + 3D 3 (G) +

10. Draw a picture of the graph G with V(G) = {x, y, z, w},
E(G) = {a, b, c, d, f, g, h), and y as given by the table
e I a

b

c

d

f

g

h

y(e){x, y} {x, y} {w, x} {w,y {yz {y, z} {w,z)

11. In each part of this exercise, two paths are given that
join a pair of points in the graph of Figure 7. Use the
idea of the proof of Theorem 2 to construct cycles out of
sequences of edges in the two paths.
(a) eba and gkha
(b) abcdgk and ah
(c) eba and dcfha
12. Suppose that a graph H is isomorphic to the graph G of

Figure 7.
(a) How many vertices of degree 1 does H have?
(b) Give the degree sequence of H.
(c) How many different isomorphisms are there of G
onto G? Explain.
(d) How many isomorphisms are there of G onto H?
13. (a) Draw pictures of all five of the regular graphs that
have four vertices, each vertex of degree 2. "All"
here means that every regular graph with four vertices and each vertex of degree 2 is isomorphic to
one of the five, and no two of the five are isomorphic
to each other.
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(b) Draw pictures of all regular graphs with four vertices,
each of degree 3, and with no loops or parallel edges.
(c) Draw pictures of all regular graphs with five vertices,
each of degree 3.
14. (a) Draw pictures of all 14 graphs with three vertices
and three edges. [See Exercise 13 for the meaning of
"all" here.]
(b) Draw pictures of the two graphs with four vertices
and four edges that have no loops or parallel edges.
(c) List the four graphs in parts (a) and (b) that are
regular.
15. Which, if any, of the pairs of graphs shown in Figure 8
are isomorphic? Justify your answer by describing an
isomorphism or explaining why one does not exist.

Figure 9

(a) How many subgraphs of K8 are isomorphic to K 5?
(b) How many simple paths with three or fewer edges
are there from vl to V2?

20.

4

4

21.
(a)

22.
(c)

Figure 8

(d)

A
23.

16. Describe an isomorphism between the graphs shown in
Figure 9.
17. Describe an isomorphism between the graphs in (c) and
(d) of Figure 3 on page 229.
18. Verify the claims in Example 4(b).
19. Consider the complete graph Kg with vertices
VI, V2, ....

6.2

A

24.

25.

(c) How many simple paths with three or fewer edges
are there altogether in K8 ?
(a) A graph with 21 edges has seven vertices of
degree 1, three of degree 2, seven of degree 3 and
the rest of degree 4. How many vertices does it have?
(b) How would your answer to part (a) change if the
graph also had six vertices of degree 0?
Which of the following are degree sequences of graphs?
In each case, either draw a graph with the given degree
sequence or explain why no such graph exists.
(a) (1,1,0,3,1,0,0,...)
(b) (4,1,0,3,1,0,0,...)
(c) (0,1,0,2,1,0,0, ... )
(d) (0,0,2,2, l,0,0,...)
(e) (0,0,1,2,1,0,0,...)
(f) (0,1,0,1,1,1,0,...)
(g) (0,0,0,4,0,0,0,...)
(h) (0,0,0,0,5,0,0,..)
(a) Let S be a set of graphs. Show that isomorphism
is an equivalence relation on S.
(b) How many equivalence classes are there if S consists
of the four graphs in Figure 4?
Show that every finite graph in which each vertex has
degree at least 2 contains a cycle.
Show that every graph with n vertices and at least n
edges contains a cycle. Hint: Use induction on n and
Exercise 23.
Show that
21E(G)l -

V(G)l = -Do(G) + D 2 (G) + 2D3 (G) +
+ (k

Vg.

Edge Traversal Problems

-

I)Dk(G) + *

.

I

One of the oldest problems involving graphs is the Konigsberg bridge problem: Is
it possible to take a walk in the town shown in Figure l(a) crossing each bridge
exactly once and returning home? The Swiss mathematician Leonhard Euler [pronounced OIL-er] solved this problem in 1736. He constructed the graph shown in
Figure 1(b), replacing the land areas by vertices and the bridges joining them by
edges. The question then became this: Is there a closed path in this graph that uses
each edge exactly once? We call such a path an Euler circuit of the graph. More
generally, a simple path that contains all edges of a graph G is called an Euler path
of G. Euler showed that there is no Euler circuit for the Konigsberg bridge graph,
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(a)
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in which all vertices have odd degree, by establishing the following elementary
fact.

Theorem I

A graph that has an Euler circuit must have all vertices of even

degree.
Proof Start at some vertex on the circuit and follow the circuit from vertex to
vertex, erasing each edge as you go along it. When you go through a vertex, you
erase one edge going in and one going out, or else you erase a loop. Either way,
the erasure reduces the degree of the vertex by 2. Eventually, every edge gets erased
and all vertices have degree 0. So all vertices must have had even degree to begin
with.
U
Again, the convention concerning degrees of vertices with loops is crucial.
Without it, this proof would not work and the theorem would be false.

Corollary

A graph G that has an Euler path has either two vertices of odd degree
or no vertices of odd degree.
Proof Suppose that G has an Euler path starting at u and ending at v. If u =v,
the path is closed and Theorem 1 says that all vertices have even degree. If u
v,
create a new edge e joining u and v. The new graph G U {e} has an Euler circuit
consisting of the Euler path for G followed by e, so all vertices of G U le) have
even degree. Remove e. Then u and v are the only vertices of G = (G U {e}) \ {e}
of odd degree.
U

- I

The graph shown in Figure 2(a) has no Euler circuit, since u and v have odd degree,
but the path b a c d g f e is an Euler path. The graph in Figure 2(b) has all vertices
of even degree and in fact has an Euler circuit. The graph in Figure 2(c) has all
vertices of even degree but has no Euler circuit, for the obvious reason that the
graph is broken into two subgraphs that are not connected to each other. Each of the
subgraphs, however, has its own Euler circuit.
U

Figure 2 O

(a)

(b)

(c)
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Theorem 1 shows that the even-degree condition is necessary for the existence
of an Euler circuit. Euler's major contribution to the problem was his proof that,
except for the sort of obvious trouble we ran into in Figure 2(c), the condition is
also sufficient to guarantee an Euler circuit.
We need some terminology to describe the exceptional cases. A graph is said
to be connected if each pair of distinct vertices is joined by a path in the graph.
The graphs in Figures 2(a)and 2(b) are connected, but the one in Figure 2(c) is not.
A connected subgraph of a graph G that is not contained in a larger connected
subgraph of G is called a component of G. The component containing a given
vertex v consists of v together with all vertices and edges on paths starting at v.
A

Finiire 3
-

(a) The graphs of Figures 2(a) and 2(b) are connected. In these cases the graph has
just one component, the graph itself.
(b) The graph of Figure 2(c) has two components, the one drawn on the outside
and the one on the inside. Another picture of this graph is shown in Figure 3(a).
In this picture there is no "inside" component, but of course there are still two
components.
(c) The graph of Figure 3(b) has seven components, two of which are isolated
vertices, i.e., vertices which cannot be reached from any other vertices.
U

*

I

-

(a)

(b)

Here's what Euler showed and a consequence of it.

Theorem 2 (Euler's theorem)

A finite connected graph in which every
vertex has even degree has an Euler circuit.

Corollary A finite connected graph that has exactly two vertices of odd degree
has an Euler path.

Proof of the Corollary Say u and v have odd degree. Create a new edge
e joining them. Then G U {e} has all vertices of even degree, so it has an Euler
circuit by Theorem 2. Remove e again. What remains of the circuit is an Euler path
for G.

U

One way to prove this theorem is to consider a simple path of greatest possible
length and show that every such path must be an Euler circuit. A proof along these
lines does not lead to a practical algorithm, since for even moderate-sized graphs it
is unrealistic to search for a longest simple path by examining paths one by one.
a
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algorithm or procedure that will always produce an Euler circuit. A full understanding
of a proof often leads to an algorithm, and behind every algorithm there's a proof.
Here is a simple explanation of Euler's theorem, which we illustrate using
Figure 4. Start with any vertex, say w, and any edge connected to it, say a. The
other vertex, x in this case, has even degree and has been used an odd number of

A

i a

L^-1

times oncee. so there is an unused edpe leaving Y. Pick one. sayv h Continie. in this
-_ A---

-- C-t:v
--s

J__

11t- ___

_1-.--_

way. The process won't stop until the starting vertex w is reached since, whenever
any other vertex is reached, only an odd number of its edges have been used. In our
example, this algorithm might start out with edges a b e and vertices w x w y. At y
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we can choose any of three edges: d, f, or h. If we select f, the rest of the process
is determined. We end up with the Euler circuit a b e f g h d c with vertex sequence
W X wy X z y V W.

Simple, wasn't it? Well, it is too simple. What would have happened if, when
we first reached vertex y, we had chosen edge d? After choosing edge c, we'd
have been trapped at vertex w and our path a bed c would have missed edges f,
g, and h. Our explanation and our algorithm must be too simple. In our example
it is clear that edge d should have been avoided when we first reached vertex y,
but why? What general principle should have warned us to avoid this choice? Think
about it.
Let's take another look at the Euler circuit that we found for Figure 4, which we
reproduce in Figure 5(a). As we select edges, let's remove them from the graph and
consider the subgraphs we obtain. Our path started out with edges a b e; Figure 5(b)
shows the graph with these edges removed. In our successful search for an Euler
circuit, we next selected f, and we noted that if we had selected d we were doomed.
Figure 5(c) shows the graph if f is also removed, while Figure 5(d) shows the graph
if instead d is removed. There is a difference: removal of d disconnects the graph,
and it's pretty clear we're trapped in a component of the graph that is left. On the
other hand, removal of f does not disconnect the graph.
Finumrv l;

x

V

V

g

(a)

(b)

V

Y

h
(c)

z

y

h

z

(d)

It turns out that it is always possible to select an edge whose removal will
not disconnect the graph, unless there's only one edge to choose, in which case
we choose that edge and delete both it and the vertex it led from. This fact, which
is not trivial to prove, is the basis for Fleury's algorithm to construct Euler paths.
For details on this algorithm and for a proof of Euler's theorem based on longest
paths, see either the first or third edition of this book. One critical drawback of
Fleury's algorithm is that it requires repeatedly examining subgraphs of G to see
if they are connected, a time-consuming operation. Even using a fairly fast connectivity check, we know of no way to have Fleury's algorithm take fewer than
O(I V(G) I2 IE(G)I) steps. [Big-theta 0 and big-oh 0 notation were explained in

§4.3.]
There is another approach that is conceptually fairly simple and that leads to
an 0 (IE(G) I) algorithm, which is much faster than Fleury's algorithm for large
graphs. Instead of looking for a longest closed path, let's take any closed path we
can get and then attach others to it until we've used up all the edges. Figure 6 shows
the idea.
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Figure 6
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Figure 6(a) shows our initial graph again. In Figure 6(b) we start by choosing
the dashed closed path a b e d c, the one that got us stuck at w earlier. The remaining
edges form the closed path f g h, which we can attach to a b e d c, say at x, to get
the Euler circuit a g h f b e d c. We could have attached the path at y as well.
In Figure 6(c) we have chosen the closed path f g h initially. What's left is a
closed path, if we traverse the edges as a b c d e. We can attach this path to f g h at
x or at y to get an Euler circuit. Suppose that we had not seen the full path a b c d e,
but only c d e. We could still have attached cd e to f g h at y to get the dashed
closed path f g h c d e in Figure 6(d) and then attached the remaining path a b at w
or x.
The idea is simply to keep on attaching closed paths until all the edges are
used up. Here is the algorithm. The notation G \ C denotes the graph with vertex
set V(G) and edge set E(G) \ C.

EulerCircuit(graph)
{Input: A connected graph G with all vertices of positive even degree)
{Output: An Euler circuit C of GI
Choose v E V(G).
Construct a simple closed path C in G with v as one vertex.
tC is a closed path in G with no repeated edges.}
while length(C) < E(G)j do
Choose a vertex w on C of positive degree in G \ C.
Construct a simple closed path in G \ C through w.
Attach this path to C at w to obtain a longer simple closed path C.
return C U

Proof That EulerCircuit Works If the statement "C is a closed path in G
with no repeated edges" is a loop invariant and if the algorithm does not break down
somewhere, then this algorithm will produce an Euler circuit for G, because the path
C will be closed at the end of each pass through the loop, the number of edges
remaining will keep going down, and the loop will terminate with all edges of G
in C.
If C is a simple closed path, if w is a vertex of C, and if D is a simple closed
path through w whose edges are not in C, then attaching D to C at w yields a simple
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closed path: follow C to w, take a trip around D and back to w, then continue with
C to its starting point. Thus the statement in braces is a loop invariant.
Will there always be a place to attach another closed path to C, i.e., a vertex
on C of positive degree in G \ C? That is, can the instruction "Choose a vertex w
on C of positive degree in G \ C" be executed? Yes, unless C contains all the edges
of G, in which case the algorithm stops. Here's why. Suppose that e is an edge not
in C and that u is a vertex of e. If C goes through u, then u itself has positive
degree in G \ C, and we can attach at u. So suppose that u is not on C. Since G is
connected, there is a path in G from u to the vertex v on C. [Here's where we need
connectedness.] Let w be the first vertex in such a path that is on C [then w =A u, but
possibly w = v]. Then the edges of the part of the path from u to w don't belong
to C. In particular, the last one [the one to w] does not belong to C. So w is on C
and has positive degree in G \ C.
We also need to be sure that the instruction "Construct a simple closed path in
G \ C through w" can be executed. Thus the proof will be complete once we show
that the following algorithm works to construct the necessary paths.
U

ClosedPath(graph, vertex)
{Input: A graph H in which every vertex has even degree,
and a vertex v of positive degree}
{Output: A simple closed path P through v}
Choose an edge e of H with endpoint v.
Let P := e and remove e from E(H).
while there is an edge at the terminal vertex of P do
Choose such an edge, add it to the end of P and remove it from E(H).
return P U

Proof That ClosedPath Works We want to show that the algorithm produces
a simple closed path from v to v. Simplicity is automatic, because the algorithm
deletes edges from further consideration as it adds them to the path P.
Since v has positive degree initially, there is an edge e at v to start with. Could
the algorithm get stuck someplace and not get back to v? When P passes through a
vertex w other than v, it reduces the degree of w by 2-it removes an edge leading
into w and one leading away-so the degree of w stays an even number. [Here's
where we use the hypothesis about degrees.] Hence, whenever we have chosen an
edge leading into a w, there's always another edge leading away to continue P. The
path must end somewhere, since no edges are used twice, but it cannot end at any
vertex other than v.
E
Here's EulerCircuit again with the calls to ClosedPath shown explicitly.

EulerCircuit(graph)
{Input: A connected graph G with all vertices of positive even degree
{Output: An Euler circuit C of G}
Choose v E V(G).
Let C := ClosedPath(G, v).

while length(C) < E(G)j do
Choose a vertex w on C of positive degree in G \ C.
Attach ClosedPath(G \ C, w) to C at w to obtain a longer simple
closed path C.
return C E
The operations in EulerCircuit and its subroutine ClosedPath consist of adding
or removing edges. Each operation takes a fixed amount of time, and each edge only
gets handled once; so with a suitable data structure the total time to construct an
Euler circuit is O(IE(G)D).
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1. Which of the graphs in Figure 7 have Euler circuits?
Give the vertex sequence of an Euler circuit in each case
in which one exists.
r

(a)

(b)

Figure 8 A
(a)

(b)

11.

12.

13.
(C)

Figure 7 A
2. (a) Give the vertex sequence of a simple closed path of
largest possible length in the graph of Figure 7(a).
(b) Is your path in part (a) an Euler circuit for the graph?
3. Apply the algorithm EulerCircuit to the graph in
Figure 7(b).
4. Draw K5 as in Figure 5 on page 230 and label the
vertices. Then apply algorithm EulerCircuit to it.
5. Apply the algorithm EulerCircuit to the graph of
Figure 7(c) until something goes wrong. What's the
trouble?
6. Is it possible for an insect to crawl along the edges of
a cube so as to travel along each edge exactly once?
Explain.
7. Consider the graph shown in Figure 8(a).
(a) Describe an Euler path for this graph or explain why
there isn't one.
(b) Describe an Euler circuit for this graph or explain
why there isn't one.
8. Repeat Exercise 7 for the graph of Figure 8(b).
9. (a) Explain how to modify the algorithm EulerCircuit(G)
to obtain an Euler path for a connected graph with
exactly two vertices of odd degree.
(b) What will the algorithm EulerCircuit(G) return if the
input graph G is not connected?
10. Apply a modification of the EulerCircuit algorithm as
suggested in Exercise 9(a) to get an Euler path for the

14.
15.

graph of Figure 2(a). Describe the steps in your construction.
Construct a graph with vertex set {0,1)3, i.e., the set
O0, 1} x {0, I} x {0, 1}, and with an edge between vertices if they differ in exactly two coordinates.
(a) How many components does the graph have?
(b) How many vertices does the graph have of each
degree?
(c) Does the graph have an Euler circuit?
Answer the same questions as in Exercise 11 for the
graph with vertex set to, 1}3 and with an edge between
vertices if they differ in two or three coordinates.
(a) Show that if a connected graph G has exactly 2k vertices of odd degree and k > 2, then E(G) is the disjoint union of the edge sets of k simple paths. Hint:
Add more edges, as in the proof of the corollary to
Theorem 2.
(b) Find two disjoint simple paths whose edge set union
is E(G) for the Konigsberg graph in Figure 1.
(c) Repeat part (b) for the graph in Figure 8(b).
Which complete graphs K, have Euler circuits?
An old puzzle presents a house with 5 rooms and 16
doors, as shown in Figure 9. The problem is to figure out
how to walk around and through the house so as to go
through each door exactly once.
(a) Is such a walk possible? Explain.
(b) How does your answer change if the door adjoining
the two large rooms is sealed shut?

Figure 9

A
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6.3

Trees

l
Trees are probably the graphs that people are most familiar with, especially in con-

nection with data structures. Figure l(d) on page 100, Figure 1 on page 183, and
Figures 1, 2, and 3 in §6.4 coming up all illustrate ways in which tree structures can

be used as conceptual frameworks for arranging data. We will see other important
examples later as well. Trees also arise as subgraphs of other graphs, with the most
familiar examples probably related to network designs in which a number of nodes
must be connected, with exactly one path between any two nodes. This section introduces trees in general, with subgraph applications in mind. In §6.4 we will return to
network questions.
Each of the figures we have just mentioned shows a connected graph that
contains no cycles. That's the definition: a tree is a connected acyclic graph. Since
they are acyclic, trees have no parallel edges or loops. Here are some more examples.

Figure 1 o

0
t.

-a

I

I
0

(b)

(a)

--

Figure 2

(d)

(c)

Figure I contains pictures of some trees. The ones in Figures 1(a) and l(b) are
isomorphic. Their pictures are different, but the essential structures [vertices and
edges] are the same. They share all graph-theoretic properties, such as the numbers
of vertices and edges and the number of vertices of each degree. To make this clear,
we have redrawn them in Figures 2(a) and 2(b) and labeled corresponding vertices.
The two trees in Figures 2(c) and 2(d) are also isomorphic.
V
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The eleven trees with seven vertices are pictured in Figure 3. In other words, every
tree with seven vertices is isomorphic to one drawn in Figure 3, and no two of the
trees in Figure 3 are isomorphic to each other.
U
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Trees are connected and acyclic, so to tell whether a connected graph is a tree,
we need to be able to detect cycles. The next theorem lists some properties of edges
that can help us decide acyclicity questions.
Theorem I Let e be an edge of a connected graph G. The following statements
are equivalent:
(a) G \ {e} is connected.
(b) e is an edge of some cycle in G.
(c) e is an edge of some simple closed path in G.
Proof First note that if e is a loop, then G \ {e} is connected, while e is a cycle
all by itself. Since cycles are simple closed paths, the theorem holds in this case,
and we may assume that e is not a loop. Thus e connects distinct vertices u and v.
If f is another edge connecting u and v, then clearly G \ {e} is connected and e f is
a cycle containing e. So the theorem also holds in this case. Hence we may assume
that e is the unique edge connecting u and v.
(a) =* (b). Suppose that G \ {e} is connected. By Theorem I on page 227 there
is a simple acyclic path XI X2 ... Xm with u = xl and xm = v. Since there is no
edge from u to v in G \ {e}, we have x2 h v, so m > 3. As noted in Proposition 2
on page 226, the vertices

xI, X2,

Xm are distinct, so

XI X2

Xm u is a cycle in

G containing the edge e.
(b) '#~ (c). Obviously, (b)
(c) since cycles are simple closed paths, and
(c)
-=
(b) even if G is not connected, by the Corollary to Theorem 1 on page 227.
(b) ==, (a). The edge e is one path between u and v, while the rest of the cycle
containing e gives an alternative route. It is still possible to get from any vertex of
G to any other, even if the bridge is out at e, just by replacing e by the alternative
if necessary.
m

MI

We illustrate Theorem 1 using the connected graph in Figure 4(a). Note that el does
not belong to a cycle and that G \ {e I} is disconnected, since no path in G \ le II
connects v to the other vertices. Likewise, es belongs to no cycle and G \ {e5 } is
disconnected. The remaining edges belong to cycles. Removal of any one of them
will not disconnect G.
U
Given a connected graph G, we are interested in minimal subgraphs that connect all the vertices. Such a subgraph must be acyclic, since by Theorem I one edge
of any cycle could be removed without losing the connectedness property. In other
words, such a subgraph T is a spanning tree: it's a tree that includes every vertex
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Figure 4 o
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of G, i.e., V(T) = V(G). Thus T is a tree obtained from G by removing some of
the edges, perhaps, but keeping all of the vertices.
A

S

A

The graph H in Figure 5(a) has over 300 spanning trees, of which 4 have been
sketched. They all have 6 edges.
U
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The next theorem guarantees that spanning trees exist for all finite connected
graphs. In §6.6 we will see how to construct them.

Theorem 2

Every finite connected graph G has a spanning tree.

Proof Consider a connected subgraph G' of G that uses all the vertices of G and
has as few edges as possible. Suppose that G' contains a cycle, say one involving
the edge e. By Theorem 1, G' \ [el is a connected subgraph of G that has fewer
edges than G' has, contradicting the choice of G'. So G' has no cycles. Since it's
connected, G' is a tree.
U
A

We illustrate Theorem 2 using the connected graph in Figure 5(a). Note that G \ {el(}
is still connected but has cycles. If we also remove e8, the resulting graph still has
the cycle e2 e3 e4. But if we then remove one of the edges in the cycle, say e4, we
obtain an acyclic connected subgraph, i.e., a spanning tree. See Figure 5(b). Clearly,
U
several different spanning trees can be obtained in this way.
In characterizing trees we lose nothing by restricting our attention to graphs
with no loops or parallel edges. Our first characterizations hold even if the graph is
infinite.

Theorem 3

Let G be a graph with more than one vertex, no loops, and no parallel
edges. The following are equivalent:
(a)
(b)
(c)
(d)

G is a tree.
Each pair of distinct vertices is connected by exactly one simple path.
G is connected, but will not be if any edge is removed.
G is acyclic, but will not be if any edge is added.
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Proof This proof consists of four short proofs.
(a) =.- (b). Suppose that G is a tree, so that G is connected and acyclic. By
Theorem 1 on page 227, each pair of vertices is connected by at least one simple
path, and by Theorem 2 on page 227, there is just one simple path.
(b) => (c). If (b) holds, then G is clearly connected. Let e = {u, v) be an edge
of G and assume that G \ {e} is still connected. Note that u 0 v, since G has no
loops. By Theorem 1 on page 227, there is a simple path in G \ {e} from u to v.
Since this path and the one-edge path e are different simple paths in G from u to v,
we contradict (b).
(c) ==* (d). Suppose that (c) holds. If G had a cycle, then we could remove an
edge in the cycle from G and retain connectedness by Theorem 1. So G is acyclic.
Now consider an edge e not in the graph G, and let G' denote the graph G with this
new edge adjoined. Since G' \ {e} = G is connected, we apply Theorem 1 to G' to
conclude that e belongs to some cycle of G'. In other words, adding e to G destroys
acyclicity.
(d) == (a). If (d) holds and G is not a tree, then G is not connected. Then there
exist distinct vertices u and v that are not connected by any paths in G. Consider
the new edge e = {u, v}. According to our assumption (d), G U {e} has a cycle and
e must be part of it. The rest of the cycle is a path in G that connects u and v. This
contradicts our choice of u and v. Hence G is connected and G is a tree.
U
To appreciate Theorem 3, draw a tree or look at a tree in one of the Figures 1
through 4 and observe that it possesses all the properties (a)-(d) in Theorem 3. Then
draw or look at a nontree and observe that it possesses none of the properties (a)-(d).
Vertices of degree 1 in a tree are called leaves [the singular is leaf].
S

*

Of the trees in Figure 3, T1 has two leaves; T2, T3, and T8 have three leaves; T4,
T5, T6, and T7 have four leaves; T9 and T10 have five leaves; and T11 has six
leaves.
The next two lemmas help us characterize finite trees.
Lemma I

A finite tree with at least one edge has at least two leaves.

Proof Consider a longest simple acyclic path, say V] V2 ... v, Because the path
is acyclic, its vertices are distinct, and both vertices vl and v, are leaves, since
otherwise the path could be made longer.
U

Lemma 2

A tree with n vertices has exactly n -I

edges.

Proof We apply induction. For n = 1 or n = 2, the lemma is clear. Assume
statement is true for some n > 2, and consider a tree T with n + 1 vertices.
Lemma 1, T has a leaf vo. Let To be the graph obtained by removing vo and
edge attached to uo. Then To is a tree, as is easily checked, and it has n vertices.
the inductive assumption, To has n - 1 edges, so T has n edges.

the
By
the
By
U

Theorem 4

Let G be a finite graph with n vertices, no loops, and no parallel
edges. The following are equivalent:
(a) G is a tree.
(b) G is acyclic and has n -1 edges.
(c) G is connected and has n -1 edges.
In other words, any two of the properties "connectedness," "acyclicity," and "having
n - I edges" imply the third.
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Proof The theorem is obvious for n = 1 and n = 2, so we assume n > 3. Both
(a) ==: (b) and (a) ==- (c) follow from Lemma 2.
(b) ==•- (a). Assume that (b) holds but that G is not a tree. Then (d) of Theorem 3 cannot hold. Since G is acyclic, we can evidently add some edge and retain
acyclicity. Now add as many edges as possible and still retain acyclicity. The graph
G' so obtained will satisfy Theorem 3(d), so G' will be a tree. Since G' has n vertices and at least n edges, this contradicts Lemma 2. Thus our assumption that G is
not a tree is wrong, and G is a tree.
(c) =_- (a). Assume that (c) holds but that G is not a tree. By Theorem 2,
G has a spanning tree T, which must have fewer than n - 1 edges. This contradicts
Lemma 2, so G is a tree.
U
As with Theorem 3, to appreciate Theorem 4, draw some trees and observe
that all the properties in Theorem 4 hold, and then draw some nontrees and observe
that none of the properties holds.
An acyclic graph, whether or not it is connected, is sometimes called a forest.
The connected components of a forest are acyclic, so they are trees. It is possible to
generalize Theorem 4 to characterize forests as well as trees; see Exercise 11.

-

Er
1. Find all trees with six vertices.
2. The trees in Figure 6 have seven vertices. Specify which
tree in Figure 3 each is isomorphic to.

(a)

(b)

±o
(c)

3. Count the number of spanning trees in the graphs of
Figure 7.

D

z

(b)

(a)

(c)

(d)

*Z
(e)

(f)

(g)

I0

(d)

Figure 7

SO

(e)

A

4

4. Repeat Exercise 3 for Figure 5(a).
4

(h)

Figure 6

A

(i)

o)

5. For which edges in Figure 5(a) do (a)-(c) of Theorem I
hold?
6. Find two nonisomorphic spanning trees of K3 ,3 drawn in
Figure 7 on page 256.
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7. Consider a tree with n vertices. It has exactly n -I
edges [Lemma 2], so the sum of the degrees of its
vertices is 2n - 2 [Theorem 3 on page 230].
(a) A certain tree has two vertices of degree 4, one vertex of degree 3, and one vertex of degree 2. If the
other vertices have degree 1, how many vertices are
there in the graph? Hint: If the tree has n vertices,
n -4 of them will have to have degree 1.
(b) Draw a tree as described in part (a).
8. Repeat Exercise 7 for a tree with two vertices of degree
5, three of degree 3, two of degree 2, and the rest of
degree 1.
9. (a) Show that there is a tree with six vertices of degree
1, one vertex of degree 2, one vertex of degree 3,
one vertex of degree 5, and no others.
(b) For n > 2, consider n positive integers dl, . . ., d,
whose sum is 2n -2. Show that there is a tree with
n vertices whose vertices have degrees dl,
1 . . ., d .

6.4

(c) Show that part (a) illustrates part (b), where n = 9.
10. Draw pictures of the nine connected graphs with four
edges and four vertices. Don't forget loops and parallel
edges.
11. (a) Show that a forest with n vertices and m components
has n

-

m edges.

(b) Show that a graph with n vertices, m components,
and n -m edges must be a forest.
12. Figure 4 illustrates four spanning trees for the graph in
Figure 4(a). They have 6, 2, 4, and 5 leaves, respectively. For each part below, either draw a spanning tree
with the property, or explain why you cannot do so.
(a) The tree has 3 leaves.
(b) The tree has I leaf.
(c) The central vertex is a leaf.
13. Sketch a tree with at least one edge and no leaves. Hint:
See Lemma 1 to Theorem 4.
14. Show that a connected graph with n vertices has at least
n -I edges.

Rooted Trees

I

I
A rooted tree is a tree with one vertex, called its root, singled out. This concept is
simple, but amazingly useful. Besides having important applications to data structures, rooted trees also help us to organize and visualize relationships in a wide
variety of settings. In this section we look at several examples of rooted trees and at
some of their properties.
Rooted trees are commonly drawn with their roots at the top, just upside down
from the trees in the woods. Our first examples include some typical applications,
with accompanying diagrams.

MI 371

,

(a) An ordered set such as a list of numbers or an alphabetized file can be conveniently organized by a special type of rooted tree, called a binary search tree,
in which each vertex corresponds to an element of the list and there are at most
two branches, a left one and a right one, below each vertex. If a vertex has
branches below it, then all elements obtained by following the left branch come
before the element associated with the vertex itself, which in turn comes before
all elements obtained by following the right branch. Figure 1 shows an example
of such a tree that holds a set of client records, organized in alphabetical order.

Figure 1 ls

Ftvnn

Adams

Conmy

Errol

Lyon

Ross

To locate the records for Conmy, say, we compare Conmy alphabetically
with the root, Flynn. Conmy comes first, so we take the left branch and compare
Conmy with Brown. Conmy comes second, so we take the right branch. Then
go left at Dean to find Conmy. If we had wanted the records for Dean, we
would have stopped when we got to Dean's vertex. What makes the search
procedure work and gives the tree its "binary" name is the fact that at each
vertex [or node, as they are frequently called in this setting] there are at most
two edges downward, at most one to the left and at most one to the right. It is
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easy to see where the records for a client named Lobell should go: to the right
of Flynn, left of Thomas, left of Rose and left of Lyon, and hence at a new
vertex below and to the left of Lyon.
The chief advantage to organizing data with a binary search tree is that

one only needs to make a few comparisons in order to locate the correct address,
even when the total number of records is large. The idea as we have described
it here is quite primitive. The method is so important that a number of schemes
have been devised for creating and updating search trees to keep the average
length of a search path relatively small, on the order of lg 2 n, where n is the
number of vertices in the tree.
(b) Data structures for diagnosis or identification can frequently be viewed as rooted
trees. Figure 2 shows the idea. To use such a data structure, we start at the top
and proceed from vertex to vertex, taking an appropriate branch in each case to
match the symptoms of the patient. The final leaf on the path gives the name of
the most likely condition or conditions for the given symptoms. The same sort
of rooted tree structure is the basis for the key system used in field guides for
identifying mushrooms, birds, wildflowers, and the like. In the case of the client
records in part (a), there was a natural left-to-right way to arrange the labels
on the nodes. In this example and the next, the order in which the vertices are
listed has no special significance.

Figure 2
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(c) The chains of command of an organization can often be represented by a rooted
tree. Part of the hierarchy of a university is indicated in Figure 3.

Figure 3 l'
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(d) Directory trees provide a way to conceptualize how files are related to each
other on a computer and provide the user with a schematic picture in which
it is easy to add or delete pieces. For example, in the UNIX model one can
imagine file foo as being inside directory goo/, which is itself inside directory
moo/, which lives just under the root /. Then foo is addressed by its path
/moo/goo/foo from the root directory. Starting at the root, take the moo
trunk and then the goo branch to the foo leaf. To get from f oo to the file
/moo/zip/tip, one backs up the tree toward the root, through /moo/goo/
to /moo/ and then heads down through /moo/zip/ to /moo/zip/tip.
The computer scientists who designed UNIX had a tree structure in mind. The
idea of documents within folders within folders in other operating systems also
is clearly based on trees.
M
In these examples we have given the vertices of the trees fancy names or
labels, such as "Ross" or "epizootic," rather than u, v, w, etc., to convey additional
information. In fact, the name of a vertex and its label do not have to be the same,
and one could quite reasonably have several vertices with different names but the
same label. For instance, the label of a vertex might be a dollar figure associated with
it. When we speak of a labeled tree, we will mean a tree that has some additional
information attached to its vertices. In practical applications we can think of the
label of a vertex as being the information that is stored at the vertex. We will see
shortly that it may also be possible to choose the vertex names themselves to convey
information about the locations of the vertices in the graph.
There is a natural way to view a rooted tree as a digraph. Simply pick up the
tree by its root and let gravity direct the edges downward. Figure 4(a) shows a tree
with root r directed in this way. It is common to leave the arrow heads off the edges,
with the agreement that the edges are directed downward. We can think of the rooted
tree in Figure 4(b) as either an undirected tree with distinguished vertex r or as the
digraph in Figure 4(a); there is no essential difference between the two points of
view.
; r

rnqui e
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z
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To make the gravitational definition mathematically respectable, we recall from
Theorem 3 on page 241 that, whenever r and v are vertices of a tree, there is a unique
simple path joining r to v. If r is the root of T and if e is an edge of T with vertices
u and w, then either u is on the unique simple path from r to w or w is on the
simple path from r to u. In the first case, direct e from u to w, and in the second
case, direct e from w to a. This is just what gravity does. We will denote by Tr the
rooted tree made from the undirected tree T by choosing the root r. When we think
of Tr as a digraph, we will consider it to have the natural digraph structure that we
have just described.
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Consider the [undirected] tree in Figure 5(a). If we select v, x, and z to be the roots,
we obtain the three rooted trees illustrated in Figures 5(b), (c), and (d). The exact
placement of the vertices is unimportant; Figures 5(b) and 5(b') represent the same
rooted tree.

-37|53xlA
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Note that (v, w) is a directed edge of the rooted tree Tz in Figure 5(d), because
{v, w} is an edge of the unique simple path in Figure 5(a) from z to w. On the
other hand, (w, v) is not a directed edge of Tz; even though {w, v} is an edge of the
original tree, it is not an edge of the unique simple path from z to v. Similar remarks
apply to all of the other edges.
U
The terms used to describe various parts of a tree are a curious mixture derived
both from the trees in the woods and from family trees. As before, the vertices of
degree 1 are called leaves; there is one exception: occasionally [as in Figure 5(d)], the
root will have degree 1, but we will not call it a leaf. Viewing a tree as a digraph,
we see that its root is the only vertex that is not a terminal vertex of an edge,
while the leaves are the ones that are not initial vertices. The remaining vertices are
sometimes called "branch nodes" or "interior nodes," and the leaves are sometimes
called "terminal nodes." We adopt the convention that if (v, w) is a directed edge of
a rooted tree, then v is the parent of w, and w is a child of v. Every vertex except
the root has exactly one parent. A parent may have several children. More generally,
w is a descendant of v provided w 7) v and v is a vertex of the unique simple path
from r to w. Finally, for any vertex v the subtree with root v is precisely the tree
T, consisting of v, all its descendants, and all the directed edges connecting them.
Whenever v is a leaf, the subtree with root v is a trivial one-vertex tree.

A

Consider the rooted tree in Figure 4, which is redrawn in Figure 6. There are six
leaves. The parent v has two children, u and w, and five descendants: u, w, x, y,
and z. All the vertices except r itself are descendants of r. The whole tree itself is
clearly a subtree rooted at r, and there are six trivial subtrees consisting of leaves.
The interesting subtrees are given in Figure 6.
C

248 Chapter 6 * Introduction to Graphs and Trees
Figure6 *
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Subtrees of the tree

A rooted tree is a binary tree in case each node has at most two children:
a left child, a right child, both a left child and a right child, or no children at
all. This sort of right-left distinction was important in the binary search tree of
Example l(a). Similarly, for m > 2 an m-ary tree is one in which the children
of each parent are labeled with distinct members of {1, 2, .. ., m}. A parent is not
required to have a complete set of m children; we say that the ith child is absent
in case no child is labeled with i. In the digraph terminology of §8.1, an m-ary tree
has outdeg(v) < m for all vertices v. An m-ary tree [or binary tree] is a regular
m-ary tree if outdeg(v) = m or 0 for all vertices v, i.e., if each vertex that has any
children has exactly m of them.
The level number of a vertex v is the length of the unique simple path from

the root to v. In particular, the root itself has level number 0. The height of a rooted
tree is the largest level number of a vertex. Only leaves can have their level numbers
equal to the height of the tree. A regular mr-ary tree is said to be a full m-ary tree
if all the leaves have the same level number, namely the height of the tree.

A

Ml T-411Tl

Afi

(a) The rooted tree in Figures 4 and 6 is a 3-ary tree and, in fact, is an m-ary tree
for m > 3. It is not a regular 3-ary tree, since vertices r, v, and s have outdegree
2. Vertices v and s have level number 1; vertices u, w, p, and q have level
number 2; and the leaves x, y, and z have level number 3. The height of the
tree is 3.
(b) The labeled tree in Figure 8(a) on page 250 is a full regular binary tree of
height 3. The labeled tree in Figure 8(b) is a regular 3-ary tree of height 3. It
is not a full 3 -ary tree, since one leaf has level number 1 and five leaves have
level number 2.
Consider a full m-ary tree of height h. There are m vertices at level 1. Each parent
at level 1 has m children, so there are m 2 vertices at level 2. A simple induction
shows that, because the tree is full, it has ml vertices at level I for each I < h. Thus
it has 1 + m + m2 +
+ mh vertices in all. Since
(m-1)(1 + mm

2 + ... + mh) = Mh+l1-

as one can check by multiplying and canceling, we have
I+ m + m2 + ... + m

m=

-

m -1

[An inductive proof of this formula is given in Example 2(c) of Section 4.1.] Note
that the same tree has p = (mh- 1)/(M - 1) parents and t = Mh leaves.
U
The binary search tree in Example l(a) depended on having alphabetical ordering to compare client names. The same idea can be applied more generally; all we
need is some ordering or listing to tell us which of two given objects comes first.
[The technical term for this kind of listing, which we will discuss further in §§11.1
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and 11.2, is linear order.] Whenever we want to, we can decide on an order in
which to list the children of a given parent in a rooted tree. If we order the children
of every parent in the tree, we obtain what is called an ordered rooted tree. When
we draw such a tree, we draw the children in order from left to right. It is convenient
to use the notation v < w to mean that v comes before w in the order, even in cases
in which v and w are not numbers.
A

*

(a) If we view Figure 5(b) as an ordered rooted tree, then the children of v are
ordered: u < s < w < x. The children of x are ordered: y < z. Figure 5(b') is
the picture of a different ordered rooted tree, since s < x < w < u and z < y.
(b) As soon as we draw a rooted tree, it looks like an ordered rooted tree, even if
we do not care about the order structure. For example, the important structure
in Figure 3 is the rooted tree structure. The order of the "children" is not
important. The head of the computer science department precedes the head of
the mathematics department simply because we chose to list the departments in
alphabetical order.
(c) A binary tree or, more generally, an m-ary tree is in a natural way an ordered
tree, but there is a difference between the two ideas. In a binary tree the right
child will be the first child if there is no left child. In the 3-ary tree of Figure 6,
the children w, s, and q each may have the label 3, even though their parents
only have two children. Also, the children v, u, and p each may have label 1
v
or 2.
(a) Consider an alphabet E ordered in some way. We make E* into a rooted tree
as follows. The empty word X will serve as the root. For any word w in X*,
its set of children is
twx : x E E}.
Since E is ordered, we can order each set of children to obtain an ordered
rooted tree E* by letting wx < wy in case x < y in E.
(b) Suppose that E = {a, b}, where a < b. Each vertex has two children. For
instance, the children of a b b a are a b b a a and a b b a b. Part of the infinite
ordered rooted tree E* is drawn in Figure 7.
(c) Figure 1 on page 183 showed part of the tree {a, b, c, d}* with the natural
ordering determined by a < b < c < d.
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There are a variety of ways to name [or label] the vertices of an ordered
rooted tree so that the names describe their locations. One such scheme resembles
Example 7: vertices of an m-ary tree can be named using words from E*, where
E = 2(m) {0, 1, ... ,m - 11. The ordered children of the root have names from
{0, 1, 2, . . , m-1}. If a vertex is named by the word w, then its ordered children
are named using wO, w 1, w2, etc. The name of a vertex tells us the exact location of
-
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the vertex in the tree. For example, a vertex named 1021 would be the number two
child of the vertex named 102, which, in turn, would be the number three child of
the vertex named 10, etc. The level of the vertex is the length of its name; a vertex
named 1021 is at level 4.
All of the vertices except the root in Figure 8(a) are named in this way. In
Figure 8(b) we have only named the leaves. The names of the other vertices should
be clear.
U

Mrcxj
Figure 8 0

0

1

00

/'

000

10

01

/'/\/

000 010

Oil 100
(a)

11

101

110

111

100

101

102

(b)

Trees have been used for a long time to organize or store information. In old
mathematics textbooks the individual paragraphs were frequently labeled by using
numbers, i.e., words in X*, where E = {1, 2, 3, ... 1.Decimal points were used to set
off the letters of the words in E*. Thus 3.4.1.2 would refer to the second paragraph
of the first subsection of the fourth section of Chapter 3, while 3.4.12 would refer
to the twelfth subsection of the fourth section of Chapter 3. This scheme is not very
pretty, so modem authors usually avoid it, but it has some real advantages that carry
over to present-day uses of trees. One can always insert new paragraphs or sections
without disrupting the numbering system. With a little care, paragraphs and sections
can be deleted without causing trouble, especially if one doesn't mind gaps. Also a
label, such as 3.4.12, specifies exactly where the subsection or paragraph fits into
the book.
The book you are reading now has been produced with the typesetting language
IATEX, which uses the magic of computers to effortlessly keep track of chapters,
sections, and subsections, renumbering them as required. Although the book itself
is printed linearly as one long string of characters, the numbering scheme lets us
visualize a tree structure associated with it. In contrast, one famous mathematics
book has theorems numbered from 1 to 460. All the label "Theorem 303" tells us is
that this theorem probably appears about two-thirds of the way through the book.
Of course, being able to locate a node in a tree quickly is most useful if
we know which node we want to reach. If we are storing patient records with a
tree indexed by last names and if we need to look at every node, for example, to
determine which patients are taking a particular drug, the tree structure is not much
help. In §7.3 we will investigate search schemes for systematically going through all
the nodes in a rooted tree.
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1. (a) For the tree in Figure 4, draw a rooted tree with new
root v.
(b) What is the level number of the vertex r?
(c) What is the height of the tree?
2. Create a binary search tree of height 4 for the English
alphabet {a, b, . . ., 2:} with its usual order.

3. (a) For each rooted tree in Figure 5, give the level numbers of the vertices and the height of the tree.
(b) Which of the trees in Figure 5 are regular m-ary for
some m?
4. Discuss why ordinary family trees are not rooted
trees.

6.5 . Vertex Traersal Problems
5. (a) There are seven different types of rooted trees of
height 2 in which each node has at most two children. Draw one tree of each type.
(b) To which of the types in part (a) do the regular
binary trees of height 2 belong?
(c) Which of the trees in part (a) are full binary trees?
(d) How many different types of binary trees are there of
height 2?
6. (a) Repeat Exercise 5(a) for the seven types of rooted
trees of height 3 in which each node that is not a leaf
has two children.
(b) How many different types of regular binary trees are
there of height 3?
7. For each n specified below, draw a binary search tree
with nodes 1, 2, 3,.
n and with height as small as
possible.
(a) n = 7

(b) n = 15

(c) n = 4

(d) n = 6

8. A 2-3 tree is a rooted tree such that each interior node,
including the root if the height is 2 or more, has either
two or three children and all paths from the root to the
leaves have the same length. There are seven different
types of 2-3 trees of height 2. Draw one tree of each
type.
9. (a) Draw full m-ary trees of height h for m = 2, h = 2;
m = 2, h = 3; and m = 3, h = 2.

(b) Which trees in part (a) have mh leaves?
10. Consider a full binary tree T of height h.
(a) How many leaves does T have?
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(b) How many vertices does T have?
11. Consider a full m-ary tree with p parents and t leaves.
Show that t = (m -l)p + 1 no matter what the
height is.
12. Give some real-life examples of information storage that
can be viewed as labeled trees.
13. Let E = (a, b} and consider the rooted tree E*; see
Example 7. Describe the set of vertices at level k. How
big is this set?
14. Draw part of the rooted tree E*, where E = {a, b, c}
and a < b < c as usual.
The next two exercises illustrate some of the problems
associated with updating binary search trees.
15. (a) Suppose that in Example l(a) client Rose moves
away. How might we naturally rearrange the tree to
delete the records of Rose without disturbing the rest
of the tree too much?
(b) Repeat part (a) with Brown moving instead of Rose.
16. (a) Suppose that in Example l(a) a new client, Smith,
must be added to the binary search tree. Show how
to do so without increasing the height of the tree.
Try not to disturb the rest of the tree more than
necessary.
(b) Suppose that three new clients, Smithl, Smith2, and
Smith3, must be added to the tree in Example l(a).
Show how to do so without increasing the height of
the binary search tree.
(c) What happens in part (b) if there are four new
clients?

Vertex Traversal Problems
Euler's Theorem on page 234 tells us which graphs have closed paths that use each
edge exactly once, and the algorithm EulerCircuit on page 236 gives a way to construct the paths when they exist. In contrast, much less is known about graphs with
paths that use each vertex exactly once. The Irish mathematician Sir William Hamilton was one of the first to study such graphs and at one time even marketed a puzzle
based on the problem.
A path is called a Hamilton path if it visits every vertex of the graph exactly
once. A closed path that visits every vertex of the graph exactly once, except for
the last vertex, which duplicates the first one, is called a Hamilton circuit. A graph
with a Hamilton circuit is called a Hamiltonian graph. A Hamilton path must be
simple [why?], and by Proposition 1 on page 226, if G has at least three vertices,
then a Hamilton circuit of G must be a cycle.

(a) The graph shown in Figure 1(a) has Hamilton circuit v w x y z v.
(b) Adding more edges can't hurt, so the graph K 5 of Figure l(b) is also Hamiltonian. In fact, every complete graph K, for n > 3 is Hamiltonian; we can go
from vertex to vertex in any order we please.
(c) The graph of Figure l(c) has the Hamilton path v w x y z, but has no Hamilton
circuit, since no cycle goes through v.
(d) The graph of Figure l(d) has no Hamilton path, so it certainly has no Hamilton
U
circuit.
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Figure 1 1

V

V

x

(a)

(b)

Z

(c)

(d)

With Euler's theorem, the theory of Euler circuits is nice and complete. What
can be proved about Hamilton circuits? Under certain conditions, graphs will have
so many edges compared to the number of vertices that they must have Hamilton
circuits. But the graph in Figure 1(a) has very few edges, and yet it has a Hamilton
circuit. And the graph in Figure 1(c) has lots of edges but no Hamilton circuit. It
turns out that there is no known simple characterization of those connected graphs
possessing Hamilton circuits. The concept of Hamilton circuit seems very close to
that of Euler circuit, yet the theory of Hamilton circuits is vastly more complicated.
In particular, no efficient algorithm is known for finding Hamilton circuits. The
problem is a special case of the Traveling Salesperson Problem, in which one begins
with a graph whose edges are assigned weights that may represent mileage, cost,
computer time, or some other quantity that we wish to minimize. In Figure 2 the
weights might represent mileage between cities on a traveling salesperson's route.
The goal is to find the shortest round trip that visits each city exactly once. That is,
the goal is to find a Hamilton circuit minimizing the sum of the weights of the edges.
An algorithm solving this problem would also be able to find Hamilton circuits in
an unweighted graph, since we could always assign weight I to each edge.

Figure 2 s

350

-L1u

320

Obviously, a Hamiltonian graph with n vertices must have at least n edges.
This necessary condition may not be sufficient, as Figures 1(c) and 1(d) illustrate.
Of course, loops and parallel edges are of no help. The next three theorems give
conditions assuring that a graph is Hamiltonian. We will illustrate the ideas with
small graphs, where one can easily check the Hamiltonian property without the
theory, but the theorems are powerful for large graphs. The first theorem gives a
simple sufficient condition.

Theorem I

If the graph G has no loops or parallel edges, if IV(G)I = n > 3,
and if deg(v) > n/2 for each vertex v of G, then G is Hamiltonian.

A

(a) The graph K 5 in Figure l(b) has deg(v) = 4 for each v and has IV(G)I = 5,
so it satisfies the condition of Theorem 1. None of the other graphs in Figure I
satisfies the condition of Theorem 1, because in each case IV(G)1/2 = 5/2 or
3, while the graph has at least one vertex of degree I or 2. The graph in (a) is
Hamiltonian, but the two in (c) and (d) are not. Failure of the condition does
not tell us whether a graph is Hamiltonian or not.
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(b) Each of the graphs in Figure 3 has IV (G) 1/2 = 5/2 and has a vertex of degree 2.
These graphs do not satisfy the hypotheses of Theorem 1, but are nevertheless
O
Hamiltonian.

Figure 3 D

Y
(a)

z
(b)

Theorem 1 imposes a uniform condition: there are many (at least n/2) edges at
each vertex. Our next theorem requires only that there be enough edges somewhere
in the graph. We will establish both of these sufficient conditions as consequences
of Theorem 3, which gives a criterion in terms of degrees of pairs of vertices.

Theorem 2 Every graph with n vertices that has no loops or parallel edges and
that has at least

(n1-)(n

-

2) + 2 edges is Hamiltonian.

(a) The Hamiltonian graph of Figure 3(a) has n = 5, so 1(n - 1)(n - 2) + 2 = 8.
It has 8 edges, so it satisfies the hypotheses and the conclusion of Theorem 2.
(b) The Hamiltonian graph of Figure 3(b) also has n = 5, and so again we have
1)(n -2) + 2 = 8, but the graph has only 7 edges. It fails to satisfy
the hypotheses of Theorem 2 as well as Theorem 1. If there were no vertex in
the middle, we would have K4 with n = 4, so 1 (n - )(n - 2) + 2 = 5, and
the 6 edges would be more than enough. As it stands, the graph satisfies the
M
hypotheses of the next theorem.

*,-,fit in I11 I

-(n-

Theorem 3 Suppose that the graph G has no loops or parallel edges and that
IV(G)I = n > 3. If
deg(v) + deg(w) > n
for each pair of vertices v and w that are not connected by an edge, then G is
Hamiltonian.
A

A

(a) For the graph in Figure 3(b), n = 5. There are three pairs of distinct vertices
that are not connected by an edge. We verify the hypotheses of Theorem 3 by
examining them:

{v, z},
jw,x},
{x,y},

deg(v) + deg(z) = 3 + 3 =6 > 5;
deg(w)+deg(x)=3+2=5>5;
deg(x)+deg(y)=2+3=5>5.

(b) For the graph in Figure l(a), n = 5 and every vertex has degree 2. This graph
doesn't satisfy the hypotheses of Theorem 3 [or Theorems 1 and 2], but it is
Hamiltonian anyway. None of the theorems characterizes Hamiltonian graphs,
U
so none of them can be used to show that a graph is not Hamiltonian!

Proof of Theorem 3 Suppose the theorem is false for some n, and let G be a
counterexample with V(G) = n and with IE(G)I as large as possible. Since G has
no loops or parallel edges, G is a subgraph of the Hamiltonian graph Kn. Adjoining
to G an edge from Kn would give a graph that still satisfies the degree condition,
but has more than IE(G) I edges. By the choice of G, any such graph would have a
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Hamilton circuit. This implies that G must already have a Hamilton path, say with
vertex sequence VI V2 ... V,. Since G has no Hamilton circuit, vI and v, are not
connected by an edge in G, so deg(vi) + deg(v,) > n by hypothesis.
Define subsets SI and S, of {2, ... , n} by

SI = {i: lvi, v;} c E(G)}

and

Sn =

{i: {Vi-i, vn}

c E(G)}.

Then we have SI U S2 C f2, 3, . . n., jSI I = deg(vl), and ISjl = deg(v,). Since
ISI I + I > n and SI U S, has at most n - I elements, SI n Sn must be nonempty.
Thus there is an i for which both Ivi, vi} and {vi -, vn} are edges of G. Then [see
Figure 4] the path VI ... Vi Vn ... vi vi is a Hamilton circuit in G, contradicting
the choice of G as a counterexample.
i

lS,

Figure 4

s
Vi

V2

Vi - I

\

nV

Our first two theorems follow easily from Theorem 3.

Proofs of Theorems 1 and 2

Suppose that G has no loops or parallel edges

and that JV(G)I = n > 3.
If deg(v) > n/2 for each v, then deg(v) + deg(w) > n for every v and w,

whether joined by an edge or not, so the hypothesis of Theorem 3 is satisfied and G
is Hamiltonian.
Suppose that
IE(G)I

>

)+2,

)(n -2) +2=

(n -

and consider vertices u and v with {u, v} ¢ E(G). Remove from G the vertices u
and v and all edges with u or v as a vertex. Since {u, v} ¢ E(G), we have removed
deg(u) + deg(v) edges and 2 vertices. The graph G' that is left is a subgraph of
Kn-2, so

(n

) = IE(Kn-2)1 > JE(G')l >

( 2 ) + 2-

deg(u) - deg(v).

Hence

1)

deg(u) + deg(v) > (2n

2

(n-2)

2

2

1)(n-2) -(n -2)(n-3) + 2
2
2
1
= -(n -2)[(n-1) -(n -3)] + 2
2
1
= -(n-2)[2] + 2 = n.
2
-(n-

Again, G satisfies the hypothesis of Theorem 3,

so

G is Hamiltonian.

E

Theorems 1, 2, and 3 are somewhat unsatisfactory in two ways. Not only are
their sufficient conditions not necessary, but the theorems also give no guidance
for finding a Hamilton circuit when one is guaranteed to exist. As we mentioned
earlier, as of this writing no efficient algorithm is known for finding Hamilton paths
or circuits. On the positive side, a Hamiltonian graph must certainly be connected,
so all three theorems give sufficient conditions for a graph to be connected.
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A Gray code of length n is a list of all 2n distinct strings of n binary digits such that
adjacent strings differ in exactly one digit and the last string differs from the first
string in exactly one digit. For example, 0 0, 0 1, 1 1, 1 0 is a Gray code of length 2.
We can view the construction of a Gray code as a graph-theoretic problem. Let
V (G) be the set {0, I}' of binary n-tuples, and join n-tuples by an edge if they differ
in exactly one digit. As we will illustrate, a Gray code of length n is, in effect, a
Hamilton circuit of the graph G.
Figure 5(a) shows the graph G for n = 2. Figure 5(b) shows the same graph
redrawn. This graph has eight Hamilton circuits, four in each direction, which shows
that there are eight Gray codes of length 2. We can regard two Hamilton circuits as
"equivalent" in case they really have the same path, but just start at different points
along the way. From this point of view, this graph has only two equivalence classes
of Hamilton circuits. If we then regard two Gray codes as equivalent in case their
Hamilton circuits are equivalent, there are just two equivalence classes of Gray codes
of length 2.

A

Figure 5 1

1I

I1

01

o00

01

011

001

(b)

(a)
000

010

o

10

010
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(C)

Figure 5(c) shows the graph for n = 3. There are 12 equivalence classes of
Gray codes of length 3. Figure 6 indicates the Hamilton circuit corresponding to one
such code. Thus
000,

001,

011,

111,

101,

100,

110,

010

is a Gray code of length 3.
Gray codes can be used to label the individual processors in a hypercube array.
[The square and cube in Figure 5 are hypercubes of dimensions 2 and 3.] Using such
a labeling scheme. two processors are connected if and only if their labels differ in
011

Figure 6

just 1 bit.
A

The vertices in the graphs we constructed in Example 5 can be partitioned into
two sets, those with an even number of l's and those with an odd number, so that
each edge joins a member of one set to a member of the other. We conclude this
section with some observations about Hamilton circuits in graphs with this sort of
partition.
A graph G is called bipartite if V(G) is the union of two disjoint nonempty
subsets VI and V2 such that every edge of G joins a vertex of VI to a vertex of V2.
A graph is called a complete bipartite graph if, in addition, every vertex of VI is
joined to every vertex of V2 by a unique edge.
The graphs shown in Figure 7 are all bipartite. All but the one in Figure 7(b) are
0
complete bipartite graphs.
Given m and n, the complete bipartite graphs with IVI I = m and IV2 1 = n are
all isomorphic to each other; we denote them by Km~n. Note that Kmn and Knm
are isomorphic.
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Figure 7 *

K2 ,2

(a)

(b)

Kj.2

K3 3

(c)

(d)

Theorem 4 Let G be a bipartite graph with partition V(G) = VI U V¼. If G has
a Hamilton circuit, then IVI= IV2 1. If G has a Hamilton path, then the numbers
IV and IV21 differ by at most 1. For complete bipartite graphs with at least three
vertices the converse statements are also true.

Proof The vertices on a path in G alternately belong to VI and V2. If the closed
path xI x2 *.. X, xI goes through each vertex once, then xI, X3, X5, ... must belong
to one of the two sets, say VI. Since {x,,xl I is an edge, n must be even and
X2, X4, . .. , xn all belong to V2. So IVI I = IV21. Similar remarks apply to a nonclosed
Hamilton path x x2 .. X, except that n might be odd, in which case one of VI
and V2 will have an extra vertex.
Now suppose G = Kmn. If m = n, we can simply go back and forth from VI
to V2, since edges exist to take us wherever we want. If IVI I and IV21 differ by 1,
we should start in the larger of VI and V2 to get a Hamilton path.
U
A computer scientist we know tells the story of how he once spent over two
weeks on a computer searching for a Hamilton path in a bipartite graph with 42
vertices before he realized that the graph violated the condition of Theorem 4. The
story has two messages: (1) people do have practical applications for bipartite graphs
and Hamilton paths, and (2) thought should precede computation.

0MR-M0

1. (a) Explain why the graph in Figure I(c) has no Hamilton circuit. Warning: None of Theorems 1-3 can be
used to show that a graph has no Hamilton circuit.
An analysis of the particular graph is needed.
(b) Explain why the graph in Figure 1(d) has no Hamilton path.
2. For each graph in Figure 8, give a Hamilton circuit or
explain why none exists.

(a)

3. Consider the graph shown in Figure 9(a).
(a) Is this a Hamiltonian graph?
(b) Is this a complete graph?
(c) Is this a bipartite graph?

(d) Is this a complete bipartite graph?

(b)

(a)
4P

4V
v

4

(c)

Figure 8

&

i0

(b)

Figure 9 A
4. Answer the same questions as in Exercise 3 for the
graph in Figure 9(b).
5. (a) How many Hamilton circuits does the graph K,,"
have for n > 2? [Count circuits as different if they
have different starting points or different vertex
sequences.]

6.6 * Minimum Spanning Trees
(b) How many Hamilton paths does Kn,,-, have for
n > 2?

6.

7.

8.
9.

10.

11.

(c) Which complete bipartite graphs Kmn have Euler
paths?
Redraw the graphs in Figure 5 and mark each of the subsets V1 and V2 of the bipartite partition of V(G). Which
of the graphs are complete bipartite graphs?
Arrange eight 0's and l's in a circle so that each 3-digit
binary number occurs as a string of three consecutive
symbols somewhere in the circle. Hint: Find a Hamilton circuit in the graph with vertex set {0, 1}3 and with
an edge between vertices (VI, v2, V3) and (WI, w2, w3)
whenever (vI, v2) = (w2, W3) or (v2, V3) = (WI, W2).
Give two examples of Gray codes of length 3 that are
not equivalent to the one in Example 5.
Consider the graph that has vertex set [0, 1}3 and an
edge between vertices whenever they differ in two coordinates. Does the graph have a Hamilton circuit? Does it
have a Hamilton path?
Repeat Exercise 9 for the graph that has vertex set
[0, 1J3 and an edge between vertices if they differ in two
or three coordinates.
For n > 4, build the graph Kn+ from the complete graph
Kn-1 by adding one more vertex in the middle of an
edge of K,_1. [Figure 3(b) shows Kr.]
(a) Show that Kn7 does not satisfy the condition of
Theorem 2.
(b) Use Theorem 3 to show that K+ is nevertheless
Hamiltonian.

6.6

257

12. For n > 3, build a graph Kn+ from the complete graph
K1-I by adding one more vertex and an edge from the
new vertex to a vertex of K,-1. [Figure l(c) shows
Ks+.] Show that K++ is not Hamiltonian. Observe that
K++ has n vertices and (n - 1)(n -2) + I edges. This
example shows that the number of edges required in
Theorem 2 cannot be decreased.
13. The complement of a graph G is the graph with vertex
set V(G) and with an edge between distinct vertices v
and w if G does not have an edge joining v and w.
(a) Draw the complement of the graph of Figure 3(b).
(b) How many components does the complement in part
(a) have?

(c) Show that if G is not connected, then its complement
is connected.
(d) Give an example of a graph that is isomorphic to its
complement.
(e) Is the converse to the statement in part (c) true?
14. Suppose that the graph G is regular of degree k > 1 [i.e.,
each vertex has degree k] and has at least 2k + 2 vertices. Show that the complement of G is Hamiltonian.
Hint: Use Theorem 1.
15. Show that Gray codes of length n always exist. Hint:
Use induction on n and consider the graph G, in which
a Hamilton circuit corresponds to a Gray code of length
n, as described in Example 5.
16. None of the theorems in this section can be used to solve
Exercise 15. Why?

Minimum Spanning Trees

I

I

The theorems that characterize trees suggest two methods for finding a spanning tree

of a finite connected graph. Using the idea in the proof of Theorem 2 on page 241,
we could just remove edges one after another without destroying connectedness, i.e.,

remove edges that belong to cycles, until we are forced to stop. This will work, but
if G has n vertices and more than 2n edges, this procedure will examine and throw

out more than half of the edges. It might be faster, if we could do it, to build up
a spanning tree by choosing its n - 1 edges one at a time so that at each stage the
subgraph of chosen edges is acyclic. The algorithms in this section all build trees in

this way.
Our first algorithm starts from an initially chosen vertex v. If the given graph
is connected, then the algorithm produces a spanning tree for it. Otherwise, the algorithm gives a spanning tree for the connected component of the graph that contains v.
Tree(vertex)

{Input: A vertex v of the finite graph G}
{Output: A set E of edges of a spanning tree for the component of G

that contains v}
Let V := {v} and E := 0.
IV is a list of visited vertices.}
while there are edges of G joining vertices in V to vertices that are
not in V do
Choose such an edge {u, w} with u in V and w not in V.
Put w in V and put the edge {u, w} in E.
return E H
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To get a spanning forest for G, we just keep growing trees.

Forest(graph)
{Input: A finite graph GI
{Output: A set E* of edges of a spanning forest for GI
Set V* := 0 and E* := 0.
while V* # V(G) do
Choose v c V(G) \ V*.
Let E be the edge set Tree(v) for a tree spanning the
component of G containing v, and let V be its vertex set.
Put the members of V in V* and put the members of E in E*.
return E* a
U

Figure 1 F

*

We can illustrate the operations of Tree and Forest on the graph shown in Figure I (a).
Figure 2 shows the steps in finding Tree(1) and Tree(2); then Forest puts them
together. Where choices are available, we have chosen in increasing numerical order
and exhausted all edges from a given vertex before going on to the next vertex.
Other choice schemes are possible, of course. Figure l(b) shows the two trees that
are grown in the spanning forest, with vertices labeled according to whether they are
in the component of I or the component of 2.
M
2

I

5

2

2

9
(a)

Figure 2 1'

(b)

Tree(l)
V := (1);E := 0.
Choose edge {1, 61.
V:-=l1,61;E : {{1,6}1.
Choose edges 16, 31, 16, 71, 16, 101 [order doesn't matter here].
V :=11,6,3,7, 10};E:= 111,6,16,31,16,71,16,101).
Choose edge {7, 12) [not 13, 71 since 3 and 7 are both in V].
V:= (1,6,3,7, 10,121;E:= ((1,6}, (6,3}, (6,7}, (6,10}, 17, 12}}.
Tree(2)

V:= 121;E :

0.

Choose edges 12, 51, 12, 81.
V:= {2,5,81;E:= ({2,5},t2,8}}.
Choose edges 15, 91, 15, 111.
V:= 12,5,8,9, 111;E : {{2,5}, 12,8},{5,9), (5, 11}.
Choose edge (8, 4).

V := 12,5,8,9, 11,4);E

f2, 5), 12, 8), 15,9), 15, 11), 18,4)1.

Forest

Put together the two lists E from Tree(1) and Tree(2) to form E*.
E* := I1,6), 16, 3), 6, 7), (6, 101, 17, 12), (2, 51, 12, 8), 15, 91, 15, 11), 18,41.

Theorem 1 Tree(v) is a spanning tree for the component of G containing v.
Hence Forest produces a spanning forest for G.

6.6 . Minimum Spanning Trees
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Proof Here is Tree again for reference.

Tree(vertex)
Let V := {v} and E
0.
while there are edges of G joining vertices in V to vertices that are
not in V do
Choose such an edge {u, w) with u in V and w not in V.
Put w in V and put {u, w} in E.
return E
Each pass through the while loop increases the size of V, so the algorithm
must stop eventually. The statement "V and E are the vertices and edges of a tree
with v as vertex" is clearly true when we first enter the loop. We show that it is an
invariant of the loop, so when the algorithm stops, it stops with a tree containing v.
Theorem 4 on page 242 implies that attaching a new vertex to a tree with a new
edge yields a tree. Since this is precisely what the while loop does, the statement
is a loop invariant.
It remains to show that the algorithm does not stop as long as there are vertices
in the component V' containing v. Suppose that there is a vertex v' in V' \ V at the
end of a while loop. There will be a path in V' from v to v', and along this path
there will be a first edge {u, w} with initial vertex u in V and terminal vertex w in
V' \ V. [u might be v, and w might be v'.] Hence the guard on the while loop is
still true, and the algorithm does not stop.
We conclude that Tree(v) is as advertised.
U
The time that Tree takes depends on the scheme for making choices and on how
the list of available edges is maintained. If we mark each vertex when we choose
it and, at the same time, tell its neighbors that it's marked, then each vertex and
each edge are handled only once. If G is connected, then Tree builds a spanning tree
in time O(IV(G)I + IE(G)I). The same argument shows that, in the general case,
Forest also runs in time O(IV(G)I + IE(G)I).
The number of components of G is the number of trees in a spanning forest.
It is easy to keep track of the components as we build trees with Forest, by using a
function C that assigns the value u to each vertex w in the list V determined from
Tree(u). Then each pass through the while loop in Forest produces a different value
of C, which is shared by all the vertices in the component for that pass. The labels 1
and 2 in Figure 1(b) were assigned using such a function C. To modify the algorithm,
simply set C(v) := v at the start of Tree and add the line "Set C(w) := C(u)" after
putting the edge {u, w} in E.
Forest can be used to test connectivity of a graph; just check whether the
algorithm produces more than one tree. Forest can also be used to give a relatively
fast test for the presence of cycles in a graph. If G is acyclic, then the spanning
forest produced is just G itself; otherwise, IE*I < E(G)I at the conclusion of the
algorithm.
The question of finding spanning trees for connected graphs is especially interesting if the edges are weighted, i.e., if each edge e of G is assigned a nonnegative
number W(e). The weight W(H) of a subgraph H of G is simply the sum of the
weights of the edges of H. The problem is to find a minimum spanning tree,
i.e., a spanning tree whose weight is less than or equal to that of any other. If a
graph G is not weighted and if we assign each edge the weight 1, then all spanning trees are minimum, since they all have weight IV (G)I -1 [by Lemma 2 on
page 242].
Our next algorithm builds a minimum spanning tree for a weighted graph G
whose edges el, . . ., em have been initially sorted so that
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W(el) < W(e2) < ..

< W (en).

The algorithm proceeds one by one through the list of edges of G, beginning with the
smallest weights, choosing edges that do not introduce cycles. When the algorithm
stops, the set E is supposed to be the set of edges in a minimum spanning tree for G.
The notation EU {ej I in the statement of the algorithm stands for the subgraph whose
edge set is E U {ej} and whose vertex set is V(G).

Kruskal's Algorithm(weighted graph)
[Input: A finite weighted connected graph G with edges listed in order
of increasing weight)
{Output: A set E of edges of a minimum spanning tree for G)
Set E
0.
for j = I to IE(G)I do
if E U {ej} is acyclic then
Put ej in E.
return E U
-=[A

Figure 3 *

*

Figure 3(a) shows a weighted graph with the weights indicated next to the edges.
Figure 3(b) shows one possible way to number the edges of the graph so that the
weights form a nondecreasing sequence, i.e., with W(ei) < W(ej) whenever i < j.
e.

s

2

(a)

(b)

(c)

Applying Kruskal's algorithm to this weighted graph gives the spanning tree
T with edges el, e2, e3, e4, e6, e7 sketched in Figure 3(c). Edges el, e2, e3 and e4
were put in E, because they created no cycles. Edge e5 was rejected because et e4 e5
would form a cycle. Edges e8 through elI were rejected for similar reasons. The
E
spanning tree T has weight 18.

Theorem 2 Kruskal's algorithm produces a minimum spanning tree.
Proof We show first that the statement "E is contained in a minimum spanning
tree of G" is a loop invariant. This statement is clearly true initially when E is
empty. Suppose it is true at the start of the jth pass through the for loop, so that
E is contained in some minimum spanning tree T [about which we only know that
it exists]. If E U {ej) is not acyclic, then E doesn't change, so we may suppose
that E U {ej) is acyclic. We want to find a minimum spanning tree T* that contains E U {ej1. If ej is in T, then we can take T* = T. Thus suppose that ej is
not in T.
Then ej belongs to some cycle C in T U {ej} by Theorem 4 on page 242.
Since E U {e.} is acyclic, the cycle C must contain some edge f in T with f in
T \(E U{ej}). Form T* := (T U C) \ {f I = (T U{ejl)\{f}. Then T* is connected,
spans G, and has IV(G)I - 1 edges. Hence, by Theorem 4 on page 242, T* is a
spanning tree for G containing E U{ej}. Because E U{f} C T, E U{fI is acyclic.
Since f has not yet been picked to be adjoined to E, it must be that ej has first
chance; i.e., W(ej) < W(f). Since W(T*) = W(T) + W(ej) - W(f) < W(T),
and T is a minimum spanning tree, in fact we have W(T*) = W(T). Thus T* is a
minimum spanning tree, as desired.
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Since E is always contained in a minimum spanning tree, it only remains to
show that the graph with edge set E and vertex set V(G) is connected when the
algorithm stops. Let u and v be two vertices of G. Since G is connected, there is
a path from u to v in G. If some edge f on that path is not in E, then E U {f I
contains a cycle [else f would have been chosen in its tumr], so f can be replaced
in the path by the part of the cycle that's in E. Making necessary replacements in
this way, we obtain a path from u to v lying entirely in E.
U
Note, by the way, that Kruskal's algorithm works even if G has loops or
parallel edges. It never chooses loops, and it will select the first edge listed in a
collection of parallel edges. It is not even necessary for G to be connected in order
to apply Kruskal's algorithm. In the general case the algorithm produces a minimum
spanning forest made up of minimum spanning trees for the various components

of G.
If G has n vertices, Kruskal's algorithm can't produce more than n - I edges
in E. The algorithm could be programmed to stop when IEI = n - 1, but it might
still need to examine every edge in G before it stopped.
Each edge examined requires a test to see if ej belongs to a cycle. The algorithm
Forest can be applied to the graph E U {ej I to test whether it contains a cycle. The
idea in Forest can be applied in another way to give an acyclicity check, using
the observations in Theorem 3 on page 241. Suppose that C' is the graph with
V(G') = V(G) and E(G') = E when the algorithm is examining ej. If we know in
which components of G' the endpoints of ej lie, then we can add ej to E if they lie
in different components and reject ej otherwise.
This test is quick, provided we keep track of the components. At the start, each
component consists of a single vertex, and it's easy to update the component list
after accepting ej; the components of the two endpoints of ej just merge into a single
component. The resulting version of Kruskal's algorithm runs in time O(IE(G)l
log 2 IE(G)I), including the time that it takes to sort E(G) initially. For complete
details, see the account of Kruskal's algorithm in a standard text.1
In the case of the graph in Example 2, it would have been quicker to delete
a few bad edges from G than it was to build T up one edge at a time. There is a
general algorithm that works by deleting edges: Given a connected graph with the
edges listed in increasing order of weight, go through the list starting at the big end,
throwing out an edge if and only if it belongs to a cycle in the current subgraph
of G. The subgraphs that arise during the operation of this algorithm all have vertex
set V(G) and are all connected. The algorithm only stops when it reaches an acyclic
graph, so the final result is a spanning tree for G. It is in fact a minimum spanning
tree [Exercise 16]. Indeed, it's the same tree that Kruskal's algorithm produces. If
IE(G)I < 21V(G)I - 1, this procedure may take less time than Kruskal's algorithm,
but, of course, if G has so few edges, both algorithms work quite quickly.
Kruskal's algorithm makes sure that the subgraph being built is always acyclic,
while the deletion procedure we have just described keeps all subgraphs connected.
Both algorithms are greedy, in the sense that they always choose the smallest edge
to add or the largest to delete. Greed does not always pay-consider trying to get
40 cents out of a pile of dimes and quarters by picking a quarter first-but it pays
off this time.
The algorithm we next describe is doubly greedy; it makes minimum choices
while simultaneously keeping the subgraph both acyclic and connected. Moreover, it
does not require the edges of G to be sorted initially. The procedure works just like
Tree, but it takes weights into account. It grows a tree T inside G, with V(T) = V
and E(T) = E. At each stage the algorithm looks for an edge of smallest weight
that joins a vertex in T to some new vertex outside T. Then it adds such an edge
and vertex to T and repeats the process.
See, for example, Data Structures and Algorithms by Aho, Hoperoft, and Ullman, Introduction to Algorithms
by Cormen, Leiserson, and Rivest, or Data Structures and Network Algorithms by Tarjan.
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Prim's Algorithm(weighted graph)
{Input: A finite weighted connected graph G [with edges listed
in any order]}
{Output: A set E of edges of a minimum spanning tree for GI
Set E:= 0.
Choose w in V(G) and set V := {w}.
while V = V(G) do
Choose an edge {u, v} in E(G) of smallest possible weight with
u E V and v E V(G) \ V.
Put {u, v} in E and put v in V.
return E U
A

Figure 4

*

We apply Prim's algorithm to the weighted graph shown in Figure 4(a). Since choices
are possible at several stages of the execution, the resulting tree is not uniquely
determined. The solid edges in Figure 4(b) show one possible outcome, where the
first vertex chosen is marked "Start." The first edge selected is labeled a. The second
edge selected is b, but the dashed edge b' is an alternative choice. Then edges
c, d and e are chosen in that order, with the dashed edge d' as an alternative
choice to d. Note that Kruskal's algorithm would have chosen edges c and e before
edge b.
E

I.

I

2

b'
(a)

(b)

Theorem 3 Prim's algorithm produces a minimum spanning tree for a connected
weighted graph.
Proof The proof of Theorem 1, that Tree works, shows that Prim's algorithm
terminates and yields a spanning tree for G; all that is new here is greed. The
statement "T is contained in a minimum spanning tree of G" is surely true at the
start, when T is just a single vertex. We claim that this statement is an invariant of
the while loop.
Suppose that, at the beginning of some pass through the while loop, T is
contained in the minimum spanning tree T* of G. Suppose that the algorithm now
chooses the edge {u, v}. If {u, v} E E(T*), then the new T is still contained in T*,
which is wonderful. Suppose not. Because T* is a spanning tree, there is a path in
T* from u to v. Since u E V and v ¢ V, there must be some edge in the path
that joins a vertex z in V to a vertex w in V(G) \ V. Since Prim's algorithm chose
{u, v} instead of {z, w), we have W(u, v) < W(z, w). Take {z, wJ out of E(T*)
and replace it with {u, v}. The new graph T** is still connected, so it's a tree by
Theorem 4 on page 242. Since W(T**) < W(T*), T** is also a minimum spanning
tree, and T** contains the new T. At the end of the loop, T is still contained in
U
some minimum spanning tree, as we wanted to show.
Prim's algorithm makes n - 1 passes through the while loop for a graph G
with n vertices. Each pass involves choosing a smallest edge subject to a specified
condition. A stupid implementation could require looking through all the edges of
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E(G) to find the right edge. A more clever implementation would keep a record
for each vertex x in V(G) \ V of the vertex u in V with smallest value W(u, x)
and would also store the corresponding value of W(u, x). The algorithm could then
simply run through the list of vertices x in V(G) \ V, find the smallest W(u, x), add
{u, x} to E, and add x to V. Then it could check, for each y in V(G) \ V, whether
x is now the vertex in V closest to y and, if so, update the record for y. The time
to find the closest x to V and then update records is just 0(n), so Prim's algorithm
with the implementation we have just described runs in time O(n2 ).
Prim's algorithm can easily be modified [Exercise 15] to produce a minimum
spanning forest for a graph, whether or not the graph is connected. The algorithm as
it stands will break down if the given graph is not connected.
As a final note, we observe that the weight of a minimum spanning tree helps
provide a lower bound for the Traveling Salesperson Problem we mentioned in §6.5.
Suppose that the path C = el e2 ... en is a solution for the Traveling Salesperson
Problem on G, i.e., a Hamilton circuit of smallest possible weight. Then e2 *- en
visits each vertex just once, so it's a spanning tree for G. If M is the weight of a
minimum spanning tree for G [a number that we can compute using Kruskal's or
Prim's algorithm], then
M < W(e 2 ) +

+ W(e,) = W(C)

-

W(ei).

Hence W(C) > M + (smallest edge weight in G). If we can find, by any method,
some Hamilton circuit C of G with weight close to M + (smallest edge weight),
then we should probably take it and not spend time trying to do better.

1. (a) Find Tree(l) for the graph in Figure 5(a). Draw a
picture of the tree that results, and label the edges
with a, b, c, d, e, f in the order in which they are
chosen. Use the choice scheme of Example 1.
Repeat part (a) for the graph in Figure 5(b).
(b) Repeat part (a) for the graph in Figure 5(c).

(d) Repeat part (a) for the graph in Figure 5(d).
1

2

3

1

2

3

3

I

Figure 6 A
4

5

6

4

5

6
240

(b)

(a)
1

2

2

3

270/
3

180

330

1200

240

0

3200
200

,'

9 300

20
280-

4I5
4

5

6
4

(c)

Figure 5

5

(a)

6

(d)

f

n

n

A

C

f

2. Apply Forest to the graph in Figure 6.
3. Figure 7(a) shows a weighted graph, and Figures 7(b)
and 7(c) show two different ways to label its edges with
a, b, . . ., n in order of increasing weight.

(b)

Figure 7 A

(c)
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(a) Apply Kruskal's algorithm to the graph with the
edges ordered as in Figure 7(b). Draw the resulting
minimum spanning tree and give its weight.
(b) Repeat part (a) with the ordering in Figure 7(c).
4. Suppose that the graph in Figure 7(b) is weighted so that

4

I

W(a) > W(b) > ... > W(n).
Draw a minimum spanning tree for the graph.
5. Apply Prim's algorithm to the graph in Figure 4(a), starting at one of the
(a) central vertices.
(b) vertices on the right.
6. Suppose that the graph in Figure 3(b) is weighted so that
W(eX) < W(ej) when i > j, so el is the heaviest edge.
Draw a minimum spanning tree for the graph.
7. (a) Apply Prim's algorithm to the graph in Figure 7(a),
starting at the vertex of degree 4. Draw the resulting
minimum spanning tree and label the edges alphabetically in the order chosen.
(b) What is the weight of a minimum spanning tree for
this graph?
(c) How many different answers are there to part (a)?
8. Suppose that the graph in Figure 5(a) on page 241 is
weighted so that
W(e 1 ) > W(e

2

) > ...

> W(elo).

6
(a)

(b)

Figure 8

A

Figure 9

A

(a) List the edges in a minimum spanning tree for this
graph in the order in which Kruskal's algorithm
would choose them.
(b) Repeat part (a) for Prim's algorithm, starting at the
upper right vertex.
9. Repeat Exercise 8 with weights satisfying
W(ej) < W(e 2 ) < ...

< W(ejo).

10. (a) Use Kruskal's algorithm to find a minimum spanning tree of the graph in Figure 8(a). Label the edges
in alphabetical order as you choose them. Give the
weight of the minimum spanning tree.
(b) Repeat part (a) with Prim's algorithm, starting at the
lower middle vertex.
11. (a) Repeat Exercise 10(a) for the graph in Figure 8(b).
(b) Repeat Exercise 10(b) for the graph in Figure 8(b),
starting at the top vertex.
12. (a) Find all spanning trees of the graph in Figure 9.
(b) Which edges belong to every spanning tree?
(c) For a general finite connected graph, characterize the
edges that belong to every spanning tree. Prove your
assertion.
13. An oil company wants to connect the cities in the
mileage chart in Figure 10 by pipelines going directly
between cities. What is the minimum number of miles of
pipeline needed?
14. Does every edge of a finite connected graph with no
loops belong to some spanning tree? Justify your answer.
{For this exercise, the edges are not weighted.]
15. (a) Where does Prim's algorithm break down if G is not
connected?

Bismarck
Des Moines
Milwaukee
Minneapolis
Omaha
Pierre

Figure 10

427 581 211 369
361 252 132 492 680
332 493 690 759
357 394 431
391 650
521

A

(b) Modify Prim's algorithm to produce a minimum
spanning forest.
16. (a) Show that if H is a subgraph of the weighted graph
G that contains a minimum spanning tree of G, then
every minimum spanning tree of H is a minimum
spanning tree of G.
(b) Show that the edge-deletion algorithm described after
Kruskal's algorithm produces a minimum spanning
tree. Hint: Show that the set of edges remaining
after each deletion contains a minimum spanning
tree for G. Outline: Suppose that the set E of edges
remaining when e is about to be deleted contains a
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minimum spanning tree for G. Apply part (a) to the
minimum spanning tree K producedfor E by Kruskal's algorithm. Let C be a cycle in E containing e.
Argue that every edge f in C \ (K U {e)) precedes e
on the edge list and forms a cycle with some edges
in K that also precede e. Get a path in K \ {e} that
joins the ends of e and conclude that e ¢ K.

-
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17. Let G be a finite weighted connected graph in which
different edges have different weights. Show that G has
exactly one minimum spanning tree. Hint: Assume that
G has more than one minimum spanning tree. Consider
the edge of smallest weight that belongs to some but not
all minimum spanning trees.

0

As always, one of the best ways to use this material for review is to follow the suggestions
at the end of Chapter 1. Ask yourself: What does it mean? Why is it here? How can I use it?
Keep thinking of examples. Though there are lots of items on the lists below, there are not
really as many new ideas to master as the lists would suggest. Have courage.

CONCEPTS
path
closed, simple, cycle, acyclic
Euler path, Euler circuit
Hamilton path, Hamilton circuit, Gray code
isomorphism, invariant
degree, degree sequence
graph
regular, complete, bipartite, complete bipartite
connected, component
tree, leaf, forest
spanning tree, spanning forest, minimum spanning tree [forest]
rooted tree
root, parent, child, descendant, subtree with root v
binary search tree, labeled tree, ordered rooted tree
binary [m-ary] rooted tree
regular, full
level number, height
weight of edge, path, subgraph

FACTS
A path has all vertices distinct if and only if it is simple and acyclic.
If there is a path between distinct vertices, then there is a simple acyclic path between them.
There is at most one simple path between two vertices in an acyclic graph or digraph. There
is exactly one simple path between two vertices in a tree.
If e is an edge of a connected graph G, then e belongs to some cycle if and only if G \ {e}
is connected. Thus an algorithm that checks connectedness can test for cycles.
The following statements are equivalent for a graph G with n > 1 vertices and no loops:
(a)
(b)
(c)
(d)
(e)

G
G
G
G
G

is
is
is
is
is

a tree.
connected, but won't be if an edge is removed.
acyclic, but won't be if an edge is added.
acyclic and has n -I edges [as many as possible].
connected and has n -1 edges [as few as possible].

Choosing a root gives a tree a natural directed structure.

E

deg(v) = 2 IE(G).

vEV(G)

A graph has an Euler circuit if and only if it is connected and all vertices have even degree.
Euler paths exist if at most two vertices have odd degree.
If a graph has no loops or parallel edges, and if IV(G)I = n > 3, then G is Hamiltonian if
any of the following is true:
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(a) deg(v) > n/2 for each vertex v [high degrees].
(b) IE(G)I > 2 (n - 1)(n -2) + 2 [lots of edges].
(c) deg(v) + deg(w) > n whenever v and w are not connected by an edge.
Theorem 4 on page 256 gives information on Hamilton paths in bipartite graphs.

ALGORITHMS
EulerCircuit and ClosedPath algorithms to construct an Euler circuit of a graph.
Tree and Forest algorithms to build a spanning forest or find components of a graph in time
O(IV(G)l + E(G)D).
Kruskal's and Prim's algorithms to construct minimum spanning trees [or forests] for weighted
graphs.

0O;

-

14

Ii

A4;
id

1. All parts of this question refer to the following two
graphs G and H.
U

6. Suppose that a connected graph without loops or parallel
edges has 11 vertices, each of degree 6.
(a) Must the graph have an Euler circuit? Explain.
(b) Must the graph have a Hamilton circuit? Explain.

v

(c) If the graph does have an Euler circuit, how many
edges does the circuit contain?
(d) If the graph does have a Hamilton circuit, what is its
length?
7.
G

(a) Find a minimal spanning tree for the following graph.

H

(a) Does the graph G have an Euler circuit? Justify your
answer.
(b) Give the vertex sequence of an Euler path for the
graph H.
(c) Give the vertex sequence of a cycle in H.
2.

(d) Is every simple closed path in G a cycle? Explain.
This exercise refers to the graphs G and H in
Exercise 1.
(a) How many edges can a spanning tree of G have?
(b) Does G have a Hamiltonian path? Explain.

(b) What is the weight of the minimal spanning tree?

(c) How many edges can a spanning tree of H have?
(d) Does H have a Hamiltonian path? Explain.

(c) Does the graph have an Euler path or circuit?
Explain.

3. We are given a tree with n vertices, n > 3. For each part
of this question, decide whether the statement must be
true, must be false, or could be either true or false.
(a) The tree has n edges.
(b) There is at least one vertex of degree 2.
(c) There are at least two vertices of degree 1.

(d) Does the graph have a Hamilton circuit? Explain.
8. The figure below shows a weighted graph G, with
weights given next to the edges. The thickly drawn
edges have already been chosen as part of a minimum
spanning tree for G.

(d) Given two distinct vertices of the tree, there is
exactly one path connecting them.
4. (a) Does the complete bipartite graph K2 ,7 have an Euler
circuit? Explain.
(b) Does K2 15s have an Euler path? Explain.
(c) Does K4 ,6 have a Hamilton path? Explain.
5. (a) Draw a binary search tree of height as small as possible for the letters a, b, c, d, e, f in their usual (alphabetical) order.
(b) What are the possible labels for the root in a tree like
the one in part (a)?

(a) What is the next edge that Prim's algorithm would
choose in this case?
(b) What is the next edge that Kruskal's algorithm would
choose in this case?
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(c) What is the weight of a minimal spanning tree for
this graph?
(d) What is the smallest weight of a Hamilton circuit for
this graph?

13. Ann claims that every tree with more than one vertex
is a bipartite graph. She shows the following tree as an
example.

(e) What is the smallest weight of a Hamilton path for
this graph?
9. Consider the following weighted graph, where
< W(ell) < W(e1 2 ).
W(ej) < W(e 2 ) <

Bob says that, despite this example, Ann is wrong in
general. Who is correct?
14. Find all complete bipartite graphs Kmn that have a
closed path that is both an Euler circuit and a Hamilton
circuit. Justify your claim.
15. Let K, be the complete graph with n vertices (n > 3).
(a) Show that if we remove at most n - 3 edges, then
the subgraph obtained is Hamiltonian.
(a) Use Kruskal's algorithm to obtain the minimal
spanning tree. List the edges in the order in which
Kruskal's algorithm will select them.
(b) Use Prim's algorithm, starting at vertex u, to obtain
the minimal spanning tree. List the edges in the order
in which Prim's algorithm will select them.
10. The drawing shows a binary search tree containing five
records, organized alphabetically from left to right.

(b) Show that n - 2 edges can be removed in such a way
that the subgraph obtained is not Hamiltonian.
16. Let G be a graph with n > 2 vertices, no loops, and no
parallel edges. Prove that G has two different vertices
that have the same degree. Hint: How big can the degree
of a vertex be? If some vertex actually has this largest
possible degree, can there be a vertex of degree 0?
17. Prove that the number of vertices of a graph is at most
the sum of the number of its edges and the number of its
connected components.
18. (a) Show that the edges of a Hamilton path H for a
graph G form a spanning tree for G.

too

boo

cabs

zoo

(a) Describe how one would search this tree for the
record goo.
(b) Describe how one would search this tree for the
record poo.
(c) Show how to modify this tree to a binary search
tree of the same height that contains all of the given
records and the record poo.
11. (a) How many essentially different, i.e., nonisomorphic,
rooted trees have four vertices?
(b) How many essentially different ordered rooted trees
have four vertices?
12. We are given a full binary (rooted) tree with n vertices
and t leaves. Let h be the height of the rooted tree. For
each part of this question, indicate whether the statement
must hold, cannot hold, or might or might not hold.
(a) If a vertex is at level 5, then there is a path of length
5 from it to the root.
(b) h > log2 t.
(c) h > log2 n -1.
(d) If n > 3, then there are two vertices at level 1.

(b) Show that if G is a weighted graph with weight function W and if H is a Hamilton circuit for G, then
W(H) > W(T) + W(e) for every minimal spanning
tree T of G and edge e of H.
19. (a) Bob has drawn a complicated graph with ten vertices,
each of degree at least 5. Ann asks Bob if his graph
has a Hamilton circuit. After a long time, he says
that it does not. Ann tells him that his graph must
have a loop or parallel edges. Explain why Ann must
be correct if Bob's statement about Hamilton circuits
is correct.
(b) Is there a Hamiltonian graph with ten vertices in
which every vertex has degree less than 5? Explain.
20. Let Tmh denote a full m-ary tree of height h. A node is
chosen at random in T2 ,3 with all nodes equally likely to
be chosen.
(a) What is the probability that the node is at level 2?
(b) At level 3?
(c) What is the most likely level for the node?
The expected level L(T) for the tree T is defined to
be

L

k. (probability that a random node is at level k).

k=O

[For large k the probabilities here are of course 0, so
it's not really an infinite sum.]
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(d) Find L(T2 , 3 ).
(e) Find L(T 3 , 2 ).

21. Let S be a set of records of the form (name, number),
and let A be the set {1, ... , 10001 of memory addresses.
A hash function from S to A randomly assigns to each
member of S some address in A, unless two members of
S are assigned the same address, in which case we say
there is a collision and the function does something else.
Imagine that S is being built up one record at a time.
(a) What is the probability that the second member of S
does not produce a collision?
(b) What is the probability that the first 20 records do
not produce a collision?
(c) Suppose that the first 20 records in S have been
assigned 20 different addresses. What is the probability that the 21st member of S yields a collision?
(d) if the records can contain only 100 possible different
numbers, how many names are possible before a
collision is certain?
22. Ann looks at the graph shown and observes that it
doesn't have an Euler cycle. She says that if she adds
just one more vertex and adds an edge from the new
vertex to each of the other vertices in the graph, then the
resulting graph will have an Euler cycle. Bob says that
if she just wants an Euler cycle she can do it by adding
only three new edges and no new vertices. What's the
story?

23. (a) Find the degree sequence of each of the graphs
shown below.

(b) Are these two graphs isomorphic? Explain.
(c) Are these graphs Hamiltonian? Explain.
(d) Do these graphs satisfy the hypotheses of any of the
theorems in §6.5? Explain.
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Recursion, Trees,
and Algorithms
One of the main goals of this chapter is an understanding of how recursive algorithms
work and how they can be verified. Before we discuss algorithms, we look at the
general topic of recursive definition, which we touched on briefly for sequences
in Chapter 4, and we consider a recursive generalization of mathematical induction.
Recursive algorithms can often be thought of as working their way downward through
some sort of tree. To give emphasis to this view, we have chosen examples of
algorithms that explicitly examine trees or that naturally give rise to trees. The idea
of a sorted labeling of a digraph, which our algorithms produce in §7.3, will play a
role later in Chapter 8. The last two sections of this chapter present applications of
recursive methods to algebraic notation and to prefix codes, which are used for file
compression and for designing data structures.

7.1

General Recursion
The recursive definitions in §4.4 allowed us to define sequences by giving their
first few terms, together with a recipe for getting later terms from earlier ones.
In our treatment of tree algorithms, it will be convenient to have a more general
version of recursion, which we consider now. There are three main themes to this
section: recursively defined sets, a generalization of induction, and recursively defined
functions. These topics are closely linked, as we will see.
Roughly speaking, a set of objects is defined recursively in case it is built up
by a process in which some elements are put in at the beginning and others are added
later because of elements that are already members of the club. Of course, such a
description is too fuzzy to be useful. We will be more precise in a moment, but first
here are some examples of recursively defined sets.
A

*

(a) We build N recursively by
(B)
(R)

0 N;
If n E N, then n + 1 E N.
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Condition (B) puts 0 in N, and (R) gives a recipe for generating new members
of N from old ones. By invoking (B) and then repeatedly using (R), we get
0,1,2,3,... in N.
(b) The conditions
I C S;
If n E S, then 2n E S

(B)
(R)

give members of a subset S of P that contains 1 [by (B)], 2 [by (R), since
1 E S], 4 [since 2 c S], 8, 16, etc. It is not hard to see, by induction, that S
contains {2 m : m E NJ. Moreover, the numbers of the form 2m are the only
ones that are forced to belong to S by (B) and (R) [see Exercise 1]. It seems
reasonable to say that (B) and (R) define the set {2' : m E N).
N
A

Consider an alphabet E. The rules

I

(B)
(R)

X E E*;
If w E E* andx

EX,

then wx E E*

give a recursive description of E*. The empty word X is in X* by decree, and
repeated applications of (R) let us build longer words. For instance, if E is the
English alphabet, then the words A, b, bi, big, ... , bigwor, bigword are in the set
U
described by (B) and (R).
A recursive definition of a set S consists of two parts: a basis of the form
(B)

X CS,

where X is some specified set, and a recursive clause
(R)

If s is determined from members of S by following certain rules, then
s is in S.

The particular rules in (R) will be specified, as they were in Examples I and 2, and
they can be anything that makes sense. As in Example 2, they can refer to objects
that are not in S itself.
Our implicit understanding is always that an element belongs to S only if it is
required to by (B) and (R). Thus in Example l(b) only the powers of 2 are required
to be in S, so S consists only of powers of 2.
The conditions (B) and (R) allow us to build S up by spreading out from X in
layers. Define the chain of sets So C SI C S2 C ... by
So= X,

and

Sn+l = everything in S, or constructed from members of S, by using a

rule in (R).

Then S, consists of the members of S that can be built from X by n or fewer
00

applications of rules in (R), and S

U S,,.
n=O

3

*I13I-1

t0, I}, S2 = 10, 1, 2, ....
(a) For S = N as in Example 1(a), So = {0}, SI
Sn = {O, 1,... n}.
(b) For S = {2' : m c NI as defined in Example 1(b), So = {}), SI = {l, 2},
S2 ={1, 2, 4}, . . , Sn ={1, 2, 4,... , 2n}.
X*i
VI, =
(c) For E = {a, b}, the definition of E* in Example 2 leads to E*o =
{, a, b}, E*2 = {X, a, b, aa, ab, ba, bb}, etc., so V, = tXIUEUE 2 U.. UEn

in our old notation.
(d) Let E = {a, b} and define S by

7.1 i General Recursion
(B)
(R)
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E C S, and
If w E 5, then awb E S.

Then So = E = la, b}, SI = la, b, aab, abb}, S2 = SI U {aaabb, aabbbj, etc.,
and S itself consists of the words in E* of the form a ... ab ... b with one more
or one fewer a than the number of b's.
U
M

FAI

We can define the class of finite trees recursively. For convenience, let us say that
the graph G' is obtained from the graph G by attaching v as a leaf in case
(a) V(G') = V(G) U {v} 4 V(G), and
(b) E(G') = E(G) U {e}, where the edge e joins v to a vertex in V(G).
Then the class of trees is defined by
(B)
(R)

Every graph with one vertex and no edges is a [trivial] tree, and
If T is a tree and if T' is obtained from T by attaching a leaf, then
T' is a tree.

We can think of this recursive definition as building up trees by adding leaves.
Figure 1 shows a typical construction sequence.

Figure 1 O
0

-iI-

We previously defined trees to be connected acyclic graphs. To show that
the new recursive definition coincides with the old definition, we would need to
check that
(1) (B) and (R) only produce connected acyclic graphs, and
(2) Every finite connected acyclic graph can be constructed using only (B) and (R).
It is fairly easy to see that (1) is true, because (B) gives trees, and if T is connected
and acyclic, then so is any T' constructed from T by (R). In effect, we are arguing
by induction that if S, consists of trees, then so does Sn-+u
To show (2) is a little harder. Imagine that there are [finite] trees that we can't
construct with (B) and (R), and suppose that T is such a tree with as few vertices
as possible. By (B), T has more than one vertex. Then T has at least two leaves
by Lemma I on page 242. Prune a leaf of T to get a new tree T". Then T" is
constructible from (B) and (R), by the minimal choice of T. But T is obtainable
from T" by (R); just attach the leaf again. Hence T itself is constructible, which is
a contradiction to the way it was chosen.
V
A

(a) We can mimic the recursive definition in Example 4 to obtain the class of [finite]
rooted trees.
(B)
(R)

A graph with one vertex v and no edges is a [trivial] rooted
tree with root v;
If T is a rooted tree with root r, and T' is obtained by attaching
a leaf to T, then T' is a rooted tree with root r.

As in Example 4, we see that this definition gives nothing but rooted trees. The
second argument in Example 4 can be adapted to show that every rooted tree
is constructible using (B) and (R); since every nontrivial tree has at least two
leaves, we can always prune a leaf that's not the root.
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(b) Here is another way to describe the class of rooted trees recursively. We will
define a class R. of ordered pairs (T, r) in which T is a tree and r is a vertex of T, called the root of the tree. For convenience, say that (T1 , r]) and
(T2, r2) are disjoint in case T1 and T2 have no vertices in common. If the
pairs (T1 , rl), . . ., (T k, rk) are disjoint, then we will say that T is obtained by
hanging (T1 , rl), ... , ( T k, rk) from r in case
(1) r is not a vertex of any T7,
(2) V(T) = V(TI) U ... U V(Tk) U {r}, and
(3) E(T) = E(T1 ) U ... U E(Tk) U {eI, . . ., ek , where each edge ei joins r
to ri.
Figure 2 shows the tree obtained by hanging (T1, rl), (T2, r2), and (T3, r3 ) from
the root r.

Fimirp 2

b

r

Here is the definition of 7Z:
(B)
(R)

If T is a graph with one vertex v and no edges, then (T, v) E 7Z;
If (T1 , ri), ... , (Tk, rk) are disjoint members of '7 and if
(Tk, rk) from r, then
(T,r) is obtained by hanging (T1 , rl),.
(T, r) G 1Z.

As in part (a), we have no difficulty in showing that 7Z consists of pairs (T, r)
in which T is a tree with vertex r, that is, a tree rooted at r. To see that every rooted
tree arises from (B) and (R), imagine a rooted tree T that doesn't, with IV(T)j as
small as possible. Because T doesn't come from (B), it has more than one vertex.
Consider the children of the root r of T. The subtrees that have these children as
their roots are smaller than T, so they're obtainable by (B) and (R). Since T is
the result of hanging these subtrees from r, (T, r) is in 7? after all, contrary to
0
assumption.
In our examples so far we know which sets we are trying to define, and the
recursive definitions are aimed directly at them. One can also give perfectly acceptable recursive definitions without knowing for sure what they define, as we now
illustrate.
(a) We define a set A of integers by

(B)
(R)

1 A;
If neA, then3neA, andif2n+1 EA, thenneA.

These conditions describe A unambiguously, but it is not completely clear
which integers are in A. A little experimentation suggests that A contains no
n satisfying n - 2 (mod 3), and in fact [Exercise 9] this is the case. More
experimentation suggests that perhaps A = {n E I : n # 2 (mod 3)1, i.e.,
A = {1, 3, 4, 6, 7, 9, 10, 12, 13, ... 1. It is not clear how we could verify such
a guess. The chain 1, 3, 9, 27, 13, 39, 19, 57, 171, 85, 255, 127, 63, 31, 15, 7,
which one can show is the shortest route to showing that 7 is in A, gives no
hint at a general argument. Several hours of study have not completely settled
the question. We do not know whether our guess is correct, although experts
on recursive functions could perhaps tell us the answer.
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(b) Consider the set S defined by

(B)

I X S;

(R)

If nES,then2n S,andif3n+I eSwithnodd,thenn S.

As of this writing, nobody knows whether S = IP, though many people have
looked at the question.
U
Recursively defined classes support a kind of generalized induction. Suppose
that the class S is defined recursively by a set X, given in (B), and a set of rules
for producing new members, given in (R). Suppose also that each s in S has an
associated proposition p(s).

Generalized Principle of Induction In this setting, if
(b)
(r)

p(s) is true for every s in X, and
p(s) is true whenever s is produced from members t of S for
which p(t) is true,

then p(s) is true for every s in S.

Proof Let T = {s E S: p(s) is true), and recall the sequence X = So

C S, C
S2 C ... defined earlier. By (b), X = So C T. If S i T, then there is a smallest
n E P for which S, S T, and there is some s E Sn \T. Because Sn- i C T, s V Sn-I,
so s must be constructed from members of S,
using rules in (R). But then (r) says
that p(s) is true, contrary to the choice of s. Thus S C T, as claimed.
B

A

*

(a) If S is N, given by
(B)
(R)

O e S;
n E S implies n + I E S,

then (b) and (r) become
(b)
(r)

p(O) is true;
p(n + 1) is true whenever p(n) is true.

So the generalized principle in this case is just the ordinary principle of mathematical induction.
(b) For the class 1R of finite rooted trees, defined as in Example 5(b), we get the
following principle: Suppose that
(b)
(r)

p(T) is true for every 1-vertex rooted tree T, and
p(T) is true whenever p is true for every subtree hanging from
the root of T.

Then p(T) is true for every finite rooted tree T.
(c) The recursive definition of the class of trees in Example 4 yields the following:
Suppose that p(T) is true for every 1-vertex graph T with no edges, and suppose
that p(T') is true whenever p(T) is true and T' is obtained by attaching a leaf
to T. Then p(T) is true for every finite tree T.
(d) We apply the principle in part (c) to give another proof that a tree with n vertices
has n - 1 edges; compare Lemma 2 on page 242. Let p(T) be the proposition
I E(T)I = IV(T)I - 1." If T has one vertex and no edges, then p(T) is true. If
p(T) is true for some tree T and we attach a leaf to T to obtain a tree T', then
both sides of the equation increase by 1, so p(T') is still true. The generalized
principle implies that p(T) is true for every finite tree T.
U
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In general, if the class S is recursively defined, then it can happen that a member
of S, can be constructed from members of Sn in more than one way. There are
often advantages to working with recursive definitions in which new members of
S are produced from other members in only one way. We will call such recursive
definitions uniquely determined.
Most of the recursive definitions given so far have been uniquely determined. Here
we discuss the exceptions.
(a) The recursive definition of the class of finite trees in Example 4 is not uniquely
determined. In fact, the tree constructed in Figure I can also be constructed as
indicated in Figure 3.

Figure 3 l
*I

(b) The first recursive definition of the class of finite rooted trees in Example 5 is
also not uniquely determined. See Exercise 7. On the other hand, the "hanging
from the root" definition in Example 5(b) is uniquely determined. A rooted tree
is uniquely determined by the subtrees that hang from its root, each of the
subtrees is uniquely determined in the same way, and so on.
(c) The definitions in Example 6 are not uniquely determined. For example, 1 is
in A by (B), and also by using (R) twice to get 3 and then I in A. Similarly,
1 reappears in S of Example 6(b) via the sequence 1, 2, 4, 1.
E
If the set S is recursively defined by (B) and (R), then we may be able to define
functions f on S recursively, using the following procedure:
(1) Define f (s) explicitly for each s in the set X described in (B);
(2) For the other elements s in S, give a recipe for defining f (s) in terms of values
of f (t) for t's in S that come before s.
To say what we mean by "come before," we need to recall our chain X = So C
SI C S2 C ... for building up S. For each s in S there is a first value of n for
which s E S,. We view all the members of S,-, as coming before such an s,
though of course the rules in (R) may produce s from just a few of them. If the
recursive definition of S is uniquely determined, then the recipe in step (2) will be
unambiguous. Otherwise, one must be sure that the definition is well defined. That
is, one must check that the value of f (s) does not depend on how s is constructed
from t's that come before s.
A

S

(a) Let N be given by
(B)
(R)

0 EN;
n E N implies n +

EN.

As we saw earlier, Sm. = 0, ...
.,
m}, so n appears for the first time in S, and
the numbers that come before n are 0, . . ., n-1. To define a function f on N,
we can define f (0) and then, for each n > 1, explain how to get f (n) from
f (0), ... ,

(n -1).

(b) Define P recursively by
(B)
(R)

{1, 2} C IP;
n e P implies n + I c P.
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We can define the function f on P as follows: f(1) = 1, f(2) = 1, and
f(n) = f(n - 1) + f(n - 2) for n > 3. Then f describes the Fibonacci

sequence. With this particular recursive definition of P, we have
11,21 =SoC 1,2,3]

=

Si C 11,2,3,4]

=

S2

C

so whenever n e Sm,we have n -1 and n - 2 in Sm-1.
(a) The set E* was defined recursively in Example 2. Define the length function 1
on V* by

-*,fS

(1) 1(A) = 0;

(2) If w c E* and x

E

X, then l(wx) = I(w) + 1.

Then 1(w) is the number of letters in w.
(b) We could also have defined E* as follows:
(B)

(R)

{[XU E C E*;
If w, u E E*, then wU E E*.

Then length could have been defined by
(1) 1'(X) = l,1'(x)
= I for x E Z;
(2) If w, u E E *, then l'(wu) = l'(w) + l'(u).
Or could it? The potential difficulty comes because this new recursive definition
of E* is not uniquely determined. It may be possible to construct a given word
as wu in more than one way. For instance, if E = la, b), then a, ab, (ab)a,
((ab)a)b is one path to abab, but a, ab, (ab)(ab) is another, and a, b, ba,
(ba)b, a((ba)b) is still another. How do we know that our "definition" of 1'
gives the same value of 1'(abab) for all of these paths?
It turns out [Exercise 13] that 1' is well defined, and in fact it is the
function 1 that we saw in (a) above.
(c) Let's try to define a depth function d on V by
(1) d(X) = 0, d(x) = 1 for x E E;
(2) If w, u

E

E*, then d(wu) = max{d(w), d(u)} + 1.

This time we fail. If d were well defined, we would have d(a) = 1, d(ab) =
1 + I = 2, d((ab)a) = 2 + 1 = 3, and d(((ab)a)b) = 3 + 1 = 4, but also
d((ab)(ab)) = 2 + 1 = 3. Thus the value of d(abab) is ambiguous, and d is
not well defined.
a
Examples 10(b) and 10(c) illustrate the potential difficulty in defining functions
recursively when the recursive definition is not uniquely determined. A uniquely
determined recursive definition is preferable for defining functions recursively. Thus
the definition of E* that we used in Example 10(a) is preferable to the one in
Example 10(b). Likewise, the definition of rooted trees in Example 5(b) has advantages over that in Example 5(a). Sometimes we don't have a choice: We know of
no uniquely determined recursive definition for finite trees, but the definition in
Example 4 is still useful.
-T

St

We wish to recursively define the height of finite rooted trees so that the height is
the length of a longest simple path from the root to a leaf. For this purpose, our
recursive definition of rooted trees in Example 5(a) is of little use, since the addition
of a leaf need not increase the height of the tree. [If this isn't clear, think about
adding leaves to the tree in Figure 4 on page 246.] However, the recursive definition
in Example 5(b) is ideal for the task.
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(a) Recall that the class 7Z of finite rooted trees is defined by
(B)
(R)

If T is a graph with one vertex v and no edges, then (T, v) E 7?;
If (Ti, rl), ... , (Tk, rk) are disjoint members of 7Z, and if (T, r) is
obtained by hanging (T1 , ri), . . ., (Tk, rk) from r, then (T, r) e R.

The height of a member of 7? is defined by
(1) Trivial one-vertex rooted trees have height 0;
(2) If (T, r) is defined as in (R), and if the trees (T1 , rl), . .. , (Tk, rk) have
heights hi, . . ., hk, then the height of (T, r) is 1 + max{h 1 , . . ., hk}.
(b) Other concepts for finite rooted trees can be defined recursively. For example,
for an integer m greater than 1, the class of m -ary rooted trees is defined by
(B)
(R)

A trivial one-vertex rooted tree is an m-ary rooted tree;
A rooted tree obtained by hanging at most m m-ary rooted trees
from the root is an M-ary rooted tree.

(c) We use these recursive definitions to prove that an M-ary tree of height h has at
most mh leaves. This statement is clear for a trivial tree, since mo = 1, and also
for h = 1, since in that case the leaves are the children of the root. Consider
an m-ary tree (T, r), defined as in part (b), with the property that each subtree
(Ti, ri) has height hi. Since (T, r) is an m-ary tree, each (Ti, ri) is an m-ary
tree, and so it has at most mihi leaves. Let h* = max{hl,.
hk}. Then the
number of leaves of (T, r) is bounded by
mhi +... + mhk <mh* +... + mh*

= k mh.

Since the root has at most mnchildren, k < m, and so (T, r) has at most
1
m *n 1'h = mihn+
leaves. Since h* + 1 equals the height h of (T, r), we
are done.
a

1. Let S be the recursively defined set in Example l(b).
(a) Show that 2m E S for all m e N.
(b) Show that if n is in S, then n has the form 2m for
some m c N. Hint: Use the Generalized Principle
of Induction; i.e., verify p(l) and verify that p(n)
implies p(2n), where p(n) = "n has the form 2' for
some m E N."
(c) Conclude that S = {2': m E N}.
2. Use the definition in Example 2 to show that the following objects are in E*, where E is the usual English
alphabet.
(a) cat

(b) math

(c) zzpq

(d) aint

3. (a) Describe the subset S of N x N recursively
defined by
(B)
(R)

(0, 0) E S;
If (m, n) c S and m < n, then (m + 1, n) E S,
and if (m, m) E S. then (0, m + 1) c S.

(b) Use the recursive definition to show that (1, 2) E S.
(c) Is the recursive definition uniquely determined?
4. (a) Describe the subset T of N x N recursively
defined by

(B) (0, 0) E T;
(R)

If (m, n) E T, then (m, n + 1) c T and

(m + 1, n + 1) E T.
(b) Use the recursive definition to show that (3, 5) E T.
(c) Is the recursive definition uniquely determined?
5. Let E = {a, b4 and let S be the set of words in E* in
which all the a's precede all the b's. For example, aab,
abbb, a, b, and the empty word A belong to S, but bab
and ba do not.
(a) Give a recursive definition for the set S.
(b) Use your recursive definition to show that abbb E S.
(c) Use your recursive definition to show that aab E S.
(d) Is your recursive definition uniquely determined?
6. Let E = {a, b} and let T be the set of words in E* that
have exactly one a.
(a) Give a recursive definition for the set T.
(b) Use your recursive definition to show that bbab E T.
(c) Is your recursive definition uniquely determined?
7. (a) Describe two distinct constructions of the rooted
tree in Figure 4, using the recursive definition in
Example 5(a).
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(b) Describe the construction of the rooted tree in

Figure 4, using the uniquely determined definition
in Example 5(b).

(B)

(0, 0) E 5,

(R)

If (m,n) E S, then (m +2,n +3) E S.

(a) List four members of S.
(b) Prove that if (m, n) E S, then 5 divides m + n.
(c) Is the converse to the assertion in part (b) true for
pairs (m, n) in N x N?

UV

16. Here is a recursive definition for another subset T of
N x N:

Figure 4 A

(B)

8. Verify (2) of Example 4 by showing that S, contains all
trees with at most n + 1 vertices.
9. Let A be the recursively defined set in Example 6(a).
Show that if n is in A, then n - 0 (mod 3) or
n -I (mod 3).
10. Show that 4, 6, 10, and 12 are in the set A defined in
Example 6(a).
11. (a) Show that the set S defined in Example 6(b) includes
1, 2, 3, 4, 5, and 6.
(b) Show that 7 is in S.
12. (a) Give a recursive definition for the class of regular
m-ary trees.
(b) Do the same for full m-ary trees.
13. Define E* as in Example 10(b), and let l' be as in that
example. Show that l'(w) is the number of letters in w
for every w E E*. Hint: Use generalized induction with

X=

{A} U E.

14. Let E* be as defined in Example 2. We define the reversal w of a word w in E* recursively as follows:

(B)
(R)

A=A,
If w has been defined and x

e

E, then

wx= xW.

(R)

(0, 0) e T,
If (m, n) E T, then each of (m + 1, n),
(m + 1, n + 1), and (m + 1, n + 2) is in T.

(a) List six members of T.
(b) Prove that 2m > n for all (m, n) E T.
(c) Is this recursive definition uniquely determined?
17. Consider the following recursive definition for a subset
A of N x N:
(B)
(R)

(0, 0) E A,
If (m, n) E A, then (m + 1, n)
and (m, n + 1) are in A.

(a) Show that A = N x N.
(b) Let p(m, n) be a proposition-valued function on
N x N. Use part (a) to devise a general recursive procedure for proving p(m, n) true for all m and n in N.
18. Let E
{a, b} and let B be the subset of E* defined
recursively as follows:
(B)
(R)

a and b are in B,
If w e B, then abw and baw are in B.

(a) List six members of B.
(b) Prove that if w E B, then length(w) is odd.
(c) Is the converse to the assertion in part (b) true?

This is another well-defined definition.
(a) Prove that x = x for all x E A.

(d) Is this recursive definition uniquely determined?
19. Let E be a finite alphabet. For words w in I*, the

(b) Use this definition to find the reversal of cab.

reversal w is defined in Exercise 14.

(c) Use this definition to find the reversal of abbaa.

(a) Prove that length(w) = length(w) for all w E E*.

(d) If wI and w2 are in E*, what is wIw2 in terms of

(b) Prove that WIW2 = W2 WIZfor all W , w2 E E.
Hint: Fix wI, say, and prove that the propositions

WI and W2? What is 7l?
15. Here is a recursive definition for a subset S of N x N:

7.2

Recursive Algorithms

p(w)

=

w

= tv wHI" are all true.

I

I
This section describes the structure of a general recursive algorithm. It also discusses how to prove that a recursive algorithm does what it is claimed to do.
The presentation is a continuation of the account of recursion begun in the last
section.
For both generalized induction and the recursive definition of functions, we
start out with a recursively defined set S. Our goal is to show that the subset of S
for which p(s) is true or f (s) is well defined is the whole set S. Another important
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question we can ask about a recursively defined set S is this: How can we tell whether
something is a member of S?
A

As in Example 1(b) on page 269, define S = 12' : m E N} recursively by
(B)
(R)

I s S;
2k E S whenever k E S.

Then S C IP. Given n E IP, we wish to test whether n is in S, and if it turns out that
n is in S, then we would like to find m with n = 2'.
Suppose that n is odd. If n = 1, then n C S by (B), and n = 20. If n > 1, then
(R) can't force n to be in S, so n ¢ S. We know the answer quickly in the odd case.
If n is even, say n = 2k, then n E S if k E S, by (R), but otherwise (R) won't
put n in S. So we need to test k = n/2 to see if k E S. If k E S with k = 2a, then
n will be in S with n = 2a+, and if k , S, then n V S.
This analysis leads us to design the following algorithm, in which -cc is just
a symbol, but we define -cc + 1 to be -oc.

Test(integer)
Jlnput: A positive integer n)
{Output: A pair (b, m), where b is true if n E S and false if n V S, and
m =log2 n if n c S, -oo if n ¢ SI
if n is odd then
if n = then
b := true; m := 0
else
b := false; m :=-oc
else {so n is even}
(b', m') := Test(n/2)
{b' is true if and only if n/2 E S, in which case n/2 =2"
b := b'; m := m'± 1.
return (b, m)
E
As usual, the statements in braces I{ ...
are comments and not part of the
algorithm itself.
The way that Test works is that if the input n is 1, then it reports success; if n
is odd and not 1, it reports failure; and if n is even, it checks out n/2. For example,
with input n = 4, Test(4) calls for Test(2), which calls for Test(1). Since Test(1) =
(true, 0), we have Test(2) = (true, 1), and hence Test(4) = (true, 2). These outputs
reflect the facts that 1 = 20 E S, 2 = 21 E S, and 4
22 E S. With input n = 6, Test
checks Test(3), which reports failure. Thus Test(3) = (false, -cc) leads to Test(6) =
(false, -co).
The membership-testing algorithm Test in Example 1 has the interesting feature
that if the original input n is even, then Test asks itself about n/2. Algorithms that
call themselves are termed recursive algorithms.
Algorithm Test doesn't stop calling itself until the recursive calls reach an odd
number. Test only determines that 4 is in S by computing Test(2), which gets its
value from Test(1). The value b = true is then passed back through the calling chain.
Here are the executions of Test for inputs 4 and 6.
Test(4)
Test(2)
Test(1) = (true, 0)
(true, 0 + 1 = 1)
= (true, 1 + 1 = 2)

Test(6)
Test(3) = (false, -co)
= (false, -o
+ 1 = -oc)
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The notation we use here has an = sign wherever a quantity is returned. Either
the = appears on the same line as the call that returns the value, for example, in the
line Test(1) = (true, 0), or it appears below it with the same indentation as the call,
as when Test(4) returns (true, 2).
The class of finite trees was defined in Example 4 on page 271 by
(B)
(R)

Trivial [1-vertex] graphs are trees;
If T is obtained by attaching a leaf to a tree, then T is a tree.

We can devise a recursive algorithm TestTree for testing graphs to see if they
are trees.

TestTree(graph)
{Input: A finite graph G}
{Output: True if G is a tree, and false if it is not}
if G has one vertex and no edges then
return true
else
if G has a leaf then
Prune a leaf and its associated edge, to get G'.
return TestTree(G') (= true if G' is a tree, false if it's not}
else
return false
U
If G really is a tree, this algorithm will prune edges and vertices off it until
all that's left is a single vertex, and then it will report success, i.e., "true," all the
way back up the recursive ladder. Figure 1 shows a chain G, G', G", ... of inputs
considered in one such recursion. When TestTree(G"") is called, the value "true" is
returned and then this value is passed to TestTree(G"'), TestTree(G"), TestTree(G')
and back to TestTree(G).

Figure 1 lIF

G...
G

G'

G...

G"

Figure 2 shows a chain for an input H that is not a tree. In this case the
computation of TestTree(H"') cannot either apply the case for a trivial tree or recur
to a smaller graph. It simply reports "false," and then TestTree(H"), TestTree(H'),
and TestTree(H) accept that verdict.
U

Figure 2 l

V
H

To help motivate the next example, consider the following questions that probably did not arise in algebra: What is an acceptable formula? What is it that makes
(x + y)(x - y) look good and makes (x + -( 4 /y look worthless? Why can a
computer make sense of the first expression but not the second? An answer leads to
the notion of a well-formed formula or wff.
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(a) Here is a definition of wff's for algebra.
(B)

Numerical constants and variables, such as x, y, and z, are
wff' s.
(R) If f and g are wff's, so are (f +g), (f-g),
(fg), (f/g), and
(fg)
Being variables, x and y are wff's. Therefore, both (x + y) and (x - y) are
wff's. We can hence conclude that ((x + y)(x - y)) is a wff. The definition
isn't entirely satisfactory, since the outside parentheses here seem unneeded.
However, without them the square (((x + y)(x - y)) 2 ) and the expression
((x + y) (x - y)2 ) would look the same, and these two expressions have different
meanings. The problem is that in algebra we traditionally allow the omission of
parentheses in some circumstances. Taking all the exceptional cases into account
would lead us to a very complicated definition. Note also that our definition
does not exclude division by 0. Thus (0/0) is a wff even though we would not
assign a numerical value to this expression.
(b) In computer science, the symbol * is often used for multiplication and A is
used for exponentiation [a A b means atb]. With this notation, the definition of
wff's can be rewritten as
(B)
(R)

Numerical constants and variables are wff's.
If f and g are wff's, so are (f + g), (f - g), (f * g), (f/g),

and (ftg).
For example,
(((((X + Y) ^ 2) - (2 * (X * Y))) - (X ^ 2))

-

(yA

2))

is a wff.
(c) In §7.4 we will discuss Polish notation, which is a parenthesis-free notation. The
preceding examples and related exercises may help you appreciate its value.
(d) How can we test a string of symbols to see if it's a wff? The recursive definition
gives us an idea for an algorithm. Suppose that we have some way to recognize
numerical constants and variables and that our input string is made out of
allowable symbols. The question is whether the symbols are put together in a
meaningful way. Here's an outline of a test algorithm.

TestWFF(string)
{Input: A string w of allowable symbols}
{Output: True if w is a wff, false otherwise}
if w is a numerical constant or a variable then
return true
else
if w is of the form (f + g), (ff-g), (f * g), (f/g) or (f
return TestWFF(f) A TestWFF(g)
{= true if and only if both f and g are wff's}
else
return false
U

g) then

Recall from Chapter 2 that P A Q is true if and only if both P and Q are
true. Condition (R) only allows each new wff to be constructed in one way. A
formula (f * g) cannot also be of the form (h/k) for wff's h and k or of the
form (f * g') for wff's f' and g' with f ' + f or g' : g, so a given w can
lead to at most one pair f and g. Writing out the details for the main else
branch would be tedious, but would yield no surprises. It is easy to believe that
one could write a computer program to recognize wff's.
U
A computer needs to be able to read strings of input to see if they contain instructions or other meaningful expressions. Designing a compiler amounts
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to designing an instruction language and a recognition algorithm so that the computer can "parse," i.e., make sense out of, input strings. The recent development
of the theory of formal languages has been greatly motivated by questions about
parsing.
Recursive algorithms are useful for much more than just testing membership
in sets. We will look at some other illustrations in this section, and wewill have
important examples in this and later chapters as well. The basic feature of a recursive
algorithm is that it calls itself, but of course that may not be much help unless the
recursive calls are somehow closer to termination than the original call. To make
sure that an algorithm terminates, we must know that chains of recursive calls cannot
go on forever. We need some base cases for which the result is produced without
further recursive calls, and we need to guarantee that the inputs for the recursive
calls always get closer to the base cases somehow. A typical recursive algorithm
with a chance of terminating has the following rough form.
Recur(input)
{Input: I; Output: 0}
if I is a base case then
0 := whatever it should be.
else
Find some Ik's closer to base cases than I is.
For each k let Ok := Recur(Ik).
Use the Ok's somehow to determine 0.
return 0
A

Figure 3 lOn

A

Figure 3 shows six very simple algorithms. All of them look alike for the first few
lines. In each instance the input n is assumed to be a positive integer, and the base
case is n = 1. Do these algorithms terminate, and if they do, how is the output r
related to the input n? We can experiment a little. With n = 1, FOG returns 1. With
n = 2 as input, it finds FOO(1) to get 1, so FOO(2) = 1 + 1 = 2. With n = 3 as
input, FOG finds FOO(2) to get 2, as we just saw, so FOO(3) = 2 + 1 = 3. In fact, it
looks as if FOO(n) = n every time. In any case, since the chain n, n - 1, n - 2, ...
can't go on forever without reaching the base case, FOG must terminate. We will
come back in a moment to the question of how one might prove that FOO(n) = n
for every n.
FOO(n)

GOO(n)

if

if

n = I then

n = I then

return I
else
return FOO(n - 1)+1

return 1
else

BOO(n)

MOO(n)

if n = 1 then

if

return I
else
return BOO(n + 1) + 1

return I
else
return MOO(n/2) + 1

TOO(n)

ZOO(n)

if

if n = I then

n = I then

return 1
else
return TOO(Ln/21) + 1

return GOO(n - 1) * n

n = I then

return 1
else
return ZOO(Ln/2]) * 2

Algorithm GOO also terminates, for the same reason that FOG does. Here
are its first few values: GOO(1) = 1; GOO(2) = GOO(1) * 2 = 1 * 2 = 2;
GOO(3) = GOO(2) * 3 = 2 * 3 = 6. In fact, it looks as if we'll always get
GOO(n) = n!, so GOO gives us a recursive way to compute factorials.
Algorithm BOO never terminates. For instance, BOO(2) calls BOO(3), which
calls BOO(4), etc. The recursive calls don't get closer to the base case n = 1.
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TABLE 1
n I FOO

GOO

1

1

I

2
3
4
5
6
7

2
3
4
5
6
7

2
6
24
120
720
5040

BOO
I

MOO

TOO

ZOO

I

I

1

2

2
2
3
3
3
3

2
2
4
4
4
4

3

Algorithm MOO fails for a different reason. Even though n/2 is closer to
1 than n is, n/2 may not be an integer, so MOO(n/2) may not make sense. If
we decide to allow noninteger inputs, then each MOO(n/2) makes sense, but MOO
need not terminate. For instance, the chain 6, 3, 3/2, 3/4, 3/8, ...
goes on
forever.
The MOO problem is fixed in TOO, since Ln/2j is surely an integer, and if
n > 1, then n > Ln/2i > 1. Table 1 shows the first few values returned by TOO, as
well as by the other algorithms in Figure 3.
Algorithm ZOO terminates, as TOO does, but produces a different output. U
Once we know that a recursive algorithm terminates, we still want to know
what its output values are. If the algorithm is intended to produce a particular result,
we must verify that it does what it is supposed to do. In the notation of our generic
algorithm Recur(I), we need to check that
(b)
(r)

If I is a base case, then 0 has the correct value;
If each Ok has the correct value in the recursive calls Recur(Ik), then
0 has the correct value for I.

These conditions look like the ones we must check in a proof by generalized
induction, and of course there is a connection, as we now explain. Recursively define
the set S of allowable inputs for Recur as follows. For (B), let X be the set of base
case inputs. Agree that I is obtained from {1I, . . ., I,} in case the el s e branch of
Recur(I) can compute 0 from the outputs 1, . . .m,° of Recur(1I), . . ., Recur(Im).
Let the recursive clause be
(R)

If I is obtained from II, .

Im

in S, then I

E

S.

Then S is precisely the set of inputs for which Recur can compute outputs. Setting
p(I) = "Recur gives the correct value for input I" defines a set of propositions
on S, and (b) and (r) become
(b')
(r')

p(I) is true for all I c X;
p(I) is true whenever I is obtained from members
p(Ik) is true.

Ik

of S for which

The Generalized Principle of Induction on page 273 says that these conditions guarantee that p(I) is true for every I in S.

-37VAIu

(a) To show that GOO produces n!, we simply need to verify that
(b)
(r)

1! =1, and
n! =(n-1)!* n.

These equations are true by definition of n!.
(b) We claim that the algorithm Test of Example 1 produces (true, log 2 n) when the
input n is a power of 2 and gives (false, -oc) otherwise. Here is the algorithm
again, for reference.
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Test(integer)
if n is odd then
if n = 1 then
b
true; m
0
else
b := false; m
-oc
else
(b', m') := Test(n/2)
b := b'; m := m' + 1
return (b, m) U
What are the base cases and the allowable inputs? We want the set S
of allowable inputs to be P. Certainly, n = 1 is a base case. Since (R) in
Example 1 just lets 2k be obtained from k, if we only permitted n = 1 as a
base case, then S would only consist of the powers of 2. Instead, the algorithm
treats all odd numbers in P as base cases.
To check that the algorithm is correct, i.e., that it gives the answer we
claim, we just need to verify
(b)
(r)

If n = 1, then n = 20, and if n is odd and greater than 1, then
n is not a power of 2;
If n/2 = 2m, then n = 2m+1.

Both (b) and (r) are clearly true.
While we are at it, we can estimate the time, T(n), that Test takes for
an input n. The base case verification and execution in the odd case take some
constant time, say C. If n is even, the else branch takes time T(n/2) to find
Test(n/2), plus some time D to compute b and m from b' and m'. Thus
T(n) < C + T(n/2) + D.

(*)

Now n = 2"' k with k odd and m > 0. Hence
m
T(n) = T(2m .k) < T(2n*k)+C+D < T(2m-2-k)+C+D+C+D
<

..

.

< T(k)+im *(C+D) < C+im (C+D)
< 2m * (C + D).
n

Since - = 2', we have
k
m =log 2 (k-) < 10g2 n,

so T(n) <2(C+D).*og2 n.

Thus T(n) O(log 2 n). The three dots in the argument are harmless; once we
guess the inequality T (n) < 2(C + D) log 2 n, we can prove it inductively
using (*).
This algorithm is more efficient for large n than any of the divide-andconquer algorithms covered by Theorem 2 on page 164. Note that (*) gives
.

T(2n) < T(n) + (C + D)

for all n.

This is a sharper estimate than any inequality of the form
S2n

< 2sn + f (n)

because of the coefficient 2. However, an inequality version of Exercise 19 on
page 167, with b = 1 and f (n) = C + D, could be applied to obtain
T(2-) < C+ m (C+D)

for

m > 0.

284 Chapter 7 * Recursion, Trees, and Algorithms
(c) The base cases for TestTree in Example 2 include not only the graphs with
one vertex, but also all finite graphs without leaves. For any such graph, the
algorithm returns false without recurring further, unless the graph is the trivial
1-vertex graph, in which case the algorithm returns true.
(d) Similarly, the base cases for TestWFF in Example 3 include all strings that are
not of form (f + g), (f -g), (f * g), (f/g), or (f A g).
E
At the expense of added storage for intermediate results, we can convert while
loops to recursive procedures. For instance, the recursive segment
Recur( )
if g is false then
do nothing
else
S
Recur( )
produces the same effect as the loop
while g do
S.
Since the main drawback to recursive algorithms is that they tend to gobble memory
space, for a really big computation one might be more inclined to convert a recursive
program to an iterative one, rather than the other way around. From a conceptual
viewpoint, however, recursion-reducing to a simpler problem-is often a clearer
approach than iteration.
*",fAl

LVJI ;I j

We presented the Euclidean algorithm on page 175 using a while loop, but recursion
seems more natural. The key observation that gcd(m, n) = gcd(n, m MOD n) if n : 0
gives the following recursive algorithm.

Euclid(integer, integer)
{Input: m, n E N, not both 0}
{Output: gcd(m, n)}
if n = 0 then
return m
else
return Euclid(n, mMODn)

U

A minor addition gives an algorithm that computes integers s and t with
gcd(m, n) = sm + tn.

Euclid+(integer, integer)
(Input: m, n e N, not both 01
{Output: (d, s, t), where d = gcd(m, n) and integers s and t
satisfy d = sm + tn}
if n = 0 then
return (m, 1, 0)
else
(d', s', t')
Euclid+(n, In MOD n)
return (d', t', s' - t' (M Div n)).
v
The running times for these algorithms are essentially the same as for the
iterative versions in §4.7.
v
For reference, we repeat the conditions a recursive algorithm must satisfy.
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VERIFICATION CONDITIONS FOR RECURSIVE ALGORITHMS

(a) The algorithm must terminate. In particular, recursive calls must make progress
toward base cases.
(b) The algorithm must give the correct results in all base cases.
(c) The algorithm must give the correct result if all recursive calls produce correct
results.

1. (a) Illustrate the execution of the algorithm Test for
input 20.
(b) Do the same for input 8.

(c) The last line is replaced by the line "return
GOO(n - 2) * n"?
7. Supply the lines for n = 8 and n = 9 in Table 1.

2. Illustrate the algorithm TestTree for the graphs in
Figure 4. You may draw pictures like those in Figures 1
and 2.

8. Verify that the algorithm TOO produces k + 1 whenever
2k < n < 2 k+1. Hint: Use induction on k.
9. Verify that the algorithm ZOO produces
2k < n < 2 k+1

2k

whenever

10. Show how"'the algorithm Euclid+ computes d

=

gcd(80, 35) and finds s and t satisfying d = 80s + 35t.
11. Repeat Exercise 10 for d = gcd(108, 30).
12. Repeat Exercise 10 for d = gcd(56, 21).
(a)

(b)

13. (a) Verify that the algorithm Euclid terminates and that it
produces the correct output.
(b) Do the same for the algorithm Euclid+.
14. We recursively define the depth of a wff in algebra as

follows; see Example 3.
(c)

Figure 4

(B)

Numerical constants and variables have depth 0;

(R)

If depth(f) and depth(g) have been defined,
then each of (f + g), (f -g), (f * g), (f/g),
and (f A g) has depth equal to
1 + maxldepth(f), depth(g)}.

A

3. Add enough parentheses to the following algebraic
expressions so that they are wff s as defined in
Example 3.
(b) x + y 1z
(a) x +y +z

This turns out to be a well-defined definition; compare
with Example 10 on page 275. Calculate the depths of
the following algebraic expressions:
(a) ((x 2 ) + (y 2 ))
(b) (((X 2) + (Y 2))

(d) (x + y)X+Y

(c) xyz

4. Add enough parentheses to the following algebraic
expressions so that they are wff's as defined in
Example 3.
(a) X+Y+Z
(c) XA2+2*X+ 1

(b) X*(Y+Z)
(d) X+ Y/Z - Z*X

5. Use the recursive definition of wff in Example 3 to show
that the following are wff's.
(a) ((x2) +

2

(y ))

(b) (((X

A2)

+ (Y

A2))

A

(c) ((X + Y) * (X - Y))

6. Recall the algorithm GOO of Example 4:
GOO(n)
if n = 1 then
return 1

else
return GOO(n - 1) * n

What happens if the input is a positive integer and
(a) The line "return 1" is replaced by "return 0"?
(b) The last line is replaced by the line "return
GOO(n -1) * (n - 1)"?

2)

(c) ((X + Y) * (X - Y))
(d) (((((X + Y) A 2)- (2 * (X * Y)))
- (yA 2))

2)

-

(X ^ 2))

(e) (((x+(x+y))+z)-y)
(f) (((X * Y)/X) - (y A 4))
15. The following is a uniquely determined recursive definition of wff's for the propositional calculus.
(B)

(R)

Variables, such as p, q, and r, are wff's;
If P and Q are wff's, so are (P V Q), (P A Q),
(P - Q), (P - Q), and -'P.

Note that we do not require parentheses when we negate
a proposition. Consequently, the negation symbol

-

always negates the shortest subexpression following it
that is a wff. In practice, we tend to omit the outside
parentheses and, for the sake of readability, brackets [ ]
and braces I } may be used for parentheses. Show that

the following are wff's in the propositional calculus.
(a) -(p v q)
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(b) (-p

A

if L has only I entry then

-q)

p) V q))
16. Modify the definition in Exercise 15 so that the "exclusive or" connective (D is allowable.
17. Throughout this exercise, let p and q be fixed propositions. We recursively define the family F of compound
propositions using only p, q, A, and V as follows:
(c) ((p - q)

(B)
(R)

-

((r

-

p, q E JF;

If P, Q E F, then (P

A

Q) and (P v Q) are

in F.
(a) Use this definition to verify that (p

A

(p

V

q)) is

in F.
(b) Prove that if p and q are false, then all the propositions in F are false. Hint: Apply the general principle of induction to the proposition-valued function r
on T, where r(P) = "if p and q are false, then P is
false." Show (B): r(P) and r(Q) are true; and (I):
if r(P) and r(Q) are true, so are r((P A Q)) and
r((P V Q)).

(c) Show that p -* q is not logically equivalent to any
proposition in F. This verifies the unproved claim
in the answer to Exercise 17(c) on page 85; see
page 544.
18. The following algorithm returns the smallest number in a
list of numbers.
SmallestEntry(list)
{Input: A list L of numbers)
{Output: The smallest entry in L}

return that entry
else

Cut L into two lists M and N of approximately
equal sizes.
return min{SmallestEntry(M),
SmallestEntry(N)} U
Illustrate the operation of this algorithm for each
of the following input lists. Break lists so that
length(M) = [length(L)/21.
(a) 123456
(c) 5484253

(b) 52842

19. The following algorithm computes the digits of the

binary [i.e., base 2] representation of a positive integer n.
ConvertToBinary(integer)
{Input: A positive integer ni
{Output: The string of binary coefficients of n}
if n = I then
return n
else

return ConvertToBinary(n
bynMOD2

DIv 2)

followed

I

(a) Illustrate the execution of this algorithm to give the
binary representation of 25.
(b) Illustrate the execution to give the binary representation of 16.
(c) How could you modify the algorithm to yield hexadecimal [i.e., base 16] representations?

7.3 Depth-First Search Algorithms
A tree-traversal algorithm is an algorithm for listing [or visiting or searching] all the
vertices of a finite ordered rooted tree. There are various reasons why one might wish
to traverse a tree. A binary search tree, such as the client record tree of Example 1
on page 244, provides a quick way to arrive at or store each individual record; but
to generate a list of all clients who have been contacted within the past year, one
would need to examine all the records. A traversal algorithm provides a systematic
way to do so, even if all that is desired is a list of the records at the leaves. We will
see another less obvious application of tree traversal later in this section when we
discuss labeling digraphs.
The essential idea of tree traversal is to move along the edges of the tree in
a path that visits each vertex, but that visits no vertex more times than necessary.
Depending on the purpose of the traversal, one might wish to take some action when
visiting the vertices-perhaps labeling them, perhaps adding their existing labels to a
list, perhaps examining the records associated with them, and so on-but not to take
an action twice for the same vertex. The general structure of a tree traversal algorithm
is independent of what actions, if any, are to take place at the vertices. Our discussion
will focus on listing and labeling, but the ideas are more widely applicable.
Three common tree-traversal algorithms provide preorder listing, inorder listing
[for binary trees only], and postorder listing. All three are recursive algorithms.
In the preorder listing, the root is listed first and then the subtrees T, rooted
at its children are listed in order of their roots. Because of the way we draw ordered
rooted trees, we will refer to the order as left to right. In this algorithm the root gets
listed first, and its children get the job of listing the descendants.
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Preorder(rooted tree)
(Input: A finite ordered rooted tree with root v)
{Output: A list of all the vertices of the tree, in which parents
always come before their children)
Put v on the list L(v).
for each child w of v, taken from left to right, do
Attach Preorder(Tw) (a list of w and its descendants)
to the end of the list L(v).
return L(v) *
A base case occurs when the root v has no children. In this case, the first step
adds the root to the list and the for loop is vacuously completed, so the list from
a base case has only one entry, v.
In the postorder listing, the subtrees are listed in order first, and then the root is
listed at the end. Again a base case occurs when the tree has just one vertex, v. In this
case, the first step is vacuously completed, and again the list has only one entry, v.

Postorder(rooted tree)
(Input: A finite ordered rooted tree with root v}
(Output: A list of all the vertices of the tree, in which parents
always appear after their children)
Begin with an empty list; L(v) := A.
for each child w of v, taken from left to right, do
Attach Postorder(T,) {a list of w and its descendants)
to the end of the list L(v) obtained so far.
Put v at the end of L(v).
return L(v) U
We apply the algorithms Preorder and Postorder to the tree T = Tr in Figure 1.
Since an understanding of all the algorithms in this section depends on a solid
understanding of these simple ones, we will explain every step in this example.

A

(a) The Preorder algorithm proceeds as follows, using the general trace format that
we introduced for recursive algorithms in §7.2:

T

Figure 1 A

Preorder(Tr); L(r) = r
Preorder(Tv); L(v) = v
{v is r's first child)
Preorder(T^) = u
{v's first child u has no children)
L(v) = v Preorder(Tu) = v u
Preorder(Tw); L(w) = w
(w is v's next child}
Preorder(Tx) = x
(no children for w's first child x}
L(w) = wPreorder(Tx) = wvx
Preorder(Ty) = y
{y is also a leaf)
L(w) = wxPreorder(Ty) = w xy
(z is another leaf)
Preorder(T,) = z
L(w) = wxyPreorder(T,) = wxyz
wxyz
(no more children for w)
L(v) = v u Preorder(Tw) = v u wtx yz
(no more children for v}
= v uwxyz
L(r) = r Preorder(Tv) = r v u w x y z
Preorder(Ts); L(s) = s
is is r's second child)
Preorder(Tp) = p
(another leaf)
L(s) = s Preorder(Tp) = s p
Preorder(Tq) = q
(another leaf)
L(s) = s p Preorder(Tq) = s p q
= s pq
Is has no more children)
L(r) = r v uw x y z Preorder(T,) = r v u w x y z s p q
(done).
= rvuwxyzs pq
-
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In the Preorder algorithm, each vertex is listed when it is first visited, so this
listing can be obtained from the picture of T as illustrated in Figure 2. Just
follow the dashed line, listing each vertex the first time it is reached.
Figure 2

,

/

\

X

x

N

Y.

-

z-

(b) The Postorder algorithm does the listing of the parents after their children are
listed:
Postorder(Tr); L(r)
X
Postorder(Tv); L(v) =
{v is still r's first child}
Postorder(Tu) = u
{v's first child u has no children)
L(v) = XPostorder(Tu) = u
Postorder(Tv); L(w) = X
{w is v's next child)
Postorder(T ) = x
{leaf)
L(w) = XPostorder(Tx) = x
Postorder(Ty) = y
{also a leaf)
L(w) = x Postorder(Ty) = x y
Postorder(Tz) = z
{another leaf)
L(w) = x y Postorder(T,) = x y z
= x yz w
{no more children for w)
L(v) = u Postorder(Tw) = u x y z w
=uxyzwv
{done with v}
L(r) = XPostorder(Tv) = u x y z w v
Postorder(Ts); L(s) = X
{s is r's second child)
Postorder(Tp) = p
{another leaf
L(s) = X Postorder(Tp) = p
Postorder(Tq) = q
{another leaf)
L(s) = pPostorder(Tq) = pq
=pqs
{donewiths}
L(r) = u x y z w v Postorder(Ts) =u x y z w vp q s
= uxyzwvpqsr
{all finished}.
In the Postorder algorithm, each vertex is listed when it is last visited, so this
listing can also be obtained from the picture of T in Figure 2, provided each
vertex is listed the last time it is visited.
a
For binary ordered rooted trees, a third kind of listing is available. The inorder
listing puts each vertex in between the lists for the subtrees rooted at its left and
right children.

Inorder(rooted tree)
JInput: A finite ordered binary tree with root v}
{Output: A list of the vertices of the tree, in which left children appear
before their parents, and right children appear after them)
Begin with an empty list; L(v) = X.
if v has a left child w then
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Attach Inorder(Tw) [a list of w and its descendants}
to the end of L(v).
Attach v at the end of L(v).
if v has a right child u then
Attach Inorder(Tu) to the end of L(v).
U
return L(v)
If the input tree is not regular, then some vertices have just one child. Since
each such child must be designated as either a left or a right child, the algorithm
still works. As with Preorder and Postorder, the list for a childless vertex consists of
just the vertex itself.
(a) The Inorder algorithm proceeds as follows for the binary tree in Figure 3.

A

Y

z

P
T

Figure 3

A

q

Inorder(Tr); L(r) = X
Inorder(Tw); L(w) = A
{w is r's left child}
{v, a leaf, is w's left child)
Inorder(T,) = v
back to w}
L(w) = Inorder(T,) w = v w
(x is w's right child)
Inorder(Tx); L(x) = A
{y, a leaf, is x's left child}
Inorder(Ty) = y
L(x) = Inorder(Ty)x = yx
{z is x's right child)
Inorder(T,) = z
y x Inorder(T7 ) = y x z
v w Inorder(T,) = v w y x z
L(r) = Inorder(T,) r = v w y x z r
Inorder(T,); L(u) =A
{u is r's right child)
Inorder(Tt) = t
{and so on}
L(u) = Inorder(Tt) u = t u
Inorder(T,); L(s) = A
Inorder(Tp) = p
L(s) = Inorder(Tp)s = ps
Inorder(Tq) = q
p s Inorder(Tq) = p s q
= t u Inorder(T,) = t u p s q
= Vw yx zr Inorder(Tu) = v wy x zr t u ps q
In this example each parent has both left and right children. If some of
the children had been missing, then the algorithm still would have performed
successfully. For example, if y had been missing and if z had been designated
as x's right child, then the list Inorder(Tx) would have been just x z. If the
whole right branch x, y, z had been missing, Inorder(T,) would have been
just v w.
(b) Consider the labeled tree in Figure 8(a) on page 250. The inorder listing of the
subtree with root 00 is 000, 00, 001; the other subtrees are also easy to list.
The inorder listing of the entire tree is
000, 00, 001, 0, 010, 01, 011, root, 100, 10, 101, 1, 110, 11, 111.

.

If we are given a listing of a tree, can we reconstruct the tree from the listing?
In general, the answer is no. Different trees can have the same listing.

ATRU3WT-

Consider again the tree T in Figure 3. Figure 4 gives two more binary trees having
the same inorder listing. The binary tree in Figure 5(a) has the same preorder listing
as T, and the tree in Figure 5(b) has the same postorder listing as T. Exercise 8 asks
you to verify these assertions.
U
In spite of these examples, there are important situations under which trees can
be recovered from their listings. Since our applications will be to Polish notation and
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since the ideas are easier to grasp in that setting, we will return to this matter at the
end of the next section.
We can analyze how long our three listing-labeling algorithms take by using
a method of charges. Let t1 be the time that it takes to label a vertex, and let
t2 be the time that it takes to attach a list of vertices to another list. [We can
assume that the attachment time is constant by using a linked-list representation
for our lists of vertices.] The idea now is to think of the total time for the various operations in the execution of the algorithm as being charged to the individual vertices and edges of the tree. We charge a vertex v with the time t1 that it
takes to label it, and we charge an edge (v, w) with the time t2 that it takes to
attach the list L(w) obtained by the call to w to make it part of the list L(v).
Then the time for every operation gets charged somewhere, every vertex and every
edge gets charged, and nobody gets charged twice. By adding up the charges, we
=
find that the total time is tuIV(T)I + t2 IE(T)l = tI V(T)I + t2 (IV(T) -1)
0 (IV (T) |).
The three listing algorithms above are all examples of what are called depthfirst search or backtrack algorithms. Each goes as far as it can by following the
edges of the tree away from the root, then it backs up a bit and again goes as far
as it can, and so on. The same idea can be useful in settings in which we have
no obvious tree to start with. We will illustrate with an algorithm that labels the
vertices of a digraph G with integers in a special way. Before we get into the details
of the general case, we look at how such an algorithm might work on an ordered
rooted tree.
The list of vertices given by Postorder provides a natural way to label the
vertices of the tree; simply give the kth vertex on the list the label k. This labeling
has the property that parents have larger labels than their children and hence have
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larger labels than any of their descendants. We call such a labeling a sorted labeling,
but some people also call it a topological sort. For such a labeling the root has
the largest label. The natural labeling produced by Preorder-label the kth vertex
on the list with k-gives children labels that are larger than the labels of their
parents. For many purposes, either of these two natural labelings is as good as
the other. Because of our application to digraphs later in this section, however, we
will concentrate on the Postorder version. Exercise 14 illustrates one trouble with
Preorder.
Observe that if we wish parents to have labels larger than their children, then
we are forced to use an ordering like that produced by Postorder. The root r has to
get the biggest label, so it's labeled last after we traverse the whole tree and find out
how many vertices there are. For the same reason, each vertex v has to be labeled
after all of its descendants, i.e., labeled at the end of the traversal of the subtree
T, of which it is the root. When we label Tv, we need to know which labels have
already been used up. The Postorder listing provides this information automatically.
Here is the modified recursive algorithm.

LabelTree(rooted tree, integer)
{Input: A finite rooted tree with root v, and a positive integer kl
{Gives the tree a sorted labeling with labels starting at k}
n :=k
for w a child of v (children taken in some definite order) do
LabelTree(Tw, n)
labels Tw with n, . . . }
n := 1 + label of w
[sets the starting point for the next labels)
Label v with n.
return L
In the base case in which the root v is childless, the for loop is not executed,
so LabelTree(Tv, k) labels v with k. To label the whole tree rooted at r, starting with
the label 1, we call LabelTree(Tr, 1).
If we only want a sorted labeling, then it doesn't matter in which order
the children do their labeling tasks, as long as no two children try to use the
same labels.
A

*

4

Here is how LabelTree would deal with our tree of Example 1.
LabelTree(Tr, 1); n = I
LabelTree(T,, 1)
LabelTree(Tu, 1); label u with 1 {u is childless); n
LabelTree(Tw, 2)
LabelTree(Tx, 2); label x with 2; n = 3
LabelTree(Ty, 3); label y with 3; n = 4
LabelTree(T,, 4); label z with 4; n = 5
Label w with 5; n = 6
Label v with 6; n = 7
LabelTree(Ts, 7)
LabelTree(Tp, 7); label p with 7; n = 8
LabelTree(Tq, 8); label q with 8; n = 9
Label s with 9; n = 10
Label r with 10

=

2

L

Another way to produce a sorted labeling recursively is to find some leaf to
label 1, remove the leaf, and recursively label what's left with 2, 3, ....
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LabelTree2(rooted tree, integer)
(Input: A finite rooted tree with root v, and a positive integer k}
{Gives the tree a sorted labeling with labels starting at k}
if Tv has only one vertex then
Label it with k.
else
Find a leaf of Tv and label it with k.
Remove the leaf and its edge from T,.
LabelTree2(Tv, k + 1) Igives a sorted labeling to what's left of Tj1
return U
This procedure labels every vertex-sooner or later every vertex gets to be a
leaf-and never gives a vertex a label smaller than any of its descendants, which
have all been pruned away by the time the vertex gets its turn to be a leaf. Finding a
leaf with each recursion might be time consuming, however, depending on the data
structure used for storing information about the tree.
Sorted labelings can be defined and studied in any digraph. Consider a finite
digraph G and a subset L of V(G). A sorted labeling of L is a numbering of its
vertices with 1, 2, . . .I, ILI such that i > j whenever there is a path in G from vertex
i to vertex j.
Figure 6 shows two digraphs whose vertex sets have sorted labelings. Notice that if
i > j, then there does not have to be a path from i to j; we simply require that
i > j if there is such a path.
U

R

Figure 6 1P

2

3
I

c

-

-

-

,

2

7

8
(a)

(b)

A digraph whose vertex set has a sorted labeling cannot possibly contain a
cycle, for if the vertices of a cycle were labeled i j ... k i, then we would have
i > j >... > k > i. If we restrict ourselves to acyclic digraphs, i.e., to ones that
contain no cycles, then a sorted labeling of V(G) is always possible. After some
preparation, we will prove this fact by exhibiting an algorithm, Label, that constructs
one. The "child" and "descendant" terminology for the tree case gets changed into
the language of "successors" and "accessible" for a general digraph, but the idea of
the algorithm is the same.
We use the notation succ(v) for the set of immediate successors of v, those
vertices w for which there is an edge from v to w. We also let ACC(V) be the set
of vertices that are accessible from v, i.e., the set consisting of v itself and those
vertices w for which there is a path from v to w. More generally, if L C V(G), we
let Acc(L) be the union of the sets ACC(V) for v in L. Observe that succ(v) C ACC(V)
for all vertices v and that L C ACC(L) for all subsets L of V(G). Moreover,
ACC(V) = (VIU ACC(SUCC(v))

and

ACC(ACC(V)) = ACC(V).

The successor and accessible sets for the graph in Figure 6(a) are given in Figure 7. U
There are two reasons why algorithm Label will be more complicated than
LabelTree. In a rooted tree, viewed as a digraph, all vertices are accessible from the
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root, so the algorithm starts at the root and works down. However, there may not be
a unique vertex in an acyclic digraph from which all other vertices are accessible.
For example, see either of the digraphs in Figure 6. Therefore, Label will need
subroutines that label sets like ACC(V). The other difference is that the children of
a parent in a rooted tree have disjoint sets of descendants, so none of the children
ever tries to label some other child's descendant. On the other hand, a vertex in an
acyclic digraph can be accessible from different successors of the same vertex. For
example, vertex 2 in Figure 6(a) is accessible from all three successors of 7. Thus
the algorithm will need to keep track of vertices already labeled and avoid trying to
label them again.
The algorithm Label first chooses a vertex v, labels all the vertices accessible
from v [including v], and then calls itself recursively to handle the vertices that
don't have labels yet. For clarity, we give the procedure for labeling the vertices
accessible from v as a separate algorithm, which we call TreeSort for a reason that
will become clear.
TreeSort is also recursive. In case we apply TreeSort to a rooted tree, starting
at the root r, it asks a child of r to label its descendants and then it recursively labels
the remaining descendants of r and r itself. So in this case TreeSort works rather
like LabelTree. The order of traversal for the two algorithms is exactly the same.
When either Label or TreeSort is called recursively, some of the vertices may
already have been assigned labels. The algorithms will have to be passed that information so that they won't try to label those vertices again. For convenience in verifying the algorithms' correctness, we make one more definition. Say that a subset L
of V(G) is well-labeled in case L = ACC(L) and L has a sorted labeling. Here is
the first algorithm. We will prove that it works after we describe its operation and
give an example.

TreeSort(digraph, set of vertices, vertex)
{Input: A finite acyclic digraph G, a well-labeled subset L of V(G),
and a vertex v E V(G) \ LI
{Makes L U ACC(V) well-labeled with a sorted labeling that
agrees with the given labeling on LI
if succ(v) C L then
Label L as before and label v with ILI + 1.
else
Choose w e succ(v) \ L.
TreeSort(G, L, w)
{well-labels L U ACC(W) to agree with the labeling on LI

TreeSort(G, L U ACC(W),
{well-labels L U
return U

V)
ACC(V)

to agree with the labeling on L U

ACC(W)}

The first instruction takes care of the base case in which all the vertices in
except v are already labeled. Note that this base case holds vacuously if v has
no successors at all. As with Postorder [where successors are called children], the else
instruction refers the labeling task to the successors, but with an extra complication
because already labeled vertices need to be dealt with. After the first chosen successor
wi and the vertices accessible from wl are all labeled, TreeSort(G, L U ACC(WI), v)
leads to one of two possibilities. If all of v's successors are in L U ACC(WI), then
v is the only unlabeled vertex in L U ACC(V), so it gets labeled. Otherwise, another
ACC(v)
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successor W2 of v is chosen; W2 and those vertices accessible from
previously labeled are given labels. And so on.
A

W2

that were not

We illustrate TreeSort on the digraph G of Figure 6(a), which is redrawn in
Figure 8(a) with letter names for the vertices. As usual, arbitrary choices are made
in alphabetical order.

Figure 8 I

3
a

5*I

-C

f(

d

3

o

7

2

h

g(

(c)

(b)

(a)

(a) First we use TreeSort(G, 0, a) with v = a and L = 0 to label

ACC(a).

Start with a, choose its successor b, choose its successor c, and label c with 1.
Return to b, choose its successor f, and label f with 2.
Return to b and label b with 3.
Return to a, choose its successor e, which has no unlabeled successors, and
label e with 4.
Return to a and label a with 5.
Figure 8(b) shows the corresponding labeling of ACC(a). The sequence just
given describes an execution of TreeSort, and here's the detailed explanation
specifying the subroutines.
TreeSort(G, 0, a)
Choose successor b of a
{since a has unlabeled successors}
TreeSort(G, 0, b)
Choose successor c of b
[since b has unlabeled successors)
TreeSort(G, 0, c)
Label c with I
{since c has no successors at all)
TreeSort(G, {c), b)
Choose successor f of b
{f is still unlabeled}
TreeSort(G, {c), f)
Label f with 2
{since f has no successors}
TreeSort(G, {c, f 1,b)
Label b with 3 {since b now has no unlabeled successors}
{Acc(b) = {c, f, b) is now labeled)
TreeSort(G, {c, f, b), a)
la still has an unlabeled successor)
Choose successor e of a
TreeSort(G, {c, f, b}, e)
Label e with 4
[the successor f is labeled already)
TreeSort(G, {c, f, b, e}, a)
Label a with 5
Ia now has no unlabeled successors)
(b) We next use TreeSort(G,
See Figure 8(b).

{a,

b, c, e, f }, d) to label la, b, c, e, f } U ACC(d).

Start with d, choose its unlabeled successor h, then label h with 6, since h
has no unlabeled successors.
Return to d and label d with 7, since d now has no unlabeled successors.
Figure 8(c) shows the labeling of

{a,

b, c, e, f I U Acc(d).
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(c) Finally, we use TreeSort(G, L, g) with L = la, b, c, d, e, f, hI to label
V(G) = L U ACC(g). See Figure 8(c). This will be easy.
Start with g and label g with 8, since g has no unlabeled successors.
Figure 6(a) shows the labeling of G. We would, of course, obtain different
labelings if we used different alphabetic preferences. See Exercise 13.
U
In Example 7 the algorithm performed depth-first searches following the paths
indicated by the dashed curves in Figure 9. Each vertex gets labeled the last time
it is visited. In each search, the set of vertices and edges visited forms a tree if the
directions on the edges are ignored. Thus the algorithm sorts within a tree that it
finds inside G; this is why we called it TreeSort. The algorithm Tree on page 257
worked in a similar way to build spanning trees inside connected graphs.

Figure 9 Do.

(a)

(b)

(c)

Proof That TreeSort Works. Here is the algorithm again, for reference.
TreeSort(digraph, set of vertices, vertex)
{Input: A finite acyclic digraph G, a well-labeled subset L of V(G),
and a vertex v E V(G) \ LI
{Makes L U ACC(V) well-labeled with a sorted labeling that
agrees with the given labeling on L}
if succ(v) C L then
Label L as before and label v with ILI + 1.
else
Choose w E succ(v) \ L.
TreeSort(G, L, w)
{well-labels L U ACC(W) to agree with the labeling on L}
TreeSort(G, L U ACC(W), V)
{well-labels L U ACC(V) to agree with the labeling on L U ACC(W)}
return
Since L is well-labeled, L

=

ACC(L), so

ACC(L U ACC(V)) = ACC(L) U ACC(ACC(V)) =

L U ACC(V).

Hence we only need to verify that TreeSort(G, L, v) labels L U ACC(V) correctly. For
this we need to check that it gives the right result in the base case succ(v) C L and
that, if its recursive calls TreeSort(G, L, w) and TreeSort(G, L U ACC(W), V) give the
right results, then so does TreeSort(G, L, v). We should also check that the recursive
calls are valid and are to cases closer to the base case.
Suppose that succ(v) C L. Then TreeSort labels L as before with 1, ... , ILI
and labels v with ILI + 1; i.e., it gives L U {v} a sorted labeling. Because L is
well-labeled and succ(v) C L, we have
ACC(V) = {V} U ACC(SUCC(V)) C fVy U ACC(L) =

fVI

and hence
ACC(L U fVI) = ACC(L) U ACC(V) =

L U {v}

U

L,
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and
L U ACC(V)

=

L U {v}.

Thus TreeSort well-labels L U ACC(V) in this case.
Now consider what happens in the else case. Since w E succ(v) \ L and L is
well-labeled, TreeSort(G, L,w) is meaningful. Assume that TreeSort(G, L, w) welllabels L U ACC(W) to agree with the labeling on L. To make sense of the recursive
call TreeSort(G, L U ACC(W), V), we must also have v V L U ACC(W). We are given
that v V L. Since w E succ(v) and G is acyclic, we also have v V ACC(W), SO
v 0 L U ACC(W). Thus TreeSort(G, L U ACC(W), V) is meaningful. Assuming that
it well-labels (L U ACC(W)) U ACC(V) = L U ACC(V) to agree with the labeling on
LUACC(W), and hence with the labeling on L,we get a correct labeling for LUACC(V)
in the else case.
It remains to show that the recursive calls approach base cases. We can use
IACC(V) \ LI, the number of unlabeled vertices in ACC(V), as a measure of distance
from a base case, for which this number is 0. Suppose that w C succ(v) \ L.
Since ACC(W) C ACC(v) and since v belongs to ACC(V) \ L, but not to ACC(W)\ L,
we have IACC(V) \ LI > IACC(W) \ LI; and so TreeSort(G, L, w) is closer to a
base case than TreeSort(G, L, v) is. Similarly, w belongs to ACC(V) \ L, but not
to ACC(V) \ (L U ACC(W)). Hence |ACC(V) \ LI > |ACC(V) \ (L U ACC(W))| and
TreeSort(G, L U ACC(W), V) is closer to a base case than TreeSort(G, L, v) is. Thus
both recursive calls are closer to base cases than TreeSort(G, L, v) is, and TreeSort
does perform as claimed.
U
By the time we finished Example 7 we had labeled the entire acyclic digraph G.
We repeatedly applied TreeSort to unlabeled vertices until all the vertices were
labeled; i.e., we executed algorithm Label(G, L) below with L = 0.

Label(digraph, set of vertices)
{Input: A finite acyclic digraph G and a well-labeled subset L of V(G)}
{Gives V(G) a sorted labeling that agrees with that on LI
if L = V(G) then
Do nothing.
else
Choose v E V(G) \ L.
TreeSort(G, L, v)
{well-labels L U ACC(V) to agree with L labels)
Label(G, L U ACC(V))
{labels what's left of V(G), and retains
the labels on L U ACC(V)}.
return U
The verification that Label performs correctly is similar to the argument for
TreeSort. The appropriate measure of distance from the base case L = V(G) is
IV (G) \ LI, the number of vertices not yet labeled.
A

*

As already noted, if we apply algorithm Label(G, 0) to the digraph in Figure 8(a),
we obtain the sorted labeling in Figure 6(a). We summarize.
Choose a
Label ACC(a) = tc, b, f, e, a} with TreeSort(G, 0, a).
(Example 7(a)}
Recur to L := {c, b, f, e, a}.
Choose d.
Label L U Acc(d) = L U {h, d} with TreeSort(G, L, d).
{Example 7(b)}
Recur to L := {c, b, f, e, a, h, d}.
Choose g.
Label L U ACC(g) = L U {g} = V(G).
{Examp] e 7(c)}
Recur to L
V(G).
.
Stop.
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Although our examples have all been connected digraphs, algorithms TreeSort
and Label would have worked as well for digraphs with more than one component.
The method of charges gives an estimate for how long Label takes. Charge
each vertex of G with the time it takes to label it. Assign charges to the edges of G
in two different ways: if w c succ(v), but w is already in L when TreeSort looks
at successors of v, then charge the edge (v, w) from v to w with the time it takes to
remove w from the list of available choices in succ(v); if w is chosen in succ(v),
then charge (v, w) with the time it takes to recur to w and later get back to v. Then
all activity gets charged somewhere, and thus the time to label V(G) starting with
L = 0 is O(IV(G)J + E(G)I).
One might object and say that, since only the edges (v, w) for w c succ(v) \ L
get used, they are the only ones that take time. In fact, though, each edge in G has
to be considered, if only briefly, to determine whether it is available for use. For
example, in the graph of Figure 8(a) the edge (e, f) is not followed; i.e., TreeSort
does not recur from e to f, because f is already labeled when the algorithm gets
to e. On the other hand, we see that the dashed curve in Figure 9 goes down and up
the edge (a, e)-down for the call to TreeSort at e and back up to report the result
to TreeSort at a.

1. Use the "dashed-line" idea of Figure 2 to give the preorder and postorder listings of the vertices of the tree in
Figure 4(a).
2. Repeat Exercise I for Figure 5(a).
3. Repeat Exercise 1 for Figure 5(b).
4. Give the inorder listing of the vertices of the labeled tree
in Figure 10.

9. (a) Apply the algorithm TreeSort(G, 0, a) to the digraph
G of Figure 11(a). At each choice point in the algorithm, use alphabetical order to choose successors of
the vertex. Draw a dashed curve to show the search
pattern, and show the labels on the vertices, as in
Figure 8(c).
(b) List the steps for part (a) in the less detailed manner
of Example 7(a).
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of Figure IIl(a) and draw a picture that shows the
resulting labels on the vertices.
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5. (a) Use the Preorder algorithm to list the vertices of
the tree T in Figure 3. Give the values of L(w) and
L(u) that the algorithm produces.

C

(b) Repeat part (a) using the Postorder algorithm.

6. List the successors and accessible sets for the graph in
Figure 6(b); use the format of Figure 7.

h

7. (a) Use the Postorder algorithm to list the vertices in
A(N
P;--ur
(R
a
p us

i

t

Pr

a

i

(b) Repeat part (a) using the Preorder algorithm.

(c) Repeat part (a) using the Inorder algorithm.Figure
8. Verify the statements in Example 3.Fiue1

(b)

11 A
A
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10. (a) Repeat Exercise 9(a) for the digraph G of
Figure I1(b).
(b) Repeat Exercise 9(c) for this digraph.
11. Apply TreeSort(G, L, v) to the digraph G in Figure 12
with
(b) v = d, L = {a, b, c}
(a) v = a, L = 0
(c) v = h, L = la, b, c, d, e, f, gI
b
a

C

I

",

-

,

a

7

e

BushSort(digraph, set of vertices, vertex)
(Input: A finite acyclic digraph G, a subset L of V(G)
labeled somehow, and a vertex v E V(G) \ LI
[Labels L U ACC(V) somehow to agree with the
labeling on L}
Label v with ILI + I {when we first come to v}.
Replace L by L U {v}.
for w e succ(v) \ L (successors taken in some order) do
BushSort(G, L, w)
{labels L U ACC(W) somehow)
Replace L by L U ACC(W). U
(a) Apply BushSort(G, 0, a) to label the digraph G in
Figure 14.

4 ih

Figure 12

14. The algorithm TreeSort resembles Postorder in that it
labels each vertex the last time it is visited. Here is an
algorithm BushSort that tries to imitate Preorder.

A
a

12. Use Exercise 1 and algorithm Label to give a sorted
labeling of the digraph in Figure 12.
13. (a) The digraph in Figure 8(a) is redrawn in Figure 13(a)
with different letter names on the vertices. Use the
algorithm Label and the usual alphabetic ordering to
give a sorted labeling of the digraph.
(b) Repeat part (a) using the digraph of Figure 13(b).

Figure 14 A

15. Give a measure of the distance from a base case for the
algorithm LabelTree, and show that the recursive calls at
(Tm, n) in the algorithm are closer to base cases than is
the case (Ta, k) that calls them.

e

16. (a) Give an example of an acyclic digraph without parallel edges that has 4 vertices and 4(4 -1)/2 = 6
edges. How many sorted labelings does your example
have?

(a)

(b) Show that every acyclic digraph without parallel
edges that has n vertices and n(n - 1)/2 edges has
exactly one sorted labeling.

g

h

b

C

a
(b)

Figure 13

7.4

d

(b) Is your labeling in part (a) a sorted labeling for the
digraph? Is it the reverse of a sorted labeling; i.e., do
vertices have smaller numbers than their successors?
Explain.

g

h

b

A

Polish Notation

17. Show that an acyclic digraph without parallel edges that
has n vertices cannot have more than n(n -1)/2 edges.
[Hence Label takes time no more than O(n 2 ) for such
digraphs.]
18. (a) Modify the algorithm Preorder to obtain an algorithm
LeafList that returns a list of the leaves of T, ordered
from left to right.
(b) Illustrate your algorithm LeafList on the tree of
Figure 1.

I

I
Preorder, postorder, and inorder listings give ways to list the vertices of an ordered
rooted tree. If the vertices have labels such as numbers, addition signs, multiplication
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signs, and the like, then the list itself may have a meaningful interpretation. For
instance, using ordinary algebraic notation, the list 4 * 3 2 determines the number 6.
The list 4 + 3 * 2 seems ambiguous; is it the number 14 or 10? Polish notation,
which we describe below, is a method for defining algebraic expressions without
parentheses, using lists obtained from trees. It is important that the lists completely
determine the corresponding labeled trees and their associated expressions. After we
discuss Polish notation, we prove that under quite general conditions the lists do
determine the trees uniquely.
Polish notation can be used to write expressions that involve objects from some
system [of numbers, or matrices, or propositions in the propositional calculus, etc.]
and certain operations on the objects. The operations are usually, but not always,
binary, i.e., ones that combine two objects; or unary, i.e., ones that act on only
one object. Examples of binary operations are +, *, A , and -A. The operationsand c are unary, and the symbol - is used for both a binary operation and a unary
one. The ordered rooted trees that correspond to expressions have leaves labeled by
objects from the system [such as numbers] or by variables representing objects from
the system [such as x]. The other vertices are labeled by the operations.
The algebraic expression

((x - 4)

A2)

* ((y + 2)|3)

is represented by the tree in Figure l(a). This expression uses several familiar binary
operations on R: +, -, *, /, A'. Recall that * represents multiplication and that A
represents exponentiation: a A b means ab. Thus our expression is equivalent to
(3
Note that the tree is an ordered tree; if x and 4 were interchanged, for example, the
tree would represent a different algebraic expression.

Figure 1 0A+

*

A

y

2

x

/\

+

4

y

3

x

2

2

3

A

4

2

(a)

(b)

It is clear that the ordered rooted tree determines the algebraic expression. Note
that the inorder listing of the vertices yields x - 4 A 2 * y + 2 / 3, and this is exactly
the original expression except for the parentheses. Moreover, the parentheses are
crucial, since this expression determines neither the tree nor the original algebraic
expression. This listing could just as well come from the algebraic expression

((x - (4

A2))

* y) + (2 / 3)

whose tree is drawn in Figure l(b). This algebraic expression is equivalent to
(x -16)y + 3, a far cry from

(x-(4)2 (

A2)
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Let us return to our original algebraic expression given by Figure I (a). Preorder
listing yields
* ^-x42/+y23

and postorder listing yields
x4- 2

y2+3

*.

It turns out that each of these listings uniquely determines the tree and hence the original algebraic expression. Thus these expressions are unambiguous without parentheses. This extremely useful observation was made by the Polish logician Lukasiewicz.
The preorder listing is known now as Polish notation or prefix notation. The postorder listing is known as reverse Polish notation or postfix notation. Our usual
algebraic notation, with the necessary parentheses, is known as infix notation.
a
S

*

Consider the compound proposition (p -* q) v (- p). We treat the binary operations
-*
and v as before. However, - is a I-ary or unary operation. We decree that its
child is a right child, since the operation precedes the proposition that it operates on.
The corresponding binary tree in Figure 2(a) can be traversed and listed in all three
ways. The preorder listing is v -+ p q -p, and the postorder listing is p q - p -v.
The inorder list is the original expression without parentheses. Another tree with the
same inorder expression is drawn in Figure 2(b). In this case, as in Example 1, the
preorder and postorder listings determine the tree and hence the original compound
E
proposition.

Figure 2 1>
v

P

q

P

q

p

p

(a)

(b)

As we illustrated in Example 3 on page 289, in general the preorder or postorder list of vertices will not determine a tree, even in the case of a regular binary
tree. More information is needed. It turns out that if we are provided with the level
of each vertex, then the preorder or postorder list determines the tree. We will not
pursue this. It also turns out that if we know how many children each vertex has,
then the tree is determined by its preorder or postorder list.
S

*

We illustrate the last sentence by beginning with the expression
x4-2

Ay2+3/*

in postfix notation. Each vertex *, , -, /, and + represents a binary operation and
so has two children. The other vertices have no children, so we know exactly how
many children each vertex has.
We now recover the tree, but instead of drawing subtrees we'll determine their
corresponding subexpressions. To reconstruct the tree, we recall that in the postorder
listing each vertex is immediately preceded by lists of the ordered subtrees rooted at
its children. Our task is to recognize these subtree lists in the given expression. To
do so, we will borrow the idea of a "stack" from computer science.
Starting from the left, we read x and 4, which have no children of their own.
Let's put them in a stack 4 , which we can write on one line as [x, 4], with the
most recently read entry on the right. Next we read -, which must have two
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children, namely the leaves x and 4. The subtree rooted at -has
postfix listing
x 4-, corresponding to the infix expression x - 4. We replace x 4 -by (x - 4)
to get the modified sequence (x - 4) 2 A y 2 + 3 / *, with (x -4) acting like a
leaf. Then we read 2. It also has no children, so we put it on top of the stack.
At this point we have two unclaimed children in the stack (x24) which we can
write as [(x - 4), 2]. We next read the binary operation A, which has two children, (x -4) and 2, corresponding to the two subtrees hanging from it. We take
these children off the stack and replace them by ((x - 4)2), which becomes an
unclaimed child, and consider the modified sequence ((x - 4)2) y 2 + 3 / *. Now y
and 2 have no children, so we build the stack [((x - 4)2), y, 2]. The next symbol, +, picks up the top, i.e., rightmost, two unclaimed children on the stack,
the leaves y and 2, building the subtree rooted at +, corresponding to (y + 2).
We get the new stack [((x - 4)2), (y + 2)] and corresponding modified sequence
((x - 4)2) (y + 2) 3 / *. Since 3 has no children, we add it to the stack to get
[((x 4)2, (y + 2), 3]. Then / takes (y + 2) and 3 off the stack to give ((Y+ 2 )), corresponding to the subtree rooted at /, and yields the sequence ((x - 4)2) ((y- 2)) *
Finally, * takes the two remaining children off the stack and multiplies them to give
((x - 4 )2)((Y 2)), which is the infix algebraic expression that originally gave rise to
the tree in Example 1. We have recovered the tree and its associated value from its
postfix listing.
We briefly summarize the procedure that we just went through. Starting with
an empty stack, we work from left to right on the input string. When we encounter
a symbol with no children, we add it to the top of the stack. When we encounter
a symbol with children, we take a suitable number of children from the top of the
stack, combine them as instructed by the symbol, and put the result on top of the
stack. When we reach the end, the single element remaining in the stack is the result.
In our example, each symbol with children was a binary operation, so it had two
children; but in general, for example as in Figure 2(a), a symbol might have just one
child or more than two.
We can also describe the tree we construct by giving a table such as the
following:
Vertex

x

Stack

4

-

2

A

y

2

+

3

x

4

-

2

A

y

2

+

x

A

A

/

+

*

Result

/

*

A

Here the stack listed below a vertex is the stack available at the time the vertex
is reached. The children of a vertex can be read from the table. For example, the
children of + are y and 2, and the children of * are A and /. To use such a table,
we need to know how many children each vertex has.
In a hand-held calculator that uses reverse Polish logic, each application of a
binary operation key actually pops the top two entries off a stack, combines them,
and pushes the result back on top of the stack.
V

ZAI:I

The same method works for a compound proposition in reverse Polish notation, but
when we meet the unary operation -, it acts on just the immediately preceding
subexpression. For example, starting with p q -* p q A - V, we get
pq
(p
(p
(p
(p

-

-

pq A - V
q) p q A-V
q)(p A q)-V
q)(-(p A q)) V
q) V(-(p Aq)).

[-just acts on (p A q)]
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The reader can draw a tree representing this compound proposition. Alternatively,
we can pick off the children by working from left to right as in Example 3. The
sequence of stacks is given in the table
Vertex

p

q

Stack

>
q

p

p

q

A

-

V

p

p

q

A

-

Result
V

or, in terms of values of subtrees, in the following more complicated table.
Vertex
Stack

p

q

--*

p

q

p
(p-

q)

p

q

A

-

p

q

(p A q)

(p -q)

(p -q)

p
(p

-*

Result

V
(-(p

A q))

(p-

q) V (-(p

A q))

.q)

(p

q)

Not all strings of operations and symbols lead to meaningful expressions.
Suppose it is alleged that
y+2x*

A4

and

q-pqVA-*

are in reverse Polish notation. The first one is hopeless right away, since + is not
preceded by two expressions. The second one breaks down when we attempt to
decode [i.e., parse] it as in Example 4:
q-

pq VA--

(-q)pq v A
(-q)(p V
((-

-

q) A-*

q) A (p V q))-

Unfortunately, the operation -* has only one subexpression preceding it. We conclude that neither of the strings of symbols given above represents a meaningful
expression.
U
Just as we did with ordinary algebraic expressions in §7.2, we can recursively
define what we mean by well-formed formulas [wff's] for Polish and reverse Polish
notation. We give one example by defining wff's for reverse Polish notation of
algebraic expressions:
(B)

(R)

Numerical constants and variables are wff's.
Iff andg arewff's, so are fg+,fg-,fg*,fg/,

This definition omits the unary
Exercises 21 and 22].

*X-Al

We show that x 2 ^ y -x y

(B). Then x 2

A

is

*

-

and

fg

A

operation, which slightly complicates matters [see

/ is a wff. All the variables and constants are wff's by

a wff by (R). Hence x 2

y

-

is a wff, where we use (R) with

f = x 2 A and g = y. Similarly, x y * is a wff by (R). Finally, the entire expression
is a wff by (R), since it has the form f g /, where f = x 2 A y - and g = x y * . U
We end this section by showing that an expression in Polish or reverse Polish
notation uniquely determines its tree, and hence determines the original expression.
The proof is based on the second algorithm illustrated in Examples 3 and 4.
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Theorem

Let T be a finite ordered rooted tree whose vertices have been listed
by a preorder listing or a postorder listing. Suppose that the number of children of
each vertex is known. Then the tree can be recovered from the listing.

Proof We consider only the case of postorder listing. We are given the postordered
Vl V2 ...
Vn of T and the numbers cl, .c.., cn of children of vl, .v. , v, We'll
show that, for each vertex vm of T, the set C(vm) of children of vm and its order
are uniquely determined.
Consider some vertex vm. Then vm is the root of the subtree Tm consisting of
vm and its descendants. When algorithm Postorder on page 287 lists vm, the subtrees
of Tm have already been listed and their lists immediately precede vm, in the order
determined by the order of C(vm). Moreover, the algorithm does not insert later
entries into the list of Tm, so the list of Tm appears in the complete list VI v2 ..
of T as an unbroken string with vm at the right end.
Since vi has no predecessors, VI is a leaf. Thus C(vl) = 0, and its order is
vacuously determined. Assume inductively that for each k with k < m the set C(vk)
and its order are determined, and consider vm. [We are using the second principle of
induction here on the set {1, 2, . . ., n}.] Then the stack set S(m) = {Vk: k < m} \
U C(Vk) is determined. It consists of the vertices Vk to the left of vm whose parents

list

k<m

are not to the
children of vm
is immediately
farthest to the
children of vm
list Vl V2

left of vm, i.e., the children as yet unclaimed by their parents. The
are the members of S(m) that are in the tree Tm Since the Tm list
to the left of vm, the children of vm are the cm members of S(m)
right. Since S(m) is determined and cm is given, the set C(vm) of
is determined. Moreover, its order is the order of appearance in the

v..

By induction, each ordered set C(vm) of children is determined by the postordered list and the sequence cl, C2, . . ., c. The root of the tree is, of course, the last
U
vertex v,. Thus the complete structure of the ordered rooted tree is determined.

MI

illustrate the proof of the theorem. The list u x y z w v p q s r and sequence 0, 0,
*71:5We
0, 0, 3, 2, 0, 0, 2, 2 give the sets shown in the following table.
Vk

U

S(k)

X

y

z

w

v

p

q

s

r

U

X

Y

z

W

V

p

q

s

U

X

Y

U

V

P

V

U

X

V

U

C(vk)I 0

0

0

0

{xy,zl

{u,w)

0 (vq}
0

{vsl

The ordered sets C(Vk) can be assembled recursively into the tree T of Figure I on
page 287. To see this, it's probably easiest to assemble in the order: C(r), C(v),
U
C(s), C(u), C(w), C(p), C(q), etc.

0 R"T W_
1. Write the algebraic expression given by Figure 1(b) in
reverse Polish and in Polish notation.
2. For the ordered rooted tree in Figure 3(a), write the cor-

responding algebraic expression in reverse Polish notation and also in the usual infix algebraic notation.
3.

(a) For the ordered rooted tree in Figure 3(b), write the
corresponding algebraic expression in Polish notation
and also in the usual infix algebraic notation.

(b) Simplify the algebraic expression obtained in part (a)
and then draw the corresponding tree.
4. Calculate the following expressions given in reverse Polish notation.
(a)33451-*++
(c) 334+5* 1 -+

(b)33 +4+5*1-

5. Calculate the following expressions given in reverse Polish notation.
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13. Repeat Exercise 12 for the following.

/
2

\

pqq

(b)

pq

-*

AA

--

-+

rs v pr V qs

14. Write the following compound propositions in reverse

2

a

(a)-* Ap--

b

Polish notation.

(a)

(a) [(p

-

q) A (q

r)] -*

(p -+ r)

(b) [(p V q) A -p]
q
15. Illustrate the ambiguity of "parenthesis-free infix notation" by writing the following pairs of expressions in
infix notation without parentheses.
(a) (a/b) + c and a/(b + c)

A
a

A
a

b

(b) a + (b3 + c) and (a +
a

b

2

b

2

(b)

Figure 3 A
(a) 63/3 +73 *
(b) 32 ^42 - + 5/2*
6. Calculate the following expressions in Polish notation.
(a) - *3 522
(b) * 3 5 - 2 2
(c) - A *3522
(d) /*2+25 A +342
(e) * + /63 3 - 73
7. Write the following algebraic expressions in reverse Polish notation.
(a) (3x - 4)2
(c) x-x

2

+ x

(b) (a + 2b)/(a -2b)
3

-X

4

8. Write the algebraic expressions in Exercise 7 in Polish
notation.
9. (a) Write the algebraic expressions a(bc) and (ab)c in
reverse Polish notation.
(b) Do the same for a(b + c) and ab + ac.

(c) What do the associative and distributive laws look
like in reverse Polish notation?
- X y * / in
10. Write the expression x y + 2 A X y2A
the usual infix algebraic notation and simplify.
11. Consider the compound proposition represented by
Figure 2(b).
(a) Write the proposition in the usual infix notation [with
parentheses].
(b) Write the proposition in reverse Polish and in Polish
notation.
12. The following compound propositions are given in Polish notation. Draw the corresponding rooted trees, and
rewrite the expressions in the usual infix notation.
(a) 4 -AA-p-q V pq
(b) - Apq- - p-q
[These are laws from Table I on page 62.]

b)

3

+ C

16. Use the recursive definition for wff's for reverse Polish
notation to show that the following are wff's.
(a) 3x2 A*
(b) x y + 1x / 1 y / + *
(c) 4 x 2 A y Z+ 2 A / 17. (a) Define wff's for Polish notation for algebraic
expressions.
(b) Use the definition in part (a) to show that
A +x/4x2 is a wff.
18. Let SI = xi 2A and Sn+1 = Sn Xn+l 2 A + for
Here x1, x2, ... represent variables.

n >

1.

(a) Show that each Sn is a wff for reverse Polish notation. Suggestion: Use induction.
(b) What does Sn look like in the usual infix notation?
19. (a) Define wff's for reverse Polish notation for the prop-

ositional calculus; see the definition just before
Example 6.
(b) Use the definition in part (a) to show that
pq-

A-pq--*

V is

a wff.

(c) Define wff's for Polish notation for the propositional
calculus.
(d) Use the definition in part (c) to show that
V- A p-q -* p- q is a wff.
20. (a) Draw the tree with postorder vertex sequence
s t v y r z w u x q and number of children sequence
0, 0, 0, 2, 2, 0, 0, 0, 2, 3.
(b) Is there a tree with s t v y r z w u x q as preorder vertex sequence and number of children sequence 0, 0,
0, 2, 2, 0, 0, 0, 2, 3? Explain.
21. Explain why a hand-held calculator needs different keys
for the operation that takes x to -x and the one that
takes (x, y) to x - y.
22. Let

E

be the unary negation operation that takes x to -x.

(a) Give the infix expression corresponding to the reverse
Polish expression 4 x y + - z EG* EG.
(b) How many children does each E9node have in the

corresponding tree, and where are they located?

7.5

Weighted Trees

I

I
A weighted tree is a finite rooted tree in which each leaf is assigned a nonnegative
real number, called the weight of the leaf. In this section we discuss general weighted
trees, and we give applications to prefix codes and sorted lists.
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To establish some notation, we assume that our weighted tree T has t leaves,
whose weights are WI, w2, ... , wt. We lose no generality if we also assume that
WI < W2 < ... < wt. It will be convenient to label the leaves by their weights, and
we will often refer to a leaf by referring to its weight. Let 11, 12, ... ,1, denote the
corresponding level numbers of the leaves, so li is the length of the path from the
root to the leaf wi. The weight of the tree T is the number
W(T)

Wli

-

in which the weights of the leaves are multiplied by their level numbers.

RR

(a) The six leaves of the weighted tree in Figure 1(a) have weights 2, 4, 6, 7, 7,
and 9. Thus wI = 2, W2 = 4, w3 = 6, W4 = 7, W5 = 7, and w6 = 9. There
are two leaves labeled 7, and it does not matter which we regard as W4 and
which we regard as W5. For definiteness, we let W4 represent the leaf labeled
7 at level 2. Then the level numbers are 11 = 3,12 = 1, 13 = 3,14 = 2,15 = 1,
and 16 = 2. Hence
6

w li = 2 3 + 4. 1 + 6 3 + 7 2 +-7-

W(T) =

.

.

1+ 9 2
.

67.

Iil

Figure 1 I.

7

2

6

4

7

(a)

7

2

4

(b)

2

(c)

(b) The same six weights can be placed on a binary tree, as in Figure 1(b) for
instance. Now the level numbers are 11 = 3, 12 = 3, 13 = 2, 14 = 15 = 3, and
16 = 2, so
W(T) = 2

.3

+ 4. 3 + 6. 2 + 7

.3

+ 7

.3

+ 9 2 = 90.

(c) Figure l(c) shows another binary tree with these weights. Its weight is
W(T) = 2 . 4 + 4 . 4 + 6. 3 + 7 . 2 + 7 . 2 + 9 . 2 = 88.
The total weight is less than that in part (b), because the heavier leaves are
near the root and the lighter ones are farther away. Later in this section we will
discuss an algorithm for obtaining a binary tree with minimum weight for any
specified sequence of weights WI, W2, ... , Wt.
(d) As noted in part (c), we are often interested in binary trees with minimum
weight. If we omit the binary requirement and allow many weights near the
root, as in part (a), then we can get the lowest possible weight by placing all
the weights on leaves at level 1 so that W(T) =
wi. For weights 2, 4, 6,
7, 7, and 9, this gives a tree of weight 35. Such weighted trees are boring, and
they won't help us solve any interesting problems.
i
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(a) As we will explain later in this section, certain sets of binary numbers can serve
as codes. One such set is {00, 01, 100, 1010, 1011, 111. These numbers are
the labels of the leaves in the binary tree of Figure 2(a), in which the nodes
are labeled as in Example 8 on page 250. This set could serve as a code for
the letters in an alphabet E that has six letters. Suppose that we know how
frequently each letter in E is used in sending messages. In Figure 2(b) we have
placed a weight at each leaf that signifies the percentage of code symbols using
that leaf. For example, the letter coded 00 appears 25 percent of the time, the
letter coded 1010 appears 20 percent of the time, etc. Since the length of each
code symbol as a word in 0's and l's is exactly its level in the binary tree,
the average length of a code message using 100 letters from E will just be the
weight of the weighted tree, in this case
25 .2 + 10 2 + 10. 3 + 20.44-+ 15 4 + 20 2

=

280.

This weight measures the efficiency of the code. As we will see in Example 7,
there are more efficient codes for this example, i.e., for the set of frequencies
10, 10, 15, 20, 20, 25.

Figure 2 Io

1010
(a)

1011

20

15

(b)

(b) Instead of standing for letters in the alphabet A, the code words in part (a) can be
thought of as addresses for the leaves in the binary search tree in Figure 2(a).
Suppose that the time it takes to reach a leaf and look up the record stored
there is proportional to the number of decision [branch] nodes on the path
to the leaf. Then, to minimize the average lookup time, the most frequently
looked up records should be placed at leaves near the root, with the less popular ones farther away. If the weights in Figure 2(b) show the percentages of
hookups of records in the corresponding locations, then the average lookup time
is proportional to the weight of the weighted tree.
U

h K*

ET

Consider a collection of sorted lists, say L t, L 2 ,. . ., L,. For example, each Li could
be an alphabetically sorted mailing list of clients or a pile of exam papers arranged
in increasing order of grades. To illustrate the ideas involved, let's suppose that each
list is a set of real numbers arranged by the usual order < . Suppose that we can
merge lists together two at a time to produce new lists. Our problem is to determine
how to merge the n lists most efficiently to produce a single sorted list.
Two lists are merged by comparing the first numbers of both lists and selecting
the smaller of the two [either one if they are equal]. The selected number is removed
and becomes the first member of the merged list, and the process is repeated for the
two lists that remain. The next number selected is placed second on the merged list,
and so on. The process ends when one of the remaining lists is empty.
For instance, to merge 4, 8, 9 and 3, 6, 10, 11: compare 3 and 4, choose 3,
and reduce to lists 4, 8, 9 and 6, 10, 11; compare 4 and 6, choose 4, and reduce
to 8, 9 and 6, 10, 11; compare 8 and 6, choose 6, and reduce to 8, 9 and 10, 11;
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compare 8 and 10, choose 8, and reduce to 9 and 10, 11; compare 9 and 10, choose
9, and reduce to the empty list and 10, 11; choose 10, then 11. The merged list
is 3, 4, 6, 8, 9, 10, 11. In this example five comparisons were required. If the lists
contain j and k elements, respectively, then in general the process must end after
j + k - 1 or fewer comparisons. The goal is to merge LI, L2, . . , L, by repeated
two-list merges while minimizing the worst-case number of comparisons involved.
Figure 3 *L3b

I

L3 U L5
2L

L5
L2

UL 3, UL
U

L,

5

L, U L 2 U L3 U L4 U L5

3
L, U L4

L4

Suppose, for example, that we have five lists LI, L2, L3 , L4 , and L 5 with 15,
22, 31, 34, and 42 items and suppose that they are merged as indicated in Figure 3.
There are four merges, indicated by the circled numbers. The first merge involves
at most IL31 + IL5 1 -1 = 72 comparisons. The second merge involves at most
IL21 + IL31 + IL5 - 1
94 comparisons. The third and fourth merges involve
at most ILII + IL 4!-1 = 48 and ILII + IL2 1 + IL3 1 + IL4 1 + IL5! - 1 = 143
comparisons. The entire process involves at most 357 comparisons. This number
isn't very illuminating by itself, but note that
357 = 2

ILI ± 2 -L

2 1+

3 -L

3 1+

2 -L

4 1+

3 -L

5 1 -4.

This is just 4 less than the weight of the tree in Figure 4. Note the intimate connection
between Figures 3 and 4. No matter how we merge the five lists in pairs, there will
be four merges. A computation like the one above shows that the merge will involve
at most W(T) - 4 comparisons, where T is the tree corresponding to the merge. So
finding a merge that minimizes the worst-case number of comparisons is equivalent
to finding a binary tree with weights 15, 22, 31, 34, and 42 having minimal weight.
We return to this problem in Example 8.
Figure 4 l

I

31

[j

42

The merging of n lists in pairs involves n - 1 merges. In general, a merge of
n lists will involve at most W(T) - (n - 1) comparisons, where T is the weighted
tree corresponding to the merge.

L

Examples 2 and 3 suggest the following general problem. We are given a list
L = (wI, ... , wt) of at least two nonnegative numbers, and we want to construct

a binary weighted tree T with the members of L as weights so that W(T) is as
small as possible. We call such a tree T an optimal binary tree for the weights
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wl, .. , wt. The following recursive algorithm solves the problem by producing an
optimal binary tree T(L).

Huffman(list)
{Input: A list L = (wl,.

t) of nonnegative numbers, t > 2}
{Output: An optimal binary tree T(L) for LI
if t = 2 then
Let T(L) be a tree with 2 leaves, of weights wl and w2.
else
Find the two smallest members of L, say u and v.
Let L' be the list obtained from L by removing u and v and
inserting u + v.
Recur to L' and form T(L) from Huffman(L') by replacing a
leaf of weight u + v in Huffman(L') by a subtree with two leaves,
of weights u and v.
return T(L)
U

This algorithm ultimately reduces the problem to the base case of finding
optimal binary trees with two leaves, which is trivial to solve. We will show shortly
that Huffman's algorithm always produces an optimal binary tree. First we look at
some examples of how it works, and we apply the algorithm to the problems that
originally motivated our looking at optimal trees.
A

*

A

Consider weights 2, 4, 6, 7, 7, and 9. First the algorithm repeatedly combines the
smallest two weights to obtain shorter and shorter weight sequences. Here is the
recursive chain:
Huffman(2, 4, 6, 7, 7, 9) replaces 2 and 4 by 2 + 4 and calls for
Huffman(6, 6, 7, 7, 9) which replaces 6 and 6 by 12 and calls for
Huffman(7, 7, 9, 12) which calls for
Huffman(9, 12, 14) which calls for
Huffman(14, 21) which builds the first tree in Figure 5.

Figure 5 1p

14

21

14

9

7

9

12

7

7

9

12

7

6

6

Is

2

4

Now each of the previous recursive calls constructs its tree and passes it back
up the calling chain. Figure 5 shows the full sequence of trees Huffman(14, 21),
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Huffman(9, 12, 14), ... , Huffman(2, 4, 6, 7, 7, 9). For example, we get the third tree
Huffman(7, 7, 9, 12) from the second tree Huffman(9, 12, 14) by replacing the leaf
of weight 14 = 7 + 7 with a subtree with two leaves of weight 7 each. The final
weighted tree is essentially the tree drawn in Figure 1(c), which must be an optimal
binary tree. As noted in Example 1(c), it has weight 88.
U

MRTTTM:14

Let's find an optimal binary tree with weights 2, 3, 5, 7, 10, 13, and 19. We repeatedly
combine the smallest two weights to obtain the weight sequences
2,3,5, 7,10, 13, 19
--

5,5, 7,10,13,19

7, 10,10,13, 19

10, 13,17,19

-*

17, 19, 23

-*

23, 36.

Then we use Huffman's algorithm to build the optimal binary trees in Figure 6. After
the fourth tree is obtained, either leaf of weight 10 could have been replaced by the
subtree with weights 5 and 5. Thus the last two trees also could have been as drawn
in Figure 7. Either way, the final tree has weight 150 [Exercise 2]. Note that the
optimal tree is by no means unique; the one in Figure 6 has height 4, while the one
in Figure 7 has height 5.
U

Figure 6

l'

23

23

36

7

17

10

5

5

10

19

7

10

13

2

17

19

3

We will show later that Huffman's algorithm always works. First, though, we
look at how it applies to our motivating examples, starting with codes using binary
numbers. To avoid ambiguity, we must impose some restrictions; for example, a
code should not use all three of 10, 01, and 0110, since a string such as 011010
would be ambiguous. If we think of strings of O's and l's as labels for vertices in
a binary tree, then each label gives instructions for finding its vertex from the root:
go left on 0, right on 1. Motivated in part by the search tree in Example 2(b), we
impose the condition that no code symbol can be the initial string of another code
symbol. Thus, for instance, 01 and 0110 cannot both be code symbols. In terms of
the binary tree, this condition means that no vertex labeled with a symbol can lie
below another such vertex in the tree. We also impose one more condition on the
code: The binary tree whose leaves are labeled by the code words must be regular so
that every nonleaf has two children. A code meeting these two conditions is called

a prefix code.
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Figure 7 I

7

Is

5

2

5

3

The set 100, 01, 100, 1010, 1011, 11} is a prefix code. It is the set of leaves for
the labeled binary tree in Figure 2(a), which we have redrawn in Figure 8(a) with
all vertices but the root labeled. Every string of O's and l's of length 4 begins with
one of these code symbols, since every path of length 4 from the root in the full
binary tree in Figure 8(b) runs into one of the code vertices. This means that we can
attempt to decode any string of O's and l's by proceeding from left to right in the
string, finding the first substring that is a code symbol, then the next substring after
that, etc. This procedure either uses up the whole string or it leaves at most three
O's and l's undecoded at the end.

Figure 8

F

l

(a)

(b)

For example, consider the string
11101011011000100111110010.
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We visit vertex 1, then vertex 11. Since vertex 11 is a leaf, we record 11 and return to
the root. We next visit vertices 1, 10, 101, and 1010. Since 1010 is a leaf, we record
1010 and return again to the root. Proceeding in this way, we obtain the sequence
of code symbols
11,

1010,

11,

01,

100,

01,

00,

11,

11,

100

STOP

and have 10 left over. This scheme for decoding arbitrary strings of O's and l's
will work for any code with the property that every path from the root in a full
binary tree runs into a unique code vertex. Prefix codes have this property by their
definition.
0
(a) We now solve the problem suggested by Example 2(a); that is, we find a prefix
code for the set of frequencies 10, 10, 15, 20, 20, and 25 that is as efficient as
possible. We want to minimize the average length of a code message using 100
letters from E. Thus all we need is an optimal binary tree for these weights.
Using the procedure illustrated in Examples 4 and 5, we obtain the weighted
tree in Figure 9(a). We label this tree with binary digits in Figure 9(b). Then
{00, 01, 10, 110, 1110, 1111} will be a most efficient code for E, provided we
match the letters of E to code symbols so that the frequencies of the letters
are given by Figure 9(a). With this code, the average length of a code message
using 100 letters from E is

A

20 . 2 + 20 . 2 + 25. 2 + 15 . 3 + 10 . 4 + 10 . 4 = 255,
an improvement over the average length 280 obtained in Example 2.
(b) The solution we have just obtained also gives a most efficient binary search
tree for looking up records whose lookup frequencies are 10, 10, 15, 20, 20,
and 25 as in Example 2(b).
U

Figure 9

Io

r

10
(a)

--

*

1110

10

1111

(b)

We complete the discussion on sorted lists begun in Example 3. There we saw
that we needed an optimal binary tree with weights 15, 22, 31, 34, and 42. Using
the procedure in Examples 4 and 5, we obtain the tree in Figure 10. This tree has
weight 325. The corresponding merge in pairs given in Figure 11 will require at
most 325 - 4 = 321 comparisons.
E
To show that Huffman's algorithm works, we first prove a lemma that tells
us that in optimal binary trees the heavy leaves are near the root. The lemma and
its corollary are quite straightforward if all the weights are distinct [Exercise 14].
However, we need the more general case. Even if we begin with distinct weights,
Huffman's algorithm may lead to the case where the weights are not all distinct, as
occurred in Example 5.
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Figure 10 *
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Lemma Let T be an optimal binary tree for weights WI, W2 .
1, 2, . . ., t, let li denote the level of wi. If wj < Wk, then ij > Ik

wt. For i

=

Proof Assume that wj

< Wk and ij < ik for some j and k. Let T' be the tree
obtained by interchanging the weights wj and Wk. In calculating W(T), the leaves
WI and Wk contribute wjlj + Wklk, while in calculating W(T'), they contribute
Wjlk + Wklj. Since the other leaves contribute the same to both W(T) and W(T'),
we have

W(T)

-

W(T')

=

Wjlj + Wklk-

Wjlk

-

Wklj = (Wk

-

Wj)(lk -

1j) >

0.

Hence W(T') < W(T) and T is not an optimal binary tree, contrary to our
hypothesis.
U

Corollary Suppose that 0 < WI < W2 <
< wt. There is an optimal binary
tree T for which the two smallest weights WI and w 2 are both at the lowest level 1,
i.e., farthest from the root.
Proof There are at least two leaves at the lowest level, say wj and

Wk. If wI < Wj,
then 11 > Ij = I by the lemma, so 11 = I and WI is at level 1. If wI = wj, then
conceivably 11 < Ij, but we can interchange wi and wj without changing the total
weight of T. Similarly, by interchanging w2 and Wk if necessary, we may suppose
that w2 also is at level 1.

The following result shows that Huffman's algorithm works.
Theorem Suppose that 0 < wl < W2 < ... < wt. Let T' be an optimal binary
tree with weights WI + W2, W3, . . ., Wt, and let T be the weighted binary tree obtained
from T' by replacing a leaf of weight wI + W2 by a subtree with two leaves having
weights wI and W2. Then T is an optimal binary tree with weights w , W2, -.. , wt.
Proof Since there are only finitely many binary trees with t leaves, there must
be an optimal binary tree To with weights WI, w2, . . , wt. Our task is to show that
W(T) = W(To). By the corollary of the lemma, we may suppose that the weights
WI and W2 for To are at the same level. The total weight of To won't change if
weights at the same level are interchanged. Thus we may assume that wi and w2
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are children of the same parent p. These three vertices form a little subtree Tp with
p as root.
WI obtained from To
Now let To be the tree with weights WI + W2, W3 .
by replacing the subtree Tp by a leaf Ti of weight WI + w2. Let I be the level
of the vertex p, and observe that in calculating W(TO) the subtree Tp contributes
w1 (l + 1) + W2(l + 1), while in calculating W(To) the vertex 75 with weight WI + w2
contributes (WI + W2)1. Thus
W(TO) = W(To) +

WI

+ W2.

The same argument shows that
W(T) = W(T') + WI +
Since T' is optimal for the weights WI +
W (To), so
W(T) = W(T') + WI +

W2,

W2.

W3, .W.

, wt.

we have W(T') <

W2 < W(T1) + WI + W2 = W(To).

Of course, W(To) < W(T), since To is optimal for the weights WI, W2, . . ., wI,, so
W(T) = W(To), as desired. That is, T is an optimal binary tree with weights wI,
W2, ..

Wt1 .

Huffman's algorithm, applied to the list L = (WI, w2.
Wt), leads recursively to t - 1 choices of parents in T(L). Each choice requires a search for
the two smallest members of the current list, which can be done in time 0(t)
by just running through the list. Thus the total operation of the algorithm takes
time 0(t2 ).
There are at least two ways to speed up the algorithm. It is possible to find the
two smallest members in time 0 (log 2 t), using a binary tree as a data structure for the
list L. Alternatively, there are algorithms that can initially sort L into nondecreasing
order in time 0 (t 1og 2 t). Then the smallest elements are simply the first two on the
list, and after we remove them we can maintain the nondecreasing order on the new
list by inserting their sum at the appropriate place, just as we did in Examples 4
and 5. The correct insertion point can be found in time 0(log2 t), so this scheme,
too, works in time 0(t log 2 t).
Minimum-weight prefix codes, called Huffman codes, are of considerable practical interest because of their applications to efficient data transmission or encoding
and to the design of search tree data structures, as described in Examples 2(a) and (b).
In both of these settings the actual frequencies of message symbols or record lookups
are determined by experience and may change over time. In the search tree setting,
the number of code symbols may even change as records are added or deleted.
The problem of dynamically modifying a Huffman code to reflect changing circumstances is challenging and interesting, but unfortunately beyond the scope of
this book.

1. (a) Calculate the weights of all the trees in Figure 5.
(b) Calculate the weights of all the trees in Figure 6.

2. Calculate and compare the weights of the two trees in
Figures 6 and 7 with weights 2, 3, 5, 7, 10, 13, and 19.
3. Construct an optimal binary tree for the following sets of
weights and compute the weight of the optimal tree.

4. Find an optimal binary tree for the weights 10, 10,
15, 20, 20, and 25 and compare your answer with

Figure 9(a).
5. Which of the following sets of sequences are prefix
codes? If the set is a prefix code, construct a binary
tree whose leaves represent this binary code. Otherwise,
explain why the set is not a prefix code.

(a) 1,3,4,6,9, 131

(b) {1, 3, 5, 6,10, 13, 161}b

(a) (000, 001, 01, 10, 11I
0,0,11,11 11

(c) {2, 4, 5, 8, 13, 15, 18, 25)110,

(b) (00, 01,

(d) {1, 1, 2, 3, 5, 8, 13, 21, 34)

(c) (00, 0100, 0101, 011, 100, 101, III

101, 01II
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6. Here is a prefix code: {00, 010, 0110, 0111, 10, 11.
(a) Construct a binary tree whose leaves represent this
binary code.
(b) Decode the string

(b)

L,

L4 >

>

I

L,

3 UUL4

L13

>

001000011001000100111110110

if 00=A, l0=D, II=E,010=H,O110=M,
and 0111 represents the apostrophe '. You will obtain
the very short poem titled "Fleas."
(c) Decode 0 1 0 1 1 0 1 1 0 0 0 1 0 1 1 0 1 1 0 1 1 0

112

(c)

L,
>

(d) Decode the following soap opera. 1 0 0 0 1 0 0 1 0 0

7. Suppose we are given an alphabet E of seven letters a,
b, c, d, e, f and g with the following frequencies per
100 letters: a-11, b-20, c-4, d-22, e-14, f-8, and
g-2 1.
(a) Design an optimal binary prefix code for this
alphabet.
(b) What is the average length of a code message using
100 letters from E?
8. Repeat Exercise 7 for the frequencies a-25, b-2, c-15,
d-10, e-38, f-4, and g-6.
9. (a) Show that the code {000, 001, 10, 110, 1111 satisfies
all the requirements of a prefix code, except that the
corresponding binary tree is not regular.
(b) Show that some strings of binary digits are meaningless for this code.
(c) Show that {00, 01, 10, 110, 111} is a prefix code, and
compare its binary tree with that of part (a).
10. Repeat Exercise 7 for the frequencies a-31, d-31, e-12,
h-6, and m-20.
11. Let LI, L2, L3 , and L4 be sorted lists having 23, 31, 61
and 73 elements, respectively. How many comparisons at
most are needed if the lists are merged as indicated?
(a)

L,
L2,
13

L, U L 2 UL3 U L4
>

L2UL 3 U L4

1>
3 U L4
L14

.6

-

S

L, U L2

112\
L3

11 0 0 0 1 0.
0 1 0 0 1 1 0 0 0 1 0 0 0 0 1 1 0. 0 1 0 1 1 0 1 1 0
0 0 1 0 1 1 0 1 1 0 0 0 0 1 1 0 0 0 1 0. 0 1 1 0 0 0
0 1 1 0 0 0 1 0 1 1 1 0 0 0 1 0 1 0 1 1 0 0 1 0.

LU>2 UL 3 UL 4

PL,

>

L3 U

U L2 U L3 U L4

/,

114/

(d)
L4 >

LI U L4

L2

L, UL 2 UL 3 UL 4
1>L2
U L3/

(e) How should the four lists be merged so that the total
number of comparisons is a minimum? It is not
sufficient simply to examine parts (a)-(d), since there
are other ways to merge the lists.
12. Let LI, L2 , L3 , L 4 , L 5, and L 6 be sorted lists having 5,
6, 9, 22, 29, and 34 elements, respectively.
(a) Show how the six lists should be merged so that
the total number of comparisons can be kept to a
minimum.
(b) How many comparisons might be needed in your
procedure?
13. Repeat Exercise 12 for seven lists having 2, 5, 8, 12, 16,
22, and 24 elements, respectively.
14. Let T be an optimal binary tree whose weights satisfy
Wi < W2 < ...
< Wt. Show that the corresponding level
numbers satisfy ii > 12 > 13 > ... > it.
15. Look at Exercise 1 again, and note that, whenever a
vertex of weight wl + w2 in a tree T' is replaced by
a subtree with weights w, and w2, then the weight
increases by w1 + W2. That is, the new tree T has
weight W(T') + w, + w2, just as in the proof of the
theorem.

0

For suggestions on how to use this material, see the highlights at the end of Chapter 1.

CONCEPTS AND NOTATION
recursive definition of a set, of a function
basis, recursive clause
uniquely determined
wff for algebra, for reverse Polish notation
recursive algorithm
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base case
input obtained from other inputs
preorder, postorder, inorder listing
sorted labeling of a rooted tree, of an acyclic digraph
SUCC(V), ACC(V)

Polish, reverse Polish, infix notation
binary, unary operation
weighted tree [weights at leaves], weight of a tree
optimal binary tree
merge of lists
prefix code
Huffman code = minimum-weight prefix code

FACTS
The classes of finite trees and finite rooted trees can be defined recursively.
Recursive algorithms can test membership in sets defined recursively
and compute values of functions defined recursively.
Generalized Principle of Induction
Verification Conditions for Recursive Algorithms
An ordered rooted tree cannot always be recovered from its preorder,
inorder, or postorder listing.
But it can be recovered from its preorder or postorder listing given knowledge
of how many children each vertex has.

METHODS AND ALGORITHMS
Depth-first search to traverse a rooted tree.
Preorder, Postorder and Inorder to list vertices of an ordered rooted tree.
Method of charges for estimating running time of an algorithm.
LabelTree to give a sorted labeling of a rooted tree.
TreeSort and Label to give a sorted labeling of an acyclic digraph

in time O(IV(G)I + IE(G)I).
Use of binary weighted trees to determine efficient merging patterns and
efficient prefix codes.
Huffman's algorithm to find an optimal binary tree with given weights.

S4

1.

IL"I;4.

(a) Find the value of the expression
given in reverse Polish notation.

1 2 + 3 4 * 5-*

3. The sketch shows a rooted tree ordered from left to right.

(b) Draw the tree associated with this expression.
2. Let
(B)
(R)

= {a, bl. Recursively define the subset S of E* by
The empty word X is in S.
If w E S, then awb E S and bwa E S.

(a) Which of the following words are in S?

A, aa, aba, abba, bbaa, baba, abbb, babbaba
(b) What can you say about the lengths of words in S?
Explain.
(c) Is abbaab in S? Explain.
(d) How are the numbers of a's and b's related for
words in S. Explain.

(a) Put labels on the tree as the algorithm LABELTREE
would assign them, starting at 1.
(b) Give the preorder listing of the vertices of the tree.
4. (a) Draw an optimal binary tree for the list
L = (3,3,4,5,6, 8).
(b) What is the weight of the optimal tree for this list?
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5. Suppose that a formula has reverse Polish notation
2 3 + 4 7 + * 9 5 8 * + /. Write the formula in Polish
notation, and evaluate the formula to get a number.
6. Consider the following tree.

Write a recursive algorithm SUMT(integer) that
returns the ordered pair
(sUM7 (n), SuM (n)) = (suM(n). n!)
for input n in H.
12. Verify that the algorithm Label on page 296 performs as
claimed and that Label(G, 0) produces a sorted labeling
of a finite acyclic digraph G.
13. Let E = la, b}, and let B be the subset of E* defined
recursively as follows:
(B)
(R)

(a) Is this a binary tree? a regular binary tree? a full
binary tree?
(b) What is the height of the tree?
(c) How many leaves are at level 2?
(d) Give the postorder listing of the vertices of the tree.
(e) Give the inorder listing of the vertices of the tree.
(f) The rooted tree is a digraph with arrows pointing
downward. Label the vertices so that if (a, b) is an
edge, then L(a) < L(b).
7. Suppose that we want to encode messages using the letters C, E, L, S, U and Y with frequencies proportional
to 7, 31, 20, 24, 12, and 6, respectively, by converting
each letter to a binary word.
(a) Draw a tree that shows the most efficient encoding
for these letters.
(b) Encode the message CLUE with the efficient
encoding.
8. Let Li, L2 , L3 , L4 , L 5 , and L6 be sorted lists having 3,
5, 7, 8, 14, and 20 elements, respectively.
(a) Show how the lists should be merged so that the total
number of comparisons can be kept to a minimum.
(b) How many comparisons might be needed in your
procedure?
9. Let la, b}* be the set of all strings of a's and b's. Recursively define the subset S of (a, bl* by
(B)
(R)

The empty string and b are in S;
If w and u are strings in S, then awa and wu
are in S.

Show that every member of S contains an even number
of a's.
10. (a) Give a recursive definition of wff's in Polish notation
for algebraic expressions.
(b) Using your definition from part (a), which of the following are wff's?
* + *3x I * 2x
+ -*3x2 *5x4
*3x
+ 2 * 5x
(c) For each of the expressions in part (b) that is a wff,
write the expression in ordinary algebraic notation
with parentheses and also in reverse Polish notation.
11. SUMAlgorithm on page 153 uses a while loop and an
auxiliary variable FACT to compute sUM(n) =-

The empty word X is in B;
If w is in B, then aw and wb are in B.

(a) List seven members of B.
(b) List three words in E* that are not in B.
(c) Give a simple description of all the words in B.
(d) Is this recursive definition uniquely determined?
14. Suppose that we are given an alphabet E of six letters a,
b, c, d, e, and f with the following frequences per 100
letters: a-30, b-4, c-20, d-5, e-33, and f-8.
(a) Design an optimal binary prefix code for the
alphabet.
(b) What is the average length of a code message using
100 letters from X?
(c) Use your code to encode Dead Beef Cafe.
15. The following recursive algorithm ALGO accepts as
input a positive integer n.
ALGO(n)
if n = I then

return 17
else
return 3*ALGO(n - I)
(a) What value does ALGO return if n = 4?
(b) What value does ALGO return for a general positive
integer n?
(c) Give a careful, complete verification of your statement in part (b).
(d) How would your answer to part (b) change if n-I
were replaced by n - 2 in the recursive call?
16. (a) Consider the postorder listing L P M N R Q E D C
B G H T J K F A. The table below shows the number of children of each entry on the list. Reconstruct
the tree.
Vertex

L

P

M

N

R

Q

E

D

C|

Children

O

O

0

0

2

0

4

0

I

Vertex

B

G

H

T

J

K

F

A

Children

I

0 0

0

3 | 2 | 3

(b) A computer program to reconstruct the tree would
use a stack. Vertically list the elements of the stack
just after the element R has been added to the top.
Also vertically list the elements of the stack just after
the element G has been added to the top.
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17. Let E = {a, b, c}, and let B be the subset of E* defined
recursively as follows:
(B)
(R)

The empty word X is in B;
If w is in B, then awb and cwa are in B.

(a) List six members of B.
(b) Prove carefully that length(w) is even for all w

E

B.

(c) Does every word of even length belong to B?
Explain.
(d) Is this recursive definition uniquely determined?
18. Let

E

= {a, b), and define a subset S of E* as follows:

(B)
(R)

The empty word A is in S.
If wI, w2 E S, then aw1b, bw1a and W1W2
are in S.

For this exercise, let's say a word is "balanced" if it has
the same number of a's as b's. Then clearly every word
in S is balanced. Show that every balanced word is
in S.
19. The recursive algorithm LabelTree puts labels on the
vertices of a rooted tree so that parents have larger labels
than their children. Can you think of a nonrecursive
algorithm to do the same job?
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Digraphs
This chapter is devoted to directed graphs, which were introduced in Chapter 3. The
first section is primarily concerned with acyclic digraphs. It contains an account of
sorted labelings that is independent of the treatment in Chapter 7, and it includes a
digraph version of Euler's theorem. The remainder of the chapter deals with weighted
digraphs, the primary focus being on paths of smallest weight between pairs of
vertices. Section 8.2 introduces weighted digraphs and also contains a discussion of
scheduling networks, in which the important paths are the ones of largest weight.
Although this chapter contains a few references to sorted labelings and to §7.3, it
can be read independently of Chapter 7.

8.1

Digraphs Revisited
We first looked at directed graphs, i.e., digraphs, in Chapter 3, where we linked them
to matrices and relations. Later, in §6.4, we pointed out the natural way to turn a
rooted tree into a digraph by making its edges all lead away from the root. Although
trees will come up again in this chapter, the questions we ask now will have quite
a different flavor from those we considered in Chapter 6.
Imagine a large and complicated digraph. One example could be a diagram
whose vertices represent possible states a processor can be in, with an edge from
state s to state t in case the processor can change from s to t in response to some input.
Another example could be a complicated street map, perhaps with some one-way
streets, in which vertices correspond to intersections, and we view a two-way street as
a pair of edges, one in each direction. We can ask a variety of interesting questions.
Are there vertices, for example, processor states or weird dead-end intersections,
that have no edges leading away from them? If there are, how can we locate at
least one of them'? Can we get from every vertex to every other vertex by following
directed paths? If not, what vertices can we get to from a given v? If there is a cost
associated with each edge, how can we find paths of minimum cost? In this chapter
we'll explore these and other questions about digraphs and will consider several
interesting applications. To begin with, we need to collect some basic facts.
As we saw in the undirected case, cycles in paths are redundant.
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Theorem I

If u and v are different vertices of a digraph G, and if there is a path
in G from u to v, then there is an acyclic path from u to v.
The proof is exactly the same as that of Theorem 1 on page 227. The only
difference now is that the edges of the paths are directed.

Corollary I

If there is a closed path from v to v, then there is a cycle from

v to v.

Proof If there is an edge e of the graph from v to itself, then the one-element
sequence e is a cycle from v to v. Otherwise, there is a closed path from v to
v having the form v x2 ... XvV, where xn 7&v. Then, by Theorem 1, there is an
acyclic path from v to x,. Tacking on the last edge from xn to v gives the desired
cycle.
U

Corollary 2 A path is acyclic if and only if all its vertices are distinct.
Proof If a path has no repeated vertex, then it is surely acyclic. If a path has
a repeated vertex, then it contains a closed path, so by Corollary 1 it contains a
cycle.
U
Two special kinds of vertices are more interesting for digraphs than they are
for undirected graphs. A vertex that is not an initial vertex of any edge, i.e., one with
no arrows leading away from it, is called a sink. A source is a vertex that is not a
terminal vertex of any edge. We have encountered sources and sinks before, although
we didn't give them these names, when we were looking at sorted labelings in §7.3.
A

In the digraph drawn in Figure 1, the vertices v and y are sinks, while t and z are
sources. This digraph is acyclic. The next theorem shows that it is not an accident
that there is at least one sink and at least one source.
U

Figure 1 No

x

Y

Theorem 2 Every finite acyclic digraph has at least one sink and at least one
source.
We give three proofs for sinks; analogous facts about sources can be verified
by reversing all the arrows. See Exercise 13.

First Proof Since the digraph is acyclic, every path in it is acyclic. Since the
digraph is finite, the path lengths are bounded and there must be a path of largest
length, say VI v2 ... V, Then v, must be a sink. [Of course, if the digraph has no
edges at all, every vertex is a sink.]
U
This proof is short and elegant, but it doesn't tell us how to find v, or any
other sink. Our next argument is constructive.

Second Proof Choose any vertex

Vi. If v, is a sink, we are done. If not, there
is an edge from VI to some V2. If v2 is a sink, we are done. If not, etc. We obtain
in this way a sequence vl, v2, V3, ... such that VI V2 . Vk is a path for each k. As
in the first proof, such paths cannot be arbitrarily long, so at some stage we reach
U
a sink.
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Third Proof Omit this proof unless you have studied §7.3. The algorithm Label
on page 296 provides a sorted labeling for a finite acyclic digraph. This means that
if there is a path from a vertex labeled i to one labeled j, then i > j. In particular,
the vertex with the smallest label cannot be the initial vertex of any edge, so it must
be a sink.
U
We will give an algorithm, based on the construction in the second proof, that
returns a sink when it is applied to a finite acyclic digraph G. The algorithm uses
immediate successor sets succ(v), defined by succ(v) = {u E V(G): there is an
edge from v to u}. These sets also appeared in the algorithm TreeSort on page 293,
which is a subroutine for the algorithm Label mentioned in the third proof above.
Note that a vertex v is a sink if and only if succ(v) is the empty set. These data sets
succ(v) would be supplied in the description of the digraph G when the algorithm
is carried out.

Sink(digraph)
tlnput: A finite acyclic digraph G}
{Output: A sink S of G)
Choose a vertex v in V(G).
Let S := v.
while succ(v) 0 0 do
Choose u in succ(v).
Let S := u.
Let v := u.
return S U
(a) Consider the acyclic digraph G shown in Figure 1. The immediate successor
sets are succ(t) = {u, w, x}, succ(u) = {v}, succ(v) = 0, succ(w) = {y},
succ(x) = (y), succ(y) = 0, and succ(z) = jw}. One possible sequence of
choices using the algorithm Sink on G is t, w, y. Others starting with t are t,
x, y and t, u, v. A different first choice could lead to z, w, y. We could even
get lucky and choose a sink the first time. In any case Sink(G) is either v or y.
(b) There is only one sink, v, in the digraph sketched in Figure 2. The immediate
successor sets are succ(vk) = {vk+lI for 1 < k < n - 1. If algorithm Sink
started with vertex v,, it would take n - 1 passes through the while loop
before reaching the sink v,.
U
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The time Sink takes is proportional to the number of vertices it chooses before
it gets to a sink, so for a digraph with n vertices the algorithm runs in time 0(n).
If a digraph with n vertices can have its vertices numbered from 1 to n in such
a way that i > j whenever there is a path from vertex i to vertex j, then such a
labeling of its vertices is called a sorted labeling. The algorithm Label on page 296
gives a sorted labeling to any acyclic digraph. We now give an independent proof
that such a labeling is possible using sinks. This proof will lead to another algorithm.

Theorem 3

Every finite acyclic digraph has a sorted labeling.

Proof We use induction on the number n of vertices and note that the assertion
is obvious for n = 1. Assume inductively that acyclic digraphs with fewer than
n vertices can be labeled as described, and consider an acyclic digraph G with n
vertices. By Theorem 2, G has a sink, say s. Give s the number 1. Form a new
graph H with V(H) = V(G) \ {s} and with all the edges of G that do not have s as
a vertex. Since G has no cycles, H has no cycles. Since H has only n- I vertices,
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it has a sorted labeling by the inductive assumption. Let's increase the value of
each label by I so that the vertices of H are numbered 2, 3, ... , n. The vertex s is
numbered 1, so every vertex in V(G) has a number between I and n.
Now suppose there is a path in G from vertex i to vertex j. If the path lies
entirely in H, then i > j, since H is properly numbered. Otherwise, some vertex
along the path is s, and since s is a sink, it must be the last vertex, vertex j. But then
j = 1, so i > j in this case too. Hence G, with n vertices, has a sorted labeling. The
Principle of Mathematical Induction now shows that the theorem holds for all n. The idea in the proof of Theorem 3 can be developed into a procedure for
constructing sorted labelings for acyclic digraphs.

NumberVertices(digraph)
(Input: A finite acyclic digraph G with n vertices}
{Gives V(G) a sorted labeling)
Let V := V(G) and E:= E(G).
while V 7&0 do
Let H be the digraph with vertex set V and edge set E.
Apply Sink to H
{to get a sink of HI.
Label Sink(H) with n -IVI + 1.
Remove Sink(H) from V and all edges attached to it from E.
return U
Each pass through the while loop removes from further consideration one
vertex from the original set of vertices V(G), so the algorithm must stop, and
when it stops each vertex is labeled. The labels used are 1, 2, . . , n. As written,
the algorithm calls Sink as a subroutine. You may find it instructive to apply this
algorithm to number the graph of Figure 1. Also see Exercise 14 for a procedure
that begins numbering with n.
If we estimate the running time of NumberVertices, assuming that it calls Sink
to find sinks as needed, the best we can do is 0(n 2 ), where n is the number of
vertices of G. This algorithm is inefficient because the Sink subroutine may examine
the same vertex over and over. Algorithm Label on page 296 is more efficient,
although harder to execute by hand.
.

.

Consider again the digraph in Figure 2. The algorithm NumberVertices might begin
with vertex vl every time it calls Sink. It would find the sink Vn the first time, label
it and remove it. The next time it would find vn-1 and label and remove it. And so
on. The number of vertices that it would examine is
+2+ 1=-In(n+ 1)>
2
In contrast, suppose that algorithm Label began with vertex
over each time, once it reached v, it would backtrack to v,vn-2, label it, etc., for a total of 2n vertex examinations.
n+(n-1)+

In.
2
vi. Instead of starting

, label it, backtrack to
U

The second proof of Theorem 2 consisted of constructing a path from a given
vertex v to a sink. We call a vertex u reachable from v in G if there is a path [of
length at least 1] in G from v to u, and we define
R(v) = {u e V(G): u is reachable from v}.
Then R(v) = 0 if and only if v is a sink, and the theorem's second proof showed
that each nonempty set R(v) in an acyclic digraph contains at least one sink. The
notion of reachability has already appeared in a slightly different context. A pair
(v, w) of vertices belongs to the reachable relation, as defined in §3.2, if and only if
the vertex w is reachable from v. Also, in §7.3 we used the set ACC(V) of vertices
accessible from v, i.e., the set R(v) together with the vertex v itself.
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(a) For the digraph in Figure 2, we have

for

R(Vk) = {lV: k < j < n}

k = 1,2, ... ,n.

Equality holds here for k = n, since both sets are empty in that case.
(b) For the digraph in Figure 1, we have R(t) = {u, v, w, x, yl, R(u) = {v},
R(v) = 0, R(w) = {y}, R(x) = {y}, R(y) = 0, and R(z) = {w, y}.
U
Even if G is not acyclic, the sets R(v) may be important. As we shall see in
§11.5, determining all sets R(v) amounts to finding the transitive closure of a certain
relation. In §8.3 we will study algorithms that can find the R(v)'s as well as answer
other graph-theoretic questions.
Euler's theorem on page 234 has a digraph version. Since a digraph can be
viewed as a graph, the notion of degree of a vertex still makes sense. To take into
account which way the edges are directed, we refine the idea. For a vertex v of a
digraph G, the indegree of v is the number of edges of G with v as terminal vertex,
and the outdegree of v is the number with v as initial vertex. With obvious notation,
we have
indeg(v) + outdeg(v) = deg(v)
for all vertices v. A loop gets counted twice here, once going out and once coming in.
(a) Consider again the acyclic digraph in Figure 1. The sinks v and y have outdegree 0, while the sources t and z have indegree 0. Other in- and outdegrees
are easy to read off. For example, indeg(u) = 1 and outdeg(u) = 2. The sum
of all indegrees is just the number of edges 8, which is also the sum of the
outdegrees.
(b) The digraphs in Figure 3 have the special property that at each vertex the
indegree and the outdegree are equal, which is the digraph analog of having
even undirected degree at every vertex.
M

Figure 3

,

v

U

y
(a)

(b)

The Euler story for digraphs is very like the one for undirected graphs as
presented in §6.2.

Theorem 4 (Euler's Theorem for Digraphs)

Suppose G is a finite digraph

that is connected when viewed as a graph. There is a closed [directed] path in G
using all the edges of G if and only if indeg(v) = outdeg(v) for every vertex v.

Proof Suppose that such a closed path exists. We start at some vertex and follow
the path, erasing each edge in order. As we go through a vertex, we erase one edge
going in and one going out, or else we erase a loop. Either way, the erasure reduces
both the indegree and the outdegree by 1. Eventually, all edges are erased, so all
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indegrees and outdegrees are equal to 0. Hence, at each vertex the indegree and
outdegree must have been equal at the start.
As in the graph case, the converse implication is harder to prove. Suppose
that the indegree and outdegree are equal at each vertex. It is easy to modify the
algorithms EulerCircuit and ClosedPath on page 237 to work for digraphs and so
prove the implication constructively. We can also give a less constructive proof,
which highlights where the connectedness of G comes in. Let P be a simple path
in G of greatest possible length, say from u to v, and follow it, starting at u and
throwing away edges as we take them. When P goes through any vertex w other
than u, it reduces both its indegree and outdegree by 1, so indeg(w) and outdeg(w)
remain equal. If P ever comes back to w again, it must be that indeg(w) > 0, so
outdeg(w) > 0, and there is an edge available for P to take to leave w. Thus P
cannot end at such a w, so v must be u and P must be closed.
We next claim that P visits every vertex. If not, then, since G is connected
as an undirected graph, there is an undirected path from some unvisited vertex to a
vertex on P. Some edge, say e, on this path joins an unvisited vertex v and a vertex
w on P. [Draw a sketch.] Depending on the direction of e, we can either go from
v to w on e and then back around on P to w or else go around P from w to w
and then take e to v. In either case, we get a simple path longer than P, which is
impossible.
Finally, we claim that P uses every edge of G. If e were an edge not in P,
then, since both of its endpoints must lie on P. we could attach it at one end
to P as in the last paragraph to get a simple path longer than P, again a
contradiction.
U
Note that if a finite digraph is not connected but satisfies the degree conditions
of Euler's theorem, the theorem still applies to its connected components.
(a) Each digraph in Figure 3 has a closed path using all of its edges [Exercise 9].
(b) A de Bruijn sequence of order n is a circular arrangement of O's and l's
so that each string of length n appears exactly once as n consecutive digits.
Figure 4(a) is such an arrangement for n = 4. Since there are 2n such strings
and each digit in the sequence is the first digit of one of them, the de Bruijn
sequence has length 2".
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We obtained the arrangement in Figure 4(a) using the digraph in
Figure 4(b), which needs some explanation. The set of 2 `-1 = 8 vertices of the
digraph consists of all the strings of O's and l's of length n -1 = 3. A directed
edge connects two such strings provided the last two digits of the initial vertex
agree with the first two digits of the terminal vertex. We label each edge with
the last digit of the terminal vertex. Thus edges el, e3, e5, e6, etc., are labeled
0, and e2, e4, etc., are labeled 1. Put differently, the label of the edge of a path
of length 1 gives the last digit of the terminal vertex of the path. It follows that
the labels of the two edges of a path of length 2 give the last two digits of the
terminal vertex of the path in the same order. Similarly, the labels of the edges
of a path of length 3 give all the digits of the terminal vertex in the same order.
Now observe that each vertex of the digraph has indegree 2 and outdegree 2. Since the digraph is connected, Euler's theorem guarantees that there
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is a closed path that uses each edge exactly once. We claim that the labels of
these 2' = 16 edges provide a de Bruijn sequence of order n = 4. For example,
the labels of the edges of the closed path
e2, e5,e8, el Ie14, e16,e15,e12, eqe6, e4,e7, e13,elo, e3,el

give the circular array in Figure 4(a) starting at the top and proceeding clockwise. Since there are only 16 different consecutive sequences of digits in the
circular array, it suffices to show that any sequence d, d2 d3 d4 of O's and l's
does appear in the circular arrangement. Since d, d2 d3 is the initial vertex for
an edge labeled 0 and also for an edge labeled 1, some edge in the path has
initial vertex d, d2 d3 and is labeled d4. As noted in the last paragraph, the three
edges preceding it are labeled d,, d2 , and d3, in that order. So the labels of the
four consecutive edges are dl, d2 , d3 , and d4 , as claimed.
Persi Diaconis has shown us a clever card trick based on a de Bruijn
sequence of length 32. After finding out the colors of the cards five audience
members hold, the performer is magically able to tell them what rank and suits
their cards are. Do you see how that might be done? [Hint: He is not playing
D
with a full 52-card deck.]

EM-M
(a) Draw a picture of such a digraph.

1. Find the sinks and sources for the digraph in Figure 5.

(b) Do these sets succ(v) determine E(G) uniquely?
Explain.
(c) Find all sinks in G.
(d) Find paths from the vertex w to three different sinks
in the digraph.
6. Give two sorted labelings for the acyclic digraph in
Figure 1.

Figure 5 A

7. Give two sorted labelings for the acyclic digraph in
Figure 5.

2. (a) Give the immediate successor sets succ(v) for all

vertices in the digraph shown in Figure 5.
(b) What is Sink (G) for an initial choice of vertex w?

8. A tournament is a digraph in which every two vertices
have exactly one edge between them. [Think of (x, y) as
an edge provided that x defeats y.]

(c) What sinks of G are in R(x)?

(a) Give an example of a tournament with four vertices.

3. Consider the digraph G pictured in Figure 6.

(b) Show that a tournament cannot have two sinks.

(a) Find R(v) for each vertex v in V(G).

(c) Can a tournament with a cycle have a sink? Explain.
(d) Would you like to be the sink of a tournament?

U

9.

For each digraph in Figure 3, give a closed path using
all of its edges.

10. Use the digraph in Figure 4(b) to give two essentially
different de Bruijn sequences that are also essentially
different from the one in Figure 4(a). [We regard two
circular sequences as essentially the same if one can be
obtained by rotating or reversing the other.]

Figure 6 A
(b) Find all sinks of G.
(c) Is G acyclic?
4. Does the algorithm Sink work on digraphs that have
cycles? Explain.
5. Consider a digraph G with the following immediate successor sets: succ(r) = Is, it), succ(s) = 0, sUcc(t) =
Jr, w), suCc(u) = 0, succ(w) = (r, t, x, y), succ(x) =
0 , succ(y) = {w, z), and succ(z) = 0.

11. (a) Create a digraph, similar to the one in Figure 4(b),
that can be used to find de Bruijn sequences of
order 3.
(b) Use your digraph to draw two de Bruijn sequences of
order 3.
12. (a) Explain how the discussion in Example 6(b) needs to
be modified to show that de Bruijn sequences exist of
all orders n > 3.
(b) It is easy to draw a de Bruijn sequence of order 2.
Do so.
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(b) Find the equivalence classes for the digraph pictured
in Figure 6.
(c) Describe the relation - in the case that G is acyclic.
17. (a) Show that in Theorem I and Corollary I the path
without repeated vertices can be constructed from
edges of the given path. Thus every closed path
contains at least one cycle.

13. The reverse of a digraph G is the digraph G
obtained by reversing all the arrows of G. That is,
V(G) = V(G), E(G) = E(G), and, if y(e) = (x, y),
then Y (e) = (y, x). Use G and Theorem 2 to show that
if G is acyclic [and finite], then G has a source.
14. (a) Use algorithm Sink and G [see Exercise 13] to give
an algorithm Source that produces a source in any

(b) Show that if u and v are vertices of a digraph and if
there is a path from u to v, then there is a path from
u to v in which no edge is repeated. [Consider the
case u = v, as well as u * v.]

finite acyclic digraph.
(b) Modify the algorithm NumberVertices by using
sources instead of sinks to produce an algorithm that
numbers V(G) in decreasing order.

18. Let G be a digraph.

(c) Use your algorithm to number the digraph of
Figure 1.

(a) Show that if u is reachable from v, then R(u) C
R(v).
(b) Give an alternative proof of Theorem 2 by choosing
v in V(G) with IR(v)l as small as possible.
(c) Does your proof in part (b) lead to a useful constructive procedure? Explain.
19. Show that a path in a graph G is a cycle if and only if it
is possible to assign directions to the edges of G so that
the path is a [directed] cycle in the resulting digraph.

15. (a) Suppose that a finite acyclic digraph has just one
sink. Show that there is a path to the sink from each
vertex.
(b) What is the corresponding statement for sources?
16. Let G be a digraph and define the relation - on V(G)
by x - y if x = y or if x is reachable from y and y is
reachable from x.
(a) Show that - is an equivalence relation.
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In many applications of digraphs one wants to know if a given vertex v is reachable
from another vertex u, that is, if it is possible to get to v from u by following arrows.
For instance, suppose that each vertex represents a state a machine can be in such
as fetch, defer, or execute, and there is an edge from s to t whenever the
machine can change from state s to state t in response to some input. If the machine
is in state u, can it later be in state v? The answer is yes if and only if the digraph
contains a path from u to v.
Now suppose there is a cost associated with each transition from one state to
another, i.e., with each edge in the digraph. Such a cost might be monetary, might
be a measure of the time involved to carry out the change, or might have some other
meaning. We could now ask for a path from u to v with the smallest total associated
cost obtained by adding all the costs for the edges in the path.
If all edges cost the same amount, then the cheapest path is simply the shortest.
In general, however, edge costs might differ. A digraph with no parallel edges is
called weighted if each edge has an associated number, called its weight. In a given
application it might be called "cost" or "length" or "capacity" or have some other
interpretation. The exclusion of parallel edges is not particularly restrictive, since, in
practice, if a digraph does have parallel edges, one can generally eliminate all but
one of them from consideration as part of a winning solution.
We can describe the weighting of a digraph G using a function W from E (G)
to R, where W(e) is the weight of the edge e. The weight of a path el e2 ... em
1 W(ei) of the weights of its edges. Because of our
in G is then the sum
assumption that weighted digraphs have no parallel edges, we may suppose that
E(G) C V(G) x V(G) and write W(u, v) for the weight of the edge (u, v)
from u to v, if there is one. Weights are normally assumed to be nonnegative,
but many of the results we will obtain for weighted digraphs are true without such a
limitation.

Z7

(a) The digraph shown in Figure 1 is stolen from Figure 1 on page 100, where
it described a rat and some cages. It could just as well describe a machine,
perhaps a robotic tool, with states A, B, C, and D, and the number next to an
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Figure 1 1o

1.0

arrow [the weight of the edge] could be the number of microseconds necessary
to get from its initial state to its terminal state. With that interpretation it takes
0.3 microsecond to go from state C to state B, 0.9 microsecond to go from
D to A by way of C, 0.8 microsecond to go directly from D to A, and 0.4
microsecond to stay in state B in response to an input. What is the shortest
time to get from D to B?
(b) Figure 2 shows a more complicated example. Now the shortest paths s v x f
and swx f from s to f have weights 6 + 7 + 4 = 17 and 3 + 7 + 4 = 14,
respectively, but the longer path s w v y x z f has weight 3 + 2 + I + 3 + I +
3 = 13, which is less than either of these. Thus length is not directly related
to weight. This example also shows a path s w v from s to v that has smaller
weight than the edge from s to v.

Figure 2 0e

This digraph has a cycle w v y w. Clearly, the whole cycle cannot be part
of a path of minimum weight, but pieces of it can be. For instance, w v y is the
path of smallest weight from w to y, and the edge y w is the path of smallest
weight from y to w.
U
If we wish, we can display the weight function W in a tabular form by labeling
rows and columns of an array with the members of V (G) and entering the value of
W(u, v) at the intersection of row u and column v.
MI

7-1RAI

Figure 3 l'

The array for the digraph in Figure 2 is given in Figure 3(a). The numbers appear
in locations corresponding to edges of the digraph. The table in Figure 3(a) contains
enough information to let us reconstruct the weighted digraph, since from the table we
know just where the edges go and what their weights are. Figure 3(b) is a tabulation
of the weight function W*, where W*(u, v) is the smallest weight of a path from u
U
to v if such a path exists.
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We will call the smallest weight of a path [of length at least 1] from u to v
the min-weight from u to v, and we will generally denote it by W*(u, v), as in
Example 2. We also call a path from u to v that has this weight a min-path.
It is no real restriction to suppose that our weighted digraphs have no loops
[why?], so we could just decide not to worry about W(u, u), or we might define
W(u, u) := 0 for all vertices u. It turns out, though, that we will learn more useful
information by another choice, based on the following idea.
Consider vertices u and v with no edge from u to v in G. We can create a
fictitious new edge from u to v of enormous weight, so big that the edge would
never get chosen in a min-path if a real path from u to v were available. Suppose we
create such fictitious edges wherever edges are missing in G. If we ever find that the
weight of a path in the enlarged graph is enormous, then we will know that the path
includes at least one fictitious edge, so it can't be a path in the original digraph G.
A convenient notation is to write W(u, v) = xc if there is no edge from u to v in
G; W*(u, v) = co means that there is no path from u to v. The operating rules for
the symbol oc are oc + x = x +
±o = oc for every x and a < oc for every real
number a.
With this notation, we will write W(u, u) = a if there is a loop at u of weight
a and write W(u, u) = oc otherwise. Then W*(u, a) < oc means that there is a path
[of length at least 1] from u to itself in G, while W*(u, u) = oc means that there
is no such path. The digraph G is acyclic if and only if W*(v, v) = cc for every
vertex v.

I*

A

Using this notation, we would fill in all the blanks in the tables of Figures 3(a) and
(b) with cc's.
a
In Example 2 we simply announced the values of W*, and the example is
small enough that it is easy to check the correctness of the values given. For more
complicated digraphs, the determination of W* and of the min-paths can be nontrivial problems. In §8.3 we will describe algorithms for finding both W* and the
corresponding min-paths, but until then we will stare at the picture until the answer
is clear. For small digraphs this method is as good as any.
In many situations described by weighted graphs, the min-weights and minpaths are the important concerns. However, one class of problems for which weighted
digraphs are useful, but where min-paths are irrelevant, is the scheduling of processes
that involve a number of steps. Such scheduling problems are of considerable importance in business and manufacturing. The following example illustrates the sort of
situation that arises.

*-41aLVAI
:
-1

Consider a cook preparing a simple meal of curry and rice. The curry recipe calls
for the following steps.
(a)
(b)
(c)
(d)
(e)

Cut up meatlike substance-about 10 minutes.
Grate onion-about 2 minutes with a food processor.
Peel and quarter potatoes-about 5 minutes.
Marinate substance, onions, and spices-about 30 minutes.
Heat oil-4 minutes. Fry potatoes-15 minutes.
Fry cumin seed-2 minutes.
(f) Fry marinated substance-4 minutes.
(g) Bake fried substance and potatoes-60 minutes.
In addition, there is
(h) Cook rice-20 minutes.
We have grouped three steps together in (e), since they must be done in sequence.
Some of the other steps can be done simultaneously if enough help is available. We
suppose our cook has all the help needed.
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Figure 4(a) gives a digraph that shows the sequence of steps and the possibilities
for parallel processing. Cutting, grating, peeling, and rice cooking can all go on at
once. The dashed arrows after cutting and peeling indicate that frying and marinating
cannot begin until cutting and peeling are completed. The other two dashed arrows
have similar meanings. The picture has been redrawn in Figure 4(b) with weights
on the edges to indicate the time involved. [Ignore the numbers at the vertices for
the moment.] The vertices denote stages of partial completion of the overall process,
starting at the left and finishing at the right. In this case the min-path from left to
right has weight 20, but there is much more total time required to prepare the meal
than just the 20 minutes to cook the rice. The min-weight is no help. The important
question here is this: What is the smallest total time required to complete all steps
in the process?

Figure 4

Po

(a)
10

40

(b)

To answer the question, we first examine vertices from left to right. Suppose
we start at s at time 0. What is the earliest time we could finish cutting, grating, and
peeling and arrive at vertex v? Clearly, 10 minutes, since we must wait for the cutting
no matter how soon we start grating or peeling. In fact, 10 is the largest weight of
a path from s to v. Now what is the earliest time we can arrive at vertex w? The
shortest time to get from v to w is 30 minutes [the largest weight of a path from v
to w], so the shortest time to get from s to w is 10 + 30 = 40 minutes. Similarly, the
earliest time by which we can complete the whole process and arrive at the vertex
f is 40 + 4 + 60 = 104 minutes after we start.
In each instance, the smallest time to arrive at a given vertex is the largest
weight of a path from s to that vertex. The numbers beside the vertices in Figure 4(b)
give these smallest times.
a
An acyclic digraph with nonnegative weights and unique source and sink, such
as the digraph in Figure 4, is called a scheduling network. For the rest of this section
we suppose that we are dealing with a scheduling network G with source s [start]
and sink f [finish]. For vertices u and v of G a max-path from u to v is a path of
largest weight, and its weight is the max-weight from u to v, which we denote by
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M(u, v). Later we will need to define M(u, v) when there is no path from u to v,
in which case we will set M(u, v) = -oc.
Max-weights and max-paths can be analyzed in much the same way as minweights and min-paths. In §8.3 we will describe how to modify an algorithm for W*
to get one for M. For now we determine M by staring at the digraph. A max-path
from s to f is called a critical path, and an edge belonging to such a path is a

critical edge.
We introduce three functions on V(G) that will help us understand scheduling
networks. If we start from s at time 0, the earliest time we can arrive at a vertex v,
having completed all tasks preceding v, is M(s, v). We denote this earliest arrival
time by A(v). In particular, A(f) = M(s, f), the time in which the whole process
can be completed. Let L(v) = M(s, f)-M(v, f) = A(f)-M(v, f). Since M(v, f)
represents the shortest time required to complete all steps from v to f, L(v) is the
latest time we can leave v and still complete all remaining steps by time A(f).
To calculate L(v), we may work backward from f. Example 5(a) below gives an
illustration.
The slack time S(v) of a vertex v is defined by S(v) = L(v) - A(v). This is
the maximum time that all tasks starting at v could be idle without delaying the entire
process. So, of course, S(v) > 0 for all v. We can prove this formally by noting that
S(v) = L(v)

-

A(v) = M(s,

f)

-

M(v,

f) -M(s,

v) > 0,

since M(s, v) + M(v, f) < M(s, f). The last inequality holds because we can join
max-paths from s to v and from v to f to obtain a path from s to f having weight
M(s, v) + M(v, f).
(a) The scheduling network in Figure 4(b) has only one critical path: s t v u w x f.
Thus the steps (a), (d), (f), and (g) are critical. The network is redrawn in
Figure 5 with the critical path highlighted. Note that, if the weights of the noncritical edges were decreased by improving efficiency, then the entire process
would still take 104 minutes. Even eliminating the noncritical tasks altogether
would not speed up the process.

A

Figure 5 P

t

U

S

The functions A, L, and S are given in the following table. The values of
A are written next to the vertices in Figure 4(b).
s

A 0
L 0
S 0

t

U

10 40
10 40
0 0

W

X

y

z

f

10 40
10 40
0 0

44
44
0

5
10
5

20
104
84

104
104
0

v

Here are some sample calculations. Given that A(u) = 40, W(u, v) = 0,
A(v) = 10, and W(v, w) = 21, we have
A(w) = max{40 + 0, 10 + 21} = 40.
Given that L(w) = 40, W(v, w) = 21, L(u) = 40, and W(v, u) = 30, we have
L(v) = min{40 -21,40-301

= 10.
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2

10

Figure 6

&

v

This calculation illustrates what we meant earlier when we spoke of working
backward from f to compute L(v). The entries in the A(v) row are computed
from left to right, and then, once A(f) is known, the entries in the L(v) row
are computed from right to left. Exercise 21 asks for proofs that these methods
for calculating A(v) and L(v) are correct in general.
Observe that the slack time is 0 at each vertex on the critical path. This
always happens [Exercise 18]. Since S(y) = 5, the task of peeling potatoes
can be delayed 5 minutes without delaying dinner. Since S(z) = 84, one could
delay the rice 84 minutes; in fact, one would normally wait about 74 minutes
before starting the rice to allow it to "rest" 10 minutes at the end.
A glance at edge (v, w) shows that we could delay this task 9 [= 30 - 21]
minutes, but we cannot deduce this information from the slack times. From
S(v) = 0, we can only infer that we cannot delay all tasks starting at v. For
this reason, we will introduce below a useful function on the set E(G) of edges,
called the float time.
(b) The slack time S(v) is the amount of time all tasks at v can be delayed provided
all other tasks are efficient. That is, if one is "slack" at more than one vertex, the
total time required might increase. To see this, consider the network in Figure 6.
We have S(u) = L(u)-A(u) = 7-1 = 6 and S(v) = L(v)-A(v) = 9-3 = 6.
A delay of 6 can occur at u before task (u, v) or at v after task (u, v), but not
at both u and v.
a
If (a, v) is an edge of a scheduling network, then
M(s, a) + W(u, v) + M(v, f) < M(s, f),
since a path s

...

uv

f certainly has no greater weight than a critical path from

s to f. Thus
W(u, v)

<

[M(s,

f) -M(v,

f)]

-

M(s, a) = L(v)

A(u).

-

This inequality is not a surprise, since L(v) - A(u) is the maximum time the task
at edge (a, v) could take without increasing the total time. We define the float time
F(u, v) of the edge (u, v) by
F(u, v) = L(v)

A(u)

-

-

W(u, v).

This is the maximum delay possible for the task corresponding to the edge (a, v).
The next theorem will give a connection between float times for edges and slack
times for vertices.
The critical edges in Figure 5 all have float time 0. This statement can be verified
directly, but the next theorem shows that it always holds. Also,
F(s, v) = L(v) -A(s)-

W(s, v) = 10-0-2 = 8;

F(v, w) = L(w)-A(v) -W(v,
F(s, y) = L(y) -A(s)-

w) = 40-10 -21

W(s, y) = 10-0-5 = 5;

F(y,v)=L(v) -A(y)-W(y,v)=10
Theorem

= 9;

-5-0=5; etc.

Consider a scheduling network.

(a) The float time F(u, v) is 0 if and only if (a, v) is a critical edge.
(b) F(u, v) > max{S(u), S(v)} for all edges of the network.

Proof
(a) Suppose that F(u, v) = 0; then
[M(s,

f)

-

M(v, )I

-

M(s, u) -W(u,

v) = 0,

so
M(s, f)

=

M(s, U) + W(u, v) + M(v,

f).

.
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This equation implies that, if we attach the edge (u, v) to max-paths from s to
u and from v to f, we will obtain a critical path for the network. Hence (u, v)
is a critical edge.
If (u, v) is an edge of a critical path s .. u v *.. f, then s *.. u must
have weight M(s, u), since otherwise s ... u could be replaced by a heavier
path. Similarly, v ... f has weight M(v, f), so
M(s, u) + W(u, v) + M(v, f) = M(s, f).
Therefore, we have F(u, v) = 0.
(b) The inequality S(u) < F(u, v) is equivalent to each of the following:
L(u)

-

A(u) < L(v)-

W(u, v) < L(v)

A(u)-

W(u, v);

-L(u);

W(u, v) < [M(s, f) -M(v,
W(u, v) < M(u, f)
W(u, v) + M(v,

-

f)]

-

[M(s, f) -M(u,

f)];

M(v, f);

f) < M(u, f).

The last inequality is clear, since the edge (u, v) can be attached to a max-path from
v to f to obtain a path from u to f of weight W(u, v) + M(v, f).
The inequality S(v) < F(u, v) is slightly easier to verify [Exercise 18].
D
As we have seen, shortening the time required for a noncritical edge does not
decrease the total time M(s, f) required for the process. Identification of critical
edges focuses attention on those steps in a process where improvement may make
a difference and where delays will surely be costly. Since its introduction in the
1950s, the method of critical path analysis, sometimes called PERT for Program
Evaluation and Review Technique, has been a popular way of dealing with industrial
management scheduling problems.

OMMM"M
Use the oc notation in all tables of W and W*.
1. Give tables of W and W* for the digraph of Figure I
with the loop at B removed.
2. Give a table of W* for the digraph of Figure 7(a).

3. Give tables of W and W* for the digraph of Figure 7(b).
4. The path s w v y x z f is a min-path from s to f in the
digraph of Figure 2. Find another min-path from s to f
in that digraph.

5. Figure 8 shows a weighted digraph. The directions and
weights have been left off the edges, but the number at
each vertex v is W*(s, v).
(a) Give three different weight functions W that yield
these values of W*(s, v). [An answer could consist
of three pictures with appropriate numbers on the
edges.]
(b) Do the different weight assignments yield different
min-paths between points? Explain.

Figure 7 o

m

f

I
(a)

(b)
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(a) Explain how to avoid such 0-edges if parallel edges
are allowed.
(b) Draw a digraph for the process of Figure 4 to
illustrate your answer.
16. If the cook in Example 4 has no helpers, then steps (a),
(b), and (c) must be done one after the other, but otherwise the situation is as in the example.
(a) Draw a scheduling network for the no-helper process.
(b) Find a critical path for this process.

Figure 8

(c) Which steps in the process are not critical?

A

6. Suppose that u, v, and w are vertices of a weighted
digraph with min-weight function W* and that
W*(u, v) + W*(v, w) = W*(u, w). Explain why there is
a min-path from u to w through v.
7.

(a) Find a critical path for the digraph of Figure 2 with
the edge from y to w removed.

17. (a) Give tables of W and W* for the digraph of
Figure 10.

U

(b) Why does the critical path method apply only to
acyclic digraphs?
8. Calculate the float times for the edges (s, z) and (z, f)
in Figure 5. Hint: See Example 5(a) for some useful
numbers.
9. (a) Give a table of A and L for the network in
Figure 7(a).
(b) Find the slack times for the vertices of this network.
(c) Find the critical paths for this network.
(d) Find the float times for the edges of this network.
10. Repeat Exercise 9 for the digraph in Figure 7(a) with
each edge of weight 1.
11. Repeat Exercise 9 for the digraph in Figure 7(b).
12. (a) Calculate the float times for the edges in the network
in Figure 6.
(b) Can each task in a network be delayed by its float
time without delaying the entire process? Explain.
13. Consider the network in Figure 9.
(a) How many critical paths does this digraph have?
(b) What is the largest float time for an edge in this
digraph?
(c) Which edges have the largest float time?
4

Figure 9

V

6

A

14. Find the slack times for the vertices of the network in
Figure 9.
15. In Example 4 we used edges of weight 0 as a device to
indicate that some steps could not start until others were
finished.

Figure 10 A
(b) Explain how to tell just from the table for W*
whether this digraph is acyclic.
(c) How would your answer to part (a) change if the
edge of weight -2 had weight -6 instead?
(d) Explain how to tell which are the sources and sinks
of this digraph from the table for W.
18. (a) Complete the proof of the theorem by showing
S(v) < F(u, v).
(b) Show that if (u, v) is a critical edge, then S(u)
S(v) = 0.
(c) If (u, v) is an edge with S(u) = S(v) = 0, must
(u, v) be critical? Explain.
19. The float time F(u, v) can be thought of as the amount
of time we can delay starting along the edge (u, v) without delaying completion of the entire process. Define the
free-float time FF(u, v) to be the amount of time we
can delay starting along (u, v) without increasing A(v).
(a) Find an expression for FF(u, v) in terms of the
functions A and W.
(b) Find FF(u, v) for all edges of the digraph in
Figure 7(a).
(c) What is the difference between F(u, v) and
FF(u, v)?
20. (a) Show that increasing the weight of a critical edge in
a scheduling network increases the max-weight from
the source to the sink.
(b) Is there any circumstance in which reducing the
amount of time for a critical step in a process does
not reduce the total time required for the process?
Explain.
21. (a) Show that
A(u) = max{A(w) + W(w, u): (w, u) e E(G)).
(b) Show that
L(u) = min(L(v) -W(u,

v): (u, v)

e

E(G)}.
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I)~ Office Hours 8.2
:I was looking ahead at the next section, like you told us to, and I can't imagine
ever memorizing all those algorithms. It would take the whole hour to apply
one on the exam. What do you really expect us to know about them? Will they
be on the exam?

Count on it. But you're right, I won't ask you to carry out a whole execution of
Warshall's algorithm on the exam. More likely, I'll ask you to explain in a general
way how it works-maybe give an explanation entirely in words-or I'll start you
at some point partway along in the execution and ask you to take the next step.
Dkstra's algorithm is different. I could very well ask you for a full run on some
0The
way tolearn these algorithms and others, such as the ones we saw for
spanningtreisntto memorize their programs but to think about what they
prodceadho theyworkThe book proves that they do work, which is important,
:of cursebut tomakesense out of the algorithms, you need to play with them
enough tobsee why theymake the choices they do. Both Dijkstra's and Warshall's
algorithmsde donbuilding a bigger and bigger set of allowable vertices on
pats B
make chaes if new information comes in about paths with smaller
weights. So what's thedifference between the two algorithms? Asking questions
'like this will help you understand the Ialgorithms, and once you understand them
they're not so hard to remember.
Describing paths with pointers is fairly natural, especially if the arrows point
forwadBackward pointers in Dijkstra's algorthi tell us how to head back to our
starting point from wherever we are. When pointers change in the algorithms, it's
because some new, better way has been found to get from one place to another.
All of this is pretty straightforward.
The rest of the material in the section is about modifying Warshall's algorithm.
You should be sure you understand how to get reachable sets this way and also
max-weights. TheMaxeight algorithm is really just a stripped-down version of
Marshall' s algorithm. You could maybe use it to find critical paths for fixing dinner,
but it's probably not worth memorizing.
In the long run, of course, you may not even remember how these algorithms
work, but at least you'll remember that they exist, and you'll remember what kinds
of problems they solve. For the short run, expect to see some questions about them
on the exam.
By the way, have you tried programming any of these algorithms? They're
not hard to program, and just getting the input and output set up will help you nail

down whah algorithms are good for.
I

8.3

Digraph Algorithms
Our study of digraphs and graphs has led us to a number of concrete questions.
Given a digraph, what is the length of a shortest path from one vertex to another? If
the digraph is weighted, what is the minimum or maximum weight of such a path?
How can we efficiently find such paths? Is there any path at all?
This section describes some algorithms for answering these questions and others, algorithms that can be implemented on computers as well as used to organize
hand computations. The algorithms we have chosen are reasonably fast, and their
workings are comparatively easy to follow. For a more complete discussion we
refer the reader to books on the subject, such as Data Structures and Algorithms
by Aho, Hopcroft and Ullman or Introduction to Algorithms by Cormen, Leiserson
and Rivest.
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Of course min-weight problems can be important for graphs with parallel
edges-think of airline scheduling, for example-but if two parallel edges have different weights, then the one with the higher weight will never appear in a min-path.
Neither will a loop. [Why?] For these reasons, and to keep the account as uncluttered
as possible, we will assume here that our digraphs have no loops or parallel edges.
Hence E(G) C V(G) x V(G), and we can describe the digraph with a table of the
edge-weight function W(u, v), as we did in §8.2. Our goal will be to obtain some
or all of the min-weights W*(u, v), with corresponding min-paths.
The min-weight algorithms that we will consider all begin by looking at paths
of length 1, i.e., single edges, and then systematically consider longer and longer
paths between vertices. As they proceed, the algorithms find smaller and smaller
path weights between vertices, and when the algorithms terminate, the weights are
the best possible.
Our first algorithm, due to Dijkstra, finds min-paths from a selected vertex s
to all other vertices, given that all edge weights are nonnegative. The algorithm as
presented in its final form on page 338 looks somewhat complex and unmotivated.
To see where it comes from and why it works, we will develop it slowly, using an
example to illustrate the ideas. The essence of the algorithm is to maintain a growing
set M of "marked vertices" and at each stage to determine paths from s of smallest
weight whose intermediate vertices are all marked. Such paths will be referred to
as "marked paths." Eventually, all vertices will be marked, so every path will be a
marked path. Here is the outline.
Mark s.
while there are unmarked vertices do
Choose one and mark it.
for each vertex v do
Find a path of smallest weight from s to v that
only goes through marked vertices.
Our aim, of course, is to find actual paths that have weights as small as possible.
The vertex s itself is a special case. We don't care about paths from s to s or about
paths with s as intermediate vertex, since coming back through s would just make
paths weigh more. Remember, edge weights are nonnegative. To keep from having
to say "except for s" again and again, we have marked s, and we will also agree
that W(s, s) = 0.
At the start, the set M of marked vertices will be {s}, so the only paths from
s using marked vertices are the ones with no intermediate vertices at all, i.e., the
edges (s, v) with s as initial vertex. Their weights will be W(s, v).
Now suppose that we have marked some set M of vertices. Call a path an Mpath in case all its vertices, except perhaps the first and last, are in M. If there are
any M-paths from s to v, we write WM(S, v) for the weight of an M-path of smallest
weight from s to v, which we call an M-min-path. If there are no M-min-paths
from s to v, we set WM(S, v) = oc.
The key observation is that, when the marked set M is just {s}, the input
provides us with WM(S, v) = W(s, v) for v 0 s, and when M is the set V(G) of all
vertices, WM(S, v) = W*(s, v) for v : s, as desired. Dijkstra's algorithm starts with
M = {s) and marks one vertex at a time, i.e., executes the while loop repeatedly,
until M is equal to V(G).

S

*

Consider the weighted digraph shown in Figure 1. As we will explain after this
example, Dijkstra's algorithm chooses the vertices in a particular order that allows
the algorithm to efficiently keep track of M-min-paths as well as values of WM (s, v).
In this first example, we will mark the vertices, starting with s = v2, in the
order given by Dijkstra's algorithm without explanation and will focus on seeing how the algorithm gets us from the edge-weights W(s, v) to the min-weights
W*(s, v). We will illustrate the algorithm by marking vertices in the following order:
V2, V5, V3, V4, V6, V7, VI. Figure 2 indicates the values of WM(S, v) as M grows. The
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Figure 1 0

7

V2

2

V4
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V

Figure 2 Do

M

WM(S, V}) = WM(V2, Vj)
VI

IV21
IV2 , V5 )
o
I V2, V5,V31
{V2 ,v5 , V3 , 4 1
V2, V5, V3,V4 , V6}
(V2, 5, V3,V4, V6, V7)

V3

V4

V5

V6
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6
6
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1
1
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8
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1
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12
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1V 2 ,V 5 ,V 3 ,V 4 ,V 6 ,V7,VI)

5

Figure 3 II
V

V3

V5

4

1

V7

M= 0V2)
(a)

0

(b)
6

10

6

0

10

5

51
M = [V2,0 51

M = I V2, V50V31[no progress]

(c)

(d)
6

0

-1

5

8

0

.

5
M=

114
M = 1V2, V5, 03, V4)

(e)
In the next two steps mark

6

8

112
V3,
05 14, V6)

IV2,.

(f)
07

and vl, with no other changes.

values in the first row are just the values W(s, v), and the values in the last row are
the min-weights W*(s, v).
The successive pictures in Figure 3 indicate how the algorithm proceeds and
will help explain how we got the entries WM(S, vj) in Figure 2 and why they are
correct. We have shown the marked vertices as heavier dots and some of the paths
through them with heavier lines. In addition, we have put bold numbers by the
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vertices to indicate the minimal weights of heavy paths to them from s. Notice that,
as the sequence progresses, the bold numbers on some of the vertices get smaller,
reflecting the fact that better marked paths to them have been found. For example,
the values of WM(S, vj) in the third row of Figure 2 can be verified by staring at
Figure 3(d) to see the shortest paths with intermediate vertices in {V3, V5}. At the end,
in Figure 3(f), the bold number at each vertex v is the min-weight W*(s, v), and the
heavy path from s to v is an associated min-path. There is no bold number at vertex
v1, because there are no paths at all from s to vl. Look at the figure to convince
yourself of these facts. As promised, we will explain below how we decided to select
vertices to mark in this example. It may be helpful to refer to Figure 3 as you read
the following discussion.
Let's look at the algorithm again.
Mark s.
while there are unmarked vertices do
Choose one and mark it.
for each vertex v do
Find a path of smallest weight from s to v that
only goes through marked vertices.
The loop must terminate, because the set of unmarked vertices keeps decreasing.
When the loop does terminate, every vertex will be marked, so for each vertex v
we will have found a min-path from s to v if there are any paths at all from s
to v. It looks as if the hard part of the job will be the update step-finding the
new smallest-weight paths when a new vertex has been marked. Dijkstra's algorithm
has a clever way of choosing a new vertex w so that this update is easy. The
following account suggests one way to arrive at this choice and also shows that it
is correct.
At the start, the only marked paths from s are the ones with no intermediate
vertices at all, i.e., the edges with s as initial vertex, and their weights will be W(s, v).
There will never be marked paths to vertices that are unreachable from s. If there is
no actual marked path from s to v, let's say that the marked path of smallest weight
from s to v is a "virtual" path, of weight co. Virtual paths in this sense are purely
for notational convenience and are not paths of any real length or weight. With this
convention, when s is the only marked vertex, the smallest weight of a marked path
from s to v is W(s, v), whether s v is a path or not. To summarize, when s is the
only marked vertex, the marked path of smallest weight from s to any vertex v is
s v or a virtual path, and in either case its weight is W(s, v). Our next task is to see
how to mark the other vertices and continue to find marked min-paths.
Suppose that we have marked some set M of vertices. We want to choose a
new vertex w to mark so that we can get M U [wi-min-paths in some easy way.
Let's look at what happens when we choose w. Consider a particular vertex v. One
possibility is that there is no actual M U {w}-path from s to v. Then there was no
M-path either, and we have WMU{jw(s, v) = WM(S, v) = co. Another possibility is
that there is an MU {w }-min-path from s to v that doesn't go through w. In this case
the path is also an M-min-path, so it has the same weight as our known M-min-path
to v, and we can just keep the known one. This case is also easy.
The remaining possibility is that there is at least one M U {w}-min-path from s
to v and that w is on every such path. Then there is some path from s to v through
members of M and through w that has weight less than the weight of every M-path
from s to v. We want to find such a path P. Its weight will be the weight of the
part from s to w plus the weight of the part from w to v. We know an M-min-path
from s to w, which we might as well use for the part of P from s to w. Its weight
is WM(S, W).
How about the part from w to v? If we have chosen w so that this part can't go
through any vertices of M, then it will have to consist simply of an edge from w to v,
and we can attach the edge to the end of our known M-min-path from s to w to get
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an M U {w}-min-path from s to v. Its weight will be the sum WM(S, w) + W(w, v)
of the M-min-weight of w and the edge weight. The update will be easy.
Can we choose w so that there are no marked vertices on the part of the MUIw}min-path from w to v? Suppose we have set things up so that WM(S, m) < WM(S, w)
for every m in M. If there were an m in M on the piece of the M U {w)-min-path
from w to v, then we could get an M U (w)-path from s to v by simply going
directly from s to m on an M-min-path and going from there to v. Such a path
would bypass w entirely, and because WM(S, m) < WM(S, w), it would contradict
the assumption that every M U {wl-min-path from s to v goes through w. So if
WM(S, m) < WM(S, w) for every m in M, then the part of P from w to v can't
contain vertices in M and must be a single edge.
One way to be sure that WM(S, m) c WM(S, w) for every m in M, no matter
how we choose w, is to arrange that
WM(S, m) < WM(S, v) for every m in M and every v in V(G) \ M.

(1)

Condition (1) holds at the start of the algorithm, since at that stage M = {s} and
WM(S, s) = 0 < WM(S, v) for every v in V(G), by assumption. Thus it will be
enough to have condition (1) be an invariant of the while loop. Assuming that (1)
holds for some M, we want to choose w so that for every m in M
WMU{W}(s, m) < WMU1 W}(s, V)

for every v in V(G)

\(M U {W})

(2)

for every v in V(G)

\(M U {w}).

(3)

and also
WMU1Wl(s, W)

<

WMUlW}(S, V)

Since condition (1) holds, for every m in M and v in V(G)

MU{w}, we have

WMU1W1(S, m) < WM(S, m) < min{ WM(s, v), WM(S, w)}.

(4)

If WM(S, v) = WMUIWI(S, v), then
miniWM(s, v), WM(S, w)}< WMU(W)(S, v)

(5)

by the definition of minimum. If WM(S, v) > WMu1w)(s, v), then WMU1W}(s, v) must
be the weight of a path from s to v through w, so WMu{w1(s, v) > WM(S, w) [using

the fact that W is nonnegative] and (5) is still true. Hence, by (4) and (5),
WMU1WI (s,m) < WMU(W](s, V)

for every v in V(G) \ (M U {w}), SO (2) holds for every choice of w in V(G) \ M.
The key condition, therefore, is (3). Since WMu1W}(s, w) = WM(S, w) and
WMU1W)(S, v) < WM(S, v) for all v, condition (3) forces us to choose w with
WM(S, W) < WM(S, v)

If we do so, then WM(s, w)
Hence

for every v in V(G) \ M.

= min{WM(s, v), WM(S, w)} < WMu1w)(s, v) by

(5).

WMU1W}(s, W) < WM(S, W) < WMU1W)(S, v),

i.e., (3) holds. Thus, if at each stage we choose w in V(G) \ M with WM(S, w) as
small as possible, then (1) will be an invariant of the while loop and the rest of
the algorithm, including the update step, almost takes care of itself.
Before we give the final version of the algorithm, we need to say more about
paths. One way to describe a path is to associate with each vertex a pointer to the
next vertex along the path until we come to the end. Think, perhaps, of a traveler
in a strange city asking for directions to the railway station, going for a block, and
then asking again, etc. We can describe the path x y z w by a pointer from x to y,
one from y to z, and one from z to w, i.e., by a function P such that P(x) = y,
P(y) = z, and P(z) = w.
We can describe a path just as well with a function that points backward. For
example, Q(w) = z, Q(z) = y, Q(y) = x gives the backward path w z y x, and we
can simply reverse its vertex sequence to get x y z w. For Dijkstra's algorithm, the
backward pointers seem most natural.
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Here is the official version of the algorithm, which we have just shown yields
W*(s, v) for each v.

Dijkstra's Algorithm (digraph, vertex, weight function)
{Input: A digraph G without loops or parallel edges, a selected vertex s
of G, and a nonnegative edge-weight function W for G}
{Output: The min-weights W*(s, v) for v E V(G) \ {s}, and backward
pointers P(v) that describe min-paths from sl
{Auxiliary variables: A set M of marked vertices and a "distance"
function D with D(v) = WM(S, v)}
Set M := {s}.
for v in V(G) do
{set things up)
Set D(v) := W(s, v).
if W(s, v) 0 o then
{there is an edge from s to v}
Set P(v) := s.
{point back to s}
while V(G) \ M 7£ 0 do
{there are unmarked vertices)
Choose w in V(G) \ M with D(w) as small as possible.
Put w in M.
for v in V(G) \ M do
{update D and Pi
if D(v) > D(w) + W(w, v) then
Set D(v) := D(w) + W(w, v).
{less weight through wl
Set P(v) := w.
{point back to w}
for v e V(G) do
Set W*(s, v) := D(v).
return the weights W*(s, v) and pointers P(v) for v E V(G) \ {s}.
U
We still need to verify that the pointers P (v) returned by the algorithm describe
min-paths from s. If P(s) is never defined, then there must be no edge from s to v, and
D(v) must never change in an update step. In this case, W*(s, v) = W(s, v) = oc;
i.e., there is no path at all from s to v. If P(v) is defined initially to be s and then
never changes, then again W*(s, v) = W(s, v), the edge from s to v is a min-path,
and P(v) correctly points backward to s. If P(v) is defined and then changes during
update steps, consider the last such update, say when w is chosen for M. From that
point on, D(v) never changes, so W*(s, v) = D(v) = D(w) + W(w, v), the edge
from w to v is the final edge of a min-path from s to v, and P(v) correctly points
backward to w.
We could stop the algorithm if D(w) is ever co, since all the vertices reachable
from s will have been marked by then, and no values will change later. Note also
that, after a vertex v goes into the marked set M, the values D(v) and P(v) never
change. Of course, if we just want to know min-weights, then we can omit all parts
of the algorithm that refer to P.

XA-Al

Consider Example 1 again. The drawings in Figure 3 show the situation at the beginning and after each pass through the while loop in the execution of Dijkstra's
algorithm. The bold numbers in Figure 3 are the finite values of D(v).
Figure 4 gives the values of M, D(v), and P(v) in a table. Each row in the
table corresponds to one pass through the while loop. The minimum weights of
paths from s = v2 are the D-values in the last row. For example, min-paths from
V2 to V6 have weight 8. To find one, use the backward pointer's values in the last
row: P(v6) = V4, P(v4) = V5, and P(v5) = v2 give us the min-path v2 Vs v4 v6.
This is the only min-path from v2 to V6 in this example, but, in general, there can be
several min-paths connecting two vertices. The algorithm will always produce just
one, though.
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Since D(vl) = oc at the end, vl is not reachable from V2, which is clear from
the digraph, of course.
U
Dijkstra's algorithm spends the largest part of its time going through the while
loop, removing one of the original n vertices at each pass. The time to find the
smallest D(w) is 0(n) if we simply examine the vertices in V(G) \ M one by one,
but in fact there are sorting algorithms that will locate w faster. For each chosen
vertex w, there are at most n comparisons and replacements, so the total time for
one pass through the loop is 0(n). All told, the algorithm makes n passes, so it
takes total time 0(n 2 ).
If the digraph is presented in terms of successor lists, then the algorithm can be
rewritten so that the replacement-update step only looks at successors of w. During
the total operation, each edge is then considered just once in an update step. Such a
modification speeds up the overall performance if IE(G)I is much less than n2 .
Dijkstra's algorithm finds the weights of min-paths from a given vertex. To
find W*(vi, vj) for all pairs of vertices vi and vj, we could just apply the algorithm
n times, starting from each of the n vertices. There is another algorithm, originally
due to Warshall and refined by Floyd, that produces all of the values W*(vi, vj) and
min-paths between vertices and that is easy to program. Like Dijkstra's algorithm,
it builds an expanding list of examined vertices and looks at paths through vertices
on the list.
The idea is again to keep enlarging the list of allowed intermediate vertices
on paths, but in a different way. At first consider only paths with no intermediate
vertices at all, i.e., edges. Next allow paths that go through VI, then ones that go
through vl or V2 [or both], etc. Eventually, all vertices are allowed along the way,
so all paths are considered.
Suppose that V(G) = lvi .
v,}. Warshall's algorithm works with an n x n
matrix W, which at the beginning is the edge-weight matrix Wo with Wo[i, j] =
W(vi, Vj) for all i and j and at the end is the min-weight matrix W, = W* with
W*[i, j] = W*(vi, vi).
The min-paths produced by Warshall's algorithm also can be described by a
pointer function P. In this case, it is just as easy to have the pointers go in the forward
direction so that at all times (vi, vp(ij)) is the first edge in a path of smallest known
weight from vi to vj, if such a path has been found. When the algorithm stops,
P (i, j) = 0 if there is no path from vi to vj. Otherwise, the sequence

i,

P(i, j),

P(P(i, j), j),

P(P(P(i,j), j), j),

...

lists the indices of vertices on a min-path from vi to vj. Since each subscript k on
the list is followed by P(k, j), this sequence is easy to define recursively using the
function P.
We can describe P by an n x n matrix P with entries in 10, . . ., ni. At the
start, let P[i, j] = j if there is an edge from vi to vj, and let P[i, j] = 0 otherwise.
Whenever the algorithm discovers a path from vi to vj allowing VI, . .
k along the
way that is better than the best path allowing v], . . ., vk-, the pointer value P[i, j]
is set equal to P[i, k]; a better way to head from vi to vj is to head for Vk first. Of
course, if we only want W*, then we can forget about P. Here is the algorithm.
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Warshall's Algorithm (edge-weight matrix)
{Input: A nonnegative edge-weight matrix Wo of a weighted digraph
without loops or parallel edges)
{Output: The corresponding min-weight matrix W* and a pointer
matrix P* giving min-paths for the digraph}
{Intermediate variables: Matrices W and PI
Set W:= Wo .
for i = 1 to n do
[this loop just initializes PI
for j = 1 to n do
if there is an edge from vi to vj then
Set P[i, j]= j.
else

Set P[i, j] := 0.
for k = 1 to n do
{this loop does the work)
for i = 1 to n do
for j = 1 to n do
if W[i, j] > W[i, k] + W[k, j] then
Replace W[i, j] by W[i, k] + W[k, j].

Replace P[i, j] by P[i, k].
Set W* := W and P*: = P.

*

return W* and P*.

We apply Warshall's algorithm to the digraph shown in Figure 5. Hand calculations
with Warshall's algorithm lead to n new matrices, one for each value of k. For this
example, the matrices are the following.
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We illustrate the computations by calculating W4 [5, 2] and P4[5, 2]. Here
k
4. The entry W3 [5, 2] is 9, and P 3 [5, 2] = 1, corresponding to the shortest
path V5 VI V2 with intermediate vertices from {vl, v2, V31. To find W4[5, 2], we look
at W3 [5, 4] + W 3 [4, 2], which is 4 + 4 = 8, corresponding to the pair of paths
V5 VlI)4 and V4 V2. Since 9 > 8, we replace W 3 [5, 2] by W 3 [5, 4] + W 3 [4, 2] = 8,
corresponding to V5 Vl V4 V2. At the same time, we replace P3[5, 2] by P3 [5, 4] = 1,
which in this case is no change; the improvement in the path from V5 to v2 came
in the part from vl onward. As you can perhaps see from this example, the computations involved in Warshall's algorithm, while not difficult, are not well suited to
hand calculation. A given entry, such as W[5, 2], may change several times during
the calculations as k runs through all possible values, and the intermediate values of
W and P are not particularly informative.
We can check the values returned by the algorithm for this example, since only
a few vertices are involved. Most of the rows of P6 are clearly correct. For instance,
every path from 14 starts by going to v2. Look at the entries in the fifth row and
convince yourself that they are correct.
The matrix W* provides us with the weights of min-paths, and the matrix P*
of pointers provides us with min-paths between vertices. For example, the min-paths
from vl to V3 have weight 9 because W*[1, 3] = 9. Since P*[1, 3] = 4, P*[4, 3] = 2,
P*[2, 3] = 5, and P*[5, 3] = 3, the path VI V4 V2 V5 V3 is a min-path from VI to V3.
The diagonal entries W*[i, i] and P*j[i, i] in this example give some information
about cycles. For instance, W*[2, 2] = 7 indicates that there is a cycle through V2
of weight 7 whose vertex sequence V2

15 V3

V6 V2 can be deduced from P*[2, 2] = 5,

P*[5, 2] = 3, P*[3, 2] = 6, and P*[6, 2] = 2.

E

Now that we have seen an example of the algorithm's operation, let's look at

why it works.
Theorem 1

Warshall's algorithm produces the min-weight matrix W*.

Proof We have written the algorithm as a nest of f or loops. We can also present
it in the following form, which looks more like Dijkstra's algorithm.
Set W := Wo, L := 0, V := 11, . .. , n}.
for each i and j in V do
Set P[i, j] := j if W[i, j] $ oc and P[i, j] := 0 otherwise.
while V \ L + 0 do
Choose k E V \ L and put k in L.
for each i, j in V do
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Set W~i, j] := min{W[i, j], W[i, k] + W[k, jil, and if this
is a change then set P[i, j] := k.
return W and P
The assignment W[i, j] := min{W[i, j], W[i, k] + W[k, j]I here has the same
effect as our previous "if ... then Replace ... " segment; the value of W[i, j]
changes only if W[i, j] > W[i, k] + W[k, j], i.e., only if things get better when we
are allowed to go through Vk.
Similarly to our usage for Dijkstra's algorithm, we will call a path with intermediate vertices vi for i in L an L-path and will call an L-path of minimal weight
an L-min-path. We will show that the following statement is an invariant of the
while loop.

For all i, j e { 1, ... , n}, if W[i, j] :A oc, then the number Wri, j] is the weight
of an L-min-path from vi to vJ that begins with the edge from vi to VP[iyj].
We will also show that the statement holds at the start of the algorithm, and it will
follow that it holds on exit from the loop when L = {1, . . ., n ), which is what we want.
At the start L is empty, so an L-path from vi to vJ is simply the edge from vi
to vj, if there is one, or is a virtual path if there is no edge. In either case it is an
L-min-path, its weight is W1 [i, j], and, if it's not virtual, then Po[i, j] = j.
Assume now that the statement is true at the start of the pass in which k is
chosen. The smallest weight of an L U 1k}-path from i to j that goes through k is
W[i, k] + W[k, j]. If this number is less than W[i, j], then it is used as the new
value of W[i, j]. Otherwise, we can do at least as well with an L U {k}-path that
misses k, i.e., with an L-path; so the current value of W[i, j], which is not changed,
is the correct weight of an L U {k}-min-path from i to j. If W[i, j] changes, then the
value of P[i, j] is set to P[i, ki, so the first edge on the L U {k}-min-path from vi to
vj is the first edge on the L-min-path to Vk. This argument proves that the statement
is a loop invariant, as claimed.
U
It is easy to analyze how long Warshall's algorithm takes. The comparisonreplacement step inside the j-loop takes at most some fixed amount of time, say t.
The step is done exactly n3 times, once for each possible choice of the triple (k, i, j),
so the total time to execute the algorithm is n 3 t, which is 0(n 3 ).
The comparison-replacement step for Warshall's algorithm is the same as the
one in Dijkstra's algorithm, which includes other sorts of steps as well. Since Dijkstra's algorithm can be done in 0(n 2 ) time, doing it once for each of the n vertices
gives an 0(n 3 ) algorithm to find all min-weights. The time constants involved in this
multiple Dijkstra's algorithm are different from the ones for Warshall's algorithm,
however, so the choice of which algorithm to use may depend on the computer
implementation available. If E(G)l is small compared with n2 , a successor list
presentation of the digraph favors choosing Dijkstra's algorithm.
This is probably the time to confess that we are deliberately ignoring one
possible complication. Even if G has only a handful of vertices, the weights W(i, j)
could still be so large that it would take years to write them down, so both Dijkstra's
and Warshall's algorithms might take a long time. In practical situations, though, the
numbers that come up in the applications of these two algorithms are of manageable
size. In any case, given the same set of weights, our comparison of the relative run
times for the algorithms is still valid.
The nonnegativity of edge weights gets used in a subtle way in the proof of
Theorem 1. For example, if W[k, k] < 0 for some k, then W[k, k] + W[k, j] <
W[k, j], but there is no smallest L U {k}-path weight from k to j. We can go around
some path of negative weight from k to itself as many times as we like before setting
out for j. One way to rule out this possibility is to take nonnegative edge weights to
begin with, as we have done, so that every replacement value is also nonnegative.
One can permit negative input weights for Warshall's algorithm by requiring the
digraph to be acyclic so that looping back through k cannot occur.
Warshall's algorithm can be adapted to find max-weights in an acyclic digraph.
Replace all the oc's by -oc's, with -oc + x = -oc = x + (-oc) for all x,
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and -oo < a for all real numbers a. Change the inequality in the replacement
step to W[i, j] < W[i, k] + W[k, j]. The resulting algorithm computes W,[i, j] =
M(v,, vj), where M is the max-weight function of §8.2.
If we just want max-weights from a single source, as we might for a scheduling
network, we can simplify the algorithm somewhat, at the cost of first relabeling
the digraph, using an algorithm such as NumberVertices on page 321 or Label on
page 296. It seems natural in this setting to use a reverse sorted labeling, in which
the labels are arranged so that i < j if there is a path from vi to vj. Such a labeling
is easy to obtain from an ordinary sorted labeling; for i = 1, . . ., n, simply relabel
vi as vn+]-i
To find max-weights from a given vertex vS, for instance from vI, just fix i = s
in the max-modified Warshall's algorithm. The reverse sorted labeling also means
that W[k, j] =-00 if j < k, so the j-loop does not need to go all the way from
1 to n. Here is the resulting algorithm, with i = s = 1. A pointer function can be
added if desired [Exercise 15(a)].

MaxWeight(edge-weight matrix)
[Input: An edge-weight matrix Wo of an acyclic digraph with a reverse
sorted labeling)
{Output: The max-weights M(l, j) for j = 2,
n}
for k =2 to n - I do
for j = k + 1 to n do
if W[l, j] <Wj l,k]+W[k, j] then
Replace W[l, j] by W[l, k] + W[k, j].
U
return W(l, 2), ... , W(1, n)
We emphasize that this algorithm is only meant for acyclic digraphs with
reverse sorted labelings. The proof that it works in time 0(n2 ) [Exercise 16] is
similar to the argument for Warshall's algorithm. The algorithm can be speeded
up somewhat if the digraph is given by successor lists and if we just consider j
in succ(k). Then each edge gets examined exactly once to see if it enlarges maxweights. The algorithm then runs in a time of 0(max{(V(G) , IE(G)I}), which is
comparable to the time it takes to sort the vertices initially using the algorithm Label.
Dijkstra's algorithm does not work with negative weights [Exercise 10]. Moreover [Exercise 11], there seems to be no natural way to modify it to find max-weights.

j *I4,

We apply MaxWeight to the digraph of Figure 6(a). Figure 6(b) gives the initial
matrix Wo. For convenience, we use a row matrix D with D[j] = W[l, j] for
j = 1,.
6. The sequence of matrices is as follows.

Do = D = [-oc

1 2 -o

-o

-oo],

D2 =[ -o

1 2 3 4 -oc],

D3 = [-o

1 2

D4 = D 5 = [-o

7 4 -oc],
4 9 ].

1 2 7

Figure 6 l
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As an illustration, we compute D4 , assuming that D3 gives the right values of
W[l, j] for k = 3. The j-loop for k = 4 is
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for j = 5 to 6 do
if D[j] < D[4] + W[4, j] then
Replace D[j] by D[4] + W[4, j].
v,

9

V2

V3

2

V4

Figure 7 A

Since D3 [5] = 4 > -o
= 7 + (-no) = D3 [4] + W[4, 5], we make no replacement
and get D4[5] = D3 [5]
4. Since D3 [6] = -no < 9 = 7 + 2
D3 [4] + W[4, 6],
we make a replacement and obtain D4 [6] = 9. The values of D3 [1], .
D3[4] are,
of course, unchanged in D4 .
U
Either Dijkstra's or Warshall's algorithm can be used on undirected graphs, in
effect by replacing each undirected edge {u, v} such that u 0 v by two directed edges
(u, v) and (v, u). If the undirected edge has weight w, assign each of the directed
edges the same weight w. If the graph is unweighted, assign weight 1 to all edges.
Loops are really irrelevant in the applications of min-paths to undirected graphs, so
it is convenient when using the algorithms to set W(i, i) = 0 for all i.
Consider the weighted graph shown in Figure 7. We use Warshall's algorithm to
find min-weights and min-paths between vertices, allowing travel in either direction
along the edges. Figure 8 gives the successive values of W and P. As a sample, we
calculate P4 [2, 1]. Since W 3 [2, 4] + W3 [4, 1] = I + 5 = 6 < 8 = W3 [2, 1], we
have W 4 [2, 1] = 6 and also P4[2, 1] = P3 [2, 4] = 4. The min-path from v2 to VI is
described by the sequence 2, P*[2, 1] = 4, P*[4, 1] = 3, P*[3, 1] = 1; i.e., the
min-path is V2 V4 V3 vl.

Figure 8 I
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The diagonal entries of P in this example have no significance.

.

Warshall's algorithm can be used to find reachable sets R(v) for a digraph.
Simply give all edges, including loops, weight 1. The final value W*[i, j] is no if
there is no path from vi to vj, and W*[i, j] is a positive integer if a path exists.
In particular, W*[i, i] < oc if and only if vl is a vertex of a cycle in G. We can
test whether a digraph G is acyclic by applying Warshall's algorithm and looking
at the diagonal entries of W*. In §6.6 we saw acyclicity checks based on Kruskal's
algorithm and Forest that are even faster.

ore,

M_
M_

1. (a) Give the min-weight matrix W* for the digraph
shown in Figure 9(a). Any method is allowed,

including staring at the picture.
(b) Repeat part (a) for the digraph in Figure 9(b).

(c) Give the initial and final min-path pointer matrices
P for Warshall's algorithm applied to the digraph in
Figure 9(a). Again any method is allowed.
(d) Repeat part (c) for the digraph in Figure 9(b).

8.3 i Digraph Algorithms
V2

4

8

V4
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v6

Figure 11 A

VI

5

V

3

V5

V7

(a)

(b) Use Dijkstra's algorithm on this digraph to find minimum patn lengths trom vI. Write your answer in the
format of Figure 4.
6. (a) Use Warshall's algorithm to find W* for the digraph
of Figure 6(a).
(b) Find max-weights for the same digraph using the
modified Warshall's algorithm.
7. (a) Use Warshall's algorithm to find P* for the digraph
of Figure 12(a).

V4

(b) Repeat part (a) for max-paths instead of min-paths.
4

V5

V6

V7

V,

4

V3

(b)

Figure 9 A
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Figure 9(a).
3.

(a)

(a) Apply Dijkstra's algorithm to the digraph of
I -I
.L- III
-- rIz o- -.
sFigure Y(a). Start at vI and use tne format ot
Figure 4.
(b) Repeat part (a) for the digraph of Figure 9(b).
(c) Repeat part (a) for the digraph of Figure 10(a).
(d) Repeat part (a) for the digraph of Figure 10(b).
V4

I

V1

V3

3

2
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9. (a) Use the algorithm MaxWeight to find max-weights
from vj to the other vertices in the digraph of
Figure 9(a).
(b) Use MaxWeight to find max-weights from s to the
rIzt-3t
trf
P;--r
Aiv--h
etir 1 ..inthe
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11 t- a
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sorting the digraph.]
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Figure 10

A

4. Apply Dijkstra's algorithm to the digraph of Figure 5,
starting at vl. Compare your answer with the answer
obtained by Warshall's algorithm in Example 3.
5. (a) Use Warshall's algorithm to find minimum path
lengths in the digraph of Figure 11. Give the matrix
for W at the start of each k-loop.

Figure 13

A
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10. (a) Show that Dijkstra's algorithm does not produce correct min-weights from Vl for the acyclic digraph
shown in Figure 14. [So negative weights can cause
trouble.]
(b) Would Dijkstra's algorithm give the correct minweights from vl for this digraph if the "for v in
V(G) \ M do" line of the algorithm were replaced
by "for v in V do"? Explain.
1

V2

V1

2

(c) Would it help in either part (a) or (b) if "for v
in V(G) \ M do" were replaced by "for v in
V(G) do"?
12. The reachability matrix MR for a digraph is defined by
MR[i, j] = I if vj E R(vi) and MR[i, A] = 0 otherwise.
(a) Find the reachability matrix MR for the digraph of
Figure 12(b) by using Warshall's algorithm.
(b) Is this digraph acyclic?
13. (a) Draw a picture of the digraph with weight matrix

V4

V3

0

0

1

0

0

0

0

0

0

1

0

0

Wo=1

0

0

0

10.

W0 1 0 0 0

Figure 14 A

-

0

1

0

0

(b) Is this digraph acyclic?
11. This exercise shows some of the difficulties in trying to
modify Dijkstra's algorithm to get max-weights. Change
the replacement step in Dijkstra's algorithm to the following:
if

(c) Find the reachability matrix MR [see Exercise 12] for
this digraph.
14. Repeat Exercise 13 for the digraph with weight matrix
1

D(v) < D(w) + W(w, v) then
Replace D(v) by D(w) + W(w, v).

WO

(a) Suppose that this modified algorithm chooses w in
V(G) \ M with D(w) as large as possible. Show that
the new algorithm fails to give the right answer for
the digraph in Figure 15(a). [Start at vl.]
3

V2

V4

3

V2

V4

0

10

0

0

0

O O

001
0 0 0

0

0 00

0

O Oj

0

00
10j

15. (a) Modify the algorithm MaxWeight to get an algorithm
that finds pointers along max-paths from a single vertex.
(b) Apply your algorithm from part (a) to find max-path
pointers from vl in the digraph of Figure 6(a).

S = VI

6

V3

(a)

S

V

4

-

)

(b)

Figure 15 A
(b) Suppose that the modified algorithm instead chooses
w in V(G) \ M with D(w) nonnegative, but as small
as possible. Show that the new algorithm fails for the
digraph in Figure 15(b).

NU.-

16. (a) Show that MaxWeight finds max-weights from vl
to other vertices. Suggestion: Show by induction on
k that MaxWeight and the max-modified Warshall's
algorithm produce the same values for Wk[1l, j] at
the end of the kth pass through their respective loops.
(b) Show that MaxWeight operates in time 0(n 2 ).
17. Modify Warshall's algorithm so that W[i, j] = 0 if no
path has been discovered from vi to vj and W[i, j] =
1 if a path is known. Hint: Initialize suitably and use
min[W[i, k], W[k, j]}.

S
As usual: What does it mean? Why is it here? How can I use it? Think of examples.

CONCEPTS AND NOTATION
sink, source
sorted labeling, reverse sorted labeling
indegree, outdegree
weighted digraph
min-weight, min-path, W*(u, v)
max-weight, max-path, M(u, v)
scheduling network
critical path, edge
A(v), L(v)
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slack time S(v) of a vertex
float time F(u, v) of an edge
pointer

FACTS
A path in a digraph is acyclic if and only if its vertices are distinct.
Every finite acyclic digraph has a sorted labeling [also known from Chapter 7].
A digraph has a closed path using all edges if and only if it is connected as a graph and every
vertex has the same indegree as outdegree.

ALGORITHMS
Sink to find a sink in a finite acyclic digraph.
NumberVertices to give a sorted labeling of an acyclic digraph in time O(IV(G)12 ).
Dijkstra' s algorithm to compute min-weights [-paths] from a selected vertex in time
O(IV(G)12 ) [or better], given a sorted labeling.
Warshall's algorithm to compute min-weights [-paths] or max-weights [-paths] between all
pairs of vertices, as well as to determine reachability, in time O(IV(G)1 3 ).
MaxWeight to find max-weights [-paths] from a selected vertex in time O(1V(G)12) or
O(IV(G)I + IE(G)D), given a reverse sorted labeling.
Dijkstra's and Warshall's algorithms to give min-weights [-paths] for undirected graphs [with
each W(i, i) initialized to 0].

0S

1. The sketch shows a digraph.

3. Consider the scheduling network shown.

a

a

5

b

I

c

start

finish

d
d

g

(a) Is this digraph acyclic?

I

e

8

f

(a) Find A(v), L(v), and S(v) for each vertex v.
(b) Give the float time of each edge for the network.
(c) This network has two critical paths. Give their vertex
sequences.
4. (a) Give the table of W* for the digraph shown.

(b) Does this digraph have an Euler path?
(c) List all the sinks of this digraph.
(d) List all the sources of this digraph.

U

3

x

(e) Give a sorted labeling of this digraph.
2. A digraph has vertices a, b, c, d, e, f, g with successor
sets succ(a) = 0, succ(b) = (c, d, e), succ(c) = {e, f ,
succ(d) = 0, succ(e) = {d}, succ(f) = If }, and
succ(g) = (d, e, f }.
(a) Is this digraph acyclic? Explain.
(b) Without drawing the digraph, determine the sources
and sinks.
(c) Draw a picture of the digraph.
(d) Is it possible to give a sorted labeling to this
digraph? Explain.

(b) List the edges in a critical path from s to f for this
digraph viewed as a scheduling network.
(c) Give the slack times at u and at v.
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5. The following digraph is acyclic.

10. (a) Suppose that we want to use Warshall's algorithm to
solve the two problems in Exercise 9. Must we use
two starting matrix pairs, or is one enough?
(b) Give starting matrices WO and Po for Warshall's
algorithm on the digraph of Exercise 9.
(c) The final matrices W* and P* for this digraph are
given below. Use these matrices to solve Exercises 9(a) and (b) again.
00
0o
00

(a) Number its vertices so that i > j if there is a path
from vertex i to vertex j.
(b) List the sinks and sources of this digraph.

W*

00

=

00
00
00

(c) Is every sink reachable from every source? Explain.

00

6. Consider the scheduling network shown. Determine the
arrival and leave time for each vertex and the float time
of each edge. Find all critical paths.
-1
1

P*

9

2

5

start

finish

co
00
00
00
0o
00

00
00

7
7

00

6
6

o0

00

00

2
1

00

00

00

00

00

Do

00

5

00

0

2

4

0

0

5 0

9
9
2
4
3

00

10

00

00

4 4
5

0 0 0

0 0

0

10 13

00

10
3
5
4
1

00

00

8
7
4
3

00

00

00

4
5

6

5

6 6

0

5

0

3

0 0

3

3

3

0

0

0

0

0

7

7

0 0 0 0 0

0

0

8

0

5

6

4 4
5

0 0

5

13
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0 0 0 0 0 0 0 0
1

3
5

16
2

(d) Viewing the digraph as a scheduling network, give
the vertex sequence for a critical path.
11. Consider the digraph shown.

7. Ann says that reducing the time for an edge in a critical
path will reduce the overall time from start to finish for
a scheduling network. Bob says that may be true sometimes, but not always. Who is right?
8. Ann says that since she can find all the critical paths
in a scheduling network by just finding the vertices v
with S(v) = 0, there's no point in studying float times of
edges. Bob, who has worked Exercise 18 on page 332,
says she's not quite right, that S(v) = 0 if and only if v
is on a critical path, but that you can't always figure out
what the path is from that information. Who is right?
9. Consider the digraph shown.

(a) Apply Dijkstra's algorithm to this digraph, starting
with vertex a. Using your answer, give the total
weight of the minimal path from a to h, and find
this path.
(b) Repeat part (a), starting from vertex b.

(a) Viewing this digraph as a scheduling network, use
any method to find and mark a critical path for the
network.
(b) Which vertices in this network have slack time O?
(c) Give the float times of the edges from u to w and
from x to f.
(d) Now view the digraph as an ordinary weighted
digraph. Suppose that we are using Dijkstra's
algorithm to calculate min-weights from the vertex s
and that we have already marked vertices s and u to
arrive at the table below. Fill in the next two rows of
the table.
M

D(u)

D(v)

D(w)

D(x)

D(y)

D(f)

0

2
2

7
7

5
4

00
5

00

00

00

00

{u}

12. Find a de Bruijn sequence for strings of length 2 formed
of the digits 1, 2, and 3. To obtain it, modify the technique given for binary strings of length n.

1i-

I
J

U

I

Discrete Probability
This chapter expands on the brief introduction to probability in §5.2. The first section
develops the ideas of independence and conditional probability of events. In §9.2
the emphasis shifts from sample spaces to discrete random variables and includes
a discussion of independence of random variables. Section 9.3 gives some of the
basic properties of expectation and variance for discrete random variables. In §9.4
we introduce cumulative distribution functions, including the binomial distribution.
We then show how the normal distributions arise, both in approximating the binomial
distribution and in practical measurement problems.

9.1

Independence in Probability
Our setting for probability is a sample space Q and a probability P. If E is an event,
i.e., a subset of Q, then P(E) is a number that represents the probability of E. As
we said in §5.2, this means that P(Q) = 1, that 0 < P(E) < 1 for every event E,
and that P(E U F) = P(E) + P(F) whenever E and F are disjoint. Given a sample
space Q, we want the probability P to match our estimates of the likelihoods of
events.
Our estimates of these likelihoods may change if more information becomes
available, for example, if we learn that the outcome belongs to some particular subset
of Q. For instance, if I happen to see that my opponent in poker has an ace, then I
will think it's more likely that she has two aces than I would have thought before I
got the information. On the other hand, if I learn that she has just won the lottery,
this fact seems to be unrelated to the likelihood that she has two aces. Our goal in
this section is to give mathematical meaning to statements such as "the probability
of A given B" and "A is independent of B."

~Vrff_1A

Figure 1 lists the set Q of 36 equally likely outcomes when two fair dice are tossed,
one black and one red. This situation is discussed in Example 5 on page 192. Consider the events B = "the value on the black die is < 3," R = "the value on the red
die is > 5," and S = "the sum of the values is > 8." The outcomes in B are in the
top three rows in Figure 1, those in R are in the last two columns, and the red ones
below the dashed line are in S.
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Figure 1 0

(1, 4) 1(1,5)
(2, 4) (2, 5)

(1, 6)
(2, 6)

(3, 1) (3, 2) (3, 3) (3, 4) (3, 5)
(4, 1) (4, 2) (4,
3) r(4.4) z (4, 5)
(5,) (5, 2) 1'(5, 3) (5, 4) (5, 5)

(3, 6)
(4, 6)
(5, 6)

(6, 1) (6, 2)

(6, 6)

(I 1I (1, 2)
(2, 1) (2, 2)

(1, 3)
(2, 3)

(6, 3)

S is the set of outcomes
below the dashed line.

(6, 4)

(6, 5)

B

R

(a) Let's have a friend toss our dice, but keep the result hidden. Observe that
P(R) = ; i.e., we think there's one chance in three that the outcome is in R.
Now suppose we learn from our friend that the sum of the values on the two
dice is > 8. Then the 36 outcomes in Q are no longer equally likely. In fact, the
ones with sum < 7 cannot have occurred, and we now think that each outcome
with sum > 8 is more likely than we thought it was before we got the new
information.
How likely? Well, the set S consists of the 15 outcomes shown in red in
Figure 1, and the outcomes in it still seem as equally likely as they were before,
so each of them now should have probability 15. Since the red die has value
> 5 in nine of these outcomes, i.e., IR n SI = 9, we estimate the probability of
R now, given S, to be
= 0.6, rather than I
-9

13.

(b) Originally, we estimated P(B) = 2' but if we know the outcome is in S,
then our estimate of the probability that the black die has value < 3 becomes
IB n s/l1sl = I = 0.2. Just as in part (a), we switch from using our original
probability to a new one that matches the likelihoods of outcomes given that S
has occurred.
(c) How would our estimate of the likelihood of B change if we knew that R had
occurred? That is, what's the probability that the black die is < 3 if we know
the red die is > 5? Twelve outcomes in Figure 1 lie in R and six of them
also lie in B, so the probability is still 2. This is reasonable; we don't expect
knowledge of the red die to tell us about the black die. The fact that we know
the outcome is in R makes the set of possibilities smaller, but it does not change
the likelihood that the outcome is in B.
The preceding paragraph is slightly misleading. It looks as if we've used
probability to show that knowledge about the red die doesn't affect probabilities
involving the black die. The truth is the other way around. We believe that the
red die's outcome doesn't change the probabilities involving the black die. So,
as we will explain in Example 7, we arranged for the probability P to reflect
this fact. In other words, we view the 36 outcomes in Figure I as equally
likely because this probability has the property that knowledge of the red die
doesn't affect the probabilities of events involving only the black die, and
vice versa.
U

We formalize the idea discussed in Example 1. Suppose that we know that an
outcome wo is in some event S C Q. Then the outcome is in an event E if and only
if it's in E n S; so the probability that w) is in E, given that it's in S. should depend
only on the probability of E n S. If all outcomes in S are equally likely, then the
probability of E given S, i.e., the probability of E n S given S, is just the fraction of
the outcomes in S that are in E n S, so it is IEnSI.
More generally, the probability of
isi
E n S given S should be the fraction of P(S) associated with E n S. For P(S) > 0
we define the conditional probability P(EIS), read "the probability of E given
S," by

P(EIS) = P(E S)
P (S)

for

EC Q.
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Then P(QIS) = P(QntS)
P(s)
= 1, and it is not hard to see that the function
P(S)
P(S)E -- P(EIS) satisfies the conditions that define a probability on Q. Note that we
have P(EIS) = P(E n SiS) for E C Q.
Since P(SIS) = 1, one could also think of S as the sample space for the
conditional probability, instead of Q, in which case we would only define P(EIS)
for E C S. Figure 2 suggests how we can view S as a cut-down version of Q, with
SnE as the event in S corresponding to the event E in Q. If E C S and P(S) < 1,
then P(EIS) = P(E) > P(E), as expected; the fact that S has occurred makes such
an event E more likely than it would have been without the extra information. In
general, for an event E not contained in S, P(E IS) can be greater than, equal to, or
less than P(E), depending on the circumstances.

Figure 2 I

-

AI

We return to the two-dice problem, so Q, B, R, and S are as in Example 1 and
Figure 1.
(a) With our new notation, the assertion in Example l(a) is that P(RIS) =
Indeed,
P (RlS) =P(R n S)

_

P(S)
In Example 1(b) we observed that P(BIS) =
P()=P (B n~S)

P(BIS)

=

P(S)

_

9/36
15/36
135;

9

9

15

this agrees with

3/36

3

= 15/36

15

It seems that our new definition of P (EIS) has only complicated matters by
introducing a bunch of 36's that get canceled anyway. But the new definition
makes good sense even when the outcomes are not equally likely, in which
case counting possible outcomes no longer helps.
(b) In Example 1(c) we saw that P(BIR) = = P(B). Similarly,
P(R n B)
P(B)

6/36
18/36

1
3

We repeat: the knowledge that R has occurred does not affect the probability
of B, and vice versa.
B
One of the most important questions in probability and statistics is this: Given
the occurrence of one event, does this change the likelihood of the other? If not, the
events are viewed as probabilistically independent. Otherwise, the one event has a
probabilistic effect on the other and, if the problem is important, one may look for
causes for this effect.

-EZ=-

Let Q be the set of all adult American males. We assume that all men in Q are
equally likely to be selected in any study. If S is the event "he has smoked at least
10 years" and C = "he has lung cancer," then studies show that P(CIS) is a lot
larger than P(C). There seems to be a cause and effect here. Smoking increases the
probability of getting lung cancer even though not every smoker gets lung cancer.
Lung cancer doesn't "depend" on smoking, in the sense that you must smoke to get
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lung cancer, but smoking does increase your chances. Lung cancer "depends" on
smoking in the probabilistic sense.
Let M = "he studied college mathematics." So far as we know, P(CIM) =
P(C). If this is true, getting lung cancer is probabilistically independent of studying
mathematics. Briefly, the events C and M are [probabilistically] independent.
Suppose that it was discovered that P(CIM) > P(C). Common sense tells us
that mathematics doesn't directly cause cancer. So we would look for more reasonable explanations. Perhaps college-educated men lead more stressful lives and cancer
thrives in such people. And so on.
U
For events A and B with P(B) > 0, we say that A and B are independent if
P(AIB) = P(A). This condition is equivalent to P(AnB)
= P(A) and to P(AnB)
P(B)-P()adtPAfB
P(A) P(B) and, if P(A) > 0, also to
.

P(BIA) =

P(A
P(A)

= P(B).

Thus, if A and B are independent, then B and A are independent; i.e., independence
is a symmetric relation. The equivalent formulation
(I)

P(A n B) = P(A) P(B)

for independent events A and B

.

is useful in computations. Also, it makes sense even if P(A) or P(B) is 0, so we
will adopt (I) as the definition of independence. Following tradition, we will refer
to pairs of independent events, but we will write {A, BR to stress that order doesn't
matter.

*J'_11 LVA
I :1 4 *1

Back to the two-dice problem in Examples I and 2. The events R and S are not
independent, since P(R) = while
P(RIS) = 159 = 3. Also
3
-5.

P(S)

=

-

36

=

P(SIR) = 9

while

-

12

12

4

Similarly, B and S are not independent [check this].
However, B and R are independent:
P(BIR)

I
- = P(B)
2

and

P(RIB)

1
- = P(R).
3

Knowing that one of these events has occurred does not change the likelihood that
the other event has occurred.
U
If A and B are independent, then so are A and the complementary event
BC

= Q \ B, since
P(A n BC) = P(A)

-

= P(A)-

P(A n B)
P(A)P(B)

=

P(A)(I

=

P(A)P(BC).

-

P(B))

Thus-no surprise-if knowing that B has occurred doesn't change our estimate of
P(A), then neither does knowing that B has not occurred. See also Exercise 20.
People sometimes refer to events as independent if they cannot both occur, i.e.,
if they are disjoint. This is not compatible with our usage and should be avoided. If
A n B = 0, then knowledge that B occurs does tell us something about A, namely
that A does not occur: P(AIB) = 0. Disjoint events are not independent unless
P(A) or P(B) is 0.
What should it mean to say that three events, A, B and C, are independent?
The idea we're trying to capture is that our estimate of the likelihood of any of the
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events isn't affected by knowing whether one or more of the others have occurred.
For the event A, what we require mathematically is
P(A) = P(AIB) = P(AIC) = P(AIB n c);
i.e.,
P(A n B) = P(A)P(B),
P(A n C) = P(A)P(C),
P(A n B n C)

=

P(A)P(B n C),

and similarly, for B and C,
P(B n A) = P(B)P(A),
P(B n C) = P(B)P(C),
P(B n A n C) = P(B)P(A n C),
P(C n A) = P(C)P(A),
P(C n B) = P(C)P(B),
P(C n A n B) = P(C)P(A n B).
Some of these equations repeat others. In fact, the three equations for P (A
all say the same thing, that

n B n C)

P(A n B n C) = P(A)P(B)P(C),
because of the conditions on P(A n B), P(A n C), and P(B n C).
Altogether then, when duplicates are removed, the conditions become
P(A n B) = P(A)P(B),
P(A n C) = P(A)P(C),
P(B n C) = P(B)P(C),
P(A n B n C) = P(A)P(B)P(C).
Could we leave out the last equation here? The next example shows that we can't.

1;1

We again consider the two-dice problem. Let Bo = "the black die's value is odd,"
Po = "the red die's value is odd," and E = "the sum of the values is even." It
is easy to check that the pairs {B0, R,}, {B0, El, and {R0, El are all independent
[Exercise 1]. On the other hand, if both Bo and Ro occur, then E is a certainty, since
the sum of two odd numbers is even. In symbols,

1

P(EIB nf Ro) = I

P(E) = 2

or, equivalently,
P(E n Bo n Ro) = P(Bo n Ro)
Thus we would not regard B, R,
are independent.

A2
(I')

.

=

4

4

-

8

P(E)P(B,)P(R,).

E as independent even though any two of them
0

The right definition, which works in general, is to say that the events Al,
A, are independent if
P (n
iEJ

Ai)

=H P(Ai)
iEJ
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for all nonempty subsets J of {1, 2,
nl. Before going on, let's get comfortable
with this intimidating notation. Suppose that n = 3 again. For J = t1, 2, 3}, the
index i in (I') takes the values 1, 2, 3, so condition (I') asserts that

P(Al n A2 n A3) = P(Al). P(A 2 ) P(A3),
the requirement we ran into before Example 5. For the three two-element subsets of
{l, 2, 31, condition (I') gives the conditions for pairwise independence: P(AI nA 2 ) =
P(AI) P(A2 ), etc. And for the three one-element subsets of {1, 2, 31, condition (I')
just states the obvious:
.

P(A1 ) = P(AI),

P(A 2 ) = P(A2 ),

and

P(A 3 ) = P(A3 ).

For n = 4, there are 15 nonempty subsets of {1, 2, 3, 4}, so the shorthand (I') is really
worthwhile. You should write out a few examples, perhaps using J equal to { 41,
{2, 3}, {1, 3, 4}, and {1, 2, 3, 4}, until you are sure what condition (I') is saying.

IU-

A fair coin is tossed n times, as in Example 6 on page 193. For k = 1, 2, ... , n, let
Ek be the event "the kth toss is a head." We assume that these events are independent,
since knowing what happened on the first and fifth tosses, say, shouldn't affect the
probability of a head on the second or seventh tosses. Of course, P(Ek) =
for
each k, since the coin is fair. From independence we obtain

n

k)

k)

2

2

22

2n

Since nk=l Ek consists of the single event that "all n tosses are heads," this equation
tells us that the probability of getting all heads is 1/2'. Similar reasoning shows that
the probability of any particular sequence of n heads and tails is 1/2'. Thus the
assumption that the outcomes of different tosses are independent implies that each
n-tuple should have probability l/2', as in Example 6 on page 193.
U
We now show that the probability we've used for the two-dice problem is correct
under the following assumptions: The probability of each value on the black die is
6' the probability of each value on the red die is 1, and the outcomes on the black
and red dice are independent. Let's focus on the outcome (4, 5). This is the single
outcome in B4 n R5, where B4 = "the black die is 4" and R5 = "the red die is 5."
Then P(B4 ) = P(R5 ) = I and, by independence,
P(4, 5) = P(B4

n

R5) = P(B4 ). P(R 5)

The same thinking shows that P(k, 1) = 36 for all outcomes (k, 1). This is why we
used P(k, 1) = 1L for all (k, 1) drawn in Figure 1.
U
36

If A and B are not independent, the equation P(A n B) = P(A). P(B) is not
valid. If P(A) # 0 and P(B) # 0, though, we always have the equations
P(A n B) = P(A)

P(BIA)

and

P(A n B) = P(B)

P(AIB),

which are useful when one of P(BjA) or P(AIB) is easy to determine. As we'll
illustrate, often some of these values are a lot easier to calculate than others.
CATAI AAN I

Two cards are drawn at random from a deck of cards, and we are interested in

whether they are both aces. The relevant events are A1 = "the first card is an ace"
and A2 = "the second card is an ace."
(a) What is the probability that both cards are aces if the first card is put back into
the deck [which is then shuffled] before the second card is drawn, i.e., with
replacement? In this case, Al and A2 are independent events, so
P(Al n~A 2 )

=

P(Al) . P(A2 )

44
-5

1

1

1
6
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(b) What is the probability that both cards are aces if the first card is not put
back into the deck [drawing without replacement]? The events are no longer
independent: if Al occurs, there is one less ace in the remaining deck, so we'd
expect the probability of A2 , given A 1 , to be smaller than P(A2 ). In fact, we
have P(A 2 1AI) = 3, which is indeed less than P(A 2 ) =
The probability
that both cards are aces in this case is

.l5.

P(Ai n A2 ) = P(Al) - P(A

2

1AI) =

4
52

3
1
= _2
51
221
5

_

We can also view this problem as one of selecting a random 2-element
set from the 52-card deck, assuming that all 2-card sets are equally likely. The
probability of getting two aces is then
t4
(2)
(52)

4 3
2 I
52 51

2J

2 I

221

Getting the same answer again supports our assumption that all 2-elements sets
are equally likely. One can prove by induction that all k-element subsets are
equally likely to be selected if, after some elements have been selected, all
remaining elements are equally likely to be drawn.
V
A

*

0

A company purchases cables from three firms and keeps a record of how many are
defective. The facts are summarized in Figure 3. Thus 30 percent of the cables are
purchased from firm C and 2 percent of them are defective. In terms of probability,
if a purchased cable is selected at random, then
P(A) = 0.50,

P(B) = 0.20,

P(C) = 0.30,

where A = "the cable came from firm A," etc. If D = "the cable is defective," then
we are also given
P(DIA) = 0.01,

Figure 3 *

Firm

P(DIB) = 0.04,

A

Fraction of cables purchased
Fraction of defective cables

B

0.50 0.20
0.01 0.04

P(DIC) = 0.02.

C
0.30
0.02

(a) The probability that a cable was purchased from firm A and was defective is
P(A n D) = P(A)- P(DIA) = 0.50 x 0.01 = 0.005. Similarly
P(B n D)

=

P(B). P(DIB) = 0.20 x 0.04

= 0.008

and
P(C n D) = P(C) . P(DIC) = 0.30 x 0.02 = 0.006.

(b) What is the probability that a random cable is defective? Since D is the pairwise
disjoint union of A n D, B n D, and C n D, the answer is
P(D) = P(A) P(DIA) + P(B). P(DIB) + P(C). P(DIC)
.

= 0.005 + 0.008 + 0.006 = 0.019.

The tree in Figure 4 may be a helpful picture of what's going on.

U

The calculation of P(D) in Example 9(b) illustrates the next general observation with A, B, C being the partition.
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Figure 4 o

D

D'

D

0.005

DC

D

0.008

D'

0.006

P(D) = 0.019

(a)

)c

P(B) *P(D IB)

P(A)*P(D A)

P(C) *P(D C)

(b)

Total Probability Formula

If events Al, A 2 , ... , Ak partition the sample
space Q and if P(Aj) > 0 for each j, then for any event B we have
P(B) =P(Al) P(BIAl) + P(A 2 ) P(BIA 2 ) + ...+ P(Ak)

P(BIAk)

k

=EP(Aj) P(BlAj).
j=l

This formula is true because B is the disjoint union of the sets Aj n B, and the
probability of each of these sets is P(Aj) P(BIAj).
Sometimes we know that event B has occurred and want to know the likelihood
that each Aj has occurred. That is, we want P(A 1 IB), P(A 2IB),
P(AkIB),
numbers that are not obvious in the beginning. Since
.

P(AjIB)= P(Aj n B)

P(Aj) P(B)Aj)

the Total Probability Formula implies the following.

Bayes' Formula

Suppose that the events Al, ... , Ak partition the set Q, where
P(Aj) > 0 for each j, and suppose that B is any event for which P(B) > 0. Then

P(AjIB) = P(Aj) P(BIAj)
.

P(B)
for each j, where
P(B) = P(Al)

P(BIAI) + P(A2 ) P(BIA2 ) + .. + P(Ak) P(BIAk).

The randomly selected cable in Example 9 is found to be defective. What is the
probability that it came from firm A? We want P(AID), and Bayes' Formula gives

P(AID) = P(A). P(DIA)
P(D)

_

0.50 x 0.01
0.019

0.005 -.
0.019

263

Even though half the cables are purchased from firm A, only about a quarter of the
defective cables come from this firm. Similar computations yield
P(BID) = 0.008 t 0.421
0.019

and

P(CID) = 006 z 0.316.
0.019
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Note how these fractions can be read from the top drawing in Figure 4. Note also
that the three probabilities add to 1. When a defective cable is selected, we're sure
that it came from exactly one of the firms A, B, or C.
The formula P(A

P(A1 nA

n B)

= P(A)

.

P(BIA) generalizes as follows:

n2...nA,)

2

= P(Aj)

P(A21A,) P(A31AI n A2) .. P(A, JAI n A2 n .. n

A.-l)

Exercise 26 asks for a proof.
Four cards are drawn from an ordinary 52-card deck without replacement. What is
the probability that the first two drawn will be aces and the second two will be kings?
Using suggestive notation, we obtain

P(A1 n A 2 n K3 n K4 )
= P(A1 )

.

P(A 2 1AI)

2- - - - 52 51 50

-

49

P(K 3 IAI

n A2 )

.

P(K 4 JAI n A 2 nK 3 )

0.000022.

.

0

Wherever conditionalprobabilities such as P (A IB)
occur, assume that P(B) > 0.

1. (a) Show that the events Bo, Ro, and E in Example 5
are pairwise independent.
(b) Determine P(BoIE n RO) and compare with P(BO).
2. Two dice, one black and one red, are tossed. Consider
the events
S = "the sum is > 8,"
L = "the value on the black die is less than the
value on the red die,"
E = "the values on the two dice are equal,"
G = "the value on the black die is greater
than the value on the red die."

3.

-

.

7. Suppose that an experiment leads to three events A, B,
and C with P(A) = 0.3, P(B) = 0.4, P(A n B) = 0.1,
and P(C) = 0.8.
(a) Find P(A[B).
(b) Find P(AC).
(c) Are A and B independent? Explain.
(d) Are A' and B independent?
8. Given independent events A and B with P(A)
P(B) = 0.6, find
(a) P(AIB)

(b) P(A U B)

(a) they are both red.

{S, L}, {S, E}, {L, E), {L, G}. Don't calculate unless

(b) they are both black.

necessary [but see Exercise 3].

(c) one is red and one is black.

4. The two dice in Exercise 2 are tossed again.
(a) Find the probability that the value on the red die is
> 5, given that the sum is 9.
(b) Do the same, given that the sum is > 9.
5. A fair coin is
A = "exactly
B = "exactly
events A and

tossed four times. Consider the events
one of the first two tosses is heads" and
two of the four tosses are heads." Are the
B independent? Justify your answer.

6. A fair coin is tossed four times.
(a) What is the probability of getting at least two consecutive heads?
(b) What is the probability of getting consecutive heads,
given that at least two of the tosses are heads?

n B)

9. A box has three red marbles and eight black marbles.
Two marbles are drawn at random without replacement.
Find the probability that

Which of the following pairs of events are independent?

By calculating suitable probabilities, determine which
pairs of events in Exercise 2 are independent.

(c) P(Ac

0.4 and

10. Repeat Exercise 9 if one marble is drawn, observed, and
then replaced before the second is drawn [i.e., drawn
with replacement]. Compare the answers to those in
Exercise 9.
11. Three cards are drawn from an ordinary 52-card deck

without replacement. Determine the probability that
(a) three aces are drawn.
(b) an ace, king and queen are drawn in that order.
(c) at least one ace is drawn.
12. Recall that the probability of a poker hand being a flush
is about 0.00197 [Example 1 on page 189]. What is the
probability of a flush, given that all five of the cards
are red?
13. Three urns contain marbles as indicated in Figure 5. An
urn is selected at random and then a marble is selected at
random from the urn.
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l0
Urn I

Figure 5

Urn 2

Urn 3

20. Show that if events A and B are independent, so are the
events AC and BC.

A

(a) What is the probability that a black marble was
selected?
(b) Given that a black marble was selected, what is the
probability that it was selected from urn 1? urn 2? urn 3?
(c) What is the probability that a black marble was
selected from urn 1?
14. An urn is selected at random from Figure 5 and then two
marbles are selected at random [no replacement]. Find
the probability that
(a) both marbles are white.

(b) both marbles are black.

15. (a) Given that the two marbles selected in Exercise 14
are both black, find the probability that urn 1 was
selected.
(b) Repeat if both of the marbles are white.
16. One marble is selected at random from each urn in
Figure 5. What is the probability that all three marbles
are white? that all three are black?
17. Ellen, Frank, and Gayle handle all the orders at Burger
Queen. Figure 6 indicates the fraction of orders handled
by each and, for each employee, the fraction of complaints received.

Figure 6

(c) Yet it is misleading over 90 percent of the time in
cases where the test is positive! Hint: Find P(DINC).
Moral: One must be very careful interpreting tests
for rare diseases.

Employee

Ellen

Frank

Gayle

Fraction of orders
Fraction of complaints

0.25
0.04

0.35
0.06

0.40
0.03

A

21. An electronic device has n components. Each component has probability q of failure before the warranty is
up. [Or think of light bulbs in your living unit.]
(a) What is the probability that some component will fail
before the warranty is up? What assumptions are you
making?
(b) What if n = 100 and q = 0.01?
(c) What if n = 100 and q = 0.001?
(d) What if n = 100 and q = 0.1?
22. Prove that if P(AIB) > P(A), then P(BIA) > P(B).
23. A box of 20 items is inspected by checking a sample of
5 items. If none of the items has a defect, then the box is
accepted.
(a) What is the probability that a box with exactly two
defective items will be accepted?
(b) Repeat part (a) if 10 items are checked instead of 5.
24. Prove that if P(A) = P(B) =
then P(AIB) >
Hint: First show that P(A n B) >

4.

25. Suppose that A, B, and C are independent events. Must
A n B and A n C be independent? Explain.
26. Prove that

P(A, n A2n .. n A,)
P(Al). P(A 2 1AI). P(A3 1A, n
.. P(AIA,

n A2 n

..

A2 )

n A, I,).

If the induction step is too complicated, verify the result
for n = 3 and n = 4 instead.
27. Prove or disprove:

(a) For a randomly selected order, what is the probability
that there was a complaint?

(a) If A and B are independent and if B and C are independent, then A and C are independent.

(b) Given an order with a complaint, what is the probability that it was prepared by Ellen? Frank? Gayle?

(b) Every event A is independent of itself.

(c) What is the sum of the answers to part (b)?
18. A box contains two pennies, one fair and one with two
heads. A coin is chosen at random and tossed.
(a) What is the probability that it comes up heads?
(b) Given that it comes up heads, what is the probability
that the coin is the two-headed coin?
(c) If the selected coin is tossed twice, what is the probability that it comes up heads both times?
19. The following is observed for a test of a rare disease,
where D = "the subject has the disease," N = "the subject tests negative," and NC = "the subject tests positive": P(Nc n D) = 0.004, P(N n D) = 0.0001,
P(N') = 0.044. Verify the following assertions.
(a) The test is over 97.5 percent accurate on diseased
subjects. Hint: Find P(N'ID).
(b) The test is nearly 96 percent accurate on the general
population. Hint: Find P((NI n D) U (N n DC)).

(c) If A and B are disjoint events, then they are
independent.
28. It is, of course, false that (b -* a) A a ==>b. [Consider
the case where a is true and b is false.] On the other
hand, if b -- a and a hold, then b is more likely than it
was before, in the following sense.
(a) Show that if P(AIB) = 1 and P(A) < 1, then
P(BIA) > P(B).
(b) What if P(A) = I?
29. Let S be an event in Q with P(S) > 0.
(a) Show that if P* is defined by P*(E) = P(EIS) for
E C Q, then P* preserves ratios as follows:
P*(E) = P(E n S)
P*(F)

P(Fns)

whenever P(FnS) # O.

(b) Show that if P* is a probability on Q that preserves
ratios, as in part (a), then P*(E) = P(EIS) for all
E C Q.
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Random Variables
In this section we shift the point of view slightly. Rather than focus on events, i.e.,
subsets of the sample space Q, we look at numerical-valued functions defined on Q.
Since events E can be studied by using their characteristic functions XE: Q -> {O, 10,
we lose nothing by this change of perspective and will gain a great deal.
Here is an illustration based on an example at the end of this section. Suppose
that a device has 17 components, each of which has a probability 0.02 of failure
within a year. What's the probability that at most two components fail within a year,
assuming that different component failures are independent of each other? If we use
a sample space Q consisting of 17-tuples of F's and S's, where F represents failure
and S stands for survival, then we want the probability of the event consisting of
all 17-tuples with at most two F's. Since the outcomes in Q are not all equally
likely, the problem looks harder than the ones we've been doing. The methods of
this section will give us another way to attack such questions and many others as
well. In this instance, we'll consider the function that counts the number of failures
in a year and ask for the probability that it has the value 0, 1, or 2.
A function from Q into ER is called a random variable. The terminology comes
historically from the fact that the values of such a function vary as we go from one
random outcome co to another. It is traditional to use capital letters near the end of
the alphabet for random variables, with generic ones named X, Y, or Z.
To avoid complications, we will restrict our attention to discrete random variables, i.e., to random variables X whose set of values

X(Q) = X(()) : ws

E

Q}

can be listed as a sequence. By making this restriction, we will be able to do our
calculations with sums, whereas, in the general case, integrals may be needed from
calculus, and other complications can arise. The set X(Q) is called the value set
of X. Often it will be a set of integers.

-Z!:A

(a) A natural random variable on the sample space of outcomes when two dice
are tossed is the one that gives the sum of the values shown on the two dice;
that is,
X,(k, I) = k + I

for

(k, I) e Q.

The value set of X, is {2, 3, 4, 5, 6, 7, 8, 9, 10, 11, 12).
(b) If we toss a coin 5 times, one natural random variable Yh to associate with the
set Q of outcomes is the one that counts the heads that come up. Thus, for
instance,
Yh (HTHTT) = 2.
The value set of Yh is f0, 1, 2, 3, 4, 51.
(c) A natural random variable W to associate with the sample space Q of strings
H, TH, TTH, TH, .... is length. Thus W(...* TH) = I + the number of
T's in the string. Such a random variable would be suited to an experiment
consisting of tossing a coin until it comes up heads, in which case we could
say that W counts the number of tosses. The value set of W is P.
U
Given a random variable X on 2 and a condition C that some of its values
may satisfy, we use the notation (X satisfies C) as an abbreviation for the event
lo) E Q: X(wo) satisfies C}. For example,
(5 < X < 7} represents
(0 e Q2: 5 < X(Wo) < 7},
{X = a or X2 = bi represents {to e Q : X(wo) = a or X(o))2 = b-,
{IX -41 < 3} represents {Io E Q : IX(w) -41 < 31, etc.
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When writing probabilities of these events, we will usually drop the braces
So, for example,
P(X = 2) means P({X = 21), i.e., P({o E Q : X(w)) = 21).

MI:1 4

{ and 1.

We return again to the sample space Q consisting of the 36 equally likely outcomes
when two fair dice are tossed.
(a) As in Example 1, let X, give the sum of the values of the two dice. All the
numbers P(X, = k) are given in Figure 1(a), which contains the same information as Figure 2(b) on page 193. With these values, we can calculate all the
probabilities of interest that involve the random variable X, For example,
1
2
3
4
10
P(X, < 5)
-+ - + - + 36
36
36
36
36
and
4
5
6
5
4
2
P(4 <X, < 10) =- + 5 +
+ 5 + 2
36
36
36
36
36
3

Figure 1 0

k
P(X

k)

2

3

4

5

6

1I
_X
36

2
36

3
36

4
6

36

5

7

8

9

10

11

12

6

5
36

4
36

3
36

2
36

1
36

36

(a)
1

k
P(X=

P(k b

P X

k)P(Xr=k)

)

2
1

6

3
I

6

4

5

I

1

6

6

6
1

6

(b)

If E is the set of even integers, then
P(X, is even)= P(X, = 2) + P(X, = 4) +

+ P(X, -12)

= (1±
+ 3+5+5+3± l' =12
36

2

(b) Let Xb be the value on the black die and Xr the value of the red die, so
for each outcome (k, 1) we have Xb(k, 1) = k and Xr(k, 1) = 1. The random
variables Xb and Xr each have value set {1, 2, 3,4, 5, 6}. Their possible values
are equally likely; see Figure 1(b). As an example, we calculate P(Xb = 3).
The set {Xb = 31
I{(k, 1) e Q : Xb(k, 1) = 31 is

{(k, 1) E Q: k = 31 = {(3, 1), (3, 2), (3, 3), (3, 4), (3, 5), (3.6)1,
so P(Xb = 3) = 366 = 6.
6 The random variables Xb and Xr have the property
that they take the same values with the same probability.
(c) The random variable X, is the sum of the random variables Xb and Xr, since
X,(k, 1) = k+1 = Xb(k, 1)+Xr(k, 1) for all (k, 1) c Q. The events in Example 1
on page 349 can be written in terms of these random variables:
B = "value on the black die is < 3" = {Xb < 31,
R = "value on the red die is > 5" = {Xr > 51,
S = "sum is > 8" = {X, > 8}.
Calculations in Examples I and 2 on pages 349 and 351 can now be written as
1
9
P(Xr> 5) = -,
P(Xr > 5IXs > 8)=
3
_
15'
1
3
P(Xb < 3) = P(Xb < 31X, > 8)=
2'

15'

P(Xb < 31Xr > 5) = -=
2
1
P(X, >

IXb <3) =

3

P(Xb < 3),
=P(X

> 5).
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The last two equations imply that the events {Xr > 5} and {Xb < 31
are independent. This fact is not surprising, and there is nothing special about
the values 5 and 3 nor the choices of the inequalities > and <. We expect the
random variables Xr and Xb to be independent; i.e., knowledge of Xr doesn't
change probabilistic knowledge of Xb, and vice versa.
U
The preceding discussion suggests that we define random variables X and Y
on a sample space i to be independent provided that the events
{wa E Q: X(@) is in I}

and

{E C Q : Y(w) is in J}

are independent for all choices of intervals I and J in MR.Knowing that X (w)
belongs to some interval I shouldn't affect the probability that Y(ws) belongs to
some interval J. For discrete random variables, this requirement is equivalent to
requiring that the events {X = k} and (Y = 11 be independent for all k in the value
set of X and all I in the value set of Y. In other words, X and Y are independent if

(I)

P(X = k and Y = l) = P(X = k) P(Y = I)

for all k in the value set of X and all I in the value set of Y.
FAI 4*:1
7

(a) The random variables Xb and Xr that give the values on the black die and red
die are independent. Indeed,
= P(Xb = k) * P(Xr = I) for all (k, 1).
36
(b) As before, let X, be the sum of the values on the two dice. Then X, and Xb
are not independent; for example, if Xb is big, X, is more likely to be big.
This intuitive explanation is not a proof and needs mathematical reinforcement.
Rather than test condition (I) mindlessly, we'll use this comment as a guide. If
Xb is big, like 6, the sum X, surely can't be small; indeed, it can't be less than
7. So, for instance,

P(Xb = k and Xr=l)

=

P(Xb = 6 and X, = 2) = 0 :A P(Xb = 6)

P(X = 2) =-

-

6 36
This single example is enough to prove that Xb and X, are not independent.
U

A sequence XI, X2, .

X, of random variables on a sample space Q is inde-

pendent if
n

P{Xi(w) is in Ji for i = 1, 2, .

n

P{Xi(w) is in Ji)

=J

i=I

for all intervals JI, J2 , ...
condition is equivalent to

J, in R. Our random variables are discrete, so this
n

(I')

P(Xi = ki for i = 1, 2,.

n)

=H P(Xi = ki)
i=i

whenever each ki is in the value set of the random variable Xi.
(a) A fair coin is tossed n times, as in Example 6 on page 354 [and Example 6
on page 1931. The sample space consists of n-tuples of H's and T's. For i =
1, 2, . . ., n, let Xi = 1 if the ith toss is a head and Xi = 0 otherwise. Thus
Xi is the characteristic function of the event Ei = "ith toss is a head." In
Example 6 on page 354 we assumed that the outcomes of the different tosses
were independent. Equivalently, for each sequence kI, k2 ,. . ., kn of 0's and
l's, we assumed that the events {Xi = kil were independent, so that
nI

P(Xi = ki for i = 1, 2, .

n) = H P(Xi = ki)=
i~l

2
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In other words, we assumed that the random variables X1 , X2, ..
X, were
independent.
(b) The sum S, = XI + X2 +
+ X, is a useful random variable. Since a member
of the sample space is an n-tuple of H's and T's and since Xi = I if the ith
entry is H and Xi = 0 otherwise, Sn counts the number of heads in the n
tosses. The value set of S, is {O, 1, 2,
n}. As we explained in Example 6
on page 193,
P(Sn = k) = 2

(k)k

for

k E 0,1, 2, . .. ,n}.

(c) In Example 7(a) on page 194 and Example 1(c), a fair coin is tossed until a
head is obtained. Let W be the random variable, the "waiting time," that counts
the number of tosses needed to get a head. Then
I
P(W=k)= k for k= 1,2,3,
So far we've assumed that the coins we've tossed have been fair coins. A coin
is said to be unfair or biased if the probability p of a head is different from 2. Most
U.S. coins are slightly biased; nickels are the worst. We can still ask for the probability of k heads in n tosses, but the formula in Example 4(b) no longer applies. It is useful to consider the following more general model, which has numerous applications.
We imagine an experiment with one possible outcome of interest, traditionally called success; the complementary event is called failure. We assume that
P(success) = p) for some p, 0 < p < 1. We set q = P(failure), so that p + q = 1.
We further assume that the experiment is repeated several times, say n times, and that
the outcomes of the different experiments are independent: a successful first experiment does not change the likelihood that the second experiment will be successful,
and so on.
S

*

(a) The tossing of a fair coin n times can be viewed as an experiment in which we
regard heads as a success and tails as a failure. Then p = P(success) =. We
already know that
P(k heads in n tosses) =

n)

for k =O, 1, 2, . . ., n. In general,
P(k successes in n experiments) =

.

(n)

provided that p (b) Suppose that an electronic device has n components and that the probability for
each component to fail before the warranty is up is q. A component is successful,
then, provided it is still working when the warranty is up. [If it fails the next day,
we will still regard this a success!] With p = 1-q, this situation fits our general
scheme even though the n "experiments" will be running simultaneously. As in
Exercise 21 on page 358, we are assuming that the survivals of the components
are independent, which might or might not be a reasonable assumption. Unless
p = , we do not yet have a formula for
P(k successes in n experiments),
i.e., for
P(exactly k components are working when the warranty is up).
(c) If the probability of curing a certain disease is p and if the cure is applied to
n people with the disease, then the collection of "experiments" fits our general
model. Again, we are assuming that the success rates for various patients are
independent.
U
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Given p and n, we now calculate the probability of exactly k successes in n
independent experiments, where p is the probability of success for each experiment.
In terms of random variables, we want P(S, = k), where Sn counts the number of
successes in n experiments. The sample space Q consists of all n-tuples of S's and
F's [for successes and failures]. There are 2' such n-tuples but they are not equally
likely. Compare the likelihood of all S's to that of all F's if p = 0.001. For a fixed
k, there are (n) n-tuples with exactly k S's, and these turn out to be equally likely.
To illustrate the idea, we consider a special case.
Given n = 5 and any p, we find the probability of exactly 3 successes. First fix
a particular 5-tuple with 3 successes, say (S, S, F, S, F). The probability of this
particular outcome is
P(third is F) P(fourth is S) P(fifth is F)

P(first is S) P(second is S)
.

-p

-p

q

pq-p

.

32
q

For another such 5-tuple, the order of factors will be different, but the result
p3q2 will be the same, since each of the 3 successes has probability p and each of

the 2 failures has probability q. Without actually listing all such outcomes, we know

that there are (5) of them, each with probability p 3 q 2 , and we conclude that
P(S5 = 3) = P(3 successes in 5 experiments) = (3)p3q2.

.

Exactly the same argument works in the general case; hence
P(S,

=

k) = P(k successes in n experiments)

(n)pkqn-k.

Note that these probabilities must sum to 1; i.e.,

k=O

This equation is true by the binomial theorem on page 200, which tells us that the
sum on the left is equal to (p +q)', which equals 1 since p + q = 1. Because of this
intimate connection between S, and the binomial theorem, S, is called a binomial
random variable. Such a random variable can be used whenever one has a sequence
of independent experiments, each with probability p of success. In applications we
can specify "success" to be anything we want.
(a) A fair coin is tossed n times. The experiment is the tossing of the coin, and
we choose to view heads as success. Here p = q = 1 Then the probability
P(Sn = k) of k heads in n tosses, i.e., k successes in n experiments, is equal to
(n)pkqn-

= (n)

()k

()f

=

(n) ()

-(),

=

which fortunately agrees with our earlier formula. For n = 10, the p =
row
of Table 1 contains the numerical values of these probabilities (accurate to three
decimal places), and Figure 2(a) gives a graph of them.

TABLE 1 P(Sn = k) for Binomial Sn and n = 10
k

0

1 1 1 2 1 3 1 4

1 5

p = 1/2 1 0.001 0.010 0.0441 0.1171 0.2051 0.24i

J1

8

.

0.2051 0.1171 0.0441 0.0101 0.001

p = 1/3 1 0.017 10.0871 0.195 1 0.2601 0.2281 0.13' 5r0.057 1 0.01 0.003
p= 1/101 0.3491 0.3871 0.1941 0.0571 0.0111 0.00
0 1 o l 0-

IT

o I 0
0

0o

I

364 Chapter 9 * Discrete Probability
Figure 2 O
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p = 1/2
.
.

n= 10

.
.
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2

*
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9
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9
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-s

0

3

4

5
(a)

7

8

0.5

0

p = 1/3

.

.

n= 10

0
0

S
*

I

-

-

0

1

2

3

4

5
(b)

6

7

8

0.5
.

p = 1/10
l

n= 10
0

0

1

2

3

*

k

4

5

X

I

6

7

8

9

10

(c)

(b) A rather biased coin might have the probability p =
Then we would have
P(k heads in n tosses) = (k)

(3)

of a head on each toss.

(3)

4

The p = row of Table 1 and Figure 2(b) contain the numerical values and a
graph of these probabilities for n = 10.
(c) Even if our original "experiment" has several outcomes of interest, we can focus
on some particular event and define it to be a "success." For example, suppose
that a fair die is tossed n times and we are interested in how often the value is
1 or 2. We define this event to be success, so P(success) = = p. Thus

4

P(k successes in n tosses) = () .(3)k

(2 )nk

If the die is tossed 10 times, then we can use Table 1. For instance, the probability of getting a 1 or 2 at most two times in 10 tosses is
P(Sio = 0) + P(S1 o = 1) + P(Sio = 2) ; 0.017 + 0.087 + 0.195 = 0.299.

(d) Slim Hulk is a basketball player who makes 23 of his free throws. If his successes are independent, what is the probability that he will make at least 7 of
the next 10 free throws? Here n = 10 and p = 2. We can't apply Table 1
directly, but we can if [to Slim's dismay] we call a miss a success and calculate
P(number of misses < 3). Now P(miss) = P(success) = so we use Table I

4;
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with p = 1 to obtain
P(at least 7 free throws) = P(number of misses < 3)
= P(S1 o < 3) = P(SIo < 2) + P(SIo = 3) ; 0.299 + 0.260 = 0.559,
where we used the calculation in part (c) to estimate P(S1 o < 2). Even though
Slim only makes 2 of his free throws, he has better than a 50 percent chance
U
of making 7 or more in the next 10 tries!
A

We return to the n components, each of which has probability q of failure before the
warranty is up. The probability that at least one component fails is

*

I-P(n successes) =

1- (n) .pn=1

p=

(1

q)

This result agrees with the answer to Exercise 21, §9.1.
The probability of at most 2 failures is
P(n -2

successes) + P(n -1

(12).
=

2

(n-

P

)p

successes) + P(n successes)

q2+(fn). p
n2nn
n-2q2

+ n pn-

-q +(fn) .Pn

+ pn.

If we interchange the roles of success and failure, we obtain
P(2 failures) + P(1 failure) + P(0 failures)
= ()

.q2pn-2 + (n)

. qp'-I + (n)

.n

which is the same value, of course.

.

Did you notice how the sample spaces slowly disappeared from view as this
section progressed? They are still there, of course, because random variables are
defined on sample spaces. But one of the early triumphs in probability theory was
the realization that practically all of probability involves random variables, which
often can be studied without reference to sample spaces.

-

-

S

1. (a) Three fair dice are tossed. What is the value set for
the random variable that sums the values on the dice?
(b) Repeat part (a) for n dice.
2. Two fair dice are tossed. Find

5. (a) Give the value set for the sum X + Y of the random
variables in Exercise 3.

(a) the probability that the sum is less than or equal to 7.

(b) Calculate P(X + Y = 2).

(b) P(5 < sum < 10).

(c) Calculate P(X + Y = k) for all k in the value set of
X + Y.

(c) the probability that the sum is a multiple of 3.
3.

(b) Calculate P(3X + 2 = k) for all k in the value set of
3X + 2.

Suppose that the independent random variables X and Y
have value set {0, 1, 2}, that P(X = 0) = P(X = 1) =
P(Y = 0) = P(Y = 1) = 1, and that P(X = 2) P(Y = 2) = 2. Calculate
(a) P(X = 0 and Y = 2)
(b) P(X = 0 or Y = 2)
(c) P(X < 1 and Y > 1)

4. (a) For X as in Exercise 3, find the value set for the random variable 3X + 2.

6. Here is a random variable, T, on the set Q of 36 equally
likely outcomes when two fair dice are tossed: T(k, l) =
k . 1 [k times 1].
(a) Give the value set for T.
(b) Calculate P(T < 2).
(c) Calculate P(T = 12).
7. For Q in Exercise 6, let D and M be the random variables defined by D(k, 1) = Ik- 11and M(k, 1) = maxlk, l).
(a) Give the value sets for D and M.
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(b) Make a table of probability values for D and M as in
Figure 1(a) on page 360. Hint: Use Figure I on
page 350.
(c) Calculate P(D < 1), P(M < 3), and P(D < I and
M < 3).

13.

(d) Are the random variables D and M independent?
Explain.
8. An urn has five red marbles and five blue marbles. Four
marbles are selected at random [without replacement].
Determine the value set for the random variable X that
counts the number of red marbles selected, and calculate

14.

P(X = k) for k in the value set.

9. Repeat Exercise 8 if seven marbles are selected at
random.
10. A fair die is tossed and a player
and loses $1 otherwise. Find the
dom variable W that records the
calculate P(W = k) for k in the
negative win.]

wins $5 if a 5 appears
value set for the ranplayer's winnings, and
value set. [A loss is a

15.

11. A fair die is tossed. Let W be the random variable that
counts the number of tosses until the first 6 appears.
What is the value set for W? Give the probabilities
P(W = k) for k in the value set.

16.
17.

12. A fair die is tossed n times.
(a) Give the probability that a 4, 5, or 6 appears at each
toss.

9.3

(b) Give the probability that a 5 or 6 appears at each
toss.
(c) Give the probability that a 6 appears at each toss.
An electronic device has 10 components. Each has probability 0.10 of burning out in the next year. Assume that
the components burn out independently.
(a) What is the probability that none of the components
burn out next year?
(b) What is the probability that at most two of the components burn out in the next year? Hint: Use Table 1.
Half of Burger Queen customers order French fries.
Assume that they order independently.
(a) What is the probability that exactly five of the next
ten customers will order French fries?
(b) What is the probability that at least three of the next
ten customers will order French fries?
An electronic device has 50 components, each of which
has probability 0.02 of failure before the warranty is up.
Use Example 8 to find the
(a) probability that at least one component fails.
(b) probability that at most two components fail.
Where is independence used in Example 6?
Show that two events E and F are independent if and
only if their characteristic functions XE and XF are independent random variables. You may use the result of
Exercise 20 on page 358.

Expectation and Standard Deviation

I

I

Experience suggests that, if we toss a fair die lots of times, then the various possible
outcomes 1, 2, 3, 4, 5, and 6 will each happen about the same number of times,
and the average value of the outcomes will be about the average of 1, 2, 3, 4, 5,
and 6; that is (1 + 2 + 3 + 4 + 5 + 6)/6 = 3.5. More generally, if X is a random
variable on a finite sample space Q with all outcomes equally likely, then the average
value,
A=

L X(w),

of X on Q has a probabilistic interpretation: If elements ws of Q are selected at random many times and the values X(wo) are recorded, then the average of the selected
values will probably be close to A. This statement is actually a theorem that needs
proof, but we hope you will accept it as reasonably intuitive.
When the outcomes are not equally likely, we are still interested in the probabilistic average, so we will weight the values of the random variable accordingly.
Given a random variable X on a finite sample space Q, its expectation, expected
value, or mean is defined by
E(X)

=

.

=

X X(wO)

P({ta}).

If all outcomes are equally likely, then P({wc})
l/JQ[ for all (o in Q, so E(X)
is exactly the unweighted average A discussed above. Note that we use two notations and terms for the same concept: the expectation E(X) of X and the mean [t
[lowercase Greek mu], or /ux if we need to specify the random variable.
-
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An amateur dart player knows from experience that each time he throws a dart at
the dart board in Figure I he will hit the regions with the probabilities indicated.
Thus P(A) = 0.02, P(B) = 0.06, etc. A concessionaire owns the dart board and
offers to pay $10 whenever the dart hits region A, $3 whenever it hits region B, and
$1 whenever it hits region C. What is the amateur's expected average income per
throw? It is certainly not the average . (10 + 3 + I + 0) = $3.50.
If he made, say, 100 throws, then he would expect to make $10 about 2 times,
i.e., make about $20 from region A, and similarly about $3 x 6 = $18 from region B,
$1 x 1O = $10 from region C, and $0 x 82 = $0 from region D. All told, that would
give him $48 for his 100 throws or just $0.48 per throw. That is, his probabilistic
average or mean payoff per throw is
itt=$10x0.02+$3x0.06+$1 x0.10+$0x0.82=$0.48.

I

I

Figure 1 A

Figure 2

lo

We tried to make this expected value seem reasonable by imagining 100 throws,
but it really has nothing to do with the number of throws. How likely it is that the
player's actual average will be close to $0.48 does depend on how many throws he
makes and also on what we mean by "close," but that's another story. The value it
is E(X) for the random variable X defined on the sample space Q = {A, B, C, D},
by X(A) = 10, X(B) = 3, X(C) = 1, and X(D) = 0.
Normally, concessionaires charge for the privilege of playing games. A charge
of 48 cents per try would be "fair" for this player, in the sense that the expected
gain would then be 0. Since the concessionaire owns the dart board, it would be
reasonable if the charge were somewhat more than 48 cents per try.
Let's clarify why the expected gain would be 0 if the charge were ,u per try.
The new random variable representing the player's net gain would be X - It. See
Figure 2. For this example, one can check directly that E(X - j) = 0, but in fact
this equation always holds, as we will see after the next theorem.
U

Region

X [no charge]

X

A
B

10.00
3.00

9.52
2.52

C
D

1.00
0.00

0.52
-0.48

-

,t [charging /,]

Since random variables are functions with values in R, we can add, subtract,
and multiply them just as one does in algebra and calculus. The only difference
is that the domain is now a sample space Q instead of a set of real numbers. For
example, given random variables X and Y on Q, the new random variable X + Y is
defined by the equation
(X + Y)((s) = X(wo) + Y(w))

for all

WoE

Q.

For a real number a, the random variable aX is defined by (aX)(w) = a * X(X)
for wt c Q. Also, for a real number c, the constant function defined by X(w)) = c
for all co E Q is a random variable, which we'll simply call the "constant random
variable c."
Theorem 1

Let X and Y be random variables on a finite sample space Q. Then

(a) E(X + Y) = E(X) + E(Y).
(b) E(aX) = a *E(X) for real numbers a in DR.
(c) E(c) = c for any constant random variable c on Q.

Proof We have
E(X + Y) = ,(X
a)C-

+ Y)(w). P({w)}) = E[X(6o) +
-Y(w)]
(CQae

* p({w 1).
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We now use the distributive law for real numbers to rearrange terms:
E(X + Y)=

)X(w)P
P(
±EY)
E
+
Y(0))

P({WDo) = E(X) + E(Y).

Thus part (a) holds. We omit the proof of part (b), which is even easier. Finally,

E(c) = E c P({Q}) = c
a)EQ

Corollary

P(tw}) = c. P(Q) = c.

c

COEQ

For any random variable X, we have E(X

-

ju) = 0.

Proof Here /t is the expectation E(X) of X. Thus
E(X-bL) = E(X)-E(A) = E(X) -

=AO.

a

One can sum more than two random variables. In fact, we quietly discussed
such a sum in Example 4(b) on page 361. A simple induction, using Theorem 1(a),
shows that
E(XI + X2 +

+ Xn) = E(XI) + E(X 2 ) + *.+ E(X,,)

for random variables XI, X 2 ,
terms of the value set

X,.

The next theorem gives the expectation in

X(Q) = k EiR : k = X(w) for some a) E Q}.
Theorem 2

For a random variable X on a finite sample space Q, we have

E(X) =

k P(X =k).

E

kcX (Q)

Proof The set Q is a disjoint union of the sets {X = k}, k c X(Q), on which X
takes the constant value k. So we can break the sum defining E(X) into sums over
these sets:

E(X)

X(@)) P({o})
X

=

=

E

|

kEX(Q)

Since X (w) = k for w)in {X

E

=

X(wO) P(Ol)|
wE{X=kl

k}, the inside sum is equal to

X((a))P({w))=k.

P({cs})=k.P(X=k).
wE(X=k]

aE{X=k)

Consequently, we have
E(X)

k P(X =k).

E

kEX(Q)

The formula in Theorem 2 could have been taken as the definition of the
expectation for discrete random variables. Generalizations of Theorem 2 hold for
many other types of random variables as well.
A

*

We illustrate the previous theorems by again considering the random variables Xs,
Xb, and Xr on the space Q modeling the two-dice problem [Examples 2 and 3 on

pages 360 and 3611.
(a) To calculate E(X,) from the definition, we have to sum 36 numbers:
1
E(X,)
E
X,
X(k,
1) P (k, 1) 3(2
+3 +3 +4 + . + 11 + 12).
36
(k,b)em

a

You may finish this, but we'd rather show how the theorems make this easier.
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(b) We calculate E(X,) using Theorem 2 and the values P(X, = k) in Figure 1(a)
on page 360:

E(X,) = 2

36

±9

3

3+ + 4
+
43
5 + 7 6 +
36
36
36
36
36
4
3
2
1
-1-+10
-+ll*
- +12 -36
36
36
36

5
36

1

-

[2+6+ 12+20+30+42+40+36+30+22+ 12]
36
252

= 36

= 7.

With such a nice answer, one can't help wondering if there's an even better
way to see this result. There is and we give it in part (c).
(c) Recall that X, = Xb + Xr. From the discussion at the beginning of this section,
we have E(Xb) = E(Xr) = 3.5, so
E(X,) = E(Xb) + E(Xr) = 7.

In words, the expected value on the black die is 3.5 and the expected value on
the red die is 3.5, so the expected sum is 7.
U
A

*

A fair coin is tossed n times. What is the expected number of heads? If your intuition
gives n/2, you are right. But please read on.
(a) The question is this: What is E(Sn), where S, is the random variable that counts
heads? Using Theorem 2, we find
n
L(.S5n)

n

,k.

=

P(S, = k) = Lk

I

2n

(n)

(:)

k=O
k=O
This expression is too complicated, but we can learn from our experience in
Example 2. The random variable S, is the sum XI + X 2 +
+ Xn, where Xi is
I if the ith toss is a head and 0 otherwise. Thus P(Xi = 1) = P(X0) =2
Then
E(Xi) = I

P(Xi = 1) + 0 P(Xi

0)

= 2-

2

for each i, and therefore

E(Sn) = E E(Xi) =

~

E(

11
2

+ -+

i= 2(n

ln
2

+ - -n

2'

as we expected.
(b) You may be puzzled by the first sum for E(S,) in part (a). It's correct, though,
so what we have is an interesting proof of a "binomial identity":
nE

(k)

n1

k=O

Many similar intriguing identities are used and studied in probability and combinatorics.
U
A

Let W be the random variable that counts the number of tosses of a fair coin needed
to get a head, i.e., the "waiting time" for the first head; see Example 4(c) on page 361.
What's the expected average wait? You might experiment to see. The answer is given
by the infinite sum

LkkP(W = k)
k=I

which turns out to be 2.

k
k=I
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Is 2 the intuitively correct answer? We imagine that it is to some people, but
not to most. Here's an argument that appears to be nonsense, though it isn't totally
nonsense: You expect half a head in one toss, so you ought to get a whole head in
two tosses!
X
The expectation of a random variable X gives us its probabilistic average.
However, it doesn't tell us how close to the average we are likely to be. We
need another measurement. A natural choice is the probabilistic average distance
of X from its mean /t. This is the "mean deviation" E(IX - gl), i.e., the mean
of all the deviations IX(w) - , , w E Q. While this measure is sometimes used,
it turns out that a similar measure, called the standard deviation, is much more
manageable and useful. The standard deviation a [or oax] is the square root
of E((X_ /)2). Like the mean deviation, it lies between the smallest deviations
IX(s)- tlj and the largest deviations IX(ws) -ji and serves as sort of an average
of the deviations.
The primary difficulty with E(IX -i'1) is that the absolute value function IxI is
troublesome, whereas x2 is not. Students of calculus may recall that {xI is difficult to
handle mainly because of its abrupt behavior at 0, where its graph takes a right-angle
turn.
For a random variable X, with mean Iw the square of the standard deviation a
is called the variance of X and written V(X). Thus
V(X) = U2 = U2

E(

_ _t-)2).

The variance and standard deviation measure how spread out the values of X are.
The smaller V(X) is, the more confident we can be that X(ws) is close to Ai for a
randomly selected w).
To develop formulas to help us calculate V(X), we start with a lemma.
Lemma For a random variable X on a finite sample space Q, we have

L

E((X-c) 2 ) =

(k-c) 2 .P(X=k).

kEX(Q)

As with Theorem 2, this lemma makes sense for all discrete random variables.

Proof This proof is very like the proof of Theorem 2. Let Y be the random
variable (X - c) 2; i.e., Y(cO) = (X(o) - c) 2 for all (w E Q. We need to show that
E(Y) = ZFkEX(Q)(k - C) 2 P(X = k).
The set Q is a disjoint union of the sets {X = k}, k E X(Q), on which Y takes
the constant value (k -c) 2. Then
.

E(Y)= E Y(a) .P

=
-

(VEQ

so

E(Y)

E
kEX(Q)

(k c) 2

f

wE{X-k

COE|X=k)

E
kEX(Q)

Pk

|

E

Y(w) P({DI)
|

oc{X=kl

(Q=

-

c) 2 . P(X

=

k).

E

kEX(Q)

The next theorem follows by setting c = g in the Lemma.
For a discrete random variable X with mean it, we have

Theorem 3

V()

(k -82.P(X = k).
keX(Q)

Note that this theorem implies that V(X) = 0 if and only if X is the constant
random variable ,u.
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(a) Let X be the random variable that records the value of a tossed fair die. Since
3.5 from our discussion at the start of this section, we have

A

-

6

2

V(X) = (k

-)

k=l
-

1
-1i

3.5)2 + (2 - 3.5)2 + (3 - 3.5)2 + (4 - 3.5)2

-

6

+ (5 - 3.5)2 + (6 -

3.5)2] =

The standard deviation is a =

3

I[17.5]

6

=35

12

z 1.71.

(b) Let X be the coin-tossing random variable so that P(X = 0)
Then we have
1

-1)2

V (X)
and

I+1

1)2

=

P(X

=

1)

-2

1=1

0=

or=

(/X= -.

2

The next formula for V(X) makes the computations a little easier because the
mean tt only has to be handled once.
Theorem 4

For a discrete random variable X with mean tt, we have
V(X) = E2(X2)

_

2

where
k 2 .P(X = k).

E(X2)
keX(Q)

Proof Since (X

,) 2 = X2

-

- 2,uX +

A2,

parts (a) and (b) of Theorem 1 imply

that
V(X) = E(X 2 ) - 2JL E(X) +

_2

But E(X) = /, so
V(X) = E(X2) - 2g2

+

2 =

E(X2)

-

t2.

2

Finally, the formula for E(X ) is the special case of the Lemma with c
A

*

=

0.

P

Here we redo the computations in Example 5.
(a) We have

E(

)= k=
Lk

- [I + 4 + 9 + 16 + 25 + 36] = 6'
6 L
6

6

SO

V(X) = E(X2)
2

(b) We have E(X 2 )

=

1

=

VX=

,

/2 = 91

_ (7-

35

so
(X2) _ /t2 = I _ (1-)2 =

-

Mean and variance have especially good properties for independent random
variables.
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Theorem 5

If X and Y are independent random variables, then
E(XY) = E(X) E(Y).
.

Proof The statement is true in general, but our proof only works for discrete
random variables. To avoid infinite sums, we'll assume that X and Y have finite
value sets. The sample space Q is a disjoint union of the sets {X = k} n {Y = 11,
where k and I range over X(Q) and Y(Q), respectively. By a now familiar argument,
we conclude that
E(XY)=

k

P(X = k} n {Y = 1}).

kEX(Q) IGY(Q)

Since X and Y are independent, P({X = k} n {Y = l}) = P(X = k). P(Y = 1) by
the condition (I) on page 361. Therefore,

E (X Y) =

Y

E

k I P(X =k) P(Y = 1).

kcX(Q) /cY(Q)

Since these are finite sums, we can use the distributive law for real numbers to
rewrite the equation as
E(XY) =

I P(Y = 1)

{E k .P(X = k)||
kcX(Q)

= E(X)

E(Y).

E

/CY(Q)

In general, the formula for the variance V(X + Y) is complicated, but for
independent random variables we have the following.
Theorem 6

If Xi, X 2

V(X1 + X2 +

, X, are independent random variables, then

.
*+

X,) =

V(XI) +

V(X2) +

-+
*

V(X,,)-

Proof We will only give a proof for two independent random variables X and Y.
And, as before, we will assume that the value sets of X and Y are finite. Our task,
then, is to show that V(X + Y) = V(X) + V(Y).
We write ,ux and it y for the means of X and Y; then ,uX + fty is the mean
for X + Y, by Theorem 1(a). By Theorem 4, we have
V(X + Y) = E((X + y)2)_ (tx + 1luy)2

= E(X 2 + 2XY + Y2 ) - (t24 +
2

2

tx *y

2

E(X ) + 2E(XY) + E(Y ) _ A2

± 14)
+
*/,Y_

21x

Since V(X) = E(X 2 ) -x and V(Y) = E(Y 2 ) - p2, we can rewrite this equation
as
V(X + Y) = V(X) + V(Y) + 2[E(XY) -,x ' * ]x
Since X and Y are independent, E(XY) = E(X) - E(Y) = ,ux -iy

by Theorem 5,

so V(X + Y) = V(X) + V(Y).

Essentially the same argument, but with more terms in the sums, works for

n> 2.
A

S

E

(a) What is the variance of the random variable X, that adds the values on two fair
dice? A direct assault using the definition or Theorem 4 would be hard work.
But we know that X, = Xb + Xr, where Xb and Xr are independent. We also
know that V(Xb) = V(Xr) = 35 from Example 5. Therefore, V(X,) = 35 by
Theorem 6, and the standard deviation of X, is

F6

2 42

9.3 * Expectation and Standard Deviation

373

(b) To obtain the variance of the random variable S, that counts the heads from
n tosses of a fair coin, we recall that S. is the sum of the independent random variables XI, X2 , X, where P(Xi = 0) = P(Xi = 1) = 2 From
Example 5, V(Xi) = for each i. Theorem 6 now implies that
n

n

=(Xi)-=

V(SO) -EVX,)
The standard deviation is
for large n.

which grows as n does, but much more slowly

2,vn,

U

We introduced binomial random variables Sn in §9.2 starting after Example 4.
These random variables model the repetition of n independent experiments, where p
and q are the probabilities of "success" and "failure," respectively. The expectation
calculated in the next theorem should come as no surprise.
Theorem 7

If S, is a binomial random variable for some n and p, then
E(Sn)

=

np

and

V(Sn) = npq.

The standard deviation is .npq.
Proof Just as with the special case p = 2, i.e., the case of tossing fair coins, a
direct assault on E(S,) and V(S,) would be unwise.
For i = 1, 2, ... , n, define Xi = 1 if the ith experiment is a success, and define
Xi = 0 otherwise. Then Sn = XI + X2 +... + X,; first we find the expectation and
variance for each Xi. Since P(Xi = 1) = p and P(Xi = 0) = q, we have
E(Xi) =

Since X2

.

P(Xi = 1) + 0 P(Xi =0)

= P.

Xi, we have E(X2) = p and
2

2

V(Xi) = E(X72)-[E(X,)]2 = p -p2 =p(lSince S, = XI + X2 +

p)=pq.

+ Xn, we conclude that

n
E(S8) =

n
E(Xi) =

p = np

Since the Xi are independent, Theorem 6 implies that
n

V(Sn) =

L

i=l

S

Et
1.

*

n

V(Xi) =

, pq = npq.

.

t=l

Table 1 on page 363 gives us probabilities of SIO for p = 2 1, and 1 . The corresponding values of E(S1 o) are 5, 10, and 1, and the values of a are
1.58, ; 1.49,
and ; 0.95. The values of a approach 0 as the probability p approaches 0. See
Figure 2 on page 364. The same phenomenon occurs for any fixed n when p goes
X
to 0, and a similar phenomenon occurs when p goes to 1.

RM
Let X be a random variable with P(X =- 1) =
P(X = 0) = P(X = 1) = 1 and P(X = 2) - 2
Find the expectation of
(a) X
(b) X 2
(c) 3X + 2

2. Find the standard deviation for the random variable X in
Exercise 1.

3. Find the standard deviation for the random variable X2
in Exercise 1.
4. Suppose that certain lottery tickets cost $1.00 each and
that the only prize is $1,000,000. If each ticket has probability 0.0000006 of winning, what is the expected gain
when one ticket is purchased?
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5. Consider independent random variables X and Y with
P(X = O) = P(X = I) = P(Y = O)= P(Y = 1) = 4
and P(X = 2) = P(Y = 2) = 2. Find the mean and the
standard deviation for X, Y and X + Y.
6. Find the mean and standard deviation for the random
variables in Exercise 7 on page 365, defined on the
set Q of 36 equally likely outcomes when two fair
dice are tossed: D(k, 1)
k 1-IIand M(k, I) =
maxfk, 11.
7. As in Exercise 9 on page 366, seven marbles are selected
at random [without replacement] from an urn containing
five red marbles and five blue marbles.
(a) What is the expected number of red marbles
selected?
(b) What is the standard deviation?
8. If the concessionnaire in Example I charged $1 for the
privilege of throwing a dart at her dartboard, what would
the player's expected average income be? Would playing
this game be a good investment for the player?
Discuss.
9. Calculate the mean deviations for the random variables
in Example 5 and compare with the standard
deviations.
10. A newspaper article states that the average family has
2.1 children and 1.8 automobiles. How many average
families are there? Discuss.
11. What is the expected number of aces in a five-card poker
hand? Hint: The direct assault using Theorem 2 can be
avoided.
12. A fair die is tossed until the first 4 appears. Use the
"nonsensical" argument in Example 4 to determine what
the expected waiting time is for the first 4.
13. An urn has four red marbles and one blue marble.
(a) Marbles are drawn from the urn without replacement
until the blue marble is obtained. What is the
expected waiting time for getting the blue marble?
(b) Repeat part (a) if each marble is replaced after each

drawing. Hint: See Exercise 12.
(c) Compare your answers to parts (a) and (b) and
comment.

9.4

14. Show that Ek

2

ki

(k)

=n(n + 1) 2

for n >0.

Hint: Let Sn be the random variable in Example 7, so
V(S,) = n/4 and ,t = E(S,) = n/2. Calculate
E(Sn2) two ways, using the two equations in Theorem 4.
15. Would you rather have a 50 percent chance of winning
$1,000,000 or a 20 percent chance of winning
$3,000,000? Discuss.
16. A baseball player has batting average 0.333. That is, he
is successful in 1 of his official attempts at hits. We
assume that the attempts are independent.

(a) What is the expected number of hits in three official
attempts?
(b) What is the probability that he will get at least one

hit in his next three official attempts?
17. Suppose that the baseball player in Exercise 16 has ten
official attempts.
(a) What is the expected number of hits?

(b) What is the probability that he will get at most three
hits? Hint: Use Table I on page 363.
(c) What is the probability that he will get at least three hits?
18. Show that E(XY) does not always equal E(X) . E(Y).
19. Show that V(X + a) = V(X) and V(aX) = a2 . V(X)

for a in IRand a random variable X with finite value set.
20. Let X be a random variable with mean I and standard
deviation a. Give the mean and the standard deviation
for- X.
21. (a) Suppose that X, X2, .. X, are independent random variables, each with mean /t and standard deviation a. Find the mean and the standard deviation of
S = XI +X 2 + ' -+X,
(b) Do the same for the average
n-

=

+ X,).

-(XI + X2 +'''

22. (a) Show that if random variables X and Y on a finite
sample space Q satisfy X (w) < Y(t) for all X e Q,
then E(X) < E(Y).
(b) Show that if IX(X)- p <I X(wo) - p I for all
w E Q, then IX(woo) -itI > ax. That is, the largest
deviation of IX - ftj is greater than or equal to the

standard deviation of X.

Probability Distributions

a

U

I

In this section, we will study random variables using their probability distributions.
At the end, we will be led to the famous bell curve and see why it plays a central
role in probability and statistics.
Consider a typical binomial experiment consisting of 300 independent trials,
each with probability 1 of success. We know the expected number of successes,
300.

=

100, and the standard deviation,

F300.

3 2z;

8.16; but what's the

probability that the number of successes is between 90 and 110, say? That is, what's
P(90 < S 30o < 110) for p = 1? We have the formula
(300)
(S0=k)=

k

( Ik

3}

2 )300-k

t3
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from page 363, so couldn't we just ask a computer or programmable calculator to
find the value of the sum
0 (300)
:
kV

k=90

2300 k
3300
-

One trouble with this method is that numerical problems with overflow and roundoff might give us an answer we can't trust. The binomial coefficients here are
enormous-(3 00) has 79 decimal digits-but they're being multiplied by incredibly tiny numbers, too. Plainly, a calculator won't be up to the job. And this was
just a simple example. What if we had 3000 trials, or p = 0.423, or wanted the
probability of a larger range of values?
One of our goals in this section is to develop a method to handle problems
such as this one with ease, using a single standard function available on many
calculators and spreadsheet computer applications. Along the way we will see some
other important probabilistic ideas.
Each random variable X has a function Fx, defined on the real line ]R, that
encodes the probabilistic information about X. So far, with discrete random variables, we've focused on the values P(X = k) and used appropriate sums of these
values to answer probabilistic questions about X. In fact, most questions about
X involve quantities such as P(X < 5), P(X < 5), P(X > 5), P(X > 5),
and P(5 < X < 10). All these quantities can be written in terms of probabilities of the form P(X < y) and perhaps also of the form P(X = k). Of course,
P(X < 5) already has this form. Since P(X < 5) = P(X < 5) + P(X = 5),
we can write P(X < 5) = P(X < 5) - P(X = 5). Similarly, P(X > 5) =
1 - P(X < 5), P(X > 5) = I - P(X < 5), and also P(5 < X < 10) =
P(X < 10) -P(X < 5). The probabilities of the form P(X < y) contain key
information about X. Their values vary with y in IR, and it is useful to formalize
how they do.
For any random variable X on any sample space, the cumulative distribution
function or cdf of X is the function Fx defined on iR by
Fx(y)=P(X<y) for

yElIR.

This function accumulates or collects the values of P(X) up to and including the
value for X = y. If X is a discrete random variable, then Fx sums the values:

Fx(y) = E P(X = k)

for discrete random variables.

k<y
If X is understood, we will sometimes write F instead of Fx.
A

Consider the random variables X,, Xb, and Xr with the probabilities specified in
Figure 1 on page 360. The cdf for Xb and Xr is F, where
I0

F(y) =

for
for
for
for
for
for
for

1/6
2/6
3/6
4/6
5/6
1

y< 1
I< y< 2
2< y< 3
3
< y< 4 .
4
< y< 5
5< y< 6
y> 6

The cdf F, for X, is given by
F5 (y) =

L

P(X, = k).

k<y

These cdf's are shown in Figure 1.

.
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(b)

We return to the binomial random variable Sn that counts the number of "successes"
in n independent experiments, with probability p of success for each experiment. We
saw in §9.2 that P(S, = k) = (II)pkqn-k for k = 0O1, 2, ... ,n, where q = 1-p
is the probability of "failure"; so the cdf F for S, is
F(y) =

()

for

pkqn k

y E

R.

k<y

This cdf is called the cumulative binomial distribution. Note that it is a step
function that is constant between integers and has jumps at points in the value set,
a property that holds for all discrete random variables. See Figure 2 for a picture of
the cdf for S5 when p = 0.5. Table 1 gives the values of the cumulative binomial
distribution in case n = 10 and p is
a, or 1 . Much more complete tables can be
found in probability and statistics books, and many calculators can compute values
of cdf's.
d
,

Figure 2 OA
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TABLE 1 Cumulative Binomial Distribution for n = 10

A

*

We illustrate the power of cdf's by using Table 1 to calculate some probabilities.
Note that any of the calculations could be made by summing entries in Table I on
page 363, but this could get tedious.
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(a) A fair coin is tossed ten times. We can calculate many probabilities quickly:
P(at most 5 heads) = P(Sio < 5) = F(5) t 0.623,
P(at least 4 heads) = P(SIo

<

10)

-

P(S1 o < 3)

= F(10) - F(3) ; I
P(3 < number of heads < 7) = F(7)

-

-

0.172 = 0.828,

F(2) ; 0.945 -0.055

= 0.890.

Note that we can use the table to calculate any of the values P(Sjo = k).
For example, P(S1 o = 5) = F(5) -F(4) t 0.623 - 0.377 = 0.246, which
agrees with the corresponding entry in Table I on page 363.
(b) With a biased coin the probability of a head on each toss is 3. Then
P(at most 5 heads) = F(5) ; 0.923,
P(at least 4 heads) = F(10) -F(3)

I

-

0.559 = 0.441

P(3 < number of heads < 7) = F(7) - F(2)

0.997

-

0.299 = 0.698. U

The advantage of a cdf, as illustrated in Example 3, would be even more
apparent if we wanted to calculate, say, the probability of obtaining between 30 and
70 heads in 100 tosses of a fair coin. Then we'd want P(30 < Sioo < 70). If we
70

had a table of values of P(S 100 = k), we would have to sum E P(Sloo = k), a
k=30
sum of 41 numbers! If we were given a table for the cdf, we would only need to
calculate the difference F(70) - F(29). But even if this idea works for n = 100 and
p = 1, how about our example at the start of this section, with n = 300 and p = ?
Or how about p = 0.315? We won't find tables of cdf's for all interesting values of
n and p.
The miraculous fact is that we won't need those tables to solve such problems
for large n, which is where the troubles come up. Instead, we can use a special
distribution function, called the "Gaussian distribution." It's not a distribution of a
discrete random variable, though, so we'll need to extend our horizons to consider
nondiscrete random variables.

4

A

A

The simplest examples of nondiscrete random variables are the uniform ones, based
on the probability introduced briefly in Example 7(b) on page 194.
When people talk about choosing a random number in the interval [0, 1), they
don't mean that all numbers in [0, 1) are equally likely to be chosen. That would be a
true statement, but a useless one, since the probability of choosing any given number,
such as or v3/4, is 0. What they mean instead is that the probability of choosing a
number in any given subinterval [a, b) is proportional to the length of the subinterval.
The probability of choosing the number in [0, 1) is 1, so the probability of choosing
it in [a, b) is b - a. In particular, if U is the random variable on [0, 1) that gives the
value of the number chosen, then P(U in [0, x)) = x -0 = x for 0 < x < 1. Since
P(U = x) = 0 for every x, we also have P(0 < U < x) = P(0 < U < x). Thus
the cdf Fu for U, called the uniform distribution on [0, 1) or on [0, 1], is given by

4

0 for y < 0
Fu(Y)=

y

for

I for

0 <y < I

I <y

The random variable U itself is called a uniform random variable. Its value set
is [0, 1), since every value in [0, 1) is possible, even though P(U = x) = 0 for
each x in [0, 1). For this random variable, probabilities of intervals are useful, but
probabilities of single points are not.
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The cdf's for discrete random variables have jumps at points in the value
set. In contrast, the cdf FU is a nice continuous function with no jumps. See
Figure 3.
d

Figure 3 0

I

1

2

We next show a couple of examples of how cdf's are related to areas under
the graphs of certain functions whose graphs lie on or above the x-axis.
(a) Consider the random variable X that records the value obtained when a single
fair die is tossed. Thus P(X = k) = 1 for k = 1, 2, 3, 4, 5, 6. The cdf for
X is the cdf F in Example 1 and Figure 1. We create a function f on IR in
stages. First we define f (k) = P(X = k) = 6 for k = 1, 2, 3, 4, 5, 6; see
Figure 4(a). Next we replace each of the six points by a rectangle of width 1;
see Figure 4(b). We extended the graph to the left of each point, but it would
be as reasonable to extend it to the right of each point, and one could argue
that it would more fair to arrange for the rectangle to extend 2 to each side of
the points. Finally, we define the function f to be 0 elsewhere; see Figure 4(c).
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Note that the area of each little rectangle is 1 and that the total area under
the graph of f is equal to 1. Finally, and this is the connection between F and
areas under f, note that
F(k) = P(X < k) = area under f on (-oc, k]
for k = 1, 2, 3, 4, 5, 6. Remember, (-oc. k] = {y E R: y < k}. [This area
formula doesn't work for F(y) if y is a noninteger in [0, 6], but please don't
worry about this.]
(b) Now consider the binomial cdf in Example 2 and the picture for n = 5
and p
2 in Figure 2. Just as in part (a), we create a function f on ER
starting with f (k) = P(S 5 = k) = 25() = _
for k = 0,1,2,3,4,5.
See the development in Figure 5. Again the areas of the little rectangles are
P(S5 = 0), P(S5 = 1), ... , P(S5 = 5), and the total area under the graph of
f is 1. And, as in part (a),
F(k) = P(S5 < k) = area under f on (-oo, k]
for k =0, 1, 2, 3,4, 5.

Figure 5 1p
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(c) Now we return to the uniform distribution Fu in Example 4 and Figure 3. This
time we pull a nice flu for Fu out of the hat, though, if you know some calculus, note that fu (x) is just the derivative FU(x) [except for x = 0 and x = I].
Here's
0 for x < 0
fu (x)

I
0

for
for

0 < x <
x > I

see Figure 6. Again fu(x) > 0 for all x E 1R, and the total area under fu is
obviously 1. Moreover, by mentally checking the three cases x < 0, 0 < x < l
and x-l,

one can easily see that

Fu(y) = P(U < y) = area under flu on (-xo, y].
This holds for all y in DR; in this respect, the random variable U is superior to
u
discrete random variables.
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Figure 6

lo,
2

II

fu for FU

0

Note the key features of each

f and fu in the last example:

f (x) > 0 for all x c IR.
Total area under f is equal to 1.
F(y) = P(X < y) = area under

f on (-oc, y], at least for some values of y.

Before we give more illustrations of the connection between cdf's and areas under
special functions f, we introduce a way of "normalizing" random variables.
Why would anyone want to do that? Sometimes, even though we might wish
otherwise, nice finite discrete objects lead to more complicated theoretical objects.
Such is the case with binomial distributions. In applications, the number n of experiments or samples is often large, and the computations of the binomial random variable
get difficult. Clearly, it would be nice if, for large n, the cdf's F, of the binomial
distributions were close to a single cdf of some well-behaved random variable. [We
will clarify what we mean by "close" later.] As stated, this can't be true. The means
and standard deviations [np and Vnpq, respectively, by Theorem 7 on page 373]
get large as n gets large, so the cdf's F, drift off to the right on Rl. For example,
if n = 1,000,000 and p = 2 , the mean of the binomial distribution is 500,000, and
the must probable values are around 500,000. The corresponding cdf doesn't reach
until y = 500,000.
On the other hand, except for the horizontal stretching, the graphs of these
cdf's all have similar general shapes. They go along near 0 for a while, swing up
near the mean, at x = re,
and then flatten out again to approach 1. If we could shrink
and shift them appropriately, maybe the altered versions would all look pretty much
alike. This is the idea behind "normalization," which shifts the x-axis to put the
mean at 0 and then changes the scale to make the standard deviation equal to 1. As
we will see, normalizing binomial distributions is just the right trick.
Given any random variable X, with mean [t and standard deviation or > 0, the
normalization of X is
X
This
wa[ new random variable only differs from X
by a constant multiple w/rand an additive constant, so knowledge ot X is easily
transferred back to X. The nice properties of o are stated in part (a) of the next
theorem. The rest of the theorem shows the simple connection between the cdf's of
X and Xf; if you know one, then you can easily compute the other.
-

cdf's~~~~
aesmlrgnrlsae.Te
1l oaogna strecigthgrpsotee
o
hlsigu
On ~
~
o teohrhnecpfothhorizna

ner hemenatx
.I deviation
ecudsrn
Theorem
I Let X,,andte
be a randomfattnotaant
variable with mean appoc
t, standard
>W0,
and cdf F. Let
(a) E(X)
(b) F(y)

(c) F(y)

0,
=

be the normalization of X and let Fbe itscedf.
V (X)-=l
(V[C)

F (ay + f)

for

and

o=l1.
r

y E Rl.

for

y E R.

Proof
(a) Using Theorem I on page 367, we obtain
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Exercise 19 on page 374 shows that V(X+ a) = V(X) and V(aX) = a2 V(X)
in general. Hence
V(X)

V

=

(-)

2kV(X),

=

and since V(X) = a2 , we obtain V(X) = 1.
(b) By definition, F(y) = P(X < y). Also, for a) in the sample space of X,
X (a)) < y

X(Wl) - A < y

A

X()-M A <

a <M

So
{X<y=

A

X

it

=

Ix< Y

/1*

It follows that
F(y) = P(X <y) = P (

(c) Replace y by

I

<

)

-

= F (a/)

+ /, in part (b).

ay

U

Let S, be a random variable with binomial distribution for n and some fixed p,
o < p < 1. The corresponding normalized random variable is
Sn -np
Sn =

a

We know the value set of Sn is {0, 1, 2,
plicated:

{-np

Sn -np
=

np
n}.

The value set of S, is more com-

-np+I -np+2
a
a

a

n-np
a

Note that the last term is nq since 1-p = q. For n =5 and p=
the value set
of K5 is
-1.0 -2.5
-0.
0.5
1.5
2.5}
V_/5'/2 52' /2' 13/2' 3/2' 532'
see Exercise 4. This value set is t {-2.236, -1.342, -0.447, 0.447, 1.342, 2.2361.
We write Fn and Fn for the cdf s of Sn and S, respectively. For n = 5 and
P= 2, Figure 5 shows the picture of a function f with the property
F5(k)

= P(S 5 < k) =

area under f on (-xo, k]

for k in the value set of S5. Figure 7 shows the picture of the corresponding function
for S5, which satisfies
F 5 (y)

=

P(S 5

< y) = area under f on (- oo, y]

for y in the value set of S5. Since the little rectangles don't have width 1 anymore,
the heights of the rectangles have been adjusted so that the total area under f is 1.
In fact, the heights are a times the heights in Figure 5.
Figure 7 l

f for S5
p= 1/2

iiI

-3.130

I

-2.236

-1.341

-0.447

Iii

0.447

1.341

2.236

When n is large, the corresponding function f satisfying
F,(y) = P(S, < y) = area under f on (-xo,

y]
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for y in the value set of S, looks something like the function sketched in Figure 8.
[The corresponding graph for n = 100 and p = would have the peak slightly more
to the right.]
U
-

ri

a

juicu

b
0-

V.-)

f for S1 00
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I
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We're finally ready to put things together. Since the random variables Sn all
have the same mean and standard deviation, it is reasonable to hope that their cdf's
FP are close to some fixed cdf when n is large. From Figure 8 it is even reasonable
to hope that such a cdf would be based on the area under the graph of a function that
looks like a bell curve; see Figure 9(a). Such a cdf won't be the cdf for any discrete
random variable, and it won't be the uniform distribution, so it must be some new
sort of cdf. A central result in probability theory is that there does exist a cdf 4),

called the Gaussian or standard normal distribution, such that
F (y) z 4)(y)

for large n and for y c DR.

(*)

Thus, for large n, the values of P(a < Sn < b) = F(b) -F(a) will be close
to ¢(b)- 4)(a). The distribution 4) does not depend on p; for any fixed p, the
cdf's Fn are close to 4) for large n. This extraordinary result and some powerful
generalizations of it are known as the "central limit theorem." The proof is given in
more advanced texts.
-^t l
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We will call 4) the Gaussian distribution. It is a special case of a more
general class of distributions, which we will introduce later and refer to as "normal
distributions."
Before illustrating the uses of this powerful tool, we clarify exactly what 4) is.
Figure 9(a) is a picture of the standard bell curve. Its formula is
0 (x) =

Iex
,2-7r

2/2
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TABLE 2 The Gaussian Distribution
Y

I ¢(Y)

Y

0.001
0.002
0.003
0.003
0.005
0.006
0.008
0.011
0.014
0.018

-2.0
-1.9
-1.8
-1.7
-1.6
-1.5
-1.4
-1.3
-1.2
-1.1

-3.0
-2.9
2.8
-2.7
-2.6
-2.5
-2.4
-2.3
-2.2
2.1

I (Y)

Y

0.023
0.029
0.036
0.045
0.055
0.067
0.081
0.097
0.115
0.136
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c1

I ¢(Y)

1.0
-0.9
-0.8
-0.7
-0.6

0.159
0.184
0.212
0.242
0.274
|0.5
10.309
-0.4
0.345
-0.3
0.382
-0.2
0.421
-0.1
0.460

Y I ¢(Y)
0.0
0.1
0.2
0.3
0.4
0.5
0.6
0.7
0.8
0.9

0.500
0.540
0.579
0.618
0.655
0.691
0.726
0.758
0.788
0.816

Y I
1.0
1.1
1.2
1.3
1.4
1.5
1.6
1.7
1.8
1.9

(Y)
0.841
0.864
0.885
0.903
0.919
0.933
0.945
0.955
0.964
0.971

Y I
2.0
2.1
2.2
2.3
2.4
2.5
2.6
2.7
2.8
2.9

(Y

)

0.977
0.982
0.986
0.989
0.992
0.994
0.995
0.996
0.997
0.998

where e : 2.71828. It is interesting to see the two most interesting irrational numbers,
7r and e, appear in this formula. The total area under the bell curve is 1. For y E R,
¢(y) = area under 0 to the left of y;
see Figure 9(b). For the y indicated in Figure 9(a), this is the shaded area. Students
of calculus would write

¢ (Y)

-f

e x 2 /2dx

and might hope that there is a simple formula for this integral. Alas, there is no
simple formula for d1(y), but the values of 1 can be approximated as closely as
desired and can be found in tables and on calculators. A short table is given in
Table 2. By the way, there is one value that is clear: 1(0) = 0.500 since half the
area under < lies to the left of 0.
Suppose that an experiment is repeated n = 10,000 times with P(success) = 0.1 = p
each time. The expected number of successes is it = np = 1000, and we want to
know
P(950 < number of successes < 1050).
This is F,(I050) - F2(949). We convert this into a difference involving the normalized random variable F, and use Theorem 1. Since
a =

npq-

1 9
= 30,
10 10

10, 000 l --

we have

F,,(1050)

-~

/1050-1000)
300
-10) ~ZZ d(1(.7)

0.955

and
F,(949)

=

30
-

)

(c1(-1.7)

0.045.

We conclude that
P(950 < number of successes < 1050) t 0.910.
The approximations for the values of 'I were obtained using Table 2. Use of a better
table, or a calculator, gives the answer 0.901.
U
Example 7 illustrates the power of the central limit theorem. For any p and
large n, we only need to understand one cdf. At the computational level, this means
that we only need one table of values or one function key on a calculator. In this
brief introduction, we haven't faced the question of how big n needs to be to get a
good approximation, or even what we mean by a good approximation. It turns out
that the approximation will be useful for most purposes provided that np > 10 and
n(l - p) > 10.
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The Gaussian distribution is a special case of a more general class of distributions. Any random variable X whose normalized random variable X has distribution
c1 will be called a normal random variable, and its distribution will be called
a normal distribution. Normal distribution cdf's look a lot like (D. In fact, their
graphs are just stretched or shrunk shifts of (D; see Exercise 21. A random variable whose distribution function is close to a normal distribution will be said to be
"approximately normally distributed."
Normal distributions arise in probability and statistics in many ways. It turns out
that observed measured data, such as heights of all adult women or SAT exam scores,
are approximately normally distributed; i.e., their normalized random variables have
approximately the Gaussian distribution.
A random sample is taken of the heights of some adult women. Thus we have a
random variable X = height defined on the given set of women. Our statistician
friends look at the data and tell us that they are approximately normally distributed,
with mean At = 66 inches and standard deviation a = 2.5 inches. We estimate
the probability that an adult woman has height between 61 and 71 inches. We will
ignore those with height exactly 61 inches and estimate P(61 < X < 71). This is
F(71) -F(61), where F is the cdf of X. If F is the cdf for the normalized random
variable X, then Theorem 1(b) shows that
F(71)- F(61)

-

(61-66) = F(2) - F(-2).

( 71 66)

Since the cdf F is assumed to be approximately the Gaussian distribution 0,
P(61 < X < 71) c I(2) - <D(-2).
From the table, this value is approximately 0.977

-

0.023 = 0.954.

.

The fact that we were supplied with At and a made estimating the probability in
this example fairly painless, compared with going through the data set and actually
counting the women with heights between 61 and 71 inches. It would have been
just as easy to use (D to find the proportion of women whose heights fall into any
other given range, too. Moreover, if our sample set of women has been sufficiently
randomly drawn from, say, the population of all U.S. women, then the probability
that a woman drawn from the total population has height between 61 and 71 inches
is approximately the same as the probability for women in our sample, about 0.95.
The justification for this last statement lies in the field of statistics, which we will
not pursue.
The computation in the example applies in considerable generality. Let X be
any random variable with a normal distribution, so that c1 is the distribution function
of X. If it and a are the mean and the standard deviation for X, then
P(it -2a < X < it + 2a) = F(it + 2a) -F(t-2)
; <)

(At
, + 2a- i)

(D (,

- 2, - ,)

= (D(2) - (D(-2) ; 0.954.

or

In the example, At = 66 and a = 2.5. Probabilists would say "the probability that a
normally distributed random variable is within 2 standard deviations of its mean is
approximately 0.95."
The probability that a normally distributed random variable is within 1 standard
deviation of its mean is approximately
1(1) - 4

l) z•0.841 - 0.159 = 0.682.

There's more than a two-thirds chance that a randomly selected value from a normally
distributed random variable is within 1 standard deviation of the mean. Similarly,
such a random variable is within 3 standard deviations of its mean with probability
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approximately equal to

c1(3) - c1(-3)

t-

0.9987 - 0.0013 = 0.9974.

For this approximation, we used a better table than Table 2. Our conclusion is that
a randomly selected value from a normally distributed random variable is almost
surely within 3 standard deviations of the mean.

-

0

A

1. Let F, be the cdf for the random variable giving the sum
of two fair dice, as in Example 1 on page 375. Calculate
the values F,(k) for k in the value set of Fe, i.e., for
k E {2, 3, 4,... 12}. Sketch Fs Hint: Use Figure 1 on
page 360.
2. Consider the random variable D on the set Q of 36
equally outcomes when two fair dice are tossed, where
D(k, I) = k -if for (k, 1) E Q. Also, let F be the cdf
for D. Calculate the values F(k) for k in the value set of
D, and sketch F. Hint: Use the answers for Exercise 7
on page 365.
3. Repeat Exercise 2 for the cdf F of the random variable
M, where M(k, 1) = max{k, 11 for (k, l) E Q. The same
hint applies.
4. The value set of S5 , with p =
Verify that the result is correct.
5.

,

is given in Example 6.

Let F be the cdf for the random variable W in
Exercise 11 on page 366 that counts the number of tosses
of a fair die until the first 6 appears. Give the values of
F(k) fork = 1,2,3,4.

6. Draw the cdf for a random variable X satisfying
P(X = 0) = P(X = 1) =.
This will be the cdf for
the random variable that counts the number of heads
when a fair coin is tossed once. It is also the cdf for the
random variables XI,... , X, in Example 4(b) on
page 361.
7. Let F be the cdf for some random variable X. Verify
(a) 0 < F(y) < 1 for all y E R.
(b) F is nondecreasing; i.e., yi < Y2 implies that
F(yj) < F(Y2 ).
8. A random sample is taken of the heights of college men.
The mean /t is 69 inches and the standard deviation a is
3 inches. Estimate the probability that a random college
man will have height
(a) between 66 and 72 inches.
(b) between 63 and 75 inches.
(c) between 60 and 78 inches.
9. What is the probability that a random college man in
Exercise 8 will have height
(a) between 64 and 69 inches?
(b) between 70.5 and 74.5 inches?
(c) of at least 72 inches tall?
(d) less than 63 inches tall?
10. An experiment is repeated 30,000 times with probability
of success 1 each time.

(a) Show that the expected number pt of successes is
7500.
(b) Show that the standard deviation o is 75.
11. This exercise concerns the experiment in Exercise 10.
Estimate the probability that the number of successes
(a) will be less than 7700.
(b) will exceed 7550.
(c) will lie in the interval [7400,7600].
12. This exercise concerns the experiment in Exercise 10.
(a) What is the probability that the number of failures
will exceed 7400?
(b) Explain why the probability that the number of successes is less than 7200 is very close to 0.
(c) Explain why the probability that the number of successes is less than 7900 is very close to 1.
13. An experiment is repeated 1800 times with 1 probability
of success for each experiment.
(a) What is the expected number of successes?
(b) What is the standard deviation?
(c) Recall from Example 8 that D(2) - 4(-2) - 0.954.
Give an interval so that we are about 95 percent sure
that the number of successes will lie in that interval.
14. For a large dinner party, 1000 invitations are sent out.
The host estimates that each invitee has a 60 percent
chance of attending the party, and he believes that their
decisions are independent. How many people should he
plan for if he wants to be about 97 percent sure that he
has enough place settings?
15. A fair coin is tossed many times. Estimate the probability that the fraction of heads is between 49 and 51 percent if the coin is tossed
(a) 1000 times.

(b) 10,000 times.

(c) 1,000,000 times.
16. On a national test taken by 1,000,000 students, only 51
percent got the right answer on a particular true-false
question. Did any of the students understand the question? Or was it just luck that 51 percent were successful?
17. A sequence of three independent experiments is
performed. The probability of success on the first experiment is 2' the probability of success on the second is 1
and the probability of success on the third is only i.
(a) Find the expectation of the number X of successes.
(b) Find the standard deviation.
(c) Is X a binomial random variable? Explain.
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Example 8 that P(f - 2a < X < /t + 2a) = (I(2)b1(-2). For any c > 0, give P(,{ -car < X < /t + ca)
in terms of c1, and verify your formula.

18. Let XI and X2 be random variables with means ilt, 02
and standard deviations al, o2, respectively. Suppose that
XI and X2 both have the same normalization X. Give a
formula for the cdf F2 in terms of FI, AI, 1A2, ai and a2.

21. (a) Show that if X is a normal random variable with
mean , and standard deviation a > 0, then its cdf F,
which is a normal distribution, is given by F(y) =
D(Yk") for y E R.

19. Let 1Dbe the Gaussian distribution.
(a) Explain why 4>(y) + 4(-y) = I for y E R.
(b) Show that cb(y) -(-y) = 2 <a(y) -I for y e R.

(b) When is the normal distribution F in part (a) equal
to the Gaussian distribution 4b?

20. Let X be a normally distributed random variable with
mean tt and standard deviation a. Recall from

.0

-

S

S

To check your understanding of the material in this chapter, follow our usual suggestions for
review. Think always of examples.

CONCEPTS AND NOTATION
conditional probability, P(E IS)
independent events
random variable
value set
discrete
independent random variables
expectation = expected value = mean, E(X) =t
standard deviation, variance, V(X) = a2
cumulative distribution function = cdf, Fx
binomial distribution, S,,
success, p, failure, q
uniform distribution

normalization, X, F
Gaussian distribution, <D
normal random variables and normal distributions

FACTS
Total Probability Formula for events that partition Q.
Bayes' Formula:
P(AjIB) =

()

(

)

with P(B) =

LP(Aj)

P(BlAj).

If all outcomes are equally likely, then E(X) is the average value of X.
E(X + Y) = E(X) + E(Y), E(aX) = aE(X), and E(c) = c for constant random variables.
V(X) = E(X 2 ) - t2
If X and Y are independent random variables, then E(XY) = E(X)
If X,
X, are independent, then
V(XI +

+

X,) =

V(XI) +

+

.

E(Y).

V(X,).

If S, has a binomial distribution, then E(S,) = np and V(Sn) = npq.
The normalization of X has mean 0 and variance 1; its distribution function F is related to
the distribution function F of X by
F(y) = F(Y

/t) and F(y) = F(oy + It)

for

y

E

R.

The cdf of the normalization of a random variable with a binomial distribution is approximately the normal cdf <I for large n.

Supplementary Exercises 387
METHODS
Applying the binomial random variable.
Use of tables of cdf's to calculate probabilities of events.
Use of a table of 4 to estimate P (a < Sn < b) for binomially distributed random variables Sn.
Recognizing that measurements are often approximately normally distributed.

Os

1.

-

-

-

An experiment consists of tossing a fair coin three times.
Let A be the event that the first toss is a head, B the
event that the first two tosses are heads, and C the event
that the total number of heads tossed is even.
(a) Calculate P(AIB), P(CIB), and P(A n C).
(b) Are the events A and C independent? Explain.
(c) Describe a random variable Y for which B is the
event {Y = 21.

2. A bag contains three red marbles and one black one. A
box contains two red marbles and two black ones. A
marble is drawn at random from the bag and placed in
the box.
(a) What is the probability that the box now contains
three red marbles?
(b) A marble is now drawn at random from the box. It is
red. What is the probability that the black marble was
initially drawn from the bag? Show your method. [To
fix notation, let B be the event that the black marble
was drawn from the bag and R the event that a red
marble was drawn from the box.]
3. Suppose that an experiment leads to events A and B
such that P(A) = 0.7, P(B) = 0.4, and P(AIB) = 0.3.
(a) Calculate P(A n B) and P(A n BC).
(b) Are the events A and B independent? Explain.
4. An urn contains one white marble and two black marbles. A second urn contains three white marbles and two
black marbles. An urn is selected at random, and then a
marble is selected at random.
(a) What is the probability that the marble selected is
white?
(b) Given that the marble selected is white, what is the
probability that it came from the first urn?
5. We are given events A and B in some sample space Q,
with P(A) = 1/4 and P(B) = 1/3. For each of the following statements, determine whether the statement must
be true, might be true or might be false, or must be
false.

the black marble was drawn from the bag and R the
event that a red marble was drawn from the box.]
7. An experiment consists of drawing three marbles at random (without replacement) from a jar containing five red
and three green marbles. The random variable X counts
the number of red marbles selected.
(a) Show that P(X = 0) = 1/56, P(X = 1) = 15/56,
and P(X
2) = 30/56.
(b) Find P(X = 3).
(c) Calculate E(X), the expected number of red marbles
selected.
(d) Calculate the variance V(X) for X.
(e) Let Y be the random variable that counts the number
of green marbles. Are X and Y independent random
variables? Explain why this particular pair of random
variables is or is not independent.
8. A TV dealer received two shipments of ten TV sets
each. The dealer learned that all the sets in one shipment
were in good shape, but two of the sets in the other shipment were defective (bad). She selected one shipment at
random and randomly tested five sets. None were defective. What is the probability that she opened the "all
good" shipment?
9. A basketball player attempts 1200 free throws, with
probability 3/4 of success on each independent attempt.
The random variable X that counts the total number of
successes has mean 900 and standard deviation 15.
(a) Let X be the normalization of X. Find a number L
such that
P(900 < X < 915) = P(0 < X < L).
(b) Estimate P(900 < X < 915).
10. Two independent experiments are performed. The probability of success for the first experiment is 0.7 and for the
second is 0.2. Let X be the random variable that counts the
total number of successes for the two experiments.
(a) What is the expected value of X?

(a) P(A n B) = 1/12

(b) P(A U B) = 7/12

(b) What is the probability of exactly one success?

(c) P(BIA) = P(B)/P(A)

(d) P(AIB) > P(A)

(c) What is the probability of at most one success?

(e) P(AC) = 3/4

(d) Sketch the cumulative density function (cdf) Fx.

(f) P(A) = P(B)P(AIB) + P(BC)P(AlBC)

(e) What is the variance of X?

6. A bag contains twelve red marbles and one black one.
A box contains three red marbles. A marble is drawn at
random from the bag and placed in the box, and then a
marble is drawn at random from the box. It is red. What
is the probability that the black marble was drawn from
the bag? Explain. [For notation, let B be the event that

(f) How have you used the independence of the two
experiments in your answers to parts (a) and (b)?
11. A basketball player generally makes 3/4 of her free
throws. That is, her probability of succeeding on any
given attempt is 0.75. [Assume that different attempts are
independent.]
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(a) If she makes four attempts in a game, what is the
probability that exactly three of them are successes?

variable that counts the number of dimes that come up
heads.

(b) Let Y be the random variable that counts her successes on a single attempt. Calculate V(Y).

(a) What is the value set of N?

Suppose now that she makes 400 attempts, and let X
count the number of her successes.
(c) What is the expected value of X?
(d) Write, but do not try to evaluate, a sum whose value
is P(290 < X < 310).
(e) Give a convincing argument that the standard deviation ax is 5/3 [~ 8.66].
(f) Let X be the normalization of X. Find a number L
such that
P(290 < X < 310) = P(- L < X < L).
(g) Estimate P(290 < X < 310).
12. Consider independent random variables X and Y with
the same probabilities: P(X =-)
= P(Y =-I) =
P(X =2) P(Y =2) 1/8, P(X 0) = P(Y = 0)=
P(X
I) = P(Y = 1) = 3/8, and P(X = a) =
P(Y
a) = 0 for all other a. Let F be the cdf of
X and Y.
Calculate the following, indicating whenever you have
used independence.
(a) P(X < 0)

(b) P(X < 0)

(c) P(Y > 0)

(d) F(0)

(e) P(X < 0 and Y < 0)

(f) P(X < 0 or Y < 0)

(g) P(X + Y < 3)

(h) E(X)

(i) E(X - 3Y)

(j) E(XY)

(k) E(XI)

(I) V(X)

(m) V(X-

3Y)

(n) standard deviation of X + Y
13. The game of Russian roulette consists of repeated independent trials until the first failure. The probability of
success for each trial is 5/6.
(a) What is the probability that failure occurs on the
fourth trial?
(b) What is the expected number of trials, i.e., the
expected length of the game?
14. Four nickels and one dime are tossed. [All coins are
fair.] Let N be the random variable that counts the number of nickels that come up heads, and D the random

(b) Sketch the cumulative distribution function (cdf)
for 2D.
(c) The random variables N and D are independent.
What does this statement mean in mathematical
terms?
(d) What is the expectation E(N + D)?
(e) What is the probability P(N = E(N))?
15. A fair die is tossed 18,000 times and we are interested
in the random variable S that counts the number of sixes
that appear. [The probability of a six at each toss is, of
course, 1/6.]
(a) What is the expected number of sixes, i.e., the mean
of S?
(b) Calculate the standard deviation for the random variable S.
(c) Estimate P(17,900 < S < 18,200).
(d) What unstated assumption is being used in this
exercise?
16. Often the sample space Q for a probability P can be
viewed as a product set, say Q. x Q2 , where the
"events" in Q 1 and the "events" in Q2 are independent.
What we really mean is that, for E C Q. and F C Q2,
the events E x Q2 and Q. x F in Q are independent.
(a) With the setup above, show that
P(E x F) = P(E x Q 2 ). P(Q Ix F).
(b) The experiment of drawing a single card from a deck
of cards can be viewed this way, where Q. consists
of the 4 possible suits (spades, hearts, diamonds,
clubs) and Q2 consists of the 13 possible values. For
example, the event "four of clubs" corresponds to the
element (club, four) in Q I x Q2 . Let C= (club) C Q.
and F = (four) C Q2. Describe in words the
events C x Q2 , Q1 x F and C x F. Calculate and
compare P(C x F) and P(C x Q 2 ). P((QI x F).
(c) Show that Example I on page 349 involving two fair
dice can also be viewed in this way by stating what
QI and Q 2 would be; see Figure I on page 350. Show
that the events B and R have the form B1 x Q2 and
Qi x R2 , respectively. Calculate and compare the
values P(B n R) and P(BI x Q2 ) . P(QIx R2 ).
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Boolean Algebra
The term Boolean algebra has two distinct but related uses. On the one hand, it means
the kind of symbolic arithmetic first developed by George Boole in the nineteenth
century to manipulate logical truth values in an algebraic way, a kind of algebra well
suited to describe two-valued computer logic. In this broad sense, Boolean algebra
can be taken to include all sorts of mathematical methods that describe the operation
of logical circuits.
Boolean algebra is also the name for a specific kind of algebraic structure
whose operations satisfy an explicit set of rules. The rules and operations are chosen
to provide concrete models for logical arithmetic.
This chapter begins with an account of Boolean algebras as structures, develops
the link between the algebras and their logical interpretations, applies the resulting
theory to logical networks, and describes one method for simplifying complex logical
expressions. It concludes with a characterization of finite Boolean algebras.

10.1

Boolean Algebras
This section contains the definitions and basic properties of Boolean algebras and
introduces some important examples. The motivation comes from our hope to apply
the symbolic logic that we saw in Chapter 2 in a systematic way to circuit design. The
key new objects will be the atoms, which play the role of building blocks for many
Boolean algebras, including all finite ones. This fact will be exploited in § 10.5, where
we will show that every finite Boolean algebra is essentially the algebra of subsets
of a nonempty finite set, the kind of algebra we visualized with Venn diagrams back
in §1.4.
The section ends with an introduction to the algebras BOOL(n) of Boolean
functions, whose connection with Boolean expressions will be explained in § 10.2 and
whose atoms will correspond to elementary Boolean expressions called minterms.
The analysis of Boolean expressions is the key to analyzing and simplifying logic
networks in §10.3.
First we will build the theory on its own foundation, but the motivation will
come from the rules of set theory, on the one hand, and from truth-table arithmetic
on the other. A good way to study this section would be to omit the proofs on the
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first reading and focus on the concepts and the statements of the theorems. Before
we proceed with the formal definition, here are some examples of Boolean algebras.
(a) Consider any nonempty set S. The set P(S) of all subsets of the set S has the
familiar operations U and n. These operations combine two members A and B
of P(S), i.e., two subsets of S, to give members A U B and A n B of P(S). The
complementation operation c takes A to its complement A" = S \ A, another
member of P(S). The operations U, n, and c enjoy a variety of properties,
some of which are listed in Table I on page 25. The sets S and 0 have special
properties, such as A n S = A and A n 0 = 0 for all members A of P(S).
and
1I

Figure 1

1

0

0

0

I

0

1

(b) The set B = t0, 11 has the usual logical operations v and A, together with the
operation ' defined by O' = I and 1' = 0. Here 0 and 1 have the interpretations
"false" and "true," respectively, and ' corresponds to negation -. Figure 1
describes the operations v and A. In terms of ordinary integer arithmetic, avb =
max{a, b},a A b = min{a, b} = a b, and a' = 1 - a for a, be B.

A

(a) The set B" = B x ... x B [with n factors] of n-tuples of O's and Is has Boolean
operations V, A, and ' obtained by applying the corresponding operations on B
to each coordinate. Thus

A

(al, a

.

an) V (b1 b2, ..

bn) = (al V bl, a2 V b2

(al, a

.

an) A (b 1 , b2 . ,

bn) = (al A bl, a2 A b 2 .

(al, a2 .

a,)' = (al, a,...,

,

a, v bn),
a, A b,),

a').

Here are some sample Boolean computations in B4 :
(1,0,0, 1) v (1, 1,0,0) = (1, 1,0, 1),

(1,0,0, 1) A (1, 1,0,0) = (1,0,0,0),

(1,0,0,1)'= (0,1,1,0),

(1, 1,0,0)' = (0,0, 1.1).

(b) Let S be any nonempty set. As in Section 5. 1, we write FUN(S, B) for the set
of all functions from S to B. We provide FUN(S, B) with Boolean operations
V, A, and ' by defining them elementwise. That is, for f, g E FUN(S, B), we
define new functions f v g, f A g, and f' in FUN(S, B) by the rules

(f V g)(s) = f (s) V g(s)

for all

s E S,

(f

for all

s

A

g)(s) = f (s) A g(s)
f '(s) = f (s)'

for all

E

S,

s E S.

For example, suppose that S = {a, b, c, d} and that Figure 2 gives the
v g)
values of the functions f and g in FUN(S, B). The columns for (f V,
(f A g)(x), f'(x), and g'(x) give the values of the functions f v g, f Ag, f',
and g'. To calculate (f Ag)(d), for example, we use (f Ag)(d) = f (d)Ag(d) =
I AO=0.

Figure 2

is

xI

f(X)

a
b

0

c

0

d

g(X)

(.fVg)(X)

(.fAg)(X)

f'(X)

0
0

0

0

0
0
0

g'(X)
0

0
0

If you compare these calculations with those in part (a), you may suspect
that the two examples are closely related. They are, and we will make the
relationship more precise in the next section.
Notice also that if the members of S had been 0 0, 0 1, I 0, and I 1, instead
of a, b, c, and d, then Figure 2 would have looked just like a truth table.
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(c) There is a natural link between the operations V and A for FUN(S, B) and the
operations U and n on S. If A is the set of elements s of S for which f (s) = I
and B is the set for which g(s) = 1, then A U B is the set of elements s for
which (f v g)(s) = 1. Similarly, we have A n B = {s E S : (f A g)(s) = 1I
and A' = {s E S : f(s) = 01. In the terminology of characteristic functions,
introduced in §1.5, this means
XA V XB = XAUB,

XA A XB = XAnB,

(XA)' = XA.

.

In general, we define a Boolean algebra to be a set with two binary operations
V and A, a unary operation ', and distinct elements 0 and 1 satisfying the following
laws.
IBa. xvy=yvx
b. x A y = y AX

commutative laws

J

(xvy)vz=xv(yvz)

2Ba.

|

associative laws

b. (x Ay) AZ =X A (y AZ)
3Ba. x v (y AZ)= (X Vy) A (X VZ)
b. x A (y VZ) = (X Ay) V (X AZ)
4Ba. xvO=x
b. x AI =X
5B1a. xVX'=
b.
A X' =

X

distributive laws

I

identity laws

I=0

complementation laws

0

The operation v is called join, A is called meet, and the unary operation ' is
called complementation. A particular Boolean algebra might have different notations
for its operations and distinguished elements, but they would still satisfy these laws.
Table I summarizes the notations for the Boolean algebras in Examples I and 2.

TABLE 1 Some Boolean Algebras

The Boolean
Algebra
-P(S)
__

_

_

0

1

join

0

S

U

0

1

V

(n
FUN(S, R)

(O...,
X0

.) 1)
Xs

meet
C
AI

V, A coordinatewise
V, A elementwise

'coordinatewise
(XA)' = XA1

If we interchange v and A in law 3Ba, we obtain law 3Bb. In fact, if we
interchange v and A in all the laws defining Boolean algebras and at the same time
switch 0 with l, we get all the same laws back again. In each case, laws a and b are
interchanged. In particular, the properties of complementation are unchanged. The
properties that hold in every Boolean algebra are the ones that are consequences of
the defining laws, so we have the fundamental duality principle:
If A is interchanged with v and 0 with I everywhere in a formula valid for
all Boolean algebras, then the resulting formula is also valid for all Boolean
algebras.
Here are some consequences of the defining laws. Their proofs illustrate typical
algebraic manipulations in Boolean algebra arguments.
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Theorem I

The following properties hold in every Boolean algebra:

6Ba. xvx=x
ba. xAx~x
b. X Ax =X

idempotent laws

7Ba.
b.

more identity laws

8Ba.
b.

(x A y) V X = X
(XVy) AX =X

I

absorption laws

Proof Here is a derivation of 6Ba:
xvx

=

(xvx)

AI

identity law 4Bb

=

(x V x)

A (xV x')

complementation law 5Ba

=

x V (x A x')

distributive law 3Ba

=

x v O

complementation law 5Bb
identity law 4Ba.

=x

For 7Ba, observe that
complementation law 5Ba

x V 1 = x V (x V x')
= (x V x) Vx

associative law 2Ba

= x V x

idempotent law 6Ba just proved

=A

complementation law 5Ba.

And for 8B3a, we have
(x Ay) vx = (x Ay) v(x Al)

identity law 4Bb

= x A (y v I)

distributive law 3Bb

=x A I

identity law 7Ba just proved

= x

identity law 4Bb.

Now 6Bb, 7Bb, and 8Bb follow by the duality principle.

.

It turns out that the associative laws are consequences of the other defining
laws for a Boolean algebra, so they are redundant. In fact, Theorem I can be proved
without using the associative laws. Proofs of these facts are tedious and not very
informative, so we omit them.
The next lemma shows that if an element z in a Boolean algebra acts like the
complement of an element w, then it is the complement.

Lemma I

In a Boolean algebra,
if

w Vz = I

and

WA Z

=0,

then

z = w'.

Proof
identity law 4Ba

z = zV O
=

z V (w

=

(z V w)

=

(w V z) A (w'

complementation law 5Bb

A w')
A (z V w')
v z)

(w V w') A (w'

commutative law IBa used twice
hypothesis

= I A (W'V z)
=

distributive law 3Ba

v z)

complementation law 5Ba

10.1 * Boolean Algebras
w)

= (w' v
= WI V

(w

A (w' v
A

z)

z)

Corollary

commutative law iBa
distributive law 3Ba

= WI v 0
-

393

hypothesis
identity law 4Ba.

I

In a Boolean algebra, (z')' = z for all z.

Proof Let w z'. Our claim is that w' = z, which follows from the lemma since
wV z = z'V z =
and WA z = Z'AZ =O.
-

Theorem 2 Every Boolean algebra satisfies the De Morgan laws
9Ba.

b.

(x V y)' =x'Ay'
(xAy)'=x vy

I

Proof By Lemma 1, law 9Ba will hold if we prove (x

V

y)

V (x' A

y')

= I

and

(x V y) A (x' A y') = 0. We have
(x V y) V (x' A y') = [(x V y) V x'] A [(x V y) V y']
= [y V (x V x')] A [x V (y v y')]

V

y)

A

(x'

associativity and
commutativity

[y V 1] A [X Vi1 = 1 A 1 = 1.

-

Similarly, (x
duality.

distributivity

A

y') = 0, and so 9Ba holds. Formula 9Bb follows by
O

It is not hard to verify that the sets and operations in Examples I and 2 form Boolean
algebras. By Theorem 2, they must also satisfy the De Morgan laws. In the context
of the algebra P(S) with operations U, n and c, the De Morgan laws are our old
friends
(AUB)(=ACnBC

and

(Ans)C=ACUC

from Chapter 1. The laws for the two-element Boolean algebra B and for B" correspond to the familiar logical De Morgan laws
-(p V q) #

(-p) A (-q)

and

-(p A q) <

(-p) V (-q).

O

It should be emphasized that our axiomatic development of Boolean algebras
does not allow the taking of infinite joins and meets, even though one can take infinite
unions and intersections in the Boolean algebra P(S). Boolean algebras allowing
infinite joins and meets are studied and even have a name. They are called complete
Boolean algebras.
The Boolean algebra P(S) has a relation C that links some of its members.
That is, the inclusion A C B holds for some pairs of subsets A and B of S. The
relation can be expressed in terms of U, since A C B if and only if A U B = B.
This fact suggests the following definition in the general case.
Define the relation < on a Boolean algebra by
x <y

if and only if

x v y = y.

It follows from the idempotent law x v x = x that x < x for every x. We also define
x < y to mean x < y but x =A y, while x > y means y < x and x > y means
y <x.
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A

(a) For the Boolean algebra P(S), the relations <, <, >, and > are the relations
C, c, D, and D, respectively.
(b) In the Boolean algebra B, we have 0 < 0, 0 < 1, 1 < 1, and 0 < 1, so also
0 > 0, 1 > 0, 1 > 1, and I > 0. No surprises here!
(c) In Yn we have (al, . . ., a,) < (by . . ., b,) if and only if
(al v bl, . . ., a, v b)

(al, . . ., a,) V (bl, . . ., b,) = (b
1.

=

i.e., if and only if ak v bk =bk for each k. Thus (al,
if and only if ak < bk for each k.

, bJ,

a,) < (bl .

b,)
C

Although we defined the relation < in terms of the operation v, we could just
as easily have used A, as the next lemma shows.
Lemma 2

In a Boolean algebra,
xv y = y

Proof If x v y
x

if and only if

y, then
=

(x

V y) A x

= y Ax
=

If x A y

=

x A y = x.

x Ay

absorption law 8Bb
assumption
commutative law I Bb.

x, then, using laws 8Ba and I Ba, we obtain y = (y Ax) V y = (x A y)Vy

=

x V y.

It may be a bit of a surprise to find that the relations < and < that we have
defined abstractly in terms of v or A satisfy some familiar properties of the relations
< and < for numbers.
Lemma 3

In a Boolean algebra,

(a) If x < y and y < z, then x < z;
(b) If x < y and y < x, then x = y;
(c) If x < y and y < z, then x < z.
Properties (a) and (b) say, in the terminology of §11.1, that the relation <
is a partial order relation. Property (a), transitivity, is familiar from our study of
equivalence relations in §3.4, but < is quite different from an equivalence relation.

Proof of Lemma 3
(a) If x <y and y <z, then
z=yVz

since y < z

= (xV y) V z

since x < y

= x V (y V z)

associative law 2Ba

=xVz

since y < z.

Thus x < z.
(b) If x < y and y < x, then x v y = y and y V x = x. By the commutative law
lBa, x = y.
(c) If x < y and y < z, then x < z by part (a). The case x = z is impossible, since
it would give x < y and y < z = x but x 0 y, contrary to part (b).
C
The relation < is also linked to the operations v and A and to the special
elements 0 and 1 in ways that parallel the structure of P(S).
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Lemma 4
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In a Boolean algebra,

(a) x A y <x <xV y for every x and y;
(b) 0 < x < 1 for every x.
Proof
(a) Since (x

A y) V x =x by rule 8Ba, we have x A y < x. Also, x v (x v y) =
(x v x) v y = x v y by rules 2Ba and 6Ba; so x < x V y.

(b) Rules 4Ba and 7Ba (and commutativity) give 0 v x = x and x v I = 1. Thus
0 < x and x < 1 by the definition of <.
V
Finite sets can be built up as unions of 1-element subsets. Indecomposable
building blocks play an important role in analyzing more general Boolean algebras
as well. An atom of a Boolean algebra is a nonzero element a that cannot be written
in the form a = b v c with a : b and a =A c; i.e., a cannot be written as a join of
two elements different from itself.

A

*

A

P

(a) The atoms of P(S) are the 1-element sets {s 1; every A in P(S) with more than
one member can be decomposed as (A \ {s}) U {s} for s E A.
(b) The only atom of B is 1.
U
(a) The atoms of ]3'Ware the n-tuples with exactly one entry I and the rest of the
entries 0. The atoms of] 3 are (1, 0, 0), (0, 1, 0), and (0, 0, 1).
(b) For the Boolean algebra FUN(S, B) in Example 2, the atoms are the functions
taking the value 1 at one element of S and the value 0 elsewhere. In other
words, the atoms are the characteristic functions of the one-element subsets
of S.
M
Atoms are like prime numbers in the sense that they have no nontrivial decompositions. We will see that we can also use them like primes to build up other
elements of our Boolean algebras. First, we give an alternative characterization of
atoms as minimal nonzero elements.

Proposition A nonzero element a of a Boolean algebra is an atom if and only
if there is no element x with 0 < x < a.
Proof Suppose that a is an atom and that x < a, so that x V a = a and x A a = x
by Lemma 2. Then a = a A I = (x V a) A (x V x') = x V (a A x') by distributivity.
Since a is an atom, one of the terms x or a A x' must be a itself. Since x 7Y a by
assumption, aAx' = a. But then x = aAx = (aAx')Ax = aA(x'Ax) = aAO = 0.
On the other hand, if a is not an atom, then a = x V y for some x and y not
equal to a. Then 0 < x < a by parts (b) and (a) of Lemma 4. We have x # 0, since
otherwise a = 0 V y = y. Also, x =A a, so 0 < x < a. [The same argument shows
that 0 < y < a, but we don't need this observation here.]
U

Corollary If a and b are atoms in a Boolean algebra and if a A b =A 0, then
a = b. Thus, if a = b, then a

A

b

=

0.

Proof By Lemma 4, 0 < a A b < a. By the Proposition, we must have a A b = a.
Similarly, a A b = b, so a = b.
U
We are now ready to describe how the atoms form the basic building blocks
of a finite Boolean algebra. First, let's look at some examples.
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(a) Consider a nonempty finite set S. The atoms of P(S) are the 1-element sets
Is). If T = {ti, . . ., ti 1 is any m-element subset of S, then the atoms {s} of
P(S) that satisfy {s} C T are the atoms Iti
.
{t} and T is their union
1,

It, I U .. U (t.)}
(b) The atoms of Wn are the n-tuples in Bn with exactly one 1. Say a; is the atom
with its I in the ith position. From Example 4(c), if x = (xl, . ., x.
x) is in Bn,
then ai < x if and only if xi = 1, and x is the join of the atoms ai for which
xi = 1. For instance, if x = (1, 1, 0, 1, 0) in B5 , then
x = (I, 0,0,0,0)v (0, 0,0,
.
) v (0,
0,0, 1, 0) = al v a2 V a4 .

U

The next theorem shows that what occurred in these examples happens in general. Compare it with the theorem about products of primes that we first discussed on
page 9. Note that, while the same prime can occur more than once in a factorization,
there is no reason to list the same atom twice, since a V a = a.

Theorem 3

Let B be a finite Boolean algebra with set of atoms A =
Each nonzero x in B can be written as a join of distinct atoms:
-a

x = an, V..

,

an}.

V aik.

Moreover, such an expression is unique, except for the order of the atoms.

Proof We first show that every nonzero element can be written in the form shown,
where the atoms themselves are written as joins with only one term. Suppose not, and
let S be the set of nonzero members of B that are not joins of atoms. If x E S,then
x is not itself an atom, so, just as in the second part of the proof of the Proposition
above, x = yvz with 0 < y < x and 0 < z < x. At least one of y and z is also in S,
since otherwise y and z would be joins of atoms and x, the join of y and z, would
be too. Thus, for each x in S, there is some other element w of S with x > w. It
follows that, starting from any x in S, there is a chain x = xo > xi > X2 > ... all of
whose elements are in S. Since B is finite, the elements Xo, xI, X2, . . . cannot all be
different; sooner or later Xk = Xm with k < m. Then transitivity and xk > ... > Xm
imply that Xk > xm by Lemma 3(c), contradicting Xk = Xm. [A little induction is
hiding here.] Assuming that S is nonempty leads to a contradiction, so every nonzero
x must be a join of atoms. [A recursive algorithm for finding an expression as a join
of atoms can be based on this argument.]
To show uniqueness, suppose that x can be written as the join of atoms in two
ways:
x = al Va2 V ... vaj= bvb 2 V ... Vbk
where al, a2,
will show that

aj are distinct atoms and bl, b2, .
jal, a2,

aj) = {b, b2 ,.

bk are distinct atoms. We
bk);

(1)

this is what we mean by "unique, except for the order of the atoms." Note that (1)
implies that j = k. Since al < x, we have
al

al A x

= al A (bl V b2 v ...v b) = (al A bl) v... v (a v bk).

Since alI 0, we must have al A b, #&0 for some s. By the last corollary, al = b,
In other words, a, belongs to the set {b1, b2 , ... , bk}. This argument works for all
ai, and so we have [al, a2, . . , aj) C (bl, b2 ,.
bk). The reversed inclusion has
a similar proof, so (I) holds.
U

Corollary In a finite Boolean algebra B, I is the join of all the atoms of B.
Proof We know that I is the join of some of the atoms. Since I V a = I for all a,
sticking on more atoms can't hurt. [In fact, by the uniqueness property, we know
that we need all the atoms.]
U
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As we have already indicated, finite Boolean algebras often arise in contexts different from P(S). Again let B = {0, 1 and for n = 1, 2, . . ., let
be the
Boolean algebra of Example 2. An n-variable Boolean function is a
function

En

f IB'1

-

l.

We write BOOL(n) for the set of all n-variable Boolean functions. If f E BOOL(n)
and (xl, . . ., xn) c ]B, we write f (xl, . . ., Xn) for the value f ((x 1 , . . ., xn)).

x

y

0
0
0
0
1
1
1
1

00
01
10
11
00
01
10
11

z

A 3-variable Boolean function is an f such that f(x, y, z) = 0 or 1 for each of
the 23 choices of x, y, and z in B x lB x B. We could think of the input variables
x, y, and z as amounting to three switches, each in one of two positions. Then f
behaves like a black box that produces an output of 0 or I depending on the settings
of the x, y, z switches and the internal structure of the box. Since there are 8 ways
to set the switches and since each setting can lead to either of 2 outputs, depending
on the function, there are 28 = 256 different 3-variable Boolean functions. That is,
IBOOL(3)1 = 256.
A 3-variable Boolean function f can also be viewed as a column in a truth
table. For example, Figure 3 describes a unique function f, which is just one of the
28 = 256 possible functions, since the column can contain any arrangement of eight
0's and l's. Each of the columns x, y, and z can be viewed as a function in BooL(3),
i.e., a function from I3 to B. For instance, column x describes the function h such
that h(a, b, c) = a for (a, b, c) E B3.
D

f
0
0
I

0

0

Figure 3 A
The counting argument in Example 8 works in general to give IBOOL(n)l =
2(2 ), a very big number unless n is very small. As in Example 2(b), BOoL(n) is a
Boolean algebra with the Boolean operations defined coordinatewise.

SI

Figure 4 illustrates the Boolean operations in BooL(3) with a truth table for the
indicated functions f and g. For this illustration, we selected the functions f and
g and the examples f v g, f A g, f', and f' A g quite arbitrarily. Note that f A g
is an atom of BOOL(3), since it takes the value 1 at exactly one member of lB3.
There are seven other atoms in BooL(3). In §10.2 we will show how to write any
member of a finite Boolean algebra, in particular any member of BOOL(n), as a join
of atoms.

Figure 4 )'.

x

y

.
z

0 0 0
0 0
0
01o
0 To 0
to
to 01o
To 0 0

f

g

0
0
0
0
0

0
0
1
0
0

-I
1.

fVg

f'Ag

f/

0
0

0

f'Ag

0
0

0
00o
0
0
0

0

0
0
0
0
0
0

0

S

(a) Verify that B = {0, 1} in Example l(b) is a Boolean

4. Provide reasons for all the equalities

algebra by checking some of the laws iBa through
5Bb.
(b) Do the same for FUN(S, B) in Example 1(b).
2. Verify the sample computations in Example 2(a).
3. Complete the proof of Theorem 2 by showing that
(x V y) A (x' A y') = 0.

a = a A I = (x V a)
x

A (x V x') =

= a Ax = (a A x') Ax

x V (a

A x'),

= a A (x' Ax) = a A 0 = 0

in the proof of the Proposition on page 395.
5. (a) Let S = la, b, c, d, e} and write {a, c, d} as a join of

atoms in P(S).
(b) Write (1, 0, 1,l, 0) as a join of atoms in ] 5 .
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(c) Let f be the function in FUN(S, B) that maps a, c,
and d to 1 and maps b and e to 0. Write f as a join

of atoms in

FUN(S, 3).

6. Describe the atoms of FUN(S, B) in Example 2(b). Is
your description valid even if S is infinite?
7. (a) Give tables for the atoms of the Boolean algebra
BOOL(2).
(b) Write the function g: H2 -+ B defined by
g(x, y) = x as a join of atoms in BOOL(2).

Discuss.

(c) Write the function h: B2 -- B defined by
h(x, y) = x' V y as a join of atoms in BoOL(2).

11. Let x and y be elements of a Boolean algebra, and let a
be an atom.

8. (a) How many atoms are there in BOOL(4)?
(b) Consider a function in BoOL(4) described by a column that has five l's and the rest of its entries 0.
How many atoms appear in its representation as a

join of atoms?
(c) How many different elements of BooL(4) are joins of
five atoms?
9. There is a natural way to draw pictures of finite Boolean
algebras. For x and y in the Boolean algebra B, we say
that x covers y in case x > y and there are no elements
z with x > z > y. [Thus atoms are the elements that

(a) Show that a <x V y if and only if a <x or a <y.
(b) Show that a <x A y if and only if a <x and a <y.
(c) Show that either a < x or a < x', but not both.
12. Let x and y be elements of a finite Boolean algebra,
each written as a join of atoms:
x=al

V... Van

and

y=

bI V

(a) Explain how to write x V y and x

A

Vbm.

y as joins of

distinct atoms. Illustrate with examples.
(b) How would you write x' as the join of distinct
atoms?

cover 0.] A Hasse diagram of B is a picture of the

10.2

digraph whose vertices are the members of B and that
has an edge from x to y if and only if x covers y.
Draw Hasse diagrams of the following Boolean
algebras. Draw the element I at the top, and direct the
edges generally downward.
(a) P({l, 2])
(b) B
(c) B2
(d) 33
10. (a) Describe the atoms of the Boolean algebra P(N).
(b) Is every nonempty member of P(N) a join of atoms?

Boolean Expressions

I1

To see where this is all going, imagine that we want to build [or maybe simulate] a
logic circuit with three inputs, x, y, and z, each of which can be 0 or 1, and with one
output, which is 1 if y and z are not both 1 but either x is 1 or else y is I and z is 0,
and which is 0 otherwise. Suppose also that we want to make this circuit as simple
as possible, perhaps subject to some added conditions. Our first task is to figure out
some sensible mathematical way to describe the problem. Not surprisingly, we will
use Boolean algebra. After that, we'll need to think about how to build circuits, and
after that we can work on simplifying them. This section and the following two will
fill in the details of this program.
First, we develop terminology to describe and work with problems such as our
circuit example. We can think of the inputs, x, y, and z for our circuits as variables
that can take on the values 0 and 1 in B. When we work with real number variables,
we form new expressions such as -x, x +y, 5 +x *y, and (-(y *z)) *(x + (y *(-z))),
and we can do the same sort of thing with Boolean variables to form expressions
such as x', x V y, 0 V (x A y), and (y A z)' A (X V (y A z')). Here is the definition
we need.
A Boolean expression is a string of symbols involving the constants 0 and 1,
some variables, and the Boolean operations. To be more precise, we define Boolean
expressions in n variables xI, X2, . . ., xn recursively as follows:
(B)

The symbols 0, 1 and xI,.X2....
XI, . . .,

(R)

x,

are Boolean expressions in

Xn;

If Et and E2 are Boolean expressions in xI, X2,
(E, v E2), (E, A E2), and E,.

...

,

xn, so are

As usual, in practice we will normally omit the outside parentheses and will freely
use the associative laws.
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(a) Here are four Boolean expressions in the three variables x, y, z:

-37m3|A

(x' A Z) V (x' A y) VZ/,

(x V y) A (x' v z) Al,

xvy,

z.

The first two obviously involve all three variables. The last two don't. Whether
we regard x v y as an expression in two, three, or more variables often doesn't
matter. When it does matter and the context doesn't make the variables clear,
we will be careful to say how we are viewing the expression.
The Boolean expressions 0 and I can be viewed as expressions in any
number of variables, just as constant functions can be viewed as functions of
one or of several variables.
(b) The expression
(Xi A X2 A

AXn) V (Xl A X2 A

A Xn) V (XI A XI A X3 A

is an example of a Boolean expression in n variables.

* A Xn)

.

The usage of both symbols v and A leads to bulky and awkward Boolean
expressions, so we will usually replace the connective A by a dot or by no symbol
at all.

A

(a) With this new convention for
Example l(a) can be written as
(x V y)

(x' vz)

A,

1

the first two Boolean expressions in
and

(x'z) v (x'y) v z'

and

x'z v x'y v z';

or, more simply, as
(x v y)(x' v z)l

just as in ordinary algebra, the "product"
"sum" v.
(b) The Boolean expression in Example 1(b) is
XlX2 .

Xn V X
1 X2 .

A

or

takes precedence over the

Xn V X1X2 X3 . **Xn.

(c) The expression xyz v xy'z v x'z is shorthand for
(x A y A z) V (x A y'A

z)

V (x' A z).

.

If we substitute 0 or I for each occurrence of each variable in a Boolean
expression, then we get an expression involving 0, 1, V, A, and ' that has a meaning
as a member of the Boolean algebra B = 10, 1}. For example, replacing x by 0, y
by 1, and z by I in the Boolean expression x'z v x'y v z' gives
O'l VO'l VI'

=

(1 A1) V (IA1)V O= IV IVO= 1.

In general, if E is a Boolean expression in the n variables xI, x2,... ,xxn, then
E defines a Boolean function mapping Bn into 1S whose function value at the n-tuple
,
(al, a2, . . , a,) is the element of lB obtained by replacing xi by al, X2 by a2,
and x, by a, in E.
A

(a) The Boolean function mapping B3 into B that corresponds to x'z v x'y v z'
is given in the following table. Just as with truth tables for propositions, we
first calculate the Boolean functions for some of the subexpressions. The fourth
entry in the last column is the value that we calculated a moment ago. Note
that the Boolean expression z' corresponds to the function on &3 that maps
each triple (a, b, c) to c', where a, b, c e {0, II. Similarly, z corresponds to the
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function that maps each (a, b, c) to c.
x

z x'z

y

0 0
0 0
0 1
0
0
1
0
1
1
1
1
1

0
1
0

x'y

z'

x'z v x'y v z'

0
0
1
0
0

I
0
1
0
1
0
1
0

I
I

0
1
0
1

0
1
0
I

0
00o
0

0
0o
0

1
0
1
0

(b) The Boolean expression (x V yz')(yz)' yields the Boolean function mapping B3
into B given by the last column in the next table. The circuit that we imagined
ourselves building earlier would produce the output described by this function:
1 just in case y and z are not both 1 and either x = 1 or else y = 1 and
z = 0. Since there are infinitely many 3-variable Boolean expressions, but
only finitely many functions from B3 to B, we can hope to find some Boolean
expression nicer than (x V yz')(yz)' to determine this same function. We will
see this function again in Example 2(a) on page 406 and in Exercise 11 on
page 417.
U

yz'

x y
0 0 0
0 0 1
0 1 0
0 1 1
1 0 0
1
1 1 0
I 1 1

0
0
1
0
0
0
1
0

x

V

yz'

0
0
1
0
1
1
1
1

(yz)'

(x v yz')(yz)'

I
1
1
0
1
1
1
0

0
0
1
0
1
1
1
0

We will regard two Boolean expressions as equivalent provided that their
corresponding Boolean functions are the same. For instance, x(y vz) and (xy) v (xz)
are equivalent, since each corresponds to the function with value 1 at (1, 1, 0),
(1, 0, 1), and (1, 1, 1) and value 0 otherwise. We will write x(y V z) = (xy) V (xz)
and, in general, we will write E = F if the two Boolean expressions E and F are
equivalent. The usage of "=" to denote this equivalence relation is customary and
seems to cause no confusion.
The use of notation in this way is familiar from our experience with algebraic
expressions and algebraic functions on IR. Technically, the algebraic expressions
(x + 1) (x - 1) and x 2 - 1 are different [because they look different], but the functions
f and g on IR defined by
f(x) = (x + 1)(x - 1)

and

g(x) = x 2 -1

are equal. We regard the two expressions as equivalent and commonly use either
(x + 1)(x - 1) or x2- 1 as a name for the function they define. Similarly, we will
often use Boolean expressions as names for the Boolean functions they define.
*

A

The function in BooL(3) named xy is defined by xy(a, b, c) = ab for all (a, b, c) in
33 so

xy(a, b c) = (I

if a=b= 1.
otherwise

Similarly, the functions named x v z' and xy'z satisfy
(x V z')(a, b, c) = aVc' =

I

if a = 1 or c = 0
otherwise
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and
xy'z(ab c)=ab'c=

I
0

if a= , b= , c= .
otherwise

Since xy'z takes the value 1 at exactly one point in B3, it is an atom of the Boolean
algebra BOOL(3). The other seven atoms in BooL(3) are
xyz,

xyzI,

xy'z',

xIyz,

x'yz',

x'y'z,

and

x'y'z'.

U

Suppose that El, E2 , and E3 are Boolean expressions in n variables. Since
E3 ) and
(El E2 ) V (EI E3 ) define the same function. Thus the two expressions are equivalent,
and we can write the distributive law
BOOL(n) is a Boolean algebra, both of the Boolean expressions El (E2 V

El (E 2 v E3 )

=

(E1 E2) v (E1 E3 ).

In the same way, Boolean expressions also satisfy all the other laws of a Boolean
algebra, as long as we are willing to write equivalences as if they were equations.
Boolean expressions consisting of a single variable or its complement, such as
x or y', are called literals. The functions that correspond to them have the value 1
at half of the elements of ]'. For example, the literal y' for n = 3 corresponds to
the function with value 1 at the four elements (a, 0, c) in B 3 and value 0 at the four
elements (a, 1, c).
Just as in Example 9 on page 397, the atoms of BOOL(n) are the functions that
have the value 1 at exactly one member of I'. Each atom corresponds to a Boolean
expression of a special form, called a minterm. A minterm in n variables is a meet
[i.e., product] of exactly n literals, each involving a different variable.
A

(a) The expressions xy'z' and x'yz' are minterms in the three variables x, y, z.
The corresponding functions in BOOL(3) have the value I only at (1, 0, 0) and
(0, 1, 0), respectively.
(b) The expression xz' is a minterm in the two variables x, z. It is not a minterm
in the three variables x, y, z; the corresponding function in BOOL(3) has value
I at both (1, 0,0 ) and (1, 1, 0).
(c) The expression xyx'z is not a minterm, since it involves the variable x in more
than one literal. In fact, this expression is equivalent to 0. The expression xy'zx
is not a minterm either, because it involves the variable x twice, though it is
equivalent to the minterm xy'z in x, y, and z.
(d) In the following table we list the eight elements of B3 and the corresponding minterms that take the value 1 at the indicated elements. Note that the
literals corresponding to 0 entries are complemented, while the other literals
N
are not.
(a, b, c)
(0, 0, 0)
(0, 0, 1)
(0, 1, 0)
(0, 1, 1)
(1, 0, 0)
(1, 0, 1)
(1, 1, 0)
(1, 1, 1)

Minterm with value 1 at (a, b, c)

x'yz
/Y//
xy'z
x~yz'
xy
xIz
xy z
xyz,

According to Theorem 3 on page 396, every member of BOOL(n) can be written
as a join of atoms. Since atoms in BOOL(n) correspond to minterms, every Boolean
expression in n variables is equivalent to a join of distinct minterms. Moreover, such
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a representation as a join is unique, apart from the order in which the minterms are
written. We call the join of minterms that is equivalent to a given Boolean expression
E the minterm canonical form of E. (Another popular term, which we will not
use, is disjunctive normal form, or DNF.J Parts (b) and (c) of the next example
illustrate two different procedures for finding minterm canonical forms.
A

*

S

(a) The Boolean expression
x yz' v xy'z' v xy'z V xyz'
is a join of minterms in x, y, z as it stands, so this expression is its own minterm
canonical form. The corresponding Boolean function has the values shown in
the right-hand column of the table. The l's in the column tell which atoms in
BOoL(3) are involved, and hence determine the corresponding minterms. For
instance, the 1 in the (1, 1, 0) row corresponds to the minterm xyz'.
x yz

xtyz'

xy'z

xy'z

xyz'

xIyzI V xy'z' V xy'z V xyz'

0 00
0 01
0 10
0 11
1 00
1 01
1 10
1 11

0
0

0
0

0
0

0
0

1
0
0
0
0
0

0
0
1
0
0
0

0
0
0
1
0
0

0
0
0
0
1
0

0
0
1
0
1
1
I

(b) The Boolean expression (xvyz')(yz)', which matches the circuit we are thinking
of building, is not written as a join of minterms. To get its minterm canonical
form, we can calculate the values of the corresponding Boolean function, as
we did in Example 3(b). When we calculate all eight values of the function,
we get the right-hand column in the table in part (a). Thus (x v yz')(yz)' is
equivalent to the join of minterms in part (a); i.e., its minterm canonical form
is x'yz' V xy'z' V xy'z V xyz'.
(c) We can attack (xv yz') (yz)' directly and try to convert it into a join of minterms
using Boolean algebra laws. Recall that we write E = F in case the Boolean
expressions E and F are equivalent. By the Boolean algebra laws,
(x V yz')(yz)' = (x V yz')(y' V z')

De Morgan law

= (x(y' V z')) v ((yz')(y' V z'))

distributive law

= (xy' V xz') V (yz'y' v yz'z')

distributive law twice

= (xy' vxz') V (O v yz')

yy' = 0, z'z' = z'

= xy' V xz' V yz'

associative law and property of 0.

We first applied the De Morgan laws to get all complementation down to the
level of the literals. Then we distributed V across meets as far as possible.
Now we have an expression as a join of meets of literals, but not as a join
of minterms in x, y, z. Consider the subexpression xy', which is missing the
variable z. Since z v z' = 1, we have xy' = xy'l = xy'(z V z') = xy'z V xy'z',
which is a join of minterms. We can do the same sort of thing to the other two
terms and get
xy' V xz' V yz' = (xy'z V xy'z') V (xyz' V xy'z') V (xyz' V x'yz'),
which is a join of minterms. Deleting repetitions gives the minterm canonical
form
xy'z V xy'z' V xyz' V xIyz'
for the expression (x V yz')(yz)' we started with. This is of course the same as
the answer obtained in part (b).
U
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The methods illustrated in this example work in general. Given a Boolean
expression, we can calculate the values of the Boolean function it defines-in effect,
find its truth table. Then each value of 1 corresponds to a minterm in the canonical
form of the expression. This is the method of Example 6(b). From this point of view,
the minterm canonical form is just another way of looking at the Boolean function.
Alternatively, we can obtain the minterm canonical form as in Example 6(c).
First use the De Morgan laws to move all complementation to the literals. Then
distribute v over products wherever possible. Then replace xx by x and xx' by 0 as
necessary and insert missing variables using x vx' = 1. Finally, eliminate duplicates.
It is not always clear which technique is preferable for a given Boolean expression. One would not want to do a lot of calculations by hand using either method.
Fortunately, the minterm canonical form is primarily useful as a theoretical tool,
and when calculations do arise in practice, they can be performed by machine using
simple algorithms.
From a theoretical point of view, the minterm canonical form of a Boolean
expression is highly valuable, since it gives the expression in terms of its basic
parts, the minterms or atoms. As we will illustrate in §10.3, Boolean expressions can
be realized as electronic circuits, and equivalent Boolean expressions correspond to
electronic circuits that perform identically, i.e., that give the same outputs for given
inputs. Hence it is of interest to "simplify" Boolean expressions to get corresponding
"simplified" electronic circuits.
There are various ways to measure the simplification. It would be impossible to
describe here all methods that have practical importance, but we can at least discuss
one simple criterion. Let's say that a join of products [i.e., meets] of literals is optimal
if there is no equivalent Boolean expression that is a join of fewer products and if,
among all equivalent joins of the same number of products, there are none with fewer
literals. Our task is to find an optimal join of products equivalent to a given Boolean
expression. We may suppose that we have already found one particular equivalent
join of products, the minterm canonical form.
A

(a) Consider the expression (xy)'z. The table shows the values of the Boolean
function it defines. It follows that the minterm canonical form is x'y'z V x'yz v
xy'z. This expression is not optimal. By the Boolean algebra laws, (xy)'z =
(x' V y')z = x'z v y'z, which is a join of only two terms with four literals.
We will show in Example 2(d) on page 413 that x'z V y'z is optimal [or see
Exercise 13].
x

y

z

xy

(xy)'

(xy)'z

0

0

0

0

1

0

0

0

1 0

1

1

0

1 0 0

1

0

0
1
1

1
0
0

1
1
1

1
0
1

1

1 0

1

0

0

1

1

1

0

0

1 0
0 0
1 0
1

This example illustrates a problem that can arise in practice. It seems
plausible that a circuit to produce x'z v y'z might be simpler than one to
produce the expression x'y'z v x'yz v xy'z; but perhaps a circuit to produce the
original expression (xy)'z would be simplest of all. We return to this point in
§10.3.
(b) Consider the join of products E = x'z' v x'y v xy' v xz. Is it optimal? We use
Boolean algebra calculations, including the x V x' = 1 trick, to find its minterm
canonical form:
E = x'yz' v x'y'z' v x'yz V x'yz' v xy'z V xy'z' v xyz V xy'z
= XIyzV
V XIy'ZI V X'yZ V Xy'z V Xy'z' V XyZ.
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This has just made matters worse-more products and more literals. We want
to repackage the expression in some clever way. To do so, we reverse the
x v x' = I trick. Observe that we can group the six minterms together in pairs
x'yz' and x'y'z', x'yz and xyz, and xy'z and xy'z' such that two minterms in
the same pair differ in exactly one literal. Since
I

xyz

I

vxy'z'

/

I

= x'(y

and

v y')z'

/

= xlz/,

x'yz V xyz = Vz,

xy'z V xy'z' = xy',

we have E = x'z' v yz v xy'. A different grouping gives
x'yz' V x'yz = xly,

x'y'z' V xy'z' = y'z',

and

xy'z v xyz = xz,

so E = x'y v y'z' v xz. Each of these joins of products x'z' v yz v xy' and
x'y v y'z' v xz will be shown to be optimal in Example 2(c) on page 413.
Thus no join of products that is equivalent to E has fewer than three products,
and no join with three products has fewer than six literals. Whether or not we
believe these claims now, the two expressions look simpler than the join of four
products that we started with.
R
There is a method, called the Quine-McCluskey procedure, that builds optimal expressions by systematically grouping together products that differ in only
one literal. The algorithm is tedious to use by hand, but is readily programmed for
computer calculation. Among other references, the textbooks Applications-Oriented
Algebra by J. L. Fisher and Modern Applied Algebra by G. Birkhoff and T. C. Bartee
contain readable accounts of the method.
Another procedure for finding optimal expressions, the method of Karnaugh
maps, has a resemblance to Venn diagrams. The method works reasonably well
for Boolean expressions in three or four variables, where the problems are fairly
simple anyway, but is less useful for more than four variables. The textbook Computer Hardwareand Organization by M. E. Sloan devotes several sections to Karnaugh maps and discusses their advantages and disadvantages in applications. We
will look at the method in § 10.4, after we have described the elements of logical
circuitry.

I8W'!
1

*.

1. Let f:

H3 -

B be the Boolean function such

that f(0,0,0) = f(0,0, I) = f(l, 1,0) = I and
J (a, b, c) = 0 for all other (a, b, c) E 3 3 . Write the
corresponding Boolean expression in minterm canonical
form.
2.

Give the Boolean function corresponding to the Boolean
expression in Example 7(b).

3.

For each of the following Boolean expressions in x, y,
and z, describe the corresponding Boolean function and
write the minterm canonical form.
(b) z'

(a) xy

(C) Xy

V Z'

(d) 1

4. Consider the Boolean expression x v yz in x, y, and z.
(a) Give a table for the corresponding Boolean function
f:

IB'3
___].B

((x V y)' V z)'.

7. (a) Find a join of products involving a total of three literals that is equivalent to the expression
xz V (y' V y'z) V xy'z'.

(b) Repeat part (a) for ((xy V xyz) V xz) v z.
8. The Boolean function f: J33 _+ B is given by
f (a, b, c) = a +2 b +2 c for (a, b, c) e B3. Recall that
+2 refers to addition modulo 2, which is defined in §3.5.
(a) Determine a Boolean expression corresponding to f.
(b) Write the expression in minterm canonical form with
variables x, y, and z.
9. Find an optimal expression equivalent to

(b) Write the expression in minterm canonical form.

5. Find the midterm canonical form for the 4-variable
Boolean expressions
(a) (xjx2x3) v (xlx2x3x4)

6. Use the method of Example 6(c) to find the minterm
canonical form of the 3-variable Boolean expression

(b) (xI vx2 )x3x 4

(x V y)' V z V x(yz V y'z').
10. Group the three minterms in xyz v xyz' v xy'z in two
pairs to obtain an equivalent expression as a join of two
products with two literals each.
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11. There is a notion of maxterm dual to the notion of
minterm. A maxterm in xi, . . .x, x is a join of n literals, each involving a different one of xi, . . . XI.
(a) Use De Morgan laws to show that every Boolean

Hint: Get a minterm canonical expression for E by

using the x v x' trick of Example 6(c) with the variables
I, . ., Wn k that are not involved in E. .
13. (a) Show that x'z v y'z is not equivalent to a product of
literals. Hint: Use Exercise 12.

expression in variables xi, . . ., XI is equivalent to a
product of maxterms.

(b) Show that x'z V y'z is not equivalent to a join of
products of literals in which one "product" is a single
literal. [Parts (a) and (b) together show that x'z V y'z
is optimal.]

(b) Write xy' V x'y as a product of maxterms in x and y.

12. Consider a product E of k literals chosen from among
XI, t,.. .X,,
x! and involving k different variables xi.
Show that E determines a function in BOOL(n) that takes
the value 1 on a subset of I' having 2' -k elements.

10.3

14. Prove that if El and E 2 are Boolean expressions in
xl, . . . , x, then El V E2 and E2 V El are equivalent.

Logic Networks

I

I
Computer science at the hardware level includes the design of devices to produce
appropriate outputs from given inputs. For inputs and outputs that are O's and l's,
the problem is to design circuitry that transforms input data according to the rules
for Boolean functions. The basic building blocks of logic networks are small units,
called gates, that correspond to simple Boolean functions. Hardware versions of these
units are available from manufacturers, packaged in a wide variety of configurations.
Gates also appear combined in the circuitry of logic chips designed by sophisticated
software. In this section we will only be able to touch on a few of the simplest
ways in which Boolean algebra methods can be applied to logical design. Some of
the methods in this section and the next also have applications to software logic for
parallel processors.

Figure 1 N
NOT

AND

OR

P4AND

XOR

NOR =I->I

=

Figure 1 shows the standard ANSI/IEEE symbols for the six most elementary
gates. We use the convention that the lines entering the symbol from the left are input
lines, and the line on the right is the output line. Placing a small circle on an input
or output line complements the signal on that line. The following table shows the
Boolean function values associated with these six gates and gives the corresponding
Boolean function names for inputs x and y. Gates for AND, OR, NAND, and NOR are
also available with more than two input lines.
X

0
0
1
1
3=A

y

0

0
1

x'

xvy

(xVy)'

xy

(xy)'

xd y

NOT

OR

NOR

AND

NAND

XOR

1

0

1
0
0
0

0
0

1
1

0
0
1o
0

I

1
0

0
1
1
0

(a) The gate shown in Figure 2(a) corresponds to the Boolean function (x v y')'
or, equivalently, x'y.
(b) The 3-input AND gate in Figure 2(b) goes with the function x'yz.
(c) The gate in Figure 2(c) gives (x'y')' or x V y, so it acts like an OR gate.
U

406 Chapter 10 . Boolean Algebra
(Y

Figure 2 0,

Figur
2~X

(XVy')'

x'yz

x

Yz

(Ya)

(b)

(a)

(c)

We consider the problem of designing a network of gates to produce a given
complicated Boolean function of several variables. One major consideration is to
keep the number of gates small. Another is to keep the length of the longest chain
of gates small. Still other criteria arise in concrete practical applications.
(a) The circuit that we have been trying to build since the beginning of §10.2
corresponds to the Boolean expression (x V yz')(yz)', so one possible answer
to the problem is the circuit in Figure 3. [Small solid dots indicate points where
input lines divide.] Perhaps, though, we can get the same function with fewer
gates. Exercise 11 on page 417 deals with this question.

Figure 3 I

x
y

(b) Consider the foolishly designed network shown in Figure 4(a). There are four
gates in the network. Reading from left to right there are two chains that are
three gates long. We calculate the Boolean functions at A, B. C, and D:

Figure 4 1e

x
y

x

z

z

(b)

(a)

A = (x v y')';

B =xvz;

C = (A v B)' = ((x v y')' v (x v z))';

D = Cv

y =

((x v y')'v (x v z))' V y.

Boolean algebra laws give
D = ((x v y')(x v z)') v y = ((x v y')x'z') v y
= (xx'z' V y'x'z') V y = y'x'z' V y

= y'x'z' V yx'z' V y = (y' V y)x'z' V y = x'z' V y.
The network shown in Figure 4(b) produces the same output, since
E = (x V z)' = x'z'

and

F = EVy =x'z'vy.

a

This simple example shows how it is sometimes possible to redesign a complicated network into one that uses fewer gates. One reason for trying to reduce the
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lengths of chains of gates is that in many situations, including programmed simulations of hard-wired circuits, the operation of each gate takes a fixed basic unit of
time, and the gates in a chain must operate one after the other. Long chains mean
slow operation.
The expression x'z' v y that we obtained for the complicated expression D in
the last example happens to be an optimal expression for D in the sense of §10.2.
Optimal expressions do not always give the simplest networks. For example, one
can show [Exercise 7(a) on page 416] that xz v yz is an optimal expression in x, y,
and z. Now xz V yz = (x V y)z, which can be implemented with an OR gate and an
AND gate, whereas to implement xz v yz directly would require two AND gates to
form xz and yz and an OR gate to finish the job. In practical situations our definition
of "optimal" should change to match the hardware available.
In some settings it is desirable to have all gates be of the same type or be of at
most two types. It turns out that we can do everything just with NAND or just with
NOR. Which of these two types of gates is more convenient to use may depend on the
particular technology being employed. Figure 5(a) shows how to write NOT, OR, and
AND in terms of NAND. These equivalences also answer Exercise 18 on page 85, since
NAND is another name for the Sheffer stroke referred to in that exercise. Figure 5(b)
shows the corresponding networks. Exercise 2 asks for a corresponding table and
figure for NOR. The network for OR in Figure 5 could also have been written as a
single NAND gate with both inputs complemented. Complementation may or may
not require separate gates in a particular application, depending on the technology
involved and the source of the inputs. In most of our discussion we proceed as if
complementation can be done at no cost.

1

Figure 5 *
NOT

x'=(x

x)'

x

x'

x

OR

xVy=(x'Ay')'

y

AND

xAy=(xAy)"

(a)

(b)

Combinations of AND and OR such as those that arise in joins of products can
easily be done entirely with NAND'S.

A

Figure 6 shows a simple illustration. Just replace all AND'S and OR'S by NAND'S in an
AND-OR 2-stage network to get an equivalent network. An OR-AND 2-stage network
can be replaced by a NOR network in a similar way [Exercise 4].
M
Logic networks can be viewed as acyclic digraphs with the sources labeled
by variables xi, X2, . . ., the other vertices labeled with V, A, and (d, and some
edges labeled - for complementation. Each vertex then has an associated Boolean
expression in the variables that label the sources.
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Figure 6 P~

x-

Y
z
1w
U.

U

A

Figure 7

*

A

The network of Figure 7(a) yields the digraph of Figure 7(b), with all edges directed
from left to right. If we insert a 1-input A-vertex in the middle of the edge from z
to (x A y)' V z V (x A Z' A w), we don't change the logic, and we get a digraph in
which the vertices appear in columns-first a variable column, then an A column,
then an v column-and in which edges go only from one column to the next.
A

s

(x /Iy)

(a)

VzV(x

z' AW)

(b)

The labeled digraph in Example 4 describes a computation of the Boolean
function (x A y)' V z V (x A z' A w). In a similar way, any such labeled digraph
describes computations for the Boolean functions that are associated with its sinks,
i.e., the output vertices at the right. Since every Boolean expression can be written
as a join of products of literals, every Boolean function has a computation that can
be described by a digraph like the one in Example 4, with a variable column, an
A column, and an V column [consisting of a single vertex]. Indeed, as we saw in
Example 3, all corresponding gates can be made NAND gates, so the v vertex can
be made an A vertex.
In a digraph of this sort, no path has length greater than 2. One interpretation
is that the associated computation takes just 2 units of time. The price we pay may
be an enormous number of gates.

*x n LVI
1:1 4

Consider the Boolean expression E = xi x2 D ... (DX, in n variables. The corresponding Boolean function on I'b takes the value I at (al, a2, ... , a,) if and only
if an odd number of the entries al, a2,. . ., a, are 1. [See Exercise 15.1 The corresponding minterms are the ones with an odd number of uncomplemented literals.
Hence the minimal canonical form for E uses half of all the possible minterms and
is a join of 2` 1 terms.
We next show that the minterm canonical form for this E is optimal; i.e.,
whenever E is written as a join of products of literals, the products that appear must
be the minterms mentioned in the last paragraph. Otherwise, some term would be a
product of fewer than n literals, say with Xk and xk both missing. Some choice of
values of al, a2 .
a, makes this term have value 1, and an odd number of such
values al, a2,. . ., a, must be 1. If we change ak from 0 to I or from I to 0, the
term will still have value 1, but an even number of the values a I, a2, ... , a, will
be 1. No term of E can have this property, so each term for E must involve all n
variables.
The observations of the last two paragraphs show that a length 2 digraph
associated with E = xI (D X2 (ED ...
X, must have at least 2`'1 + I A and v
vertices, a number that grows exponentially with n.
A
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If we are willing to let the paths grow in length, we can divide and conquer
to keep the total number of vertices manageable. Figure 8 shows the idea for the
expression x1 d® X2 & XD
X3
X4. This digraph has 9 A and v vertices. So does the
digraph associated with the join-of-products computation of xl X2 G X3 E x4, since
23+ 1 = 9; we have made no improvement. But how about xl G X2 3...
x8 ? The
join-of-products digraph has 27 + 1 = 129 A and v vertices, while the analog of the
Figure 8 digraph only has 9 + 9 + 2 + I = 21 A and v vertices [Exercise I1].

Figure 8 11

V
xi

*(Xi 3 X2) (

(X3 (D X4 )

X3

X4

For xl (E X2
... EDX in general, the comparison is 2`1 + 1 gates for the
2-stage computation versus only 3(n - 1) gates for the divide-and-conquer scheme,
while the maximum path length increases from 2 to at most 2log2 n [Exercise 13].
Thus doubling the number of inputs increases path length by at most 2.
Circuits to perform operations in binary arithmetic, for example to add two integers,
are an important class of logic networks. We illustrate some of the methods that arise
by adding the two integers 25 and 13, written in binary form as 11001 and 1101,
respectively. This representation just means that

-S~sA

25

=

16+8+ 1

=

1. 2 4 1.

23+0,

22+0 2 +1

1

and

13=8+4+ 1=1 23+1 .22+0 2+1 .1,
so our problem looks like
+
Carry digits -*
Numbers being

added

J

Answer -

Figure 9

11001
11001
1101
100110

A

Figure 10 0

11001
1101

Binary addition is similar to ordinary decimal addition. Working from right to left,
we can add the digits in each column. If the sum is 0 or 1, we write the sum in the
answer line and carry a digit 0 one column to the left. If the sum is 2 or 3 [i.e., 10 or
11 in binary], we write 0 or 1, respectively, and go to the next column with a carry
digit 1. Figure 9 gives the details for our illustration, with the top row inserted to
show the carry digits. The answer represents 1
15+024+02+1
.22+1 2+0 1 = 38,
as it should.
The rightmost column contains only two digits x and y [in our illustration
x = y = 1]. The answer digit in this column is (x + y) MOD 2, i.e., x D y, and the
carry digit for the next column is (x+y) DIV 2, which is xy. The simple logic network
shown in Figure 10, called a half-adder, produces the two outputs S = x D y and
C = xy from inputs x and y. Here S signifies "sum" and C signifies "carry."
x
y

Half-adder
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For the more general case with a carry input, Cl, as well as a carry output,
Co, we can combine two half-adders and an OR gate to get the network of Figure 11,
called a full-adder. Here Co is 1 if and only if at least two of x, y, and Cl are l,
i.e., if and only if either x and y are both I or exactly one of them is 1 and Cl is
also 1.

Figure 11

I

=A(By D C1

V(XE y)C

1

Full-adder

Several full-adders can be combined into a network for adding n-digit binary
numbers, or a single full-adder can be used repeatedly with suitable delay devices
to feed the input data bits in sequentially. In practice, each of these two schemes is
slower than necessary. Fancy networks have been designed to add more rapidly and
to perform other arithmetic operations.
N
Our purpose in including Example 6 was to illustrate the use of logic networks
in hardware design and also to suggest how partial results from parallel processes can
be combined. The full-adder shows how networks to implement two or more Boolean
functions can be blended together. The minterm canonical form of S = x ) y D Cl is
xyC 1 V xy'C' V x'y C' V x'y'C

which turns out to be optimal [see Example 5, with n = 3, or Exercise 7(c) on
page 416]. It can be implemented with a logic network using four AND gates and
one OR gate if we allow four input lines. The optimal join-of-products expression for
Co is xyvxC1 VyCj, which can be produced with three AND gates and one OR gate.
To produce S and Co separately would appear to require 4 + I + 3 + I = 9 gates,
yet Figure 11 shows that we can get by with 7 gates if we want both S and Co at
once. Moreover, each gate in Figure 11 has only two input lines. As this discussion
suggests, the design of economical logic networks is not an easy problem.

-IM

IN O

Note. In these exercises, inputs may be complemented
unless otherwise specified.
1.

(a) Describe the Boolean function that corresponds to the
logic network shown in Figure 12.
(b) Sketch an equivalent network consisting of two 2input gates.

2. Write logical equations and sketch networks as in
Figure 5 that show how to express NOT, OR, and AND
in terms of NOR without complementation of inputs.

Figure 12

A
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3.

Sketch logic networks equivalent to those in Figure 13, but
composed entirely of NAND gates.
x.-

y

10. AND-OR-INVERT

gates that produce the same effect as the

logic network shown in Figure 16 are available commercially. What inputs should be used to make such a gate
into an XOR gate?
r----------------------

x

A01 gate

l

(a)

w
I

L ----------------------

(b)

Figure 13

Figure 16 A

A
11. Draw a digraph like the one in Figure 8 for a divide-and-

4. Sketch logic networks equivalent to those in Figure 14, but
composed entirely of NOR gates.
x

Y

conquer computation of xlI

X2

e

.e

Xg.

12. (a) Draw the digraph for the 2-stage join-of-products
computation of the expression xlId X2 ® X3 E X4.
How many A vertices are there in the digraph of the
join-of-products computation of xl e X2 e ... E X8 ?
(b) Would you like to draw the digraph in part (b)?

WZe
(a)
x

Y
(b)

Figure 14 A
5. Sketch a logic network for the function XOR using
(a) two AND gates and one OR gate.
(b) two OR gates and one AND gate.
6. Sketch a logic network that has output 1 if and only if
(a) exactly one of the inputs x, y, z has the value 1.
(b) at least two of the inputs x, y, z, w have value 1.
7. Calculate the values of S and Co for a full-adder with the
given input values.
(a) x =1, y =O, Cl =0
(b) x= 1, y= 1, C1 =0
(c) x Oy = 1, C= I
(d) x =1, y =1, C= 1
8. Find all values of x, y, and C1 that produce the following
outputs from a full-adder.
(a) S = O, Co = 0
(b) S = 0,CO = I

13. Show by induction that for n > 2 there is a digraph for
the computation of xl (B X 9e ...
x, that has 3(n - 1)
A and v vertices and is such that if 2 m > n then every
path has length at most 2m. Suggestion: Consider k with
2k-1 < n < 2k and combine digraphs for 2 k- 1 and
n - 2k-1 variables.
14. Draw a digraph for the computation of xl e
3 x6
with 15 A and V vertices and all paths of length at
most 6. Suggestion: See Exercise 13.
15. (a) Let El and E2 be Boolean expressions in n variables,
with Boolean functions fi and f2. Show that the
Boolean function for El ® E 2 takes the value I at a
member of B'Mwhen exactly one of fl and f2 does.
(b) Consider 1 < m < n. Show that the Boolean expression xl $dX2 E .
Xp takes the value 1 at
(al, a2, . . , a.) in B' if and only if an odd number
of the entries al, a2,.
am are 1. Hint: Use [finite]
induction on m.
16. The digraph in Figure 17, directed from left to right, has
two sinks.
(a) What are the two corresponding Boolean functions?
(b) Would a Boolean 2-stage network associated with
this digraph produce both functions at once?
x

(c) S = 1, Co = 1

9. Consider the "triangle" and "circle" gates whose outputs are
as shown in Figure 15. Show how to make a logic network
from these two types of gates without complementation on
input or output lines to produce the Boolean function.
(c) x V y
(a) x'
(b) xy

y

z

X

Figure 15 A

w

Figure 17

A
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10.4

Karnaugh Maps

I

Instead of trying to find the most economical or "best" logic network possible, we
may decide to settle for a solution that just seems reasonably good. Optimal solutions
in the sense of §10.2 can be considered to be approximately best, so a technique for
finding optimal solutions is worth having. The method of Karnaugh maps, which
we now discuss briefly, is such a scheme. We can think of it as a sort of Boolean
algebra mixture of the Venn diagrams and truth tables that we used earlier to visualize
relationships between sets and between propositions.
We consider first the case of a 3-variable Boolean function in x, y, and z. The
Karnaugh map of such a function is a 2 x 4 table, such as the ones in Figure 1. Each
of the eight squares in the table corresponds to a minterm. The plus marks indicate
which minterms are involved in the function described by the table. The columns of
a Karnaugh map are arranged so that neighboring columns differ in just one literal.
If we wrap the table around and sew the left edge to the right edge, then we get a
cylinder whose columns still have this property.

Figure 1 io

yZ

y'Z'

YZ'

yz

y'Z

x

yz'

y'z'

y'z

y'z'

y'z

x
+

xI
XyZ' V X'y

(a)

x
xI

x

yZ

yZ'

(b)
y'Z'

y'Z

yz

yz'

x

x
x
ZI

(C)

~wf

LA

*:

:0~

xy'

z

(d)

(a) In Figure 1(a) the minterm canonical form is xyz'vxt y'z'vx'y'z. Since x'y'z'v
x'y'z = x'y'(z' V z) = x'y', the function can also be written as xyz' V x'y'.
(b) The Kamaugh maps for literals are particularly simple. The map for x, shown
in Figure l(b), has the whole first row marked; x' has the whole second row
marked. The map for y has the left 2 x 2 block marked and the one for v' has
the right 2 x 2 block marked. The map for z' in Figure I (c) has just the entries
in the middle 2 x 2 block marked. If we sew the left edge to the right edge,
then the columns involving z also form a 2 x 2 block.
(c) The map in Figure l(d) describes the function xy'z' V z. Since both xy' boxes
are marked, the function can also be written as xy' V z.
E
We now have a cylindrical map on which the literals x and x' correspond to
1 x 4 blocks, the literals y, z, y', and z' correspond to 2 x 2 blocks, products of two
literals correspond to 1 x 2 or 2 x I blocks, and products of three literals correspond
to I x 1 blocks.
To find an optimal expression for a given Boolean function in x, y, and z, we
outline blocks corresponding to products by performing the following steps:
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Step 1. Mark the squares on the Karnaugh map corresponding to the function.
Step 2. (a) Outline each marked block with 8 squares. [If all 8 boxes are
marked, the Boolean function is 1, and we're done.]
(b) Outline each marked block with 4 squares that is not contained in
a larger outlined block.
(c) Outline each marked block with 2 squares that is not contained in
a larger outlined block.
(d) Outline each marked square that is not contained in a larger outlined block.
Step 3. Select a set of outlined blocks that
(a) has every marked square in at least one selected block,
(b) has as few blocks as possible, and
(c) among all sets satisfying (b) gives an expression with as few literals as possible.
We will say more about how to satisfy (b) and (c) in step 3 after we consider some
examples.
(a) Consider the Boolean function with Karnaugh map in Figure 2(a). The "rounded
rectangles" outline three blocks, one with four squares, corresponding to y, and
two with two squares, corresponding to xz' and x'z. The x'z block is made from
squares on the two sides of the seam where we sewed the left and right edges
together. Since it takes all three outlined blocks to cover all marked squares,
we must use all three blocks in step 3. The resulting optimal expression is

A

y V xz' V X'z.

(b) The Boolean function (x'y'z)' is mapped in Figure 2(b). Here the outlined
blocks go with x, y, and z'. Again, it takes all three to cover the marked
squares, so the optimal expression is x v y V z'.
(c) The Karnaugh map in Figure 2(c) has six outlined blocks, each with two
squares. The marked squares can be covered with either of two sets of three
blocks, corresponding to
x'y V xz V y'z'

and

x'z' v yz v xy'.

Since no fewer than three of the blocks can cover six squares, both of these
expressions are optimal. We saw this Boolean function in Example 7(b) on
page 403.

Figure 2

o

yz

yz I

yz'

y'z

yz

x

x

XI

XI

yz'I

(a)

yz'

(b)
yz

yz'

yIz'

x

xI

(c)

y'z

y'z
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(d) Draw the Karnaugh map for the Boolean function x'z v y'z and outline blocks
following steps 1 to 3. Only the x'z and y'z blocks will be marked. Both will
be needed to cover the marked squares, so x'z v y'z is its own optimal Boolean
expression.
U
Example 2(c) shows a situation in which more than one choice is possible. To
illustrate the problems that choices may cause in selecting the blocks in step 3, we
increase the number of variables to four, say w, x, y, and z. Now the map is a 4 x 4
table, such as the ones in Figure 3, and we can think of sewing the top and bottom
edges together to form a tube and then the left and right edges together to form a
doughnut-shaped surface. The three-step procedure is the same as before, except that
in step 2 we start by looking for blocks with 16 squares.
A

(a) The map in Figure 3(a) has four outlined blocks, three with four squares corresponding to wy, yz', and w'z' and one with two squares corresponding to
wx'z. The two-square block is the only one containing the marked wx'y'z
square, and the blocks for wy and w'z' are the only ones containing the squares
for wxyz and w'x'y'z', respectively, so these three blocks must be used. Since
they cover all the marked squares, they meet the conditions of step 3. The
optimal expression is wx'z V wy V w'z'.
(b) The checkerboard pattern in Figure 3(b) describes the symmetrical Boolean
function w D x (d y D z in wi, x, y, z. In this case all eight blocks are 1 x 1 and
the optimal expression is just the minterm canonical form. A similar conclusion
holds for xlI x2 (D.. d X, in general, as noted in Example 5 on page 408.
(c) The map in Figure 3(c) has five blocks. Each two-square block is essential,
since each is the only block containing one of the marked squares. The big
four-square wx' block is superfluous, since its squares are already covered by

Figure 3 l

yz

yz'I

Yz'

y'z

YZ

Wx

yze

yzl

y' z

y'z'

y'z

Wx

Wx

W

x

WAX

wvx

(b)

(a)
yz

yzI

WA

WAI

+]

t

WAY

++

+I

WAX

(c)

(d)
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the other blocks. The optimal expression is wyz v x'yz' v wy'z' v x'y'z. Greed
does not pay here, since any rule that selected the biggest blocks first would
pick up the superfluous four-square block.
(d) Greed in part (c) would have been foolish; one should always select essential
blocks first. How about the less foolish greedy rule "Choose the essential blocks
first, then choose the largest remaining blocks to cover"? Let's fill in the bottom
row of Figure 3(c) to get Figure 3(d). There are 2 four-square and 8 two-square
blocks to outline. [What are they?] Now there are no essential blocks; i.e.,
every marked square is in at least two outlined blocks. If we choose the new
I x 4 block w'x, then we are left with the example in part (c) and should not
choose the four-square block wx'. Similarly, if we choose the block wx', then
we should not take w'x. Even the less foolish rule does not lead to either of the
two optimal expressions wyz v x'yz' V wy'z' v x'y'z V w'x or xyz V w'yz' V
xYz' V wy'z V wx'.

A

I

The maps in Figures 3(a), (b) and (c) offered no real choices; the essential blocks
already covered all marked squares. The map of Figure 4(a), like the one in
Figure 3(d), offers the opposite extreme. Every marked square is in at least two
blocks. Clearly, we must use at least one two-square block to cover wx'yz'. Suppose
that we choose the wx'z' block. We can finish the job by choosing the four additional
blocks shown in Figure 4(b). The resulting expression is
WxzI V WYy' V w'y V w'z V w'x.

Figure 4(c) shows another choice of blocks from Figure 4(a), this time with
only four blocks altogether. The corresponding expression is
Wx'z' V w'y V xy' V y'z.

Figure 4 P

yz

yz'

Y'z'

y'z

W)

w-x

w A~

(a)

(b)

(c)
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This expression is better, but is it optimal? The only possible improvement would
be to reduce to one two-square and two four-square blocks. Since there are twelve
squares to cover, no such improvement is possible, and so the expression we have
U
found is optimal.
The rules for deciding which blocks to choose in situations like this are fairly
complicated. It is not enough simply to choose the essential blocks, because we are
forced to, and then cover the remaining squares with the largest blocks possible.
For hand calculations, the tried-and-true method is to stare at the picture until the
answer becomes clear. For machine calculations, which are necessary for more than
five variables in any case, the Karnaugh map procedure is logically the same as the
Quine-McCluskey method, for which software exists.
We close this discussion by emphasizing once again that the technical term
"optimal" refers only to the complexity of a particular type of expression, as a join
of products of literals. It is not synonymous with "best." An optimal expression
for a Boolean function gives a way to construct a corresponding two-stage AND-OR
network with as few gates as possible, but other kinds of networks may be cheaper
to build.

E-

*

-

For each of the Karnaugh maps in Exercises I
through 4, give the corresponding midterm canonical
form and an optimal expression.

7. Draw the Karnaugh map of each of the following
Boolean expressions in x, y, and z, and show that the
expression is optimal.
(a) xz V yz

1.

(b) xy V xz V yz

x

(c) xyz V xy'z' V x'yz' V x'y'z

xi

yz
2.

3

x

+

x'

+

x

yz'I

YZY

YII

y'z'

+

yz

yz'

+

+

xi+

Y/
y'z

8. Repeat Exercise 7 for the following expressions in x, y,
z, and w.
(a) x' V yzw

+

(b) x'z' V xy'z V w'xy

+

+

(c) wxz V wx'z' V w'x'z V w'xz'

y'z'

y'z
+

+

9. Find optimal expressions for the Boolean functions with

these Karnaugh maps.
(a)
wx

yz

yz'

y'z'

+

+

+

wx'

4.

x
x'

5. Draw the Karnaugh maps and outline the blocks for the
given Boolean functions of x, y, and z using the threestep procedure.

(b) (x V yz)'
(c) y'z V xyz
(d) y v z
6. Suppose the Boolean functions E and F each have Kar-

w'x'

+

w'x

+

(c)

yz

yz'

y'z'

wx

+

+

+

wx'

+

+

y'z

(b)

(a) How are the optimal expressions for E and F
related?
(b) Give examples of E and F related in this way.

YZI

Y/2/

Y/I

+

+

+

YZ(

y(z1-

y/z

wx

±

wx'

+

w'x'

+

w'x

y'z

(d)

y2

wx
+

(a) x V x'yz

naugh maps consisting of a single block, and suppose the
block for E contains the block for F.

YZ

+

+

+

wx'
w'x'

+

+

+

+

WI

w'x

+

+

w'x

10. (a) Find an optimal expression for the Boolean function
E of x, y, z, and w that has the value 1 if and only
if at least two of x, y, z, and w have the value 1.
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Example 2(a) on page 406 can be produced by a logic
network that uses four gates. By finding an optimal
expression, show that it can also be produced by a network with just three gates [allowing complemnentation on
inputs and outputs].

(b) Give a Boolean expression for the function E of part
(a) that has eight v and A operations. [Hence the
optimal expression in part (a) does not minimize the
number of gates in a logic network for E.]
11. Our favorite Boolean function (x v yz')(yz)' from
Example 3 on page 399, Example 6 on page 402, and

10.5
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Isomorphisms of Boolean Algebras

I

I

What does it mean for two Boolean algebras to be essentially the same-or essentially different? For instance, Examples 1 and 2 on page 390 described two Boolean
algebras 'P({a, b}) and B2, each with four members. Are these Boolean algebras
really the same, or not? Figures I and 2 describe their structures. If we replace 0
by 00, la) by 10, lb) by 01, and {a, b} by I11 in Figure 1, then we get Figure 2;
so it seems that B2 is really just 'P({a. b}) with the names changed. They do have
essentially the same structure.

Figure 1 0o-

U

0

(a)

{b}

la, b}

0
0
lal lb)
la, b}
{aI (a) la) (a,
bl (a,
b)
{b) {b} la, b}
lb) la, b}
{a, bl (a,
b la, b} la, b)l{a,bl

Figure 2 lo
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00 00
01 01
10 10
I1I It

nl

0

la) lbI la, b)

0
la)
fb}
(a,
bl

0
0
0
0

00
0
(a) 0
(a)
0 (b} lbl
(at lb) la, bl

01

10

I1I

n

00

01

10

11

01
01
11I
1I

10
1I
10
11

11I
11
11I
11

00

00

00

00

00

01

00

01

00

Ot

10
11

00
00

00
Ot

10
10

10
ItI

0

la, bl

la,
b)

0

00 I1I
01
10
10 01
I1I 00

In general, we will want to think of two Boolean algebras as the same if we
can match up their members with a one-to-one correspondence that preserves, i.e.,
is consistent with, the Boolean algebra structure, as given by the operations V, A,
and '.
Here is the formal definition. A Boolean algebra isomorphism is a one-to-one
correspondence / between Boolean algebras B1 and B2 that satisfies

0(X V Y)= OW VOW,

(1)

q5(X A y) = O(X) A 0(y),

(2)

and
0 W)

= 0 (X),

(3)

for all x, y E B 1. Note that the Boolean operations on the left sides of equations
(I )-(3) are operations in B 1, while the operations on the right sides are in B2. Two
Boolean algebras are said to be isomorphic if there is an isomorphism between them.
In this case their algebraic structures are essentially the same.
We'll begin by finding some isomorphisms between Boolean algebras, such as
those in Figures 1 and 2, that at first sight may seem quite different. Then we'll
look at the big theorem of this section, which says that all finite Boolean algebras
of any given size are isomnorphic, so we should not be surprised by the isomorphisms in our examples. We should be surprised and amazed instead by the theorem,
which even gives us a familiar concrete example of each type of finite Boolean
algebra.
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We can say more about the Boolean algebras of Examples 1 and 2 on page 390.
(a) For a fixed integer n, let S = U1, 2, ...

, n}, and consider the three Boolean

algebras P(S), Fn, and FUN(S, ]). First notice that each of these Boolean
algebras has 2' elements, so they have a chance to be isomorphic. In fact, they
are, as we will now show.
The characteristic function XA of a set A in P(S) belongs to FUN(S, BI).
If we define Al: P(S) -* FUN(S, B) by
01 (A) = XA,
then Al is a one-to-one correspondence of P(S) onto FUN(S, B) [why?]. The
equations in Example 2(c) on page 390 say that this correspondence is also a
Boolean algebra isomorphism. For example,
pi(A U B) = XAUB = XA V XB = 01 (A) v 01 (B),

so 01 preserves the join operation.
Example 2(b) on page 390 hinted at the existence of an isomorphism
02: FUN(S, l) -* W. Given f in FUN(S, B), the n-tuple (f(1),... ,f(n))
belongs to Bn. The rule
0 2 (f)

= (f(1), . . .,

f (n))

defines a one-to-one correspondence of FUN(S, B) onto BEo[check this]. The
correspondence is again a Boolean algebra isomorphism; for example,
02(f A g) = ((f A g)(1), .
= (f(1) A g(1),

= (f (1), .
= 0 2 (f)

definition of 0 2

, (f A g)(n))
f (mu) A g(n))

, f.f (n))

A (g(l),.

g(n))

A 02(g).

definition of f A g
definition of

A

in Bn

definition of 02

The composite mapping 02 o (P is a Boolean algebra isomorphism of P(S) onto
Bn [see Exercise 5], so all three Boolean algebras P(S), Bn, and FUN(S, B) are
isomorphic to each other.
(b) Note that each of the Boolean algebras in part (a) has n atoms. Moreover,
our Boolean algebra isomorphisms map atoms to atoms. For example, for s
in S = {1, 2, ... , n}, we have PI({s}) = Xlsl. The one-element sets {s} are
the atoms of P(S), and the functions X(s) that take the value 1 at exactly one
element of S are the atoms of FUN(S, B).
U
The last example suggests that if /: B1 -* B2 is a Boolean algebra isomorphism, then a is an atom of B1 if and only if ¢ (a) is an atom in B2 . In fact, since
a Boolean algebra isomorphism preserves meets, joins, and complements, it must
preserve any Boolean algebra structure that we can build from them, such as the
order relation < or the set of atoms [see Exercise 9]. This observation about atoms
will enable us to characterize finite Boolean algebras. The next example illustrates
the idea.

*

by3W

Let A be the set of atoms in B3, and set (1, 0,0 ) = al, (0, 1, 0) = a2, and (0,0,1)
a3; so A = {al, a2, a31. We claim that the mapping 0 defined below is a Boolean
algebra isomorphism of P(A) onto B3:

4'(0)

= (0,0,0) =0

q5({a 1 ,a 2 )) = (1, 1,0) =aI

Va2

q5({a }) = (1, 0,0 ) = al

(Qal, a3}) = (1, 0, 1) = al v a3

0({a2}) = (0, 1, 0) = a2

4({a2, a3}) = (0, 1, 1) = a2 V a3

0 (I a3 1) = (0, 0, 1) = a3

0(({ai,a2,a3}) = (1, 1, 1) = al Va2 Va3 = 1.

10.5 * Isomorphisms of Boolean Algebras
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Note that for each subset C of A the image 0(C) is the join of the members
of the set C. For the empty set, we agree that the "empty join" is 0.
We can check the isomorphism conditions for a few cases, such as
0({al, a2l U {al, a3}) =

0({aj,

a21

n {ai, a3})

({al, a2}) V 0({a1, a3}),

= 0({al, a2l) AO ({aI, a3}),

and

0({ai, a2}C) = O({al, a2})

to see that the claim is plausible; see Exercise 2. Note that the operations, as well
as the elements, in the two Boolean algebras happen to be different. It would be
incredibly tedious to check conditions (1), (2), and (3) in the definition of a Boolean
algebra isomorphism for all values of x and y in P(A). Is there a better way to
verify isomorphism? The next theorem says that there is.
U
The theorem will tell us that every finite Boolean algebra B looks like P(S)
for some set S. Moreover, if B and P(S) are isomorphic, then they must have the
same number of atoms, ISI. Since P(S) is isomorphic to P(JI, 2, ... , ISJ}) [see
Exercise 8], B must look like P({l, 2, . . ., I }). It follows that the Boolean algebras P({1, ... ,n}) for n = 1, 2,... form a complete set of examples of finite
Boolean algebras. The Boolean algebra Yn also has n atoms, so it's isomorphic to
P(l, .. ., n}) as well, and hence the algebras B, B2, 3 , ... form another complete
list of examples, up to isomorphism.
The idea in the theorem is to start with B and its subset A of atoms, use A
to build the new Boolean algebra P(A), and concoct a mapping from P(A) onto B,
using the facts that P(A) and B have the same number of atoms and that everything
can be written in terms of atoms. The isomorphism will have to map atoms to atoms,
and it will also have to map joins of atoms to joins of the corresponding atoms. It
turns out that preserving joins can tell us the whole story. Exercise 13 shows that
every join-preserving one-to-one correspondence between Boolean algebras is an
isomorphism, even if the algebras are not finite. Atoms make it easy to describe
joins in finite Boolean algebras, which is one reason why they are so important.

Theorem

Let B be a finite Boolean algebra and A its set of atoms. Then there is
a Boolean algebra isomorphism of P(A) onto B. In particular, if A has n elements,
then B has 2" elements.
Proof Our isomorphism 0 is a generalization of the one in Example 2. We define
0(0) = 0, the 0 of the Boolean algebra B, and for nonempty C C A, we define
O (C) = the join of the atoms in C.
In particular, 4)({a}) = a for each a £ A, and 0 maps the join [i.e., union] of atoms
{a} in P(A) to the join of atoms a in B. Theorem 3 on page 396 tells us that every
member of B is the image of 0; i.e., 0 maps P(A) onto B. The uniqueness part of
that theorem tells us that 0 is one-to-one. So 4) is a one-to-one correspondence, and
hence IBI = iP(A)I = 2n.
We need to check that 0 is really a Boolean algebra isomorphism. Suppose
that C = Icl,...,Cm} and D = {d1 ..... ,} are subsets of A, i.e., members of
P(A). Then O (C) = c, v
v Cm and O(D) = d v ... v dn, so 0 (C) v 4(D) =
c v ... vcm vd v... vdn. If ci = dj forsomei and j,thenci v dj =ci, so we
can drop the duplicate, dj, out of the expression for 0 (C) v 0 (D). After we remove
all duplicates, we're left with 0 (C U D) [why?], so 0 (C U D) = 4(C) V 4)(D); i.e.,
0 preserves joins.
To show that 0 preserves meets, we want to prove that
(C n D) = (Cl v ... v Cm) A (di v .v

dn).

It seems easiest to look at the right-hand expression here first. If we expand out
(cl
V VCm)A(di v .. v d) using the distributive law (avb)Ac = (aAc)v(bAc)
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again and again and then d A (e V f) = (d A e) V (d A f) repeatedly, we end up
with the join of all terms of form ci A dj for i = 1, . . ., m and j = 1,.
n. Try it
with m = n = 2 to see the idea. In fancy notation we would write
m
V ci
i=l

\
A

Vdj

m
=V
i=1

nm
Vdj

Ci A

V

~

i=l

V(vi A dj).
j1

Now ci and dj are atoms, so by the corollary on page 395 either ci A d = 0 or
Ci = Ci A dj = dj. In the join of all terms ci A dj, the only nonzero terms are the
atoms ci = dj that are in both {cl, . . ., cm } and {d1l, . . . , d). We have thus shown that
(Cl v ... VCm)A(d v ... Vdn) is thejoin of all the atoms in{cl, .d.., cmnfdl, ... , dj},
as claimed, so q preserves meets.
We still must show that O(Cc) = O(C)'. By Lemma I on page 392, with
w = 4(C) and z = (CC), it suffices to show that
q(C) V 0(Cc) = I

and

O(C) A q(Cc) = 0.

Because 0 preserves meets, we have
0(C) A

(Cc) =¢(c

0

n C) = o(0) = O.

Since 0(A) = I by the corollary on page 396, we also have
q5(C) V O(Cc) = O(C U Cc) = O(A) = 1.

This completes the proof that 0 is a Boolean algebra isomorphism.

U

Corollary A finite Boolean algebra has 2" elements for some n in P, and a
Boolean algebra with 2' elements has n atoms.
Remark It follows from the preceding theorem that if the finite Boolean algebras
B1 and B2 have the same number n of atoms, then they are isomorphic Boolean
algebras. Here's why. Let AI and A2 be the sets of atoms of B1 and B2 , respectively.
As noted in Exercise 8, any one-to-one correspondence between Al and A2 gives
a Boolean algebra isomorphism 0: P(A1 ) - 2P(A 2 ). The theorem provides two
Boolean algebra isomorphisms

01: P(A1 )-

Bj

and

0 2 : P(A 2 ) -B

2.

One can show that the inverse of a Boolean algebra isomorphism is again a Boolean
algebra isomorphism and that the composition of Boolean algebra isomorphisms is
also a Boolean algebra isomorphism [see Exercise 5]; so
02 0

I:

BI

B2

gives a Boolean algebra isomorphism of B1 onto B2 .
In earlier editions of this book we proved directly that any two Boolean algebras
of the same size must be isomorphic. This time we decided to consider B and P(A)
first, because there's a natural one-to-one correspondence between their atoms: {a}
is an atom of P(A) for every atom a of B. and vice versa.
The situation for infinite Boolean algebras is quite complicated. In particular,
there is no simple analogue of the theorem.
(a) Consider the Boolean algebra P(N). Each one-element set {n} is an atom, but N
is not a join of atoms [recall that only finite joins are allowed], so the corollary
on page 396 does not carry over to infinite Boolean algebras.
(b) There is an infinite Boolean algebra A that doesn't have any atoms at all; see
Exercise 11.

-

Fe. e
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(c) It can be shown that there is a one-to-one correspondence between the Boolean
algebra P(N) in part (a) and the Boolean algebra A in part (b). So, in a sense
[elaborated on in §13.3], these Boolean algebras are the "same size." Nevertheless, these Boolean algebras are not isomorphic. Even though finite Boolean
algebras of the same size are isomorphic [by the theorem], the natural generalization to infinite Boolean algebras does not hold.
U

-

!S

1. Find a set S so that P(S) and B5 are isomorphic Boolean
algebras. Exhibit a Boolean algebra isomorphism from
35 to P(S).
2. Verify the identities suggested in Example 2(a).
3. (a) Is there a Boolean algebra with 6 elements? Explain.
(b) Is every finite Boolean algebra isomorphic to a
Boolean algebra BOOL(n) of Boolean functions?
Explain.
4. Verify the following special cases of calculations in the
proof of the theorem, for distinct atoms al, a2, a3, a4, a5:
0(fal, a2, a 3 }U {a3 , a5}) = 0({al, a2 , a3l) v 0(ta3 , a5})
and
(al v a2 v a3) A (a3 V a5)
5.

-

a3.

(a) Show that the inverse of a Boolean algebra isomorphism d>: B 1 -* B2 is again a Boolean algebra
isomorphism.
(b) Show that the composition 02 o 4t of two Boolean
algebra isomorphisms 01i: B1 -* B2 and 02: B 2
B3 is a Boolean algebra isomorphism.

6. For an integer n greater than 1, let D, be the set
of divisors of n. Define v, A, and ' on Dn by
a V b = lcm(a, b) [see §1.2], a A b = gcd(a, b), and
a' = n/a.
(a) The set D6 = {1, 2, 3, 6} with these operations v, A,
and ' is a Boolean algebra. What are its 0 and I elements?
(b) What are the atoms of D6 ?

(b) For a E B,, show that a is an atom of B 1 if and only
if 4,(a) is an atom of B2 . Hint: The result of
Exercise 5(a) is useful here.
10. Explain why the Boolean algebras P(N) and A in
Example 3 are not isomorphic.
11. Let S = [0, 1) and let A consist of the empty set 0 andall subsets of S that can be written as finite unions of
intervals of the form [a, b). Warning: While the ideas
aren't that hard, writing out careful proofs of the statements below is somewhat challenging.
(a) Show that each member of A can be written as a
finite disjoint union of intervals of the form [a, b).
(b) Show that A is a Boolean algebra with respect to the
operations U, n, and complementation.
(c) Show that A has no atoms whatever.
12. Let B = lB2, with set of atoms A = {(l, 0), (0, 1)).
Describe the isomorphism between P(A) and B constructed in the proof of the theorem, by listing the
images under q, of all the elements of P(A).
13. This exercise gives some additional facts about Boolean
algebra isomorphisms and yields an alternative proof of
the theorem that avoids massive use of the distributive
law. Suppose that 0 is a one-to-one correspondence of
the Boolean algebra B, onto the Boolean algebra B2
such that 0 preserves joins.
(a) Show that 0-1 also preserves joins; i.e., if x, y c B2
and a, b e B, with 0(a) = x and 0(b) = y, then
0- (xvy)=avb=0-0(x)v0- (y).

(c) Find a set S so that D6 and P(S) are isomorphic, and
exhibit an isomorphism between them.

(b) Is 0-1 also a one-to-one correspondence? Explain.

7. Let D, be as defined in Exercise 6.
(a) Show that D7 is a Boolean algebra that is isomorphic
to B.

(c) Show that 0 preserves the order relation <; i.e., if
c < d in B 1, then 0(c) < 0(d) in B 2 . Suggestion:
Rewrite < using V.

(b) Show that D4 with these operations is not a Boolean
algebra. Hint: See the corollary on page 420.
(c) Show that Dg with these operations is not a Boolean
algebra.
(d) Give an example of an integer n such that D, is a
Boolean algebra isomorphic to B3.
8. Let S and T be finite sets with the same number of elements. Show directly that P(S) and P(T) are isomorphic
Boolean algebras. Hint: If f: S -* T is a one-to-one
correspondence, then 4,(C) = f (C) defines a one-to-one
correspondence 4,: P(S) -* P(T).
9. Let 4,: B, -> B2 be a Boolean algebra isomorphism
between Boolean algebras B1 and B2 .
(a) For x, y e B 1 , show that x < y if and only if O(x) <
0(y).

(d) Show that 0-1 also preserves the order relation.
(e) Show that if Gi and 02 are the 0 elements of B 1 and
B2 , respectively, then 0(OI) = 02.
(f) Show that 0 maps the I element of B, to the I element of B2.
(g) Show that 0(g) A 0(g') = 0 for each g in B,. [Be
careful: We don't know yet that 0 preserves meets,
though it does preserve order.]
(h) Show that 0(g) v 0(g') = 1 for each g in B 1.
(i) Show that 0(g') = 0(g)' for each g in B 1. Hint: See
Lemma I on page 392.
(j) Use De Morgan laws in B 1 and B2 to show that 0
preserves meets. Use parts (i) and U) to conclude that
0 is a Boolean algebra isomorphism.
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As usual: What does it mean? Why is it here? How can I use it? Think of examples.

CONCEPTS AND NOTATION
Boolean algebra
join, meet, complement, atom
duality principle
< order
isomorphism
H, En

Boolean function, BOOL(n)
Boolean expression
equivalent expressions
minterm, minterm canonical form
optimal join of products of literals
logic network
NOT, AND, OR, NAND, NOR, XOR gates
equivalent networks
Karnaugh map, block

FACTS
Boolean algebra laws in Theorems I and 2 on pages 392 and 393.
Properties of < given in Lemmas 2, 3, and 4 on pages 394, 394 and 395.
Nonzero elements of finite Boolean algebras are uniquely expressible as joins of atoms.
Every logic network is equivalent to one using just NAND gates or just NOR gates.
Boolean expressions and logic networks correspond to labeled acyclic digraphs [§10.3].
Optimal Boolean expressions may not correspond to simplest networks.
Choosing essential blocks first in a Karnaugh map and then greedily choosing the largest
remaining blocks to cover may not give an optimal expression.
Any two Boolean algebras with n atoms are isomorphic.

METHODS
Determination of minterm canonical form by calculating the corresponding Boolean function
or by using Boolean algebra laws.
Use of a Karnaugh map to find all optimal expressions equivalent to a given Boolean expression.

S.

-

1. Find the values of the following in 34.
(a) (0, 1, 1, 0)

A

(1, 1, 0, 0)

(b) (1, 1, 0, 1)'

(c) (1,0,1,0) v (0,1,1,0)

2. Write the minterm canonical form of the 3-variable
Boolean expression (x v z)y'.
3. Write each of the following as a join of atoms in the
Boolean algebra indicated.
(a) (1, 0, 0, 1) in 34
(b) (0, 1, 0)' in B3
5

(C) (0,1,1,1,0) A (1,0,1,1,0) in B

(d) 11,31 in P({1,2,3,4,5})
(e) xy'z in BOOL(3)

4.

(a) Give the minterm canonical form of the 3-variable
Boolean expression (x V z)(y' V (xz)).
(b) Mark the squares on a Karnaugh map that correspond
to the expression in part (a).

5. List the elements x of B3 with x < (1, 0, 1).
6. (a) Give the minterm canonical form of the 3-variable
Boolean expression (xy V z')(y V z).
(b) Mark the squares on a Karnaugh map that correspond
to the expression in part (a).
(c) Use any method to find an optimal expression for the
Boolean function whose Karnaugh map is shown.

Supplementary Exercises
yz

wx

yz'

yAz'

+

+
+
-

w'x
w'x

11. Use any method to find an optimal expression for the
Boolean function whose Karnaugh map is shown.

y/z

+

wx'

+
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7. (a) Mark the squares on a Karnaugh map corresponding
to the Boolean function (x v z)y' v x'yz.

yz

yzf

WX

+

+

WX/

+

+

yfzf

yfz

+

w1xC

+

+

wfx

+

+

12. Consider the following Karnaugh map.

(b) Find an optimal expression for this Boolean function.
yz

8. (a) Give an example of an atom in BOOL(4).
wx

(b) How many atoms does BOOL(4) have?
(c) Is BOOL(4) isomorphic to
Explain.

B/

for some integer n?

wx'

9. One Boolean algebra isomorphism up from B2 to P({a, b})
satisfies
p((1, 0)) = la)

and

Sp((0, 1)) = {b).

(a) Complete the description of (p by giving its values at
the other members of B2 .
(b) Give another example of a Boolean algebra isomorphism from B2 to P({a, bl).
(c) How many Boolean algebra isomorphisms of B2 onto
7P({a, bl) are there?
10. The logic network shown produces a Boolean function
of the three variables x, y, and z.

f

x

y

z
Draw a network with just two 2-input gates that produces
the same function f. [You may complement inputs or
outputs of your gates if you wish.]

yz/

yIz'

+

±
+

+

+
+

w/x/

w'x

y/z

+

:-

(a) Follow the Karnaugh procedure in § 10.4 for finding
a Boolean expression, but replace step 3 by the following greedy subalgorithm: Select the largest outlined blocks possible and continue until every marked
square is in at least one selected block.
(b) Find an optimal Boolean expression following the
Karnaugh procedure in the text.
(c) What did you learn from parts (a) and (b)? Does
greed pay? Compare with Example 3 on page 414.
13. (a) Draw a logic network with exactly three 2-input gates
that produces the Boolean function (y(x V z)) V xyz.
(b) Is there a logic network with two 2-input gates that
produces this same Boolean function? Explain.
14. (a) The Boolean algebra 35 has five atoms. Give another
example of a Boolean algebra with five atoms.
(b) How many isomorphisms Soare there from B3 to
P({a, b, c})?
15. How many (nonisomorphic) Boolean algebras with six
elements are there?
16. Describe a Boolean algebra isomorphism qufrom P(ta, bi)
to 3 2 by giving the values (p(S) for all sets S in P({a, b}).

Li

II0I
More on Relations
This chapter continues the study of relations that we began long ago in Chapter 3. It
may be wise to review that account quickly for terminology. The first two sections
of this chapter discuss relations that order the elements of a set, beginning with
general partial orderings and then turning to specific order relations on the sets
SI x ... x S, and ZE. Section 11.4 discusses composition of relations in general and
develops matrix analogs of statements about relations. Before that, though, we must
revisit matrix multiplication. Section 11.3 develops this machinery and introduces
the Boolean matrices that naturally describe relations. The final section determines
the smallest relations with various properties that contain a given relation R on a
set S. In particular, it describes the smallest equivalence relation containing R.
Sections 11.3 to 11.5 are independent of the first two sections of the chapter
and may be studied separately.

11.1

Partially Ordered Sets
In this section we look at sets whose members can be compared with each other in
some way. In typical instances we will think of one element as being smaller than
another or as coming before another in some sort of order. The most familiar order
is < on R, which has the following properties:
(R)
(AS)
(T)
(L)

x < x for all x.
x < v and ! < x imply that x = y,
xr < ! and! < - imply that x < z,
given x and !, either x < y or y < x, with both true if x = y.

Except for property (L), these properties were discussed in Example 4 on page 96.
Property (L) assures us that every two elements are comparable. A relation < on a
set that satisfies the properties listed above is called a total order or linear order;
the label (L) refers to "linear." The term suggests that the elements can be listed
in a line.
Any set S whose elements can be listed, perhaps using subscripts from N, can
be given an order satisfying the properties (R), (AS), (T), and (L) by agreeing that
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a member s precedes another member t and writing s < t, if s appears in the list
before t or if s = t.
A

*

(a) Let S be the set of all students in some class. Listing all the students by the
alphabetical order of their last names, with ties broken using first names or
other data, gives a natural linear order of the class. Other linear orders of the
class could be obtained based on the student ID numbers or the heights or ages
of the students.
(b) The input for Kruskal's algorithm on page 260 is a finite weighted connected
graph with edges el, e2, . . , em listed in order of increasing [more precisely,
nondecreasing] weight. Such a linear order of the edges can be read off from
the subscripts: edge e1 comes before [or equals] edge ek if and only if j < k.
.

Linear orders, for which all pairs of elements are comparable, are common and
will be studied further in the next section. Note, however, that in many sets that arise
naturally we know how to compare some elements with others, but also have pairs
that are not comparable. In such a case, the linear requirement (L) no longer holds,
but the remaining properties (R), (AS), and (T) often do. A set whose members can
be compared in such a way is said to be ordered, and the specification of how its
members compare with each other is called an order relation on the set. We will
make these definitions more precise after the next example.
MYTj LVA
I 11 4

(a) If we try to compare makes of automobiles, we can perhaps agree that Make
RR is better than Make H because it is better in every respect, but we may
not be able to say that either Make F or Make C is better than the other, since
each may be superior in some ways.
(b) We can agree to compare two numbers in {1, 2, 3, .
73} if one is a divisor
of the other. Then 6 and 72 are comparable and so are 6 and 3. But 6 and 8
are not, since neither 6 nor 8 divides the other.
(c) We can compare two subsets of a set S [i.e., members of P(S)] if one is a subset
of the other. If S has more than one member, then it has some incomparable
subsets. For example, if sl # S2 and sl and s2 belong to S, then the sets {slI
and {s2} are incomparable.
(d) We can compare functions pointwise. For instance, if f and g are defined on
the set S and have values in {0, 11, then we could consider f to be less than
or equal to g in case f (s) < g(s) for every s E S. This is essentially the order
we gave II3 in Example 4 on page 394.
U
Sets with comparison relations that allow the possibility of incomparable elements, such as those in Example 2, are said to be partially ordered.
Recall that a relation R on a set S is a subset of S x S. A partial order on a
set S is a relation R that is reflexive, antisymmetric, and transitive. These conditions
mean that if we write x < y as an alternative notation for (x, y) E R, then a partial
order satisfies
(R)
(AS)
(T)

s < s for every s in S;
s< t and t -< s imply s =t;
s t and t -<u imply s
u.

If -< is a partial order on S, the pair (S, -<) is called a partially ordered set,
or poset for short. We use the notation -< as a general-purpose, generic name for a
partial order. If there is already a notation, such as < or C, for a particular partial
order, then we will generally use it in preference to -<.
In Example 2 the understood relations were "is not as good as," "is a divisor
of," "is a subset of," and "is never bigger than." We could just as well have considered
the relations "is as good as," "is a multiple of," "contains," and "is always at least as
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big as," since these relations convey the same comparative information as the chosen
ones. In general, each partial order on a set determines such a converse relation, in
which x and y are related if and only if y and x are related in the original way. The
converse of a partial order -< is usually denoted by a. Thus x
y means the same
as y < x. The converse relation is also a partial order [Exercise 7(a)]. If we view
-< on S as a subset R of S x S, then
corresponds to the converse relation Re
defined in §3.1.
Given a partial order -< on a set S, we can define another relation -< on S by
>-

>-

x -< y

if and only if

x -< y and x 7&y.

For example, if -< is set inclusion C, then A -< B means A is a proper subset of B,
i.e., A c B. The relation -< is antireflexive and transitive:
(AR)
(T)

s -< s is false for all s in S;
s -<t and t -< u imply s -< u.

Property (AR) for

just comes from its definition, since x 7&x is false. Transitivity
< t and t -<u, then s -<t and t -<u. so s -<
,
since -< is transitive. To show that s u, we still need to show that s uu. But if
s = u, then u -< t. Since t -<u, (AS) for -<would make t = u, contrary to t A<U.
We call an antireflexive transitive relation a quasi-order. Each partial order on
S yields a quasi-order and, conversely, if -< is a quasi-order on S, then the relation
-<

is almost, but not quite, obvious. If s

<

<

defined by
xfy

if andonlyif

x-<yorx=y

is a partial order on S [Exercise 7(b)]. Whether one chooses a partial order or its
associated quasi-order to describe comparisons between members of a poset depends
on the particular problem at hand. We will generally use the partial order, but will
switch back and forth as convenient.
A

*

(a) A natural way to order the vertices of an acyclic digraph G is to say that vertex
u precedes vertex v, written u -< v, if there is a path from u to v. Then -< is
a quasi-order on the set V(G) of vertices of G. Property (AR), holds because
u -< u would imply that there was a path from u to u, contradicting acyclicity
of the digraph. Property (T) holds, because if u -< v and v -< w, then there are
paths from u to v and from v to w. Joining the paths yields a path from u to w,
so U -< W.

(b) In §7.3 we discussed sorted labelings for finite acyclic digraphs. A sorted labeling can be viewed as a function 1: V(G) -* N that is consistent with the
quasi-order -< in part (a), in the sense that

u

-< v

implies

l(u) > I(v).

Thus, if there is a path from vertex u to vertex v, then the label on u is larger
than the label on v. This relationship is illustrated in Figure 6 on page 292.
(c) If we define u -< v to mean that u -< v or u = v, then, as noted above, -< is a
partial order on V(G). In other words, u -<v if u = v or if there is a path from
u to v. This last sentence could have been used as the definition of -< and then
could have been defined in terms of -<, but in this setting the order relation
seems to be the more natural one. The relation -< is the reachable relation
defined in §3.2 and again in §8.1.
U
<
<

It is possible, at least in principle, to draw a diagram that shows at a glance
the order relation on a finite poset. Given a partial order -< on S, we say the element
t covers the element s in case s -< t and there is no u in S with s -< u -< t.
A Hasse [pronounced HAH-suh] diagram of the poset (S, -<) is a picture of the
digraph whose vertices are the members of S, with an edge from t to s if and only
if t covers s. Hasse diagrams, like rooted trees, are generally drawn with their edges
directed downward and with the arrowheads left off.
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(a) Let S = {1, 2, 3, 4, 5, 6}. As usual, we write mIn in case m divides n. The
diagram in Figure 1 is a Hasse diagram of the poset (S, 1). There is no edge
between 1 and 6 because 6 does not cover 1. We can see from the diagram,
though, that 116, because the relation is transitive and there is a chain of edges
corresponding to 112 and 216. Similarly, we can see that 114 from the path
11214. Note that, in general, strings of comparisons for transitive relations can
be run together without causing confusion: x -< y < z means x -< y, y -< z,
and x -< z.

*

Figure 1 o

6
4

/

5

(b) Consider the power set P({a, b, c}) with C as partial order. Figure 2 shows
a Hasse diagram of (P({a, b, c}), C). Note that the line joining {a, c} to {a}
happens to cross the line joining {a, b} to {b}, but this crossing is simply a
feature of the drawing and has no significance as far as the partial order is
concerned. In particular, the intersection of the two lines does not represent an
element of the poset.

Figure 2 0

{a,b,cl

{b,

cl

{c}

0

(c) The diagram in Figure 3 is not a Hasse diagram, because u cannot cover x if u
covers y and y covers x. If any of the three edges connecting a, x, and y were
removed, then the figure would be a Hasse diagram. The three Hasse diagrams
obtained in this way would represent three different partial orders for the set
{u, V, X, y, zi.
U

x

Figure 3 &

(d) The diagrams in Figure 4 are Hasse diagrams of posets whose order relations
can be read off directly from the diagrams. All elements are related to themselves.
In addition:
For S = {a, b, c, d, e, f }, we have a -< b, a -< c, a at d, a -< e, a <
b -< e, b -< f, and c -< f. We saw this picture before in part (a) of this example.
For T
{x, y, z, wI, we have x -< y, x -< z, x -< w, y -< z, y -< w, and
z -< w. This is the picture we would get for divisors of 8 or of 27 or of 125
with the divisor order relation 1.
For U = {A, B, C, D, E}, we have A -< B, A -< C, A -< D, A -< E,
B -< E, C -< E, and D -< E. This picture is the Hasse diagram of the poset
consisting of the sets {1}, {1, 2}, {1, 3}, {1, 4}, and f1, 2, 3, 4} with set inclusion
as order relation.
(e) The relation < that we defined on a Boolean algebra in §10.1 is a quasi-order.
The atoms are the elements of the algebra that cover the element 0. The poset
(P({a, b, c}), C) in part (b) is an example of a Boolean algebra viewed as a
poset.
E
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Figure 4

is

d

B

D

A
T

U

In general, given a Hasse diagram for a poset, we see that s -< t in case either
s = t or there is a [downward] path from t to s. The reflexive and transitive laws
are understood, and the covering information tells us the rest.
The fact that every finite poset has a Hasse diagram may be intuitively obvious,
but we will provide a proof anyway, using properties of acyclic digraphs.
Theorem

Every finite poset has a Hasse diagram.

Proof Given the poset

(P, -<), let H be the digraph with vertex set P and with an
edge from x to y whenever x covers y. A typical path in H has a vertex sequence
xI

X2

*

x, +I in which xI covers X2, X2 covers X3, etc.; so xl >- x2 >-

>- Xn+

By transitivity of >-, we have xl >- Xn+l; in particular, xl 7&xn+ and the path is
not closed. Hence H is an acyclic digraph. We showed in §7.3 and in Theorem 3
on page 320 that every finite acyclic digraph has a sorted labeling. By giving the
digraph H such a labeling and drawing its picture so that the vertices with larger
numbers are higher, we obtain a Hasse diagram for (P, -<).
E
The proof of the preceding theorem suggests a formal algorithm for drawing
a Hasse diagram for a finite poset. However, we can draw a finite Hasse diagram
without labeling vertices. First draw elements that cover no other elements, then
draw elements that cover elements already drawn, with edges to the elements they
cover, and continue in this way.
Some infinite posets also have Hasse diagrams. A Hasse diagram of Z with the
usual order < is a vertical line with dots spaced along it. On the other hand, no real
number covers any other in the usual < order, so (R, <) has no Hasse diagram.

A

*

(a) Starting with an alphabet A, we can make the set E* of all words using letters
from E into an infinite poset as follows. For words WI, W2, in E*, define
W -< W2 if WI is an initial segment of w2, i.e., if there is a word w in E*
with w 1w = W2. For example, we have ab -< abbaa, since wlw = w2 with
wI = ab, w = baa, and w2 = abbaa. Also, A -< w for all words because
Aw = w. Note that abbaa does not cover ab, since u = abb and u = abba both
satisfy ab -<u -< abbaa. However, abbaa covers abba, abba covers abb, and
abb covers ab. In general, if W2 covers wl, then length(w2) = 1 + length(wl).
For E = [a, b}, part of the Hasse diagram for (E*, -<) is drawn in
Figure 5. This Hasse diagram is a tree. In §6.4 [Figure 7 on page 249] we
viewed the diagram as a rooted tree, at which point tradition forced us to draw
it upside down.
(b) A finite rooted tree T has a natural order in which the root r is the largest
element. Define the relation -< on the set V of vertices of T by saying that
v -< w in case v = w or w is on the [unique] path from r to v. As in Example 3,
-< is a partial order on V. One Hasse diagram for (V, -<) is the original tree T,
drawn as usual with the root at the top and branches going downward. Pictures
of rooted trees can be thought of as pictures of rather special posets.
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(c) The examples in parts (a) and (b) described trees with their roots at the bottom
and at the top. There is a natural connection between the two sorts of presentation. A Hasse diagram determined by the converse relation >-to the relation -<
on a poset S is simply a Hasse diagram for (S, -<) turned top to bottom. The
reason is that y covers x in the original relation if and only if x covers y in
the converse relation; so the edges for a diagram of (S, >-) are the edges for a
diagram of (S, -<) with the directions of all the arrows reversed.
U
The elements corresponding to points near the top or bottom of a Hasse diagram
often turn out to be important. If (P, <) is a poset, we call an element x of P
maximal in case there is no y in P with x -< y and call x minimal if there is
no y in P with y -< x. In the posets with Hasse diagrams shown in Figure 4, the
elements d, e, f, w, and E are maximal, while a, x, and A are minimal. The infinite
poset in Figure 5 has no maximal elements; the empty word A is its only minimal
element.
A subset S of a poset P inherits the partial order on P and is itself a poset, since
the laws (R), (AS), and (T) apply to all members of P. We call S a subposet of P.
(a) The sets {2, 3, 4, 5, 6} and {1, 2, 3, 61 are subposets of the poset {1, 2, 3, 4, 5, 6}
given in Example 4(a), with Hasse diagrams shown in Figure 6. [Notice the
placement of the primes in Figure 6(a).]

---

Figure 6 I

6
4

66
2

3

50

(a)

2

(b)

(b) The set of nonempty proper subsets of {a, b, c} is a subposet of P({a, b, c))
with partial order C. Figure 7 shows a Hasse diagram for it. Compare with
C
Figure 2.

Figure 7 Po

(a, bl

fa, c}

b, cl

(a)

(bI

(c)
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If S is a subposet of a poset (P, -<), then it may happen that S has a member
-< M for every s in S. In Figure 6(b), s -< 6 for every s, while no
such element M exists in Figure 6(a) or 7. An element M with this property is called
the largest member of S or the maximum of S and denoted max(S). [There is at
most one such M; why?] This notation is consistent with our usage of maxim, n}
to denote the larger of the two numbers m and n. Similarly, if S has a member m
such that m -< s for every s in S, then m is called the smallest member of S or the
minimum of S and is denoted min(S).

M such that s

(a) Consider again the poset ({1, 2, 3, 4, 5, 6}, l) illustrated in Figure 1. This poset
has no largest member or maximum even though 4, 6, and 5 are all maximal
elements. The element I is a minimum of the poset and is the only minimal
element. The subset {2, 31 has no largest member; 3 is larger than 2 in the usual
< order, but not in the order under discussion.
(b) If a Boolean algebra is viewed as a poset, then its largest element is I and its
smallest element is 0.
U
Whether or not a subposet S of a poset (P, -<) has a largest member, there may
be elements x in the larger set P such that s -< x for every s in S. [For example,
both elements in the set (2, 3} of Example 7 divide 6.] Such an element x is called
an upper bound for S in P. If x is an upper bound for S in P and is such that
x -< y for every upper bound y for S in P, then x is called a least upper bound
of S in P, and we write x = lub(S). Similarly, an element z in P such that z -< s
for all s in S is a lower bound for S in P. A lower bound z such that w -< z for
every lower bound w is called a greatest lower bound of S in P and is denoted
by glb(S). By the antisymmetric law (AS), a subset of P cannot have two different
least upper bounds or two different greatest lower bounds.
(a) Consider the poset (P, l) where, as usual, mIn if and only if m divides n. An
upper bound for {m, n } is an integer k in IPsuch that m divides k and n divides
k, i.e., a common multiple of m and n. The least upper bound lubim, n} is
the least common multiple of m and n that we studied in §1.2. Similarly, the
greatest lower bound glb{m, nj is the greatest common divisor of m and n,
the largest positive integer that divides both m and n. As we noted in the
proof of Theorem 3 on page 12, the numbers lub{m, n} and glb{m, n} can be
determined from the factorizations of m and n into products of primes. The
primes themselves are the minimal members of the subposet IP\ {11; i.e., they
are the numbers that cover 1 in P.
h

Jf

Figure 8

A

(b) In the poset (Q1, 2, 3, 4, 5, 6}, 1), the subset {2, 3) has exactly one upper bound,
namely 6, so lub{2, 31 = 6. Similarly, glb{2, 31 = 1. The subset {4, 61 has no
upper bounds in the poset; 2 and 1 are both lower bounds, so glb{4, 61 = 2.
The subset {3, 61 has 6 as an upper bound, and has 3 and 1 as lower bounds;
hence lub{3, 6} = 6 and glb{3, 61 = 3. Thus least upper bounds and greatest
lower bounds for a subset may or may not exist, and if they do exist, they may
or may not belong to the subset. For this particular poset, greatest lower bounds
are greatest common divisors, and least upper bounds, when they exist in the
poset, are least common multiples.
(c) In the poset P shown in Figure 8, the subset {b, c} has d, e, g, and h as upper
bounds in P, and h is an upper bound for {d, f }. The set {b, c} has no least
upper bound in P [why?], but h = lub{d, f }. The elements a and c are lower
bounds for {d, e, f }, which has no greatest lower bound because a and c are
P
not comparable. Element a is the greatest lower bound of {b, d, e, f }.
Many of the posets that come up in practice have the property that every
2-element subset has both a least upper bound and a greatest lower bound. A lattice
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is a poset in which lub{x, y} and glb{x, yI exist for every x and y. In a lattice (P, <),
the equations
xvy =lub{x,y}

and

xAy =glb{x,y}

define binary operations v and A on P. As we will see in the next example, this
usage is consistent with that introduced for Boolean algebras in §10.1. Note that
glb{x, y} = x A y = X if and only if x -< y, which is true if and only if lub{x, y} =
x v y = y. In particular, we can recover the order relation -< if we know either binary
operation A or v; see Exercise 11. One can show by induction [Exercise 19(b)] that
every finite subset of a lattice has both a least upper bound and a greatest lower
bound.
A

SI

(a) The poset (P({a, b, c}), C) shown in Figure 2 is a lattice. For instance,
lub({a}, {c}) = {a} v {c} = {a, c},

lub({a, b}, la, c}) = {a, b} v la, c} = la, b, c},
glb({a, b), {c}) = {a, b} A {C}

0,

and
glb({a, b}, {b, c}) = {a, b}
In general, for any set S whatever, (P(S),
and glb(A, B) = A n B so that

lub{A,B,.

C)

A lb, c} =

{b}.

is a lattice with lub(A, B) = AUB

Z}=AUBU ... UZ

and
glb{A,B,... ,ZJ=AflBi n...Z.
The poset shown in Figure 7 is not a lattice; for example, la, b} and
{a, c} have no least upper bound in this poset. In fact, they have no upper
bounds at all.
(b) The full poset (P, I) discussed in Example 8(a) is a lattice. However, the subposet S = {I, 2, 3, 4, 5, 6} of IP, shown in Figure 1, is not a lattice, since {3, 4}
has no upper bound in S.
(c) Consider the set FUN(fa, b, c}, 10, 1}) of all functions from the 3-element set
{a, b, c} to {0, I). As in Example 2(d), we obtain a partial order < on this set
by defining
f <g

fi,

fooo
FUN((a, b, c), IO, 1))

if and only if

f (x) < g(x) for x = a, b, c.

It is convenient to label the eight functions in this poset with subscripts, such
as 101, that list the values the functions take at a, b, and c, respectively. For
example, fiol represents the function such that fiol(a) = 1, fiol(b) = 0,
and fiol (c) = 1. The Hasse diagram for the poset (FUN({a, b, c}, 10, I)), <)
is given in Figure 9. This poset is a lattice with the same structure as the
lattice P({a, b, c}) in Figure 2. It is essentially the Boolean algebra BOOL(3) of
Boolean functions of three variables.
(d) In §10.1 we started out with a Boolean algebra (B, v, A,') and created the
relation < by defining x < y if and only if x v y = y if and only if x A y = X.
Lemma 3 on page 394 shows that < is a partial order. We now show that, with
respect to the order <, the element a A b is the greatest lower bound of la, bl;
similarly, a v b is lub{a, b}. We will use here just the algebraic properties of
A and V.

Figure 9

&

First, a A b < a because (a A b) A a = a A b, and similarly a A b < b.
Hence a A b is a lower bound for {a, b}. If c < a and c < b too, then C A a = c
and C A b = c. It follows that C A (a A b) = (c A a) A b = C A b = c, and so
c < a A b. Thus a A b is the greatest lower bound of la, b}.
U
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Posets arise in a variety of ways, and in many cases the fact that there are
pairs of elements that cannot be compared is an essential feature. Indeed, most of
the posets that we have looked at in this section have had pairs of incomparable
elements. Rooted trees, which can be thought of as Hasse diagrams of posets, are
useful data structures, even though they have incomparable elements, because it is
possible to start at the root and follow the ordering to get to any element fairly
quickly.
In the next section we will return to those posets in which every element is
related to every other element. We will also discuss how to use orders on relatively
simple sets to produce orders for more complicated ones.

07M

";

1. Draw Hasse diagrams for the following posets.
(a) ({1, 2, 3, 4, 6, 8, 12, 241, l) where mIn means m
divides n.
(b) The set of subsets of {3, 7} with C as partial order.

g

2. (a) Give examples of two posets that come from everyday life or from other courses.
(b) Do your examples have maximal or minimal elements? If so, what are they?
(c) What are the converses of the partial orders in your
examples?

c

(a)

3. Figure 10 shows the Hasse diagrams of three posets.
(a) What are the maximal members of these posets?
(b) Which of these posets have minimal elements?
(c) Which of these posets have smallest members?
(d) Which elements cover the element e?
(e) Find each of the following if it exists.
lub{d, cl, lub{w, y, v},
lub{p, m},
(f) Which of these posets are lattices?

b

a

m

n

glb{a, g}.

4. Find the maximal proper subsets of the 3-element set
{a, b, c}. That is, find the maximal members of the subposet of P({a, b, c}) consisting of proper subsets of
{a, b, c}.

j
(b)

5. Consider R with the usual order <.
(a) Is IR a lattice? If it is, what are the meanings of a V b
and a A b in IR?
(b) Give an example of a nonempty subset of IR that has
no least upper bound.

w

y

(c) Find lub{x E R: x < 73}.

(d) Find lub{x

E

(e) Find lub{x E

IR: x < 731.
R: x 2 < 73}.

(f) Find glb{x E JR: X2 < 73}.

U

6. Let S be a set of subroutines of a computer program.
For A and B in S, write A -< B if A must be completed
before B can be completed. What sort of restriction must
be placed on subroutine calls in the program to make <
a quasi-order on S?
7.

(a) Show that if -< is a partial order on a set S, then so
is its converse relation >- .
(b) Show that if -< is a quasi-order on a set S, then the
relation < defined by
x-y

if andonlyif

is a partial order on S.

x <yorx=y

(c)

Figure 10 A

8. Let E be an alphabet. For wl, w2 E E*, define w, < W2
if there are w and w' in E* with w2 = wwIw'. Is the
relation -< a partial order on V*? Explain.
9. Let E be an alphabet. For wl, w2 E E*, let wi < w2
mean length(wl) < length(w2). Is -< a partial order on
E*? Explain.
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10. Verify that the partial order
reflexive and transitive.

-<

on E* in Example 5(a) is

11. The table in Figure I I has been partially filled in. It
gives the values of x V y for x and y in a certain lattice
(L, <). For example, b V c = d.

a

b
d
e

f,
A

(a) Fill in the rest of the table. Hint: Start with the
diagonal and then use symmetry.
(b) Which are the largest and smallest elements of L?
12. Let (L, -<) be the lattice in Exercise
(a) Show that f -< c -< d s< e.
(b) Draw a Hasse diagram for L.

1.

(x,y) < (z,w)
(x, y) < (z, w)

-<

on the plane

1R x 1R by

if x 2 +y 2 < 2 ±+w2 ,
if (x, y) < (z, w) or (x, y) = (z, w),

16. Let £(N) be the set of all finite subsets of N that have an
even number of elements, with partial order C.
(a) Let A = (1, 2} and B = {1, 3}. Find four upper
bounds for {A, B).
(b) Does {A, B) have a least upper bound in 8(N)?
Explain.
(c) Is S(N) a lattice?
17. Is every subposet of a lattice a lattice? Explain.
18. (a) Show that every nonempty finite poset has a minimal
element. Hint: Use induction.

13. Let Y(N) be the collection of all finite subsets of N.
Then (F(N), C) is a poset.
(a) Does F(N) have a maximal element? If yes, give
one. If no, explain.
(b) Does .F(N) have a minimal element? If yes, give one.
If no, explain.
(c) Given A, B in F(N), does {A, B} have a least upper
bound in J.E(N)? If yes, specify it. If no, provide a
specific counterexample.
(d) Given A, B in .F(N), does {A, BI have a greatest
lower bound in Y(N)? If yes, specify it. If no,
provide a specific counterexample.
(e) Is F(N) a lattice? Explain.

11.2

15. Define the relations <, <, and

(x, y) -< (z, w)
if x 2 + y 2 < z 2 + w 2 .
(a) Which of these relations are partial orders? Explain.
(b) Which are quasi-orders? Explain.
(c) Draw a sketch of {(x, y) (x, y) < (3, 4)}.
(d) Draw a sketch of {(x, y) (x, y) -< (3, 4)}.

v

Figure 11

14. Repeat Exercise 13 for the collection 1(N) of all infinite
subsets of N.

(b) Give an example of a poset with a maximal element
but with no minimal element.
19. (a) Consider elements x, y, z in a poset. Show
that if lub{x, y} = a and lubla, z} = b, then
lub{x, y, z) = b.
(b) Show that every finite subset of a lattice has a least
upper bound.
(c) Show that if x, y, and z are members of a lattice,
then (x V y) V z = x v (y v z).
20. Consider the poset C whose Hasse diagram is shown in
Figure 10. Show that w v (x A y) 0 (w V x) A (w V y)
and w A (x V y) : (w A x) V (w A y). This example
shows that lattices need not satisfy "distributive" laws
for v and A.

Special Orderings

I

This section is about sets with partial orderings in which every two elements are
comparable, that is, the ones that satisfy
(L)

for each choice of s and t in S either s -< t or t -< s [or both].

A set with such a linear, or total, ordering is called, suggestively, a chain.
A

(a) The poset of Figure l(b) is a chain, but the other posets in Figure I are not.
(b) The set JR with the usual order < is a chain.
(c) The lists of names in a phone book or words in a dictionary are chains if we
define wl < W2 to mean that wl = W2 or that wl comes before w2.
H
Every subposet of a chain is itself a chain. For example, the posets (Z, <) and

(Q, <) are subposets of (R, <) and are linearly ordered by the orders they inherit
from JR. The words in the dictionary between "start" and "stop" form a subchain of
the chain of all words in Example 1(c).
Every poset, whether or not it is itself a chain, will have subposets that are
chains. It is often useful to know something about such subposets.
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Figure 1 1o

(a)

A

*

(b)

(c)

(a) Let S be the set of all people at some family reunion, and write m -< n in case
m is a descendant of n. Then -< is a quasi-order that gives a partial order < by
defining m < n if and only if m -< n or m = n. A chain in the poset (5, -<)
is a set of the form {m, n, p, . . ., r} in which m is a descendant of n, n is a
descendant of p, and so on. It would be unusual for such a chain to have more
than five members, though the set S itself might be quite large.
(b) The Hasse diagram shown in Figure 2 describes a poset with a number of
subchains [49 if we count the 1-element chains, but not the empty chain]. c

Figure 2 No

i

f
g

a

A finite chain must have a smallest member, and so must each of its nonempty
subchains. Infinite chains, on the other hand, can exhibit a variety of behaviors.
The infinite chains (IR, <) and (E, <) with their usual orders do not have smallest
members. The chain ({x C IR: 0 < x}, <) has a smallest member, 0, but has subsets
such as {x E JR: 1 < x} without smallest members. The infinite chain (N, <) has
a smallest member, and every nonempty subset of N does too, by the well-ordering
property of N stated on page 131. We used this property when we observed that every
decreasing chain in N is finite, and hence that the Division Algorithm terminates.
We say that a chain C is well-ordered in case each nonempty subset of C has
a smallest member. If C is well-ordered and if, for each c in C, we have a statement
p(c), then we can hope to prove that all the statements p(c) are true by supposing
that IC E C: p(c) is false) is a nonempty subset of C, considering the smallest c
for which p(c) is false and deriving a contradiction. This was the idea behind our
explanation of the principles of induction in §§4.2 and 4.6.
We devote most of this section to studying how to build new partial orders
from known ones, with a special emphasis on chains. Suppose first that (S, -<) is a
given poset and that T is a nonempty set. We can define a partial order, which we
also denote by -<, on the set of functions from T to S by defining
f -< g

if

f(t) < g(t) for all t in T.

11.2
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This is the partial order we used in Example 2(d) on page 425 and Example 9(c) on
page 431. The verification that this new relation is a partial order on FUN(T, S) is
straightforward [Exercise 13(a)]. If the order on S is <, we will write < in place of
-< for the order relation on the set of functions.
(a) If S = T = IR with the usual order, then f < g means that the graph of f lies
on or below the graph of g, as in Figure 3. Note that the graphs touch at one
point; i.e., f (x) = g(x) for one value of x in R.

Figure 3 1

(b) Consider S = t0, 1} with 0 < 1. The functions in FUN(T, 10, 11) are the characteristic functions of subsets of T. Each subset A of T has a corresponding
function XA in FUN(T, {0, 1), with XA(x) = 1 if x E A and 0 if x 0 A. Then
XA < XB if and only if x c B whenever x E A, i.e., if and only if A C B. Thus
Hasse diagrams for (FUN(T, {O, 1}), <) and (P(T), C) look alike. Figure 2 on
page 427 and Figure 9 on page 431 show the diagrams for T = {a, b, c}. These
U
two posets are in fact isomorphic Boolean algebras.
Example 3(b) shows that (FUN(T, S), -<) need not be a chain even if S is a
chain. The poset (FuN(T, S), 7<) does inherit some properties from S, however. If S
has largest or smallest elements, then so does FUN(T, S); and if S is a lattice, so is
FUN(T, S). For more in this vein see Exercise 13.
Another way to combine two sets into a new one is to form their product.
Suppose that (S, -<I) and (T, -<2) are posets, where we use the subscripts 1 and 2
to keep track of which partial order is which. There is more than one natural way to
make S x T into a poset. Our preference will depend on the problem at hand.
The first partial order we will describe for S x T is called the product order.
For s, s' c S and t, t' E T define
(s, t) -< (s', t')

if

s -<I s' and t

<2 t'.

Let S = T = N with the usual order < in each case. Then (2, 5)

-3mil3A

-<

(3, 7), since

2 < 3 and 5 < 7. Also, (2, 5) -< (3, 5), since 2 < 3 and 5 < 5. But the pairs (2, 7)
and (3, 5) are not comparable, since (2, 7) -< (3, 5) would mean 2 < 3 and 7 < 5,

while (3, 5) -< (2, 7) would mean 3 < 2 and 5 < 7. Figure 4 indicates the pairs
(m, n) in S x T = N x N with (2, 1) -< (m, n) <(3, 4).
U
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*
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*
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*
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*

*

*
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Figure 4

A

6

Consider again two posets (S, -<I) and (T,
<

72).

The fact that the product order

is a partial order on S x T is almost immediate from the definition. For example,

if (s, t) -< (s', t') and (s', t') -< (s, t), then s -<I s', t -<2 t', s' -<I s, and t' -<2 t.
Since •i and -<2 are antisymmetric, s = s' and t = t'. So (s, t) = (s', t'). Thus <

is antisymmetric.
There is no difficulty in extending this idea to define a partial order on the
product Si x S2 x ... x Sn of a finite number of posets. We define
(sI, s2, .s)

-< (Sl, S2, .

Sn')

if

Si -< s for all i.

For many purposes, in particular, for algorithms that run through sets of input
elements, it is desirable to be able to arrange the elements of a set as an ordered list,
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i.e., as a chain. In Example 4, N is a chain, but N x N is not; for instance, (2, 4) and
(3, 1) are not related in the product order. In fact, the product order is almost never
a total order [Exercise 4]. On the other hand, if SI, S2, . . , S, are chains, then there
is another natural order on SI x S2 x ... x S, that makes it a chain, which we now
illustrate.

MRWI3A

(a) If S is the set {0, 1, 2,
9} with the usual order, then the set S x S consists of the pairs (m, n) of digits, which we can identify with the integers
00, 01, 02,... 98, 99 from 0 to 99. To make S x S a chain, we can simply
define (m, n) < (m', n') for pairs if their corresponding integers are so related,
i.e., if m < m' or if m = m' and n < n'. For example, this order makes
(5, 7) -< (6, 3) since 57 < 63, and (3, 5) -< (3, 7) since 35 < 37.
In a similar way we can identify the set S x S x S with the set of integers
from 0 to 999 and make S x S x S into a chain by defining (m, n, p) -<
(m', n', p') if m < mn' or if rm n'
and n < n' or if m = m', n = n', and
p < p'.

(b) We can do this with letters, too. For instance, let E be the English alphabet
in the usual order. If we identify k-tuples (al, . . ., ak) in the product Ek with
words al

...

ak of length k in E*, then Sk is the set of strings of letters of

length k, which we can order with the usual alphabetic, or dictionary, order.
Thus, if k = 3, we have
fed -<few

-<

one

-<

six

-<

ten

-<

two

-<

won.

(c) In fact, the dictionary order works to compare words of differing lengths. To
find words in a dictionary with the ordinary alphabetical order, one scans words
from left to right looking for differences and ignoring the lengths of the words.
Thus "aardvark" is listed before "axe" and "break" precedes "breakfast." We
will examine this order in more detail shortly.
d

M FRW,IkVM

I

Imagine a device that has subassemblies, labeled by letters, each of which has at most
10 parts. It would be reasonable to label spare parts with letter-number combinations
and to file them in bins arranged according to the filing order on S x T, where
S = {a, b, c, . , zl) and T = {0, 1, ... , 9) with the usual orders. We can identify
the members of S x T with 2-symbol strings such as a5 and x3. Then bin a5 would
come before bin x3 because a precedes x, but a5 would come after a3 since 3 < 5.
Note that all the parts for subassembly a are in the first bins aO, al, a2, ... , a9. U
The idea of this example works in general. If (SI <I), . . .(, (S
then we can define a relation -< on SI x
(sl, s2, ...

,)S

<

such that sI = t

(t,
.*

...

<,,) are posets,

x S, by

t 2 , ... , tn) if sI -<I ti or if there is an r in {2, .
, Sr-I = tr Iand Sr <r tr

Then -< is a quasi-order [Exercise 19] that induces a partial order
product set SI x S2 x ... x S5, which we call the filing order.
The filing order is primarily useful if each Si is a chain.

Theorem 1 Let (SI, -<I), ...
the product SI x

, (Sn,

-<

n}

on the

-<,) be chains. Then the filing order makes

x Sn a chain.

Proof

We already know that < is a partial order on SI x ... x S,. Let s =
(SI, . . ., s,,) and t = (ti, . . ., tn) be distinct elements in SI x ... x S,. Since s 0 t,
there is a first value of r for which Sr A tr. Since (Sr, ir) is a chain, either Sr <r tr
or tr <r Sr. In the first case s -< t; in the second, t -< s. In either case, the two
elements of S x... x S, are comparable.
U
The orders that we saw in Examples 5(a) and 5(b) can be viewed as special
cases of the filing order in which all the posets (Si, <i) are the same. We now

11.2 . Special Orderings

437

examine such orders in more detail, starting with a finite alphabet E equipped with
an order -< that makes it a chain. As in Example 5(b), we identify k-tuples with
words of length k in E*, i.e., words in Ek The filing order gives us a natural order
k on Ek that makes it a chain, by Theorem 1. Thus
al ... ak k bI ... bk if the two words are the same or if ar
r at which ar and br differ.

-<

br for the first

This order gives us a fine way to compare words of the same length. We can
extend the idea to the whole set X* of all words in letters from E by defining the
bn
am and bI
lexicographic or dictionary order AL on E* as follows. Let ai
be in E* with, say, m < n. Then

al .. a. --L bi . b,

in case

al .. am Em

i.e., in case either aI . am is an initial segment of bh
r for which ar #&br; similarly,

b

19 I vkI

bn -<L al

am

in case

...

I..

bme

b, or ar < br for the first

bl... b m<al

...

am

For the words in Example 5(c) we have

aardvark

-<L

axe

-<L break
-<L

breakfast

[since a -< x, so aar -<3 axe]
[since a -< b, so axe

-<3bre]

[since break is an initial segment].

a

We can describe -<L in another way. For words w and z in E*, we have w A<L Z
if and only if either
(a) w = xu and z = xv for words x, u, and v in E* such that the first letter of u
precedes the first letter of v in the ordering of A, or
(b) w is an initial segment of z, i.e., z = wu for some U e
Note that x in (a) can be any word, possibly the empty word X.
Since every two words in X* are comparable under <L, lexicographic order
makes E* into a chain, but a chain with some bizarre properties, as the next example
shows.
Let E = {a, bh with a

-<

b.The first few terms of E* in the lexicographic order are
X, a, aa, aaa, aaaa, aaaaa,....

Any word using the letter

b is preceded by an infinite number of words, including

all the words using only the letter a. Moreover, E* contains infinite decreasing
sequences of words; for example,
b >-L ab >-L aab >-L aaab >L
The chain (E*, -<L) is not well-ordered, since the set {b, ab, aab,aaab, aaaab,...
here has no smallest member. We see also that there are infinitely many words
between any two members of this sequence; for example, the words
aaab,aaaba,aaabaa,aaabaaa,aaabaaaa,...
all follow aaa and precede aab. Thus the lexicographic order on the infinite set E*
E
is very complicated and is difficult to visualize.
If we apply lexicographic order to some chosen finite subset of E*, such as the
set of all words in a particular dictionary, then the infinite problems in Example 8
disappear. But suppose that we are designing a search algorithm and want to list
the elements of E* in such a way that every element eventually shows up. Then
lexicographic order won't work. What people often use instead is the lenlex order,
<LL, in which short words come before longer ones, and words of the same length
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are ordered lexicographically. ["Lenlex" comes from "length" plus "lexicographic."]
More precisely,
WI ALL W2

A

*

*

*
*

if

I Wi

Sk

and W2 E E' with k < r or

WI E Ek and W2 E Ek for the same k and WI Sk W2

(a) If E is the English alphabet in the usual order, then the first few terms of E*
in the lenlex order are
X,a,b, .
z,aa,ab,.
az,ba,bb.... Ibz,ca,cb,.
cz,
da, db, .
dz, ... , za, zb, ... , zz, aaa, aab, aac, ..
(b) Let E = 10, 1} with 0 < 1. The first few terms of E' in the lenlex order are
A,0, 1, 00, 01, 10, 11, 000, 001, 010, 011,
100,101,110, 111,0000,0001,0010,....
X
Note that if a dictionary were constructed using the lenlex order in
Example 9(a), then all the short words would be at the beginning of the dictionary, and to find a word it would be essential to know its exact length. In fact, some
dictionaries designed for crossword-puzzle solvers are arranged this way.
The lenlex order has the property we want.
Theorem 2

If (E, -<) is a finite chain, then (E*,

fLL)

is a well-ordered chain.

Proof We know from Theorem I that each

(ok, <k) is a chain. The lenlex order
simply links these chains end to end for k = 0, 1, 2, .
so (E*, -<LL) is a
chain. To check that A<LL well-orders E*, consider a nonempty subset A of E*. Let
k be the shortest length of a word in A. Since A n Ek is nonempty and finite, A n Ek
possesses a smallest element wo in (Xk, .<k). Then wo ALL w for all w in A, so wo
is the smallest member of A.
D
ALL

b
C

If

Figure 5 A
1:j 1:0

We are sometimes interested in chains in posets that cannot be made any
larger. A maximal chain in a poset (S, -<) is defined to be a chain that is not
properly contained in another chain. Observe that if C(S) is the set of chains in S,
then (C(S), C) is also a poset, and a maximal chain in S is simply a maximal
member of C(S).
(a) In the poset of Figure 2 the maximal chains are la, f, i, r), {b, f, i, r},
{c, f, i, r}, {d, i, r}, {e, i, r), {g, j, r}, and {h, j, r}. Notice that the maximal
chains are not all of the same size.
(b) In the poset shown in Figure 5 the two maximal chains {a, c, d, e} and {a, b, e}
containing a and e have different numbers of elements. This poset has four
maximal chains in all.
(c) Paths from the root to the leaves in a rooted tree correspond to maximal chains
with respect to the usual partial ordering of the tree.
U

07"-M
1. Let A = 1, 2, 3, 4} with the usual order, and let
S = A x A with the product order.
(a) Find a chain in S with seven members.
(b) Can a chain in S have eight members?

Explain.
2. Let N x N have the product order. Draw a sketch

like the one in Figure 4 that shows the set
I(m, n): (m, n)

-< (5, 2)}.

3. Let S = {0, 1, 2} and T = {3, 4} with both sets given the

usual order. List the members of the following sets in

increasing filing order.
(a) S x S

(b) S x T

4. Suppose that (S, -<,) and (T,

(c) T x S
-<2)

are posets, each with

more than one element. Show that S x T with the product order is not a chain.

5. Let BE= {0,11 with the usual order. List the elements
101, 010, 11, 000, 10, 0010, 1000 of IB* in increasing
order
(a) for the lexicographic order.
(b) for the lenlex order.

11.3 i Multiplication of Matrices

(c) Show that if S is a lattice and if f, g E FUN(T, S),
then the function h defined by h(t) = f (t) V g(t) for
t c T is the least upper bound of {f, g}.
(d) Describe the quasi-order -< associated with <

6. Let E be the English alphabet with the usual order.
(a) List the words of this sentence in increasing lenlex
order.
(b) List the words of this sentence in increasing lexicographic order.
7. Let (E, <) be a nonempty chain.
(a) Does (E*, fLL)
have a maximal member?
Explain.
(b) Does (E*, AL) have a maximal member?
Explain.
8. Under what conditions on E are the lexicographic order
and lenlex order on E* the same?
9. Let S = (O, 1, 21 with the usual order, and let T = {a, b}
with a < b.
(a) Draw a Hasse diagram for the poset (FUN(T, 5), <)
with the order -< described just prior to Example 3.
Hint: See Example 9(c) on page 431.
(b) Draw a Hasse diagram for the poset (S x S, -<) with
the product order.
(c) Draw a Hasse diagram for S x T with the product order.
10. Suppose that (S, -<s) and (T,-<2) are posets and we
define -< on S x T by
(s, t)

-<

(s', t')

if

s

l s'

or

14. Let P be the set of all subsets of (1, 2, 3, 4, 5}.
(a) Give two examples of maximal chains in (P. C).
(b) How many maximal chains are there in (P,C)?
15. Consider the partially ordered set (5, l), where
S - {2, 3, 4,... , 999, 1000}.
(a) There are exactly 500 maximal elements of (S, l).
What are they?
(b) Give two examples of maximal chains in (S, J).
(c) Does every maximal chain contain a minimal element
of S? Explain.
16. (a) Suppose that no chain in the poset (S, -<) has more
than 73 members. Must a chain in S with 73 members be a maximal chain? Explain.
(b) Give an example of a poset that has two maximal
chains with four members and four maximal chains
with two members.
17. Show that in a finite poset (S, -<) every maximal chain
contains a minimal element of S.
18. Let (S, -<I) and (T, <2) be posets, and give S x T the
filing order.
(a) Show that if ml is maximal in S and m2 is maximal
in T, then (ml, m2) is maximal in S x T.
(b) Does S x T have other maximal elements besides the
ones described in part (a)? Explain.
(c) Suppose S x T has a largest element. Must S or T
have a largest element? Explain.
19. Let (SI, <I), .. , (S,
(
) be posets and define < on
S x ... xSby

t <2 t'.

Note the word "or." Is < a partial order? Explain.
11. Is every chain a lattice? Explain.
12. Let (Cl,

-<1), (C 2 , -<2), ... , (Cn, -n) be a set of disjoint
chains. Describe a way to make Cl U C2 U ... U CG into

a chain.
13. Let (S, <) be a poset and T a set. Define the relation <
on FUN(T, S) by

f <g

if

f(t) < g(t) for all t in T.

(s.I , . . .,
(t . .. t,,) if s1
n} such that s=
an r in {2,
tr - and Sr <r tr.

(a) Show that -< is a partial order.
(b) Show that if m is a maximal element in S, then the
function fm defined by fm (t) = m for all t E T is a

t,

t1 or if there is
Sr- =

Show that -< is a quasi-order.

maximal element of FUN(T, S).
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As we saw in §3.3, addition and scalar multiplication of matrices are straightforward,
but the definition of the product of two matrices is more elaborate. Here it is again,
for reference.
If A is an m x n matrix and B is an n x p matrix, then the product AB is the
m x p matrix C defined by
n

Cik =

aijbjk

for

1< i <m

and

1 < k <p.

j=1

Schematically, the (i, k)-entry of AB is obtained by multiplying terms of the ith row
of A by corresponding terms of the kth column of B and summing. See Figure 1.
One can calculate Cik by mentally lifting the ith row of A, rotating it clockwise by
900, placing it on top of the kth column of B, and then summing the products of the
corresponding terms:
Cik = ailblk + ai2b2k + * * * + ainbnk
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Alternatively, train one eye to scan across rows of A while the other eye runs down
columns of B. For this calculation to make sense, the rows of A must have the same
number of entries as the columns of B. If A is m x n and B is r x p, then the matrix
product AB is only defined if n = r, in which case AB is an m x p matrix.

Figure 1 0

Fail

a12

...

FblI

a1,7

2

ail

ai2

am,

a,,l2

b12

*- blk

b2

b

2

k

...

FCN

b1,]
b2p

C21

c

C12
C22

...

C2p

Cik

b,,
A

CI
B

Cbm2

..

Cp

AB = C

The standard linear algebra explanation for choosing this definition is that
matrices correspond to certain functions, called linear transformations, and then
multiplication of matrices corresponds to composition of the linear transformations.
A motivation can also be given in terms of systems of linear equations. A treatment
along either of these lines would take us too far into linear algebra, so we will draw
our motivation instead from graphs and digraphs, where we have applications.
Consider the digraph in Figure 2(a). Its adjacency matrix is
M=

1 2

1

1

0

2

0

0

0

1

0

0

.

Observe that the (i, j)-entry of M gives the number of paths of length I from vi
to v1. Let's count the number of paths of length 2 in the digraph. The edges are
labeled in Figure 2(b). By inspection we see that the paths of length 2 from Vl to
V2 are a b, a c, b d, b e, c d, c e, and h j. So there are seven such paths. A similar
inspection could be applied to find the number of paths of length 2 from any vi
to any vj.

Figure 2 P

(a)

(b)

Is there a better method than inspection for counting paths, especially when
we deal with larger digraphs? Let's count again the paths of length 2 from vl to v2.
Such a path passes through V1, V2, V3, or V4 on the way, so we can count the number
of paths from vl to v2 through v , the number through v2, through V3, and through
V4 and add these numbers to get the total. Now, to get the number of paths with
vertex sequence Vt VI v2, for example, we count the edges from Vl to vt [i.e., loops]
and the edges from VI to v2 and then multiply these numbers to get I 2 = 2. The
corresponding paths are a b and a c. The numbers we multiply, M[1, 1] and M[1, 2],
are given in the matrix M. As one more illustration, to get the number of paths with
vertex sequence VI V2 V2, we count the edges from vI to v2 and from v2 to V2 and
multiply to get M[1, 2] M[2, 2] = 2 2 = 4. The corresponding paths are bd, be,
cd, and ce. The general situation for paths from vi to V2 of length 2 is illustrated
in Table 1. The total number of such paths is thus
M[l, 1] M[1, 2] + M[1, 2]. M[2, 2] + M[1, 3]. M[3, 2] + M[1, 4]. M[4, 2]
=2+4+0+1 =7.
.
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TABLE 1
Vertex

Number of
edges from

Number of
edges from

Vi

VI to vi

vi to v2

Number of paths with
vertex sequence vI vi V2

M[1, l] = I

M[1, 2] = 2

M[1, I] M[1, 2] = l .2 = 2

M[1,2]=2
M[1, 3] = 1
M[1, 41 = I

M[2,2]=2
M[3,2]-=O
M[4,2] = I

M[1,2] .M[2,2]=2 .2=4
M[1, 3] M[3,2] = I O= O
M[1,4] M[4,2]1
= 1I= I

VI

v2
V3

v4

This number turns out to be the entry in the first row and second column of the
product matrix MM = M2 . It is the sum of products of entries from the first row of
M and the second column of M.
In general, the (i, j)-entry of the matrix M2 is the number of paths of length
2 from v' to vj. It turns out for our example that

2 7
M=

] 2-

1 3 1 1
0

2

0

.

0

The entries in the product M2 M = M3 tell us, similarly, the number of paths of length
3 connecting vertices, etc. These matrices are easy to compute [see Exercises I I
and 13] using matrix multiplication.
U
.

S

Let's look now at some matrices not associated with digraphs. Consider the matrices

A=[ -2

- ]

and

B=[

2 1 -53

(a) To calculate AB, we begin by mentally placing the first row of A over the
first, second, and third columns of B in turn. These three computations give the
entries in the first row of AB:
AB

[ -3-2

0-I

9

]

5

-I

14].

Using the second row of A in the same way, we obtain the second row of AB:
AB=[

10

4

-26]

(b) The product BA is not defined, since B is a 2 x 3 matrix, A is a 2 x 2 matrix,
and 3 =A 2. Furthermore, our schematic procedure breaks down, since the rows
of B have three terms and the columns of A have two terms; so it is not clear
how we would mentally place the rows of B on top of the columns of A.
(c) We have

A2 A

=

-2

4

[ -2

4

=

-14

18]

(d) We have
T T

1

2

[

3

-2 ]

5

10

so BTAT = (AB)T by part (a). This is not an accident; see Exercise 19.

U

Just as in Example 1, powers of adjacency matrices can be used to count paths
in [undirected] graphs.
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cxj

in I U4

Consider the graph with adjacency matrix

M=

1 2 2

1

2 2 0

1

I

I

.

10

The graph can be obtained from Figure 2 by removing the arrowheads. We obtain

m2 =

10 7 3 5
7 9 5 4
5 4

2 3

Thus we see that there are 10 paths of length 2 from vI to itself, 7 paths of length 2
from v1 to V2, etc. To get the number of paths of length 3, we would use
[35

39

39
36

L 20

18

8

13

21

13

11

M 3 = M2 M
_25

25
18

201
21

~

It is clear that counting paths of length 3 in this graph by inspection would be tedious
and that errors would be hard to avoid.
U
Consider

A

3 9 ],

B=[-6

2]

We have

AB=[3

9 ]

6

2 ]

[-45

15]

and

BA

[

3 -1 ][1

3

[0 0]

This example shows that multiplication of matrices is not commutative! Even when
both products AB and BA are defined, they may or may not be equal. Also the
product of two nonzero matrices can be a zero matrix.
U
Multiplication of matrices is associative, i.e., (AB)C = A(BC) whenever either
side makes sense. At the computational level, this fact is rather mysterious [see
Exercise 22], though we could give an argument for adjacency matrices of graphs
based on counting paths. The mystery vanishes in the context of linear transformations, because composition of transformations is associative. Thus, rather than
give a complicated argument based on counting paths, we simply state the general
associative law here without proof.

Associative Law for Matrices

If A is an m x n matrix, B is an n x p matrix,

and C is a p x q matrix, then (AB)C = A(BC).
Since multiplication of matrices is associative, we can write ABC without
ambiguity. Also, powers such as A3 = AAA are unambiguous. We stress again that
although multiplication of matrices is associative it is not commutative. AB need not
equal BA even if both products are defined, as we saw in Example 4. Some other
laws of arithmetic not satisfied by matrices appear in Exercises 18 and 20(b).
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The special n x n matrix

In =

with I[i, i]
1 for i = 1, 2, .
identity matrix. For example,

0 10

0

..

°

1

..

n and

0

I[i,j] = 0 for i 7&j is called the n x n
I

12

O~]
and
I2=[0 1 ] I001ad

0

0

0

110
I

0

0

1

-

Identity matrices play roles in matrix algebra analogous to the role of 1 in the algebra
of numbers. In particular, we have [see Exercise 24]

AIn =A

for all

A E9mn

IB = B

for all

B c 9B,

and

P.

Both assertions apply to n x n matrices, so

AI = IA = A

for al

A e 91,.

Two n x n matrices A and B are said to be inverses to each other pro-

vided AB = BA = In. A matrix A can have only one inverse. To see this, suppose that B and C are both inverses to A. Then BA = In and AC = In, so
B = BI, = B(AC) = (BA)C = InC = C. A matrix A that has an inverse is
called invertible, and its unique inverse is written A-'. There are several techniques for finding inverses of matrices by hand, and many calculators can find them
too. We will not pursue this topic, though Exercise 16 gives the formula for 2 x 2
matrices.
As we saw above, matrix multiplication can be used to count the number of
paths of any given length between vertices of a graph or digraph. What if we don't
want to know how many paths there are, but simply want to know if there are any
paths at all from vi to vj? One way, of course, would be to compute powers of the
adjacency matrix. If any of the powers have a nonzero entry in the (i, j) position,
then there's at least one path from vi to vj, and otherwise there isn't. Since we only
care whether entries are 0 or not, we can also use a Boolean approach, which we
now describe and which we will apply in § 11.4.
Instead of taking numbers for our matrix entries, let's take entries from the
set B = {0, l), which has Boolean operations v and A defined by Figure 3. These
operations are the same ones we have seen in our study of truth tables in Chapter 2
and Boolean algebras in Chapter 10. Note that m V n = maxim, n} and m A n =

minim, nl.

Figure 3 01

v

O

1

0

A

O

1

o0 o

1

1

01

Matrices with entries in B are called Boolean matrices. We define A1 *A 2 , the
Boolean product of the m x n Boolean matrix Al and the n x p Boolean matrix A2 ,
by using the ordinary definition of matrix product, but with the operations addition
and multiplication replaced by V and A, respectively. That is, the (i, k)-entry of
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Al * A2 is
(AI * A2 )[i, k]
(Al[i, 1]

=

A

A2 [1, ki) v (Al[i, 2]

A

A2 [2, kJ) v

v (Al[i, n]

A

A 2 [n, ki),

which can be written more compactly as
n

V(AI [i, j] A A2 [j, k]).
j=l

By the definitions of V and A, the (i, k)-entry in Al * A2 is 1 if and only if at least
one of the terms A1 [i, j] A A 2 [j, k] is 1, and such a term is I if and only if both
AI[i, j] and A 2 [j, ki are 1.

1:2 1:9

The Boolean product of the matrices Al and A2 in Figure 4 is the matrix A1 * A2 in
the figure. For example, the (3, 3)-entry of Al * A 2 is (1 A 1) V (I A 1) V (O A 1) =
I v I vO = 1. The (5, I)-entry is (OA I) V (I AO) V (OA I) =OVOVO =0. Compare
the values in AI * A2 with those in the ordinary matrix product AIA 2 , viewing 0
and I as integers.
0

[I [
[ I [

Figure 4 1>

I
I
I
I
0

0

0
0

1
0

0

Il

I

0

I

0

0

A2

Al

0

0

I

I
I
I
I
I

0

2
2

0

Al *A2

0
0

o]

1

2
2
3

2

1

I

ii-

1

1

A1A 2

There is a graph-theoretic interpretation for Boolean matrix products whenever
they are defined. In Example 6 the matrix Al could describe a set of edges joining
vertices 1, 2, 3, 4, 5 to vertices a, b, c, while A2 could describe a set of edges joining
a, b, c to vertices E, F, G, H, with the interpretation that entries of I indicate the
existence of edges and O's their nonexistence. Then Al * A2 would tell us about
paths from 1,2,3,4,5 to E, F, G, H.
*

S

Consider a graph with no parallel edges and with adjacency matrix A. The Boolean
power
A*A*

*A

[n times]

tells us exactly which pairs of vertices are connected by paths of length n. Figure 5
shows an example. For this simple example we have

Figure 5 i*

62

I *

-o I 1 1I

o
o0
0
o1

o

o
I
I

A = adjacency matrix

Graph
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0

A =

1

1

-1

A*A=

001

1
0

1
1

1

1 -

~0

0

1

1]

1~ 1

A*A*A=

[1

1

1

I

I

1 1

1
1
1
1

1
1
1
1

1
1
1
1

1
I
1
1
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I
I]

so any two vertices are connected by a path of length 3-in fact, also by a path of
U
length 1 or a path of length 2.

Em-WzII--

(b) both AC and CA

1. Let

(c) A2

A = [3

0 2

and

0

B = [-1

Find the following when they exist.
(a) AB
(b) BA
(d) A+ BT
(e) 3AT - 2B
2. Let

].

(c) ABA
(f) (AB) 2

and let A and B be as in Exercise 1. Find the following
when they exist.
(a) AC
(b) BC
(c) C2
(d) CTC
(e) CCT
(f) 73C
3. Let
A=

-I

3
1

1
_2

1 2

0

-1

and

B =

I
1

1
-1

Find the following when they exist.
(b) B2
(c) AB
(d) BA
(a) A2
4. Let A and B be as in Exercise 3. Find the following
when they exist.
(a) BAT
(b) ATB
(c) 5(AB)T

-

5. (a) Calculate both (AB)C and A(BC) for

and C

8. Let A

1 °
I[

2

5 ]'

]'

[0

1]

[ 2 -1

(b) Calculate both B(AC) and (BA)C.
6. Let A, B, and C be as in Exercise 5. Calculate:
(a) both AB and BA

Calculate

(b) A*A*A
(a) A*A
(c) A * A**A for 17 factors
0 1 0
0 0 1 . Calculate
9. Let A =
0

0

(a) A*A
(b) A*A*A
(c) A*A**... * A for 72 factors
10. Draw a digraph associated with the matrix A of
(b) Exercise 9.
(a) Exercise 8.
11. Let M be the adjacency matrix for the digraph in
2 7 1 2
Example 1. One can check that M 2 =

4 0

0

0 2 0
Use M2 to find the number of paths of length 2
(b) from vI to V3.
(a) from vI to itself.

0

(c) from vI to V4.

3BTAT

A

1

-=1 3]

C

I

0

1 2
0

and

-L

B =[0

(a) Calculate A(BC) and (AB)C.
(b) Calculate A(B2) and (AB)B.

1

-4
0

41 ],

A =AK22

C= [0

3
2

7. Let

0

(d) from v2 to vI.

12. Let A be the Boolean matrix for the digraph in
Example 1 and Exercise 11. Use A * A to determine
whether there are or are not paths of length 2
(a) from vI to itself.
(b) from vI to V3.
(c) from vI to V4.

(d) from V2 to vI.

13. (a) Calculate M3 for the adjacency matrix in Example 1.
(b) Find the number of paths of length 3 from V3 to V2.
(c) List the paths of length 3 from V3 to V2 using the
labeling of Figure 2(b).
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14. This exercise refers to the graph in Example 3.
(a) Draw the graph; just remove the arrowheads from
Figure 2(a). Label the edges as in Figure 2(b).
(b) How many paths of length 2 are there from V3 to
itself?
(c) List the paths from U3 to itself of length 2.
(d) How many paths of length 3 are there from V3 to
itself?
(e) List the paths from V3 to itself of length 3.
15. Repeat parts (a) to (d) of Exercise 14 for the vertex v2.

]

16. Show that a 2 x 2 matrix A

[a
has an inverse
Lc d I
if and only if ad -bc 7 0, in which case the inverse is
A-' =

1

ad-bc [ -

Hint: Try to solve[ c

][

d

1 ](b)

()B=[lI

(e)D=[

]

0

]

(b) Show that the cancellation law for 9 n,, under multiplication fails; i.e., show that AC = BC need not
imply A B even when C : 0.
31

[a

21. (a) LetA=

0] for some fixed a in R. Show that

AB = BA for all B in 9R2,2 (b) Consider a fixed matrix A in 912,2 that satisfies AB
BA for all B in 912,2. Show that
a[ 0]

for some

=

a ER.

a

0a1 ]

Y][

A =[
5

Hint:HWriteA=[a
e
[c

tryYB=[ [0
db]and
]

00]

and[ O

22. (a) Show directly that A(BC) = (AB)C for matrices A,
B, and C in 932,2.

(b) Did you enjoy part (a)? If yes, give a direct proof of
the general associative law for matrices.
23. (a) Let A and B be m x n matrices and let
C be an n x p matrix. Show that the distributive

1
8]

law holds: (A + B)C = AC + BC.
(b) Verify the distributive law A(B + C) = AB + AC.

18. Find 2 x 2 matrices that show that (A + B)(A
A2 - B2 does not generally hold.

-

B) =

19. Show that if A is an m x n matrix and B is an n x p
matrix, then (AB)T = BTAT. Note that both sides of the

11.4

B + C, then A = B.

A

-b

for x, y, z, and w.
17. Use Exercise 16 to determine which of the following
matrices have inverses. Find the inverses when they exist
and check your answers.
(a [ 0

equality represent p x m matrices.
20. (a) Prove the cancellation law for 9Jtm,n under addition;
i.e., prove that if A, B, C are in lmn and A + C =

First specify the sizes of the matrices for which this
makes sense.
24. Show that if A is an m x n matrix, then
(a) ImA = A.

(b) Aln = A.

Properties of General Relations

I1

In §3.4 we studied equivalence relations, and in §§ 11.1 and 11.2 we discussed partial orders. Both of these types of relations are reflexive and transitive, but the
difference between symmetry and antisymmetry gives the two subjects entirely different feelings. Partial orders have a sense of direction from small to large, whereas
equivalence relations partition sets into unrelated blocks whose members are lumped
together because they have something in common.
Each of these two types of binary relation provides us with some organized
structure on a set S. In contrast, the theory of general binary relations, i.e., subsets of
S x S, is so abstract and nonspecific that there is really no structure to be developed.
In this section we will be focusing on statements that are true for all relations. Not
surprisingly, we will be limited to broad generalities. We begin by discussing how to
compose two relations to get a third one. We then translate our account into matrix
terms and revisit the links between relations, matrices, and digraphs that we first
discussed in Chapter 3.
Functions can be viewed as relations, as we saw in §3.1. We identify the
function f: S -* T with the relation Rf from S to T defined by
Rf = {(s, t) e S x T : f(s) = t}.
If g: T -+ U is also a function, then the composite function g o f: S
the relation
Rgo =

{(s, u) E S x U : (g o f)(s) = g(f(s)) = u},

U yields
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which we can think of as the composite of R- and Rg. The pair (s, u) is in Rgof if
and only if u = g(t), where t = f(s) E T, so
Rg y = {(su) c S x U : there is a t

E

T with (s,t) c RI and (t,u) c Rg).

We generalize this fact about relations associated with functions to define the composition of two arbitrary relations. If R1 is a relation from S to T and R2 is a relation
from T to U, then the composite of RI and R2 is the relation R2 o R1 from S to U
defined by
R 2 o R 1 = { (s, u) e S x U: there is a t E T with (s, t) E R1 and (t, u)E R2}.
For relations determined by functions, this definition gives Rg 0 Rf = Rg f.
Since we think of RI as the first relation and R2 as the second, on esthetic
grounds alone this general definition seems backward. It will also turn out to be
backward when we observe the connection between composition of relations and
products of their matrices; so many people use RI o R2 as a name for what we
have called R2 o RI, even though such usage is inconsistent with the notation for
functional composition and is a source of confusion. To avoid misunderstanding, we
will write R 1 R 2 for R2 o RI, rather than RI o R2 . To summarize:
Given relations RI from S to T and R2 from T to U, the composite relation
{(s, u) ( S x U : (s, t)

C

R 1 and (t, u)

E

R2 for some t E T}

will be denoted by either RI R2 or R2 o RI. Thus (s, u) is in RI R2 precisely if there
is a t in T such that (s, t) E RI and (t, a) c R?.

- AEIM

(a) Example 2 on page 95 concerns university students, courses, and departments.
The relations are

R= {(s, c) E S x C :s is enrolled in c}
and

R2

{(c, d) E C x D: c is required by d).

Thus
R IR2 = {(s, d) E S x D : (s, c) e R1 and (c, d) E R2 for some c E C},
so (s, d) belongs to RI R2 provided student s is taking some course that is
required by department d.
Note that R2 RI makes no sense, because the second entries of R2 lie in the
set D, while the first entries of RI lie in S; it could not happen that (c, t) E R2
and (t, c') E RI. Of course, R2 o RI makes sense; this is just another name for
R 1R 2 .

(b) Let S = {1, 2,3,4, 51, T = {a, b, c), and U = {e, f, g, hi. Consider the relations

RI = {(1, a), (2, a), (2, c), (3, a), (3, b), (4, a), (4, b), (4, c), (5, b)},
R2 = {(a, e), (a, g), (b, f), (b, g), (b, h), (c, e), (c, g), (c, h)1.
The digraph in Figure I illustrates RI, R2 and RI R 2, where the edges from S
to T are in RI and the edges from T to U are in R2. Thus a pair (s, u) in S x U
is in RI R2 if and only if there is a path from s to u in the digraph.
U

-A

*

Consider relations R1 and R2 from S to T and relations R3 and R4 from T to U.
(a) If RI C R2 and R3 C R4, then RIR 3 C R2 R4 . To see this, consider (s, u) in
RI R3. Then, for some t E T, we have (s, t) E RI and (t, a) c R3. Since RI C
R2 and R3 C R 4, we also have (s, t) E R2 and (t, a) C R4. So (s, U) E R2 R 4.
This argument shows that RI R3 C R 2R 4 .
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Figure 1

P

S

T

U

(b) The union of two relations from A to B, i.e., two subsets of A x B, is a relation
from A to B. We show that, for RI, R2, and R3 as above,
(RI U R2 )R3 = RIR 3 U R2 R3 .
Since RI C RI U R 2 , we have RIR 3
R 2R3 C (RI U R 2 )R 3 , so

RIR 3 U R2 R3

C

(RI U R 2)R 3 from part (a); similarly,

C

(RI U R2)R3.

To check the reverse inclusion, consider (s, U) e (RI U R2 )R3 . For some t e T,
we have (s, t) e RI U R2 and (t, U) e R3. Then either (s, t)e RI, in which
case (s, U) E RIR 3 , or else (s, t) E R2 , in which case (s, U) E R 2 R3 . Either
way, (s, U) e RIR

3

U R2 R3 and hence

(RI U R2 )R 3

C

RIR 3 U R2 R3.

U

On page 33 we observed that composition of functions is associative. So is
composition of relations.

Associative Law for Relations If RI is a relation from S to T, R2 is a
relation from T to U, and R 3 is a relation from U to V, then
(RIR 2 )R 3 = RI(R 2 R 3 ).
Proof We show that an ordered pair (s, v) in S x V belongs to (RIR 2)R 3 if and
only if
for some t e T and u e U we have (s, t) E RI, (t, u) e R 2 , and (u, v) e R 3 .(*)
A similar argument shows that (s, v) belongs to Rj(R 2 R 3 ) if and only if (*) holds.
Consider (s, v) in (RIR 2 )R 3 . Since RIR 2 is a relation from S to U, this means
that there exists u e U such that (s, U) e RIR 2 and (u, v) e R 3 . Since (s, u) is in
RIR 2 , there exists t E T such that (s, t) E RI and (t, U) e R 2 . Thus (*) holds.
Now suppose that (*) holds for an element (s, v) in S x V. Then (s, t) e RI
and (t, u) E R 2 , so (s, U) e RI R 2 . Since also (U, v) E R 3 , we conclude that (s, v)
is in (RIR 2 )R3.
l

In view of the associative law, we may write R 1 R 2 R 3 for either (RIR2 )R3 or
R (R 2 R 3 ). As shown in the proof, (s, v) belongs to RI R 2 R 3 provided there exist
t e T and u e U such that (s, t) e RI, (t, U) e R2, and (U, v) E

R3.

The sets and relations that we have been considering so far could have been
finite or infinite. We now restrict ourselves to finite sets S, T, and U and consider
relations RI from S to T and R 2 from T to U. Just as we did in §3.3, we can associate
matrices of 0's and l's with these relations. We list the members of each of the sets
S, T and U in some order. Then the (s, t)-entry of the matrix Al corresponding
to the relation RI is 1 if (s, t) e RI and is 0 otherwise. The matrix A2 for R 2 is
defined similarly. Given Al and A 2 , we want to find the matrix for the composite

relation RIR 2 .
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It turns out that it's the Boolean product Al *A2 as defined in §11.3. For s E S
and u E U, the (s, u)-entry of Al * A2 is

V (Al[s, t] A A 2 [t,

U])

trT

The value of this expression is 1 if and only if at least one term Al [s, t] A A 2 [t, U]
is 1. A term Al[s, t] AA 2 [t, U] is 0 unless both Al[s, t] and A2[t, u] are 1, in which
case we have (s, t) E R1 and (t, U) E R2. Thus the sum is 0 if there is no such t,
i.e., if (s, u) ¢ RI R 2, and is 1 if (s, u) E R1 R2 .
We have shown the following result.

Theorem 1 Consider relations RI from S to T and R2 from T to U, where S,
T, and U are finite. If Al and A2 are the corresponding Boolean matrices, then the
Boolean product A1 * A2 is the matrix for the composite relation RI R 2.
The Boolean product operation * on Boolean matrices is associative. This fact
can be shown directly or by using Theorem I and the associativity of the corresponding relations, as suggested in Exercise 17.
In Example 1(b) we had sets S = {l, 2, 3, 4, 5}, T = {a, b, c}, and U
with relations

=

{e,

f, g, h}

RI = {(I, a), (2, a), (2, c), (3, a), (3, b), (4, a), (4, b), (4, c), (5, b)},
R2 = {(a, e), (a, g), (b, f ), (b, g), (b, h), (c, e), (c, g), (c, h)},
so
RIR 2 =(1,

e), (1, g), (2, e), (2, g), (2, h), (3, e), (3, f), (3, g), (3, h),

(4, e), (4, f), (4, g), (4, h), (5, f), (5, g), (5, h)).
The matrices Al, A2 and A1 * A2 for these relations are given in Figure 2. We saw
them before in Example 6 on page 444, where we computed Al * A2 .

Figure 2 0e
oI 0

0

Al

I

A2

I

I

Al *A2

For the remainder of this section we consider relations on a single set S. Since
relations on S are simply subsets of S x S, the collection of all relations on S is
P(S x S).

Theorem 2 The composition operation on P(S x S) is associative, and P(S x S)
has an identity E, i.e., a member E such that RE = ER = R for all R E P(S x S).
Proof First note that if RI and R2 are in P(S x S), then so is their composite,
RIR 2 . Associativity of composition has already been verified. The identity is the

equality relation
E = {(s, s) C S x S: s E S).
The usual notational conventions for associative operations apply. Thus, if R
is a relation on S, then R0 = E and, for n in P, R' is the composition of R with
itself n times. Note that if n > 1, then (s, u) belongs to R' provided there exist
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in S such that (s, tl), (t 1 , t2 ), . . ., (tn-1- u) are all in R. In other
, . . , t,
words, (s, u) is in R' if s and u are R-related through a chain of length n or,
equivalently, if the (s, u)-entry of the n-factor Boolean product matrix A *
* A is
1, where A is a Boolean matrix that describes R.
Once we have agreed on an order in which to list the members of a finite
set S, every relation R on S has its associated Boolean matrix A. This matrix can be
viewed as the adjacency matrix for a digraph whose vertices are the members of S,
with an edge from s to t if and only if A has a I as its (s, t)-entry. Hence the digraph
has an edge from s to t if and only if (s, t) E R; i.e., R is the adjacency relation for
the digraph. We will call a picture of this digraph a picture of R. Note that, although
A depends on the order in which we list the members of S, the digraph does not.
If R is symmetric, then the pairs of oppositely directed edges in the associated
digraph can be combined into edges of an undirected graph for which R is the
adjacency relation.
The next theorem shows the connection between transitivity and the composition of relations on S.
ti, t2

Theorem 3

If R is a relation on a set 5, then R is transitive if and only if

R' C R.

Proof Suppose first that R is transitive, and consider (s, u) E R2 . By the definition
of R2 , there is a t in S such that (s, t) e R and (t, u) E R. Since R is transitive,
(s, u) is also in R. We have shown that every (s, u) in R2 is in R; i.e., R2 C R.
For the converse, suppose that R2 C R. Consider (s, t) and (t, u) in R. Then
(s, u) is in R2 and hence in R. This proves that R is transitive.
E
For m x n Boolean matrices Al and A2, we write Al < A2 if every entry of
Al is less than or equal to the corresponding entry of A2 , i.e., in case
Al[i, j] < A21i, j]

for

I < i <m

and

l < j < n.

If RI and R2 are relations from S to T, with matrices Al and A2, then
RI C R2

if and only if

Al < A2 ;

think about where the l's and 0's are in AI and A2 [Exercise 16(a)]. It follows that
< is a partial order on the set of Boolean matrices. Moreover, a relation R on a
set S satisfies R2 C R if and only if its matrix A satisfies A * A < A. Thus R is
transitive if and only if A * A < A.
S

*

I

Consider the relation R on {l, 2, 3} with matrix
I
A=

I

I

0
0
I

0
0.
0

Since
1

A*A=

1

00

1

0

L

1 0

*

00

1

1

0

1 0

0

0
1 0 0

0

1 1 0

<

1

0

1

0 0
1 1 0

0

A,

R is transitive. The transitivity of R can also be seen from its corresponding digraph
in Figure 3. Whenever a path of length 2 connects two vertices, a single edge also
does. For example, 3 2 1 is a path and there is an edge from 3 to 1.
c
Since relations on finite sets correspond to Boolean matrices, properties of
relations can be described in matrix terms. To list some of the more important
matrix equivalents, we introduce a bit more notation. For Boolean m x n matrices
AI and A2 , we define AI v A2 by
(Al V

A2)U, A

= Al [i, j] V A21i,

A

for

I <i <m

and

I < j <n.
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Figure 3 O
2

3
R

R

The matrix A1

A

2

A2 has a similar definition. For example, if
I

0

1

1

1 1 0

Al =
I

I

0

1

and A2=

1

O

I

1 1 0
1 1 1f
0

1

,

0

then
11111

Al vA2 =

O
I

1 1 1
I

I

0

and AA A2 =

I1

O
I

1

0

1 1 0
0

0

.

0

The summary below lists the matrix versions of some familiar properties that
relations may have. Recall that AT denotes the transpose of the matrix A. The
equivalences are straightforward to verify [see Exercises 15 and 16].
SUMMARY.

Let R be a relation on a finite set S with Boolean matrix A. Then

(R)
(AR)
(S)
(AS)
(T)

R is reflexive if and only if all the diagonal entries of A are 1;
R is antireflexive if and only if all the diagonal entries of A are 0;
R is symmetric if and only if A = AT;
R is antisymmetric if and only if A A AT < I, where I is the
identity matrix;
R is transitive if and only if A * A < A.

Let RI and R2 be relations from a finite set S to a finite set T with Boolean
matrices Al and A2 . Then
(a) RI C R2 if and only if Al < A2 ;
(b) RI U R2 has Boolean matrix Al v A2 ;
(c) R1 n R2 has Boolean matrix Al A A2 .
Finally, composition of relations corresponds to the Boolean product of their
associated matrices, as explained in Theorem 1.

NTPM-MM
1. For each of the following Boolean matrices, consider the
corresponding relation R on (1, 2, 3}. Find the Boolean
matrix for R2 and determine whether R is transitive.
1

1

I

0

0

1 0

(a) [

(c)

0

1 1
1,

1 0

(b) [

1

1 0
I 0

1

2. Draw pictures of the relations in Exercise 1.
3. Let S = {1, 2, 31 and R = ((2, 1), (2, 3), (3, 2)1.
(a) Find the matrices for R and R2.

(b) Draw pictures of the relations in part (a).
(c) Is R transitive?
(d) Is R2 transitive?
(e) Is R U R2 transitive?
4. Let S = {1, 2, 3} and R = ((1, 1), (1, 2), (1, 3), (3, 2)}.
(a) Find the matrices for R and R2.
(b) Draw pictures of the relations in part (a).
(c) Show that R is transitive, i.e., R2 c R. but that
R2 : R.
(d) Find R' for all n = 2, 3,.
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5. Let R be the relation on {1, 2, 31 with Boolean matrix
I 0 0
0
1
.
I 0 I
(a) Find the Boolean matrix for R' for n > 0.
(b) Is R reflexive? symmetric? transitive?
6. Repeat Exercise 5 for

A=

r

A
A=

101

R3 and R4 from T to U.

1I 0i
I

(a) Show that RI(R

7. Consider the functions f and g from {1, 2, 3, 4} to itself
defined by f(m) = maxt2, 4-ml and g(m) = 5

-

m.

(a) Find Boolean matrices Af and Ag for the relations
Rf and Rg corresponding to f and g.
(b) Find Boolean matrices for RfRg and Rfog and
compare.
(c) Find Boolean matrices for the converse relations R'
and R'. Do these relations correspond to functions?
8. Give Boolean matrices for the following relations on S =
{O, 1,2,3}.
(a) (m,n) E RI if m +n = 3
(b) (m, n) E R2 if m

-

n (mod 2)

(c) (m, n) E R3 if m < n

3 U

R4 ) = RIR3 U RIR 4.

(b) Show that (RI n R2 )R3 C RIR 3 n R 2 R 3 and that
equality need not hold.
(c) How are the relations RI(R 3 n R4) and RIR3 n RIR4
related?
14. Let RI be a relation from S to T and R2 be a relation
from T to U. Show that the converse of RI R2 is
n2

a1-

15. Verify statements (R), (AR), (S), (AS), and (T) in the
summary at the end of this section.
16. Verify (a), (b), and (c) in the summary at the end of this
section.
17. Use the associative law for relations to prove that the
Boolean product is an associative operation.

18. Let R be a relation from a set S to a set T.

(d) (m, n) E R4 if m + n < 4
(e) (m, n) E R5 if max{m, n} = 3
9. For each relation in Exercise 8, specify which of the
properties (R), (AR), (S), (AS) and (T) the relation
satisfies.

10. (a) Which of the relations in Exercise 8 are partial
orders?
(b) Which of the relations in Exercise 8 are equivalence
relations?

11.5

11. Let RI and R2 be relations on a set S. Prove or
disprove.
(a) If RI and R2 are reflexive, so is RIR 2.
(b) If RI and R2 are transitive, so is RI R2 .
(c) If R1 and R2 are symmetric, so is RI R2 .
12. What is the Boolean matrix for the equality relation E
on a finite set S? Is this relation reflexive? symmetric?
transitive?
13. Consider relations RI and R2 from S to T and relations

(a) Prove that RR' is a symmetric relation on S. Don't
use Boolean matrices, since S or T might be infinite.
(b) Use the fact proved in part (a) to quickly infer that
R R is a symmetric relation on T.
(c) Under what conditions is RR' reflexive?
19. Let R be an antisymmetric and transitive relation on a
set S and, as usual, let E be the equality relation.
(a) Prove that R U E is a partial order on S.
(b) Prove that R \ E is a quasi-order on S.

Closures of Relations

-J

I
Sometimes we may want to form new relations out of those that we already have.
For example, we may have two equivalence relations, i.e., reflexive, symmetric,
and transitive relations, RI and R2 on S, and want to find an equivalence relation
containing them both. Since RI and R 2 are subsets of S x S, an obvious candidate is
RI U R2. Unfortunately, RI U R2 need not be an equivalence relation; the trouble is
that RI U R2 need not be transitive. Well then, what is the smallest transitive relation
containing RI U R2 ? This turns out to be a loaded question. How do we know there
is such a relation? We will see in what follows that if R is a relation on a set S, then
there is always a smallest transitive relation containing R, which we will denote by
t(R), and we will learn how to find it. There are also smallest relations containing
R that are reflexive and symmetric; we'll denote them by r(R) and s(R).
Consider the relation R on {1, 2, 3, 4} whose Boolean matrix is
00 1

0
=

0
I

1

1 0 0
0

1 0
0 0

.
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Figure 1 gives a picture of R.

Figure 1 o

R

r(R)

s(R)

t(R)

(a) The relation R is not reflexive, since neither 1 nor 4 is related to itself. To
obtain the reflexive relation r(R), we just need to add the two ordered pairs
(1, 1) and (4, 4). The Boolean matrix r(A) of r(R) is simply the matrix A with
all the diagonal entries set equal to 1:
I

r(A) =

0

0

1

1

1 0

-1

0

0

.
1-

To get the picture for r(R) in Figure 1, we add the missing arrows from points
to themselves.
(b) The relation R is not symmetric, since (1, 3) E R, but (3, 1) 0 R. If we add
the ordered pair (3, 1) to R, we get the symmetric relation s(R). Its Boolean
matrix is
0
s(A) =

1

0

1

11

1 0
0 1
0-

To get the picture of s (R) from the picture of R, we added the missing reverses
of all the arrows.
(c) The relation R isn't transitive either. For example, we have (4, 1) E R and
(1, 3) E R, but (4, 3) 0 R. The scheme for finding t(R) [or its Boolean matrix
t(A)] is not so simple as the methods for r(R) and s(R). Since (4,1) E R
and (1, 3) E R, t(R) will also contain (4, 1) and (1, 3). Since t(R) must be
transitive, t(R) must contain (4, 3), so we have to put (4, 3) in t(R). In general, if there is a path from x to y in the digraph of R, i.e., if there are
points Xl, X2, . .. ,

Xm-l

so that (x, Xl), (Xl, X2),

. . .

, (xm1-, y) are all in R,

then (x, y) must be in t(R). If there is a path from x to y and also one from y
to z, then there is one from x to z. So the set of all pairs (x, y) connected by
paths in the digraph is a transitive relation and is the smallest transitive relation
t(R) containing R. In the terminology of §3.2, this relation is the reachable
relation for the digraph.
To get the picture of t (R) in Figure 1 from the picture of R, we added
an edge from a point x to a point y whenever some path in R connected x to y
and there wasn't already an edge from x to y. For example, we added the edge
(4, 3) because of the path 41 3 in R, and we added the loop (1, 1) because of
the path 141 in R.
R
The next proposition is nearly obvious. Think about why it's true before you
read the proof.
Proposition Let R be a relation. Then R = r(R) if and only if R is reflexive,
R = s(R) if and only if R is symmetric, and R = t(R) if and only if R is transitive.
Moreover,
r(r(R)) = r(R),

s(s(R)) = s(R),

and

t(t(R)) = t(R).
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Proof If R is reflexive, then R is clearly the smallest reflexive relation containing
R; i.e., R = r(R). Conversely, if R = r(R), then R is reflexive, since r(R) is. Since
r(R) is reflexive, r(R) = r(r(R)) by what we have just shown.
U
The proofs for s(R) and t(R) are similar.
We can think of r, s, and t as functions that map relations to relations; for
instance, s maps R to s(R). Sometimes functions such as these are called operators.
The proposition shows that repeating any of these three operators gives nothing
new; operators with this property are called closure operators. On the other hand,
combining two or more of these operators can lead to new relations.
A

*

For the relation R in Example 1 we obtained
I 0 1 1
001 0 0

r(A)

I

0

0

and

0 1
1 0

s(A) =

1

1 0

0

1
0
0

The Boolean matrix for sr(R) = s(r(R)) is

sr(A)

1

=

I

0

0
0

.
1

This is also the matrix rs(A) for rs(R), so rs(R) = sr(R). Equality here is not an
accident [Exercise II(b)]. The relation rs(R) = sr(R) is different from both of the
relations s(R) and r(R) in this example. Combining two or more of the operators
can indeed lead to new relations.
U
The next theorem gives explicit descriptions of the relations r(R), s(R), and
t(R), which are called the reflexive, symmetric, and transitive closures of R.
Theorem 1
(r)
(s)

If R is a relation on a set S and if E =

{(x, x): x E SI, then

r(R) = R U E;
s(R) = R U R';
oo
kl

Proof
(r) A relation on S is reflexive if and only if it contains E. Hence R U E is
reflexive, and every reflexive relation that contains R must contain R U E. So
R U E is the smallest reflexive relation containing R. This argument shows that
r(R) = R U E.
(s) A relation is symmetric if and only if it is its own converse [Exercise 15 on
page 100]. If (x, y) c R U R , then (y, x) e R U R = R U R ; thus
R U R' is symmetric. Consider a symmetric relation R' that contains R. If
(x, y) E R', then (y, x) e R C R' and, since R' is symmetric, (x, y) E R'.
This argument shows that R` C R'. Since we also have R C R', we conclude
that RUR C R'. Hence RUR is the smallest symmetric relation containing
R, so s(R) = R U R-.
00

(t) First we show that the union U

Rk is transitive. Consider x, y, z in S

=
k=l

such that (x, y) E U and (y, z) E U. Then we must have (x, y) e Rk and
(y, z) E Ri for some k and j in P. Hence (x, z) belongs to RkRJ = Rk+j, so
that (x, z) c U. Thus U is a transitive relation containing R.
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Now consider any transitive relation R* containing R. To show U C R*,
we prove by induction that Rk C R* for every k E P. The inclusion is given
for k = 1. If the inclusion holds for some k, then
Rk+l = RkR

C

R*R C R*R* C R*;

the last inclusion is valid because R* is transitive [Theorem 3 on page 450]. By
induction, Rk C R* for all k E P, so U C R*. Thus U is the smallest transitive
relation containing R, and
0C

t(R) = U

=

U R'.
k=-

If S is finite, then we can improve on the description of t(R) in Theorem 1.
Theorem 2

If R is a relation on a nonempty set S with n elements, then
n

t(R) =

J

Rk.

kl

Proof Think of the digraph of R. The pair (x, y) is in t(R) if and only if there
is a path from x to y in the digraph. If there is such a path, there is one that doesn't
visit the same vertex twice, unless x = y. It can't involve more than n vertices, so
it can't have length more than n. Thus (x, y) E Rk for some k < n. [This argument
is essentially the proof of Theorem 1 on page 227.]
(a) Suppose that R is a relation on a set S with n elements and that A is a Boolean
matrix for R. Theorem 2 and the matrix equivalents summarized in § 11.4 show
that the Boolean matrices of t(R), s(R), and r(R) are

t(A) =AvA 2 v ... vAn,

s(A) =AvA T ,

and

r(A) =AvI,

where I is the n x n identity matrix and the powers Ak are Boolean powers.
(b) For the relation R back in Example 1, it is easy to see that s(A) = A v AT and
r(A) = A v I, where I is the 4 x 4 identity matrix. One can also verify that

t(A)=AvA

2

=AvA

2

vA

3

vA

4

-

I

0

0

01

I

0

1

1

0
1

1

Of course, for such a simple relation it's easier to find t(R) just by using the
U
picture of R.
Given A, it is easy to construct s(A) and r(A) using the formulas in Example 3(a).
We can also use the formula in the example to compute t(A) by forming Boolean
matrix powers Ak = A *

...

* A for k

=

1, 2, . .. , n and then combining the results.

For large values of n, such a computation involves a great number of products of
large matrices and is quite slow.
We can find t (R) more quickly if S is large by thinking of the digraph for R. We
observed in §3.2 and in Example 1 that t (R) is the reachable relation for the digraph
of R, whose adjacency relation is R. With each edge given weight 1, Warshall's
algorithm on page 340 computes a matrix W* whose (i, j)-entry is a positive integer
if there is a path in the digraph from vi to vj and is oc otherwise. Replacing the oc's
by 0's and the integers by l's in the output produces the Boolean matrix t(A). In fact
[Exercise 18], minor changes in the algorithm itself allow us to compute t(A) using
Boolean entries and Boolean operations without the need for oc's or large integer
calculations.
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r

A

Again, let R be the relation in Example 1. We found in Example 2 that rs(R) =
sr(R) and that the Boolean matrix is
I

0

rs(A) = sr(A) =

1

1

10
-1

0

0

01

-

The transitive closure of sr(R) = rs(R) turns out to have the matrix
[1

tsr(A) = trs(A) =

0
1

0

1

1

1
0

0
1

0
1

,

which is also the matrix of the equivalence relation on {1, 2, 3, 4} whose equivalence
classes are {2} and {1, 3, 41. Thus tsr(R) is transitive, symmetric, and reflexive. This
fact may seem obvious from the notation tsr, but we must be careful here. It is
conceivable, for example, that the transitive closure of a symmetric relation might
not itself be symmetric. Our next example will show that the symmetric closure of
a transitive relation need not be transitive, so we must be cautious about jumping to
conclusions on the basis of notation.
11111
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Let R be the relation on {1, 2, 31 with Boolean matrix

11111111

A=

I
0
0

I
1
0

I
0
1

.

Then R is reflexive [since I < A] and transitive [since A * A = A], so A = r(A) =
t(A) = tr(A) = rt(A). The relation s(R) has matrix
I
s(A)=

1

A
I

S 0

I
0
1

Since (2, 1) and (1, 3) are in s(R), but (2, 3) is not, s(R) isnot transitive. We have
st(A) = str(A) = srt(A) = s(A) :A ts(A) = tsr(A) = trs(A).
The order in which we form closures does matter.

.

The next lemma shows that the trouble we encountered in Example 5 is the only
kind there is. Except in the case of symmetric closures, which can destroy transitivity
as we just saw, forming closures preserves the properties that we already have.

Lemma
(a) If R is reflexive, then so are s(R) and t(R).
(b) If R is symmetric, then so are r(R) and t(R).
(c) If R is transitive, then so is r(R).

Proof
(a) This is obvious, because if E C R. then E C s(R) and E C t(R).
(b) See Exercise 10.
(c) Suppose that R is transitive, and consider (x, y) and (y, z) in r(R) = R U E.
If (x, y) e E, then x = y, so (x, z) = (y, z) is in R U E. If (y, z) E E, then
y = z, so (x, z) = (x, y) is in R U E. If neither (x, y) nor (y, z) is in E,
then both are in R, so (x, z) E R C R U E by the transitivity of R. Hence
(x, z) E R U E in all cases.
U
The next theorem gives an answer to the basic question with which we began
this section.
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Theorem 3 For any relation R on a set S, tsr(R) is the smallest equivalence
relation containing R.
Proof Since r(R) is reflexive, two applications of (a) of the lemma show that
tsr(R) is reflexive. Since sr(R) is automatically symmetric, one application of (b) of
the lemma shows that tsr(R) is symmetric. Finally, tsr(R) is automatically transitive,
so tsr(R) is an equivalence relation.
Now consider any equivalence relation R' such that R C R'. Then r(R) C
r(R') = R'; hence sr(R) C s(R') = R' and thus tsr(R) C t(R') = R'. Therefore,
tsr(R) is the smallest equivalence relation containing R.
D
(a) In Example 4, tsr (R) was shown to be the equivalence relation with equivalence

A

classes {2} and {1, 3, 41.
(b) Let R be the relation on 11, 2, 3} in Example 5. Then
r(A) =

0
Lo

1
0

0
1

sr(A)=[
L1

0

1
0

tsr(A) =

1

11 .

I
L1

1

1

The smallest equivalence relation containing R is {1,2, 3} x {1, 2, 3}, the universal relation. These computations can be double-checked by drawing pictures
S
for the corresponding relations.
Theorem 3 has a graph-theoretic interpretation. Starting with a digraph whose
adjacency relation is R, we form the digraph for r(R) by putting loops at all vertices.
Then we form the digraph for sr(R) by adding edges, if necessary, so that whenever
there is an edge from x to y, then there is also one from y to x. The result is essentially
an undirected graph with a loop at each vertex. Now the graph for tsr(R) has edges
joining pairs (x, y) that are joined by paths in the graph for sr(R). Thus (x, y) is in
the relation tsr(R) if and only if x and y are in the same connected component of
the graph for sr(R). Any algorithm that computes connected components, such as
Forest on page 258, can compute tsr(R) as well.

EMM-MM
1. Consider the relation R on (1, 2, 3) with Boolean
0 1 0

matrix A =

0 0 0
O 0

matrices for
(a) r(R)
(d) sr(R)

. Find the Boolean

1
(b) s(R)
(e) tsr(R)

2. Repeat Exercise I with A

(c) rs(R)

0 1 1
0 0 1
LO oo

3. For R as in Exercise 1, list the equivalence classes of
tsr(R).

4. For R as in Exercise 2, list the equivalence classes of
tsr(R).

5. Repeat Exercise I for the relation R on {1, 2, 3, 4, 5)
with Boolean matrix

A =[

010
0
0 1 0 1
00
0
010
0
000 O

0]
0
1
0
-

6. List the equivalence classes of tsr(R) for the relation R
of Exercise 5.
7. Let R be the usual quasi-order relation on P; i.e.,
(m, n) E R in case m < n. Find or describe
(a) r(R)
(b) sr(R)
(c) rs(R)
(d) tsr(R)
(e) t(R)
(f) st(R)
8. Repeat Exercise 7 where now (m, n) e R means that m
divides n.
9. The Fraternal Order of Hostile Hermits is an interesting organization. Hermits know themselves. In addition,
everyone knows the High Hermit, but neither he nor any
of the other members knows any other member. Define
the relation R on the F.O.H.H. by (hI, h2 ) c R if h,
knows h2 . Determine st(R) and ts(R) and compare.
[The High Hermit acts a little like a file server in a computer network.]
10. (a) Show that if RI, R 2 ,.... is a sequence of symmetric
00

relations on a set S, then the union U

Rk

is symmetric.

k=l

(b) Let R be a symmetric relation on S. Show that R' is
symmetric for each n in F.
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(c) Show that if R is symmetric, then so are r(R)
and t(R).
11. Consider a relation R on a set S.
(a) Show that tr(R) = rt(R).
(b) Show that sr(R) = rs(R).
12. Let RI and R2 be binary relations on the set S.
(a) Show that r(RI U R2) = r(R1) U r(R2).
(b) Show that s(RI U R2) = s(RI) Us(R2 ).
(c) Is r(RI n R2) = r(RI) n r(R2 ) always true? Explain.
(d) Is s(RI n R2) = s(RI) n s(R 2) always true? Explain.
13. Consider two equivalence relations RI and R2 on a set S.
(a) Show that t(RI U R2) is the smallest equivalence
relation that contains both RI and R2. Hint: Use
Exercise 12, parts (a) and (b).
(b) Describe the largest equivalence relation contained in
both RI and R2.
14. Show that st(R) # ts(R) for the relation R in
Example 5.
15. Show that there does not exist a smallest antireflexive
relation containing the relation R on {1, 2} whose

Boolean matrix is

.6

-

0

[

16. We say that a relation R on a set S is an onto relation
if, for every y E S, there is an x in S such that (x, y) is
in R. Show that there does not exist a smallest onto relation containing the relation R on {I, 2) specified in
Exercise 15.

0

17. Suppose that a property p of relations on a nonempty set
S satisfies the following:
(i) the universal relation S x S has property p;
(ii) p is closed under intersections; i.e., if {Ri : i e I)
is a nonempty family of relations on S possessing
property p, then the intersection
Ri also pos-

n
iEl

sesses property p.
(a) Prove that for every relation R there is a smallest
relation that contains R and has property p.
(b) Observe that the properties reflexivity, symmetry, and
transitivity satisfy both (i) and (ii).
(c) In view of Exercise 15, antireflexivity cannot satisfy
(i) and (ii). Which of (i) and (ii) fail?
(d) Which of (i) and (ii) does the property "onto relation" in Exercise 16 fail to satisfy?
18. Give a modified version of Warshall's algorithm to compute t(A) directly from A using Boolean operations.

0

As usual: What does it mean? Why is it here? How can I use it? Think of examples.

CONCEPTS AND NOTATION
partial order, <, poset, subposet
converse, >quasi-order, <
Hasse diagram
maximal, minimal, largest, smallest elements
upper, lower bound
least upper bound, x V y = lublx, y)
greatest lower bound, x A y = glb{x, y}
lattice
chain = totally ordered set = linearly ordered set, maximal chain
well-ordered set
product order on Si x ... x S,
filing order on SI x
x S,- <k on Sk
lexicographic = dictionary order -<L on E*
lenlex order GLL on E*
composite relation R2 o RI = R1 R2
equality relation E
Boolean matrix, Boolean product *

FACTS
Every finite poset has a Hasse diagram.
Filing order on S, x ... x S, is linear if each Si is a chain.
If E is a chain, then lenlex order on E* is a well-ordering, and lexicographic order is linear
but not a well-ordering.
Composition of relations is associative.

Supplementary Exercises
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Multiplication of matrices is associative.
The matrix of the composite RI R2 of relations is the Boolean product Al * A2 of their
matrices.
The relation R on S is transitive if and only if R2 C R if and only if A * A < A.
Matrix analogs of some common relation statements are summarized at the end of § 11.4.
0c

The operators r, s, and t given by r(R) = R U E, s(R) = R U R+, and t(R) = U Rk are
k=I

closure operators on the class of all relations.
n

t(R) = U Rk if ISI = n.
k=I

The relation st(R) may not be transitive.
The smallest equivalence relation containing R is tsr(R).

METHODS
Warshall's algorithm with all edge weights 1 can compute t(R).
The algorithm Forest can compute tsr(R) by computing connected components of the graph
of sr(R).
S.

1. Draw the Hasse diagram for the poset (P, <) of positive
integer divisors of 18, with m -< n in case ml n.

(b) If a set E is totally ordered, then the corresponding
lenex order on E* also must be totally ordered.

2. Consider the poset (I1, 2, 3, 4, 5, 6, 8, 12}, l), where mIn
means that m divides n; i.e., that n/m is an integer.

(c) Every finite partially ordered set has a Hasse
diagram.

(a) Draw a Hasse diagram for the poset.
(b) Is there a largest element (i.e., maximum)? If yes,
give it.
(c) Is there a smallest element (i.e., minimum)? If yes,
give it.
(d) List all maximal elements.
(f) List all maximal chains.

4.

(e) Every finite partially ordered set has a smallest
element.
(f) Every finite totally ordered set has a largest element.
(g) An infinite partially ordered set cannot have a largest
element.

(e) List all minimal elements.
(g) Is the poset a lattice? Explain briefly.
3. (a) Give an example of a maximal chain in

(d) Every finite partially ordered set has a topological
sorting.

l4.

7. (a) List the members 001, 00010, 11, and 101 of (0,1}*
in increasing lenlex order and in increasing lexicographic order.

(b) Give an example of a chain of length 4 in BOOL(2) or
explain why no such chain exists.

(b) List the members of {0, 1)3 between 001 and 101 in
the filing order.

(a) List four members of (a, b}* in increasing lexicographic order, given that a < b.

(c) List the members of {0, 1}* between 01 and 0100 in
lexicographic order.

(b) List four members of (0, 1}2 in increasing filing
order.

(d) How many members of (0, 1)* are there between 001
and 01 in lexicographic order?

(c) List four members of a chain in 33 in increasing <
order.
5. Give an example of each of the following.
(a) A poset that is not a chain.
(b) A chain with infinitely many members.
(c) The matrix of a transitive relation that is not
reflexive.
(d) The digraph of a reflexive, symmetric relation that is
not transitive.
6. For each part, indicate whether the statement is true or
false.
(a) If a set E is totally ordered, then the corresponding
lexicographic partial order on E* also must be totally
ordered.

8. Let A be the Boolean matrix
A. IO 00
O

Lo

1 0
00

1
1
1

(a) Calculate A * A.
(b) Is the relation corresponding to A transitive?
Explain.
9. Let E = {a, b, c, e, r} with the usual order. List the
words career, cab, car, crab, bare, arc, A, bear, crabber,
beer, care, brace, bar in E* in increasing order
(a) Using the lenlex order.
(b) Using the lexicographic order.
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10. The relation R on 11, 2, 3, 4} has corresponding
matrix
0

1I

0

A A= 01 10 01 01V

L
0

10

j

(a) Draw the digraph that corresponds to R and A.
Find each of the following.
(b) A * A
(c) s(A)
(d) t(A)
(e) Is the symmetric closure of R an equivalence
relation?
11. Suppose that {1, 2, 3, 4, 5} and {15, 16, 17} both have the
natural partial order < inherited from Z.

F

(a) Explain why {1, 2, 3, 4, 5) x {15, 16, 17} with the
product order is not a chain.
(b) Describe a way to use the order < to make
11, 2, 3, 4, 51 x 115, 16, 171 into a chain. Give the
details-don't just give a name.
12. Draw a Hasse diagram for a poset that has exactly five
members, two of which are maximal and one of which is
the poset's minimum. Label the maximal and minimum
members on your diagram.

I

XC

13. The set I = 10, 11 has the natural order < with 0 < 0,
0 < I and I < 1. Is B17 with the filing order derived
from this order a chain? Explain.

Z

14. Consider the poset P with Hasse diagram in Figure 2.

0

Figure 3

f

Figure 2

A

A

16. Consider the following relations on P = {1, 2, 3, ... }:
(m, n) E RI if mIn; (m, n) E R2 if In - n I < 2;
(m, n) E R3 if m + n is even; and (m, n) c R4 if 3 divides
mn+ n. For each relation, determine whether it is reflexive, symmetric, anti-symmetric, or transitive. Also, which
relations are partial orders, and which are equivalence
relations?
17. Let RI and R2 be the relations on {1, 2, 31 with Boolean

0011O

1 1F

matrices Al

(a) List the maximal members of P.
(b) Is there a largest member of P? If so, what
is it?
(c) List the minimal members of P.
(d) Is there a smallest member of P? If so, what
is it?
(e) Determine the following when they exist: lub{b, c},
glb{b, c}, lublb, f 1, glb{b, f 1, lub{g, c}, and
glbfg, c}.
15. Consider the lattices in Figure 3.
(a) Calculate D v (E A A) and (D v E) A (D v A).
What do you notice?
(b) Calculate a V (b A c) and (a V b) A (a V c). What do
you notice?
(c) Calculate A A (B v C), (A A B) v C, x A (Z V y),
and (x A Z) V y.

0

Lo

1

0

and A2 =

I IL

0

I

.

011

(a) Find the Boolean matrices for R2P RI R2 , and the
converse relation RI I
(b) Is the relation RI reflexive? symmetric? transitive?
(c) Repeat part (b) for R2 .
18. Let (S, l) be the set 12, 3, 4, 5, 6, ... , 5001, with the partial order l, where mIn means m divides n.
(a) There are 250 maximal elements. What are they?
(b) Describe the minimal elements and give four
examples.
(c) Give two examples of maximal chains in (S, ).
(d) Determine the following when they exist in S:
lubf24, 541, glb{24, 54}, lub{3, 51, glb{3, 51, and

lub{2, 731.
19. Let S = 12, 3, 4, 5, 6, 7, 8, 9, 10, 11, 121, and define the
relation R by (m, n) E R if and only if mIn.
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(a) Does r(R) = R? If not, give an ordered pair in r(R)
that is not in R.
(b) Does s(R) = R? If not, give an ordered pair in s(R)
that is not in R.
(c) Does t(R) = R? If not, give an ordered pair in t(R)
that is not in R.
(d) For the equivalence relation tsr(R), find the equivalence class containing 12.

20. Let E be the ordinary English alphabet. Then lexicographic order makes E* into a chain. Let A be the set of
words in E* that appear in this book. If we order A with
lexicographic order, is it also a chain? Explain.
21. (a) What should it mean for two lattices to be isomorphic?
(b) As usual, D, is the lattice of all divisors of n with the
ordering j 1k. Which of the lattices D24 , D54, D 128. and
D30 are isomorphic to a lattice in Exercise 15?

-

I

Algebraic Structures
This chapter contains an introduction to topics from the area of mathematics known
as abstract algebra. The first three sections show how the study of groups acting on
sets applies to answer some counting questions, and §12.4 presents the Fundamental
Homomorphism Theorem as a tool for recognizing when two groups are essentially
the same. Section 12.5 looks at semigroups and monoids, illustrating the ideas with
familiar examples. The final section presents enough of the theory of rings and fields
to indicate the connection between the Fundamental Homomorphism Theorem and
the Chinese Remainder Theorem, a standard tool in computational algebra.

12.1

Groups Acting on Sets
Imagine being given the problem of manufacturing enough different logical circuits
with four inputs and one output to compute all the different Boolean functions of
four variables. On the one hand, since there are 24 = 16 rows in a truth table for
such a function, there are 216
65,536 such functions. On the other hand, just by
switching the input connections around, maybe we can make one circuit compute
various different functions, so we won't need as many different circuits as there
are different functions. If we are willing to use external hardware to complement
inputs and outputs, then we need to manufacture still fewer circuits. How many can
we get by with'? If we think of two functions as equivalent in case they can be
computed by the same circuit, allowing complements, then we're really asking how
many equivalence classes of functions there are.
Recall from §3.4 that these classes partition the set of functions. If all the classes
had the same number of functions in them, say N, then the number of classes would
be just 2' 6 /N. In our case, though, the equivalence classes aren't all the same size.
Think about this. If a function has three I 's in its truth table and thirteen 0's, then it's
equivalent to at least one function with thirteen l's and three 0's-just complement
the output of the circuit-but it can't be equivalent to a function with four l's and
twelve 0's. Or can it'? And how many different functions with three 0's and thirteen
l's is it equivalent to? The problem is not so easy as it might seem. Somehow we
want to take advantage of the symmetry of the situation, but it's not clear how to do
so. We will return to this problem at the end of §12.3.
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Here is a simpler question on which we can use symmetry. How many essentially
different ways are there to color the faces of a cube with six different given colors?
We first need to clarify what we mean by "essentially different" colorings. Let's say
two ways of coloring are equivalent in case it's possible to rotate the cube so that
one coloring becomes the other. Not all colorings are equivalent. For example, if
two colorings are equivalent and one of them has exactly one face colored green,
then so must the other, and the face opposite the face colored green must have the
same color for both colorings. We want to know how many equivalence classes of
colorings there are. We could surely answer this question with a case-by-case count,
but there's a more systematic way that will also give us the answer for other numbers
of colors besides six.
First we tackle the following question: How many colorings are there in a
given equivalence class? Since we are using six different colors, distinct rotations
give distinct colorings. So there are as many colorings in an equivalence class as
there are rotations that send the cube back onto itself. Figure l(a) shows examples of
the various sorts of rotations allowed, including the "identity" rotation, which does
nothing at all. Figure 1(b) lists the numbers of each type. For instance, consider the
90° rotation of type b. Each such rotation has an axis through the centers of two
opposite faces. There are 6 faces, so there are 3 opposite pairs and hence 3 such axes.
Each axis gives two 90° rotations, one in each direction, so there are 6 rotations of
type b. Let's also count rotations of type a. Each such rotation has an axis through
opposite parallel edges of the cube. There are 12 edges of a cube and 6 pairs of
opposite parallel edges. Each axis gives only one rotation, so there are 6 rotations
of type a. The remaining values in Figure 1(b) have been determined by similar
reasoning.

Figure 1 Io

Type

Number of
that type

a

6

b

6

c

3

d

8

e
(b)

a

I

--

I-tUt

(a)

Summing up, we see that there are 24 rotations of the cube. Since there are 6!
ways to color the 6 faces of a cube, and since each equivalence class contains 24 such
ways, there are
= 30 essentially different ways to color the cube with 6 different
colors. This problem was relatively easy, because all the equivalence classes are the
M
same size.
-6

BVAM

A somewhat similar problem is that of counting the different ways to color the faces
of a cube, with only the three colors red, blue, and green allowed. If one face is
red and the rest are blue, it doesn't really matter which face is red, since we can
rotate the cube to put the red face wherever we want. Given two ways of coloring
the faces so that one is red, three are blue, and two are green, it may or may not be
possible to rotate the cube so that the two colorings are really the same. How many
essentially different ways are there to color the cube? We need to agree on what a
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coloring is and what it means for two colorings to be "the same," i.e., equivalent,
and then we need to count the equivalence classes.
When we color a cube we are simply assigning to each face some color. That
is, we can think of a coloring as being a function from the set X of faces of the cube
to the set C = {red, blue, green} of allowable colors. Thus the set of all allowable
colorings is FUN(X, C).
As in Example 1, we'll regard two colorings as equivalent in case it's possible
to rotate the cube in space so that one coloring becomes the other. That is, the
coloring qp is equivalent to the coloring 0 in case we can color the cube with qp and
then rotate the cube so that it looks as if it was colored with 0. The equivalence
class of so is the set of all colorings we can obtain by starting with qOand rotating the
cube. This time not all classes have the same size. For example, a solid red coloring
is not equivalent to any other coloring, but there are six equivalent colorings with
one red face and five blue ones. [Why six?]
What's involved here is the symmetry of the cube. To answer our question,
it's natural to consider again the group R of all rotations of space that send the
cube back onto itself, since this group describes the rotational symmetry of the cube.
If g and h are in R, then so is the rotation g o h that we get by first rotating by
h and then by g, and so also is g-1, which simply undoes g. These two properties of R justify our using the technical term "group," which we will define later;
but for now one can just think of R as a set of things that we can combine by
composition.
The group R acts on the set X of faces of the cube, in the sense that if g is
a rotation and x is a face of the cube, then g(x), the image of the face x after the
rotation, is also a face. The group R of rotations also acts on the set of colorings of
the faces. The equivalence class of a coloring so is just the set of colorings we can
get from yp by acting on it with the rotations in R.
U
At this point we could continue to analyze our special cube-coloring problem,
but the methods we would use are actually quite general. It makes sense to prove
general results while we are at it and then see what they mean in our particular case.
We will return to Example 2 in Example 9 on page 483.
In general, a set G of things that can be combined by a binary operation, say *,
is called a group in case it satisfies the following four conditions.
(i) x * y E G whenever x and y are members of G.
(ii) * is associative, i.e., (x * y) * z = x * (y * z) for all x, y, z e G.
(iii) G contains an identity element, say e, such that e * x = x * e = x for every

x C G.
(iv) For every element x of G there is an inverse, x-1 also in G, such that x*xx-l *x=e.
We will often refer to the group (G, *) so that we can specify the binary
operation *. A group (G, *) is commutative if it also satisfies the condition
x

*y = y *

x for all x, y E G.

Inverses are unique in a strong sense. If x * y = e, then
y=e*y=

x)*y=X

*( (x*y)=x-

*e=x

Similarly, the equation y * x = e forces y to be x- 1. To check that y is x-1, then,
it is enough to verify either of the conditions x * y = e or y * x = e. The other will
follow.
-w!=A

(a) The set R of rotations that sent the cube to itself in Example 2 is a group
with binary operation composition, i.e., o. You can check (i) by holding onto
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1
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1
1

0
0
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0

00

0
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2

0

(a)

Figure 2

(b)

A

1

2

0
1

2

2

1

the cube as you rotate it; following one rotation by another always results
in a rotation. Since composition of functions is associative, (ii) holds. The
identity rotation is simply the "rotation" consisting of doing nothing at all,
and the inverse of a rotation, as we already observed, just undoes the original
rotation.
(b) The set Z of integers is a commutative group with the operation +. The identity element is 0, and the inverse of n is -n. The set Z is not a group under
multiplication as operation. Multiplication is associative and commutative, and
the identity is 1, but the element 0 has no inverse in Z.
(c) Similarly, the set E(n) of integers mod n is a commutative group under the
operation +n, but not under multiplication, *n. Figure 2 gives the tables for
+3 and *3. The inverse of 2 under +3 is 1, since 2 +3 1 = 0 = 1 +3 2.
Since 2 *3 2 = 1, 2 is its own inverse under *3; but 0 has no inverse under
*3, as we see from the fact that the first row and column of the table contain no Fs.
(d) The set S, of all permutations of the set {1, 2, . .. , n) is a group under composition as operation. Recall that a permutation of a set X is a one-to-one function
from X onto X. We saw a long time ago that if f and g are permutations,
then so is f o g and so are f
and g -. In fact, Exercises 15 and 14 on
page 45 assert that the composition of one-to-one correspondences is a oneto-one correspondence and the inverse of a one-to-one correspondence is also
a one-to-one correspondence. In particular, f
1f1- = - 1 o f = e for all
f c Se, where e is the identity permutation: e(k) = k for k E {1, 2, ... , nI.
The group Sn with the operation understood to be o, is called the symmetric

group of degree n.
For n > 3, S, is not commutative; i.e., f o g need not equal g o f.
In fact, for n > 3 there are permutations f, g in S, such that f (1) = 1,
f(2) =3, g(1) = 2, and g( 2 ) = 1. Then f o g(1) = 3 7&2 = go f(1), so
f o g zA g o f. The group S, has n! elements, a number that gets large fast as
n increases.
(e) More generally, just as in part (d), if X is any set whatever the collection
PERM(X) of all permutations of X is a group under o as operation.
U
Groups such as (2, +) and (2(n), +,) in Examples 3(b) and (c) are interesting
in their own right, but for the counting applications that we will study we will
concentrate on groups of functions, such as those in Examples 3(a), (d), and (e). In
such cases, and in general when the operation is not addition, we will frequently
drop the o and simply write fg for the product f o g.
Sometimes a group can be viewed as a group of permutations of a set, even
though it was not originally defined that way. We say that the group (G. ) acts on
the set X in case, for each g E G, there is a permutation, say g*, of X so that
(g h)* = g* o h* for all g, h E G. Usually, the action will be quite natural, and
in fact we will often just write g instead of g* when the action is obvious, so the
condition for action becomes simply
.

(g h)(x) = g(h(x))
.

for all g and h in G and x in X.
A

A

(a) In Example 2 we observed that the group R of rotations that sends the cube
back onto itself acts on the set of faces of the cube. Each rotation in R produces
a permutation of the set of faces of the cube, and the permutation produced by
the composition of two rotations is also a rotation.
(b) This same group also acts on the set of vertices of the cube. Each rotation sends
vertices to vertices.
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(c) This group of rotations also acts on the set of colorings of the faces of the cube.
Rotating the cube turns one coloring into another [or maybe sometimes into the
same coloring again]. If y is a coloring and g is a rotation, then the coloring
g*(qp) is the one we get by first coloring the cube with qp and then rotating it
by g. To figure out what color g*(qp) gives a face x, we can rotate backward
by g-1 and see what color So gave g- (x); i.e., (g*(qo))(x) = o(g- (x)).
If h is another rotation in R, then (gh)*(p) is what we get by coloring
by y, then rotating by gh, i.e., rotating by h and then by g. This is the same
as the coloring g*(h*(yp)) = (g* o h*)(yp). Since (gh)*(qo) = (g* o h*)(y)) for
every qp, we have (gh)* = g* o h*, so this definition of g* meets our condition
to define an action of R.
(d) The symmetric group S, also acts on the set {1, 2, . . ., nI x {1, 2, . . .n,n} of
ordered pairs (i, j) by letting g*((i, j)) = (g(i), g(j)). For example, if g(l) = 5
a
and g(3) = 2, then g*((l, 3)) = (5, 2).
We will be most interested in cases in which G is a group of permutations
associated with the symmetry of some object, such as the cube or a graph or digraph.
Consider, for example, a digraph D with no parallel edges. A permutation g of the
set V(D) of vertices is a digraph automorphism provided it preserves the edge
structure, that is, provided (x, y) is an edge if and only if (g(x), g(y)) is an edge.
We can think of a digraph automorphism as moving the vertex labels around without
essentially changing the structure of the digraph. We write AUT(D) for the set of
automorphisms of D. It is easy to verify that AUT(D) is a group of permutations
acting on V(D) [Exercise 13]. Very roughly speaking, the larger AUT(D) is the more
symmetry D has.

AZ :

Figure 3

The digraph D drawn in Figure 3(a) has two sources and two sinks. Digraph automorphisms must send sources to sources and sinks to sinks. [Why?] One can verify
that there are four automorphisms: the identity permutation e, which moves nothing;
the permutation f that interchanges q and s; the permutation g that interchanges p
and r; and the permutation fg that switches both the pair q and s and the pair p
and r. For convenience, their function values are listed in Figure 3(b). Notice that g,
for example, switches the labels p and r, but we could have done the same thing
by just flipping the digraph over, without changing its structure. The multiplication
T
table is in Figure 3(c). It is easily seen that the group AUT(D) is commutative.

l.
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D

AUT(D)

ALIT(D)

(a)

(b)

(c)

(a) The digraph E in Figure 4(a) has another kind of symmetry and a different
automorphism group. Every automorphism of E must send x to itself, but
the remaining vertices can be permuted in any way. So AUT(E) is essentially
PERM({y, Z, W}) or S3 . Figure 4(b) gives the function values of the automorphisms, where g is the "rotation" that sends y to z, z to w, and w to y, and
h is the "flip" that interchanges z and w. Figure 4(c) gives the multiplication
table of AUT(E).
(b) There is another way to see AUT(E) as a group of permutations of three objects.
In general, the group of automorphisms of a digraph, which we have defined
to be a group of permutations of vertices, also acts on the set of edges of the
digraph. If an edge goes from u to v, then an automorphism g takes it to the
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edge from g(u) to g(v), by the definition of automorphism. In the present case,
AUT(E) acts on the three-element set of edges of E.
E
Automorphism groups of undirected graphs can be studied in the same way.
For a graph H without parallel edges, a permutation g of V(H) is a graph automorphism in case {x, y} is an edge if and only if {g(x), g(y)} is an edge. The group
of all such automorphisms is denoted by AUT(H).
A

S

The symmetry of the graph H shown in Figure 5(a) is described by its group AUT(H),
which is listed in the table in Figure 5(b). Note that g interchanges w and x, h
interchanges y and z, whereas f flips the graph horizontally.
R

Figure 5 l
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Now we come to the idea that links groups with our coloring and circuitcounting problems. Recall that we want to think of two colorings as equivalent in
case we can turn one into the other by rotating the cube. Here's the general situation.
Proposition 3 Let G be a group acting on a set X. For x, y E X, define x - y
if y = g(x) for some g e G. Then - is an equivalence relation on X. For x e X,
the equivalence class containing x is
G(x) = {g(x): g c G}.
[For general equivalence relations, we have usually written [x] for equivalence
classes, but G(x) is a more natural notation here.]

Proof It suffices to verify that
(R)
(S)
(T)

-

is reflexive, symmetric, and transitive.

Let x be in X. Since e E G and x = e(x), we have x - x.
Suppose that x - y, where x, y e X. This means that y = g(x) for
some g c G. Since g-I E G and x = g- (y), we have y - x.
Suppose that x - y and y - z. Then y = g(x) and z = h(y) for
some g and h in G. Since hg E G and z = (h(g(x)) = (hg)(x), we
conclude that x - z.
E

These special equivalence classes G(x) are called orbits of G on X, or Gorbits. Equivalence relations determine partitions into equivalence classes [Theorem 1 on page 116], so we get the following.
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Corollary

If G acts on X, then the G-orbits partition X.

(a) Two colorings of the cube are equivalent in our original sense of Example 2 if
and only if they are in the same orbit of the group R of rotations of the cube.
Thus the number of essentially different colorings with a given set C of colors
is the number of orbits of R acting on the set FUN(X, C) of colorings.
(b) If G = PERM(X), then every element of X is equivalent to every other element
of X since, given any x and y in X, some permutation will map x to y. Hence
there is only one big orbit, X itself.
(c) Consider again the digraph D in Figure 3. To find the orbits under AUT(D) in
a systematic way, we start with p and find

A

AUT(D)(p) = {e(p), f (p), g(p), fg(p)} = {p, p, r, r} = {p, r);

see the first column of Figure 3(b). Now we consider a vertex not yet found
and repeat the process. We find
AUT(D)(q) = {q, s, q, s} = {q, s}

from the second column of Figure 3(b). We conclude that there are two orbits,
{p, r} and {q, s}.

(d) The orbits of vertices of the digraph E of Figure 4 under AUT(E) can be read
off from Figure 4(b) or from the picture. They are {x} and {y, z, w}.
(e) One should also be able to see the orbits of vertices of the graph H in Figure 5
under AUT(H) by staring at the figure and visualizing the graph automorphisms.
[See Exercise 8.] The orbits are {u, v} and {w, x, y, z}; see Figure 5(b). Notice
that some of the automorphisms are not just the result of rotating or flipping

the graph as a whole.

H

In § 12.3 we will look at methods for counting how many orbits a group has
on a set. Our methods will not involve actually finding the orbits and will apply no
matter how complicated the situation is. For now, though, the only counting method
we know is to determine the orbits directly somehow and then see how many we get.

1. Consider the graph in Figure 6(a), and let G be its group
of graph automorphisms.
(a) Color the vertices by coloring w and x black
and y and z red. Give all the equivalent
colorings.
(b) Repeat, where w is black and all the rest of the
vertices are red.
(c) Convince yourself that G = {e, g, h, gh3, where

these automorphisms are given in
Figure 6(b).

(e) Can you guess how many different colorings of the
vertices of this graph use the colors puce, magenta,
or both?
2. (a) Color the edges in Figure 6(c) by coloring el, e3, e5
red and e2, e4 black. Give all equivalent colorings.
[Observe that the automorphism group here acts on
the set of edges as well as on the set of vertices.]
(b) Repeat, where el, e2, e3 are red and e4, e5 are black.
3. Consider the problem of coloring the four triangular
faces of a square pyramid [like the ones in Egypt]. Sup-

(d) Give the multiplication table of G.

pose that we consider two colorings to be equivalent
[think: "essentially the same"] if one can be turned into
the other by rotating the pyramid.

e
g

h
gh

(a)

Figure 6 A
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(b)

(a) What is a natural choice of a group R for this

problem?

(c)

(b) How many colorings are equivalent to a coloring
with three red faces and one white face?
(c) How many colorings are in the R-orbit of a coloring
with one red face and three white faces?
(d) How many colorings are equivalent to a coloring

with two red and two white faces? Does it matter
whether the red faces touch each other?
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(e) How many ways are there to color the faces with red,
white, blue, and green if each color must be used?
[Try to avoid listing all the colorings.]
4. Consider the problem of assigning the numbers 1, 2, 3, 4
to the triangular faces of the pyramid in Exercise 3, with
two assignments equivalent in case one can be turned
into the other by a rotation of the pyramid.

y

x

r2

(c) How many equivalence classes are there?
(d) What group is associated with this problem?
5.

How many essentially different ways are there to color
the vertices of the digraph D of Figure 3(a) using the
given colors? [This exercise and Exercise 6 illustrate
how the orbits get into the act.]
(a) just red
(b) both red and blue, each at least once
(c) red, white, and blue, each at least once
(d) all red, all blue, or some red and some blue

6. How many essentially different ways are there to color
the edges of the digraph E of Figure 4(a) using the
given colors?
(a) just red
(b) both red and blue, each at least once
(c) red, white, and blue, each at least once
(d) all red, all blue, or some red and some blue
7. Let F be the digraph obtained by reversing the direction
of one edge, i.e., the edge from x to y in the digraph E
of Figure 4(a).
(a) List the members of AUT(F).
(b) List the orbits of AUT(F) acting on the set
{w, x, y, z} of vertices.
(c) List the orbits of AUT(F) acting on the set of edges
of E.
8. List the elements of each of the following orbits, where
H is the graph in Figure 5(a).
(a) AUT(H)(w)

(b) AUT(H)(x)

(c) AUT(H)(u)

(d) AUT(H)(a), where a is the edge from x to u and
AUT(H) is acting on the set of edges of H
9. (a) How many orbits does S3 have in its action on
(1, 2, 3) x (I, 2, 3} as described in Example 4(d)?
(b) How many orbits does S2 have on {1, 21 x (1, 21?
10. (a) Determine the products hg, (hg)(fg), and
(fgh)(fgh) of the multiplication table for the group
H in Example 7 and Figure 5. Hint: It is enough to
see what happens to x and y and use the table in
Figure 5. Do you see why?
(b) Is the group commutative?
11. Consider the graph in Figure 7(a).
(a) Convince yourself that the automorphism group for
this graph has the eight permutations in Figure 7(b).
Note that r signifies "rotation," h "horizontal flip,"
v "vertical flip," d "diagonal flip," and f "other
diagonal flip."
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(a) Following the ideas in Example 1, how many numberings are in each equivalence class?
(b) How many numberings are there altogether?

e
r

(a)

y

y
x
WZ

(b)

Figure 7 A
(b) Give two members of this group that do not commute with each other.
(c) Color the vertices so that x, y are red and w, z are
black. Give all equivalent colorings.
(d) Do the same if x, z are red and w, y are black.
(e) Do the same if x is red and the other vertices are
black.
(f) Can you guess how many essentially different colorings use red, black, or both?
12. (a) Verify the rows for gh and hg in the function table
for AUT(E) in Figure 4(b).
(b) Is the composition operation of the group AUT(E)
commutative? Explain.
(c) Verify the entries g(hg) = h, (hg)g = gh, and
(gh)(gh) = e in the multiplication table of
Figure 4(c) by checking what the products on the
left-hand sides of these equations do to the vertices
of E.
13. Let D be a digraph.
(a) Show that AUT(D) is a group, with composition as
operation.
(b) Digraph automorphisms preserve digraph properties.
As examples, show that automorphisms must take
sources to sources and sinks to sinks.
14. A group G acting on a set X is said to act transitively
on X if X = G(a) for some a in X. Suppose G acts
transitively on X.
(a) Show that X = G(x) for every x in X.
(b) How many orbits does G have on X?
15. Let H be a connected graph with no parallel edges, V its
set of vertices, and E its set of edges. Also let G be the
group of graph automorphisms acting on V.
(a) Show that if H has exactly two vertices and one
edge, then two different automorphisms of G act the
same way on the edge.
(b) Show that if H has more than one edge and if g
and h are two different automorphisms of H, then
there is at least one edge {x, y} in E for which
g*((x, y}) 0 h*((x, y)). [Hence specifying the action
of an automorphism on the set of edges completely
determines the automorphism.]
16. (a) Show how to construct, for each n in P, a tree such
that AUT(T)I = 2". Hint: Keep attaching suitable
graphs with two automorphisms.
(b) Show how to construct, for each n in P, a digraph
such that JAUT(D)I = n.
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Fixed Points and Subgroups

I

In §12.1 we saw that it would be desirable to have a way of counting orbits of a
group acting on a set. In this section we'll see that we can get information about how
the group moves elements from information about how the group does not move
elements, which may be easier to obtain.

*-35

WY

Consider again the digraph E of Figure 4 on page 467, redrawn in Figure 1, and let

G = AUT(E).
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We saw in Example 8(d) on page 468 that G has two orbits on the set X
of vertices of E: {y, z, w} and {x). The orbit G(y) = ly, z, w) consists of the
points e(y), g(y), g2 (y), h(y), gh(y), and hg(y), which are not all different. Indeed,
e(y) = h(y) = y, g(y) = gh(y) = z, and g2 (y) = hg(y) = w, so G(y) =
{e(y), g(y), g2 (y)}. Moreover, G breaks up into three sets, one for each member of
the orbit of y. We have the members of G that send y to itself, i.e., {e, h}; the ones
that take y to z, i.e., {g, gh}; and the ones that take y to w, i.e., {g2 , hg}. Since
g = ge, we can consider (g, gh} to be {ge, gh}, which we will write as gle, h}.
Similarly, since hg = g2 h, we have {g2 , hg} = {g 2e, g2 h} = g2{e, h}, so
G = {e, hi U gle, hi U g2{e, hi.
The number of elements in G is the product 3 2 of the number of elements in the
orbit of y and the number of elements of G that send y to itself.
If we try the same thing with the orbit of x, we see that the size of the orbit
is 1, but the number of elements of G that send x to itself is 6, so the product I *6
is still the number of elements of G.
U
.

Example I shows some specific cases of general facts that we can state with
a bit more terminology and notation. If G is a group acting on the set X and if
x E X, then we say that the element g of G fixes x in case g(x) = x, and we define
FIXG(x), the subgroup fixing x, to be the set of all such g's that fix x. ["Fix" here
means "keep in the same place," not "repair."] In symbols,
FIXG(X)

=

{g

E

G: g(x) = x}.

When only one group G is being considered, we may write

FIX(X)

in place of

FIXG (X).

A

(a) For the group AUT(D) of automorphisms of the digraph D in Figure 3 on
page 466, the fixing subgroups are FIX(p) = {e, f }, FlX(q) = {e, g}, FIX(r) =
{e, f }, and FIX(S) = {e, g}. These sets can be read from Figure 3(b) by finding
the p's in the first column, the q's in the second column, etc.
(b) For the group AUT(H) in Figure 5 on page 467, the fixing subgroups are FIX(U) =
FIX(V) = {e,

g, h, gh},

FIX(W) = FIX(X) = {e,

hi, and

FIX(y) = FIX(z) = {e,

g}.

Note that FIX(U) has 4 elements and the orbit AUT(H)(u) = {u, v} has 2 elements,
whereas FIX(w) has 2 elements and the orbit AUT(H)(w) = {w, x, y, z} has 4
elements. Note also that 2 4 = 4 2 = 8 = IAUT(H)I.
U
.

.

12.2 * Fixed Points and Subgroups

471

If you're still not sure what we're getting at in Examples 1 and 2, peek ahead
at Theorem 1, which is our next goal. Our first fact characterizes the sets gFIXG(x).

Proposition 1 Let G be a group acting on the set X, and let x e X. For each g
in G, we have
gFIXG(x) = {gf: f C FIXG(x)l = {h e G: h(x) = g(x)}.

Proof The first equality is just the definition of gFIxG(x).
If f e FIXG(X), then (gf)(x) = g(f(x)) = g(x), so we have gFIXG(x) C
{h

G: h(x) = g(x)}.
In the other direction, if h e G with h(x)
g(x), then x = g- (g(x))
g-'(h(x)) = (g- h)(x), so g-1h e FIXG(x). Hence h = gg-1h e gFIXG(x). It
follows that {h c G: h(x) = g(x)} C gFIXG(X).
X
e

We have used the term "subgroup" as part of the phrase "subgroup fixing x."
In general a subgroup of a group G is a subset of G that is a group in its own right,
i.e., a nonempty subset H of G such that, if f and g are in H, then so are f-1
and fg, where the inverse and product are the ones in G. Since the product of an
element and its inverse is the identity element e, it follows that e belongs to every
subgroup of G.
(a) The group G is always a subgroup of itself. The subset (el is also always
a subgroup of G. These two subgroups, G and {e}, are sometimes called the
improper subgroups of G; all other subgroups are called proper. The subgroup
le) is also called the trivial subgroup of G.
(b) If G acts on the set X and if x e X, then FIxG(x) is a subgroup of G. To
see this, suppose that g and h fix x. Then (gh)(x) = g(h(x)) = g(x) = x, so
gh C FIXG(X), andgg(x)
==g l'(g(x)) = x, sog 1 C FIXG(X).
More generally, if G acts on X and if Y is a subset of X, then the set
{g e G: g(Y) = Y} is a subgroup of G, sometimes called the stabilizer in G
of Y. Exercise 14 asks for a careful proof of this fact.
U
The subsets gFIXG(X) of G that we saw in Proposition 1 are of a special sort
that shows up frequently in the study of groups. In general, if H is a subgroup of
the group G, then a left coset of H in G is a subset of the form
gH = {gh: h C HI
for some g C G. The coset eH is H itself, and indeed hH = H for every h in
H [Exercise 27]. Since e e H, the coset gH contains ge = g. Thus every g in G
belongs to at least one left coset. In fact, each g belongs to just one left coset.

Proposition 2 The left cosets of a subgroup of a group form a partition of the
group.
Proof We just showed that G is the union of the various cosets gH, so we only
need to show that overlapping left cosets are identical. First we show that if k E gH,
then kH = gH. Say k = gh' with h' e H. Then, since H is a group, for every
h in H we have h'h C H and hence kh = gh'h e gH. So kH C gH. Since
g = kh'-' C kH, similar reasoning shows that gH C kH.
Now suppose that gH and g'H overlap; say k e gH n g'H. Then, by what we
have just shown, gH = kH = g'H.
E
We discuss an alternative proof of Proposition 2 at the very end of this section.
Instead of the left cosets gH that we have been considering, we could just
as easily have looked at right cosets, sets of the form Hg = {hg: h C H).
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If G is commutative, then gH = Hg, in which case we just refer to cosets.
In general, the left coset gH and the right coset Hg are different subsets of G.
The proof of Proposition 2 is still valid for right cosets, with the obvious left-right
switches.

A

A

(a) In Example I the subgroup {e, hJ fixing y has the three left cosets {e, h),
g{e, h} = {g, gh}, and g2{e, h} = {g 2, hg} in AUT(E). It has the right
cosets {e,h}, {e,h}g = {g,hg}, and {e,h}g 2 = g2 , gh}, two of which
are not left cosets. The set of right cosets forms a partition of AUT(E)
{e, g, g2 , h, gh, hg}, just as the set of left cosets does.
(b) Consider the subgroup 32 of the group (2, +). The cosets are the sets of the
form 32 + r = {3k + r: k e 21. There are just three of them, the congruence
classes [013 = 32 = 32 + 0, [113 = 32 + 1, and [213 = 32 + 2. Every n in Z
can be written as n = 3 q + r with r e tO, 1, 2} and q e 2, so Z is the union of
these three disjoint sets. Similarly, for every p c P the cosets of p 2 in (2, +)
are the sets [r]p = pZ + r, where r =O, 1, 2, . . ., p-1.
U
Not only do the cosets of H in G partition G, but they also all have the same
size, the size of H.

Proposition 3

Let H be a subgroup of the group G and let g E G. The function
h -* gh is a one-to-one correspondence of H onto the coset gH. Hence IgHiI = HI
if H is finite.

Proof This function certainly maps H onto
gh = gh', then h = g gh = g- gh' = h'.

gH, and it is one-to-one because if

When we apply Propositions 1, 2, and 3 to the case H

U

= FIXG(X),

we get the

following.

Theorem I

Let G be a finite group acting on a set X, and let x E X. The number
of elements in G is the product of the number of elements in the orbit G(x) by the
number of elements in the fixing subgroup FIXG(X). In symbols,

IGI = IG(x)I -FIXG(X)I.
In particular, the size of the orbit G(x) divides the size of G.

Proof

The distinct cosets gFIxG(x) partition G by Proposition 2, and by Propo-

sition 3 they all have size FIXG(x)l. By Proposition I there is one coset for each
g(x) in the orbit of x, so the number of cosets is IG(x)l.
U
Theorem I can be viewed as a consequence of one of the basic facts of finite
group theory.

Lagrange's Theorem

Let H be a subgroup of the finite group G, and let G/H

be the set of left cosets of H in G. Then

G1 = iG/HI - H1.
In particular, JHI and IG/HI divide JGJ.

Proof The left cosets of H partition G, by Proposition 2. Each coset has IHI
members, by Proposition 3, and there are IG/HI of them.

U

Proposition 3 and Lagrange's Theorem have valid analogues for right cosets,
so G has the same number of right cosets of H as left cosets. Exercise 21 asks for
a direct proof of this fact.

-3!|A1
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If G is a group and g C G, then the set (g) = {gf: n E Z} is a subgroup
called the subgroup generated by g. Here by go we mean e. For positive
symbol gf represents the product of g by itself n times, and g-n is (g-l1n.
these agreements it can be shown [Exercise 12] that the familiar rule gm+n =g
holds for all m, n E Z. It follows that (g) really is a subgroup of G.

of G,
n the
With
m g.
g
N

Groups of the form (g) are called cyclic groups. The idea is that the powers
of g "cycle through" all the elements of the group (g). Since g . gn = gm+n =
gn+mI = gn- gi, cyclic groups are commutative. A group element g is said to have
[finite] order n if (g) has n elements and is said to have infinite order if it does not
have finite order. We will see in Example 7 that if g has order n, then gf = e, and n
is the smallest positive integer with this property. In this case, (g) = {g, g2 , . .. , gn}.

r

A *

(a) The subgroups (h) = {e, h} and (g) = {e, g} that we saw in Example 2(b) are
cyclic. The elements g and h have order 2. The subgroup FIx(u) = {e, g, h, gh)
of that example is not cyclic. The powers of g are just e and g. Similarly, the
subgroups of powers of h and of gh are just {e, hI and {e, gh}, respectively, so
this group does not consist of the powers of a single one of its members.
(b) If the operation for the group is +, then the identity element is usually
denoted by 0, and instead of gf we write ng. Thus (g) = {ng: n E 2 =
{....,-2g, -g, 0, g, 2g, . . . }. Of course, this set may have only finitely many
members. If g has order n, then ng = 0 and (g) = fg, 2 g, . . ., ng}. As an
example, the group 2(5) with operation +5 is a cyclic group generated by any
of its nonzero members; for instance, (2) = 12, 4, 1, 3, 01, since I 2 = 2,
2 2 = 4, 3. 2 = 6 - 1, etc.
The infinite additive group (2, +) is cyclic, generated by either 1 or -1.
All the nonzero elements of Z have infinite order. The set 22 of even integers is
a cyclic subgroup, generated by 2 or -2 and, more generally, n2 = (n) = (-n)
for every integer n. Theorem 2 will show that these are the only subgroups
0
that Z has.
.

.

All subgroups of (2, +) turn out to be cyclic, which is the simplest possible
situation.

Theorem 2 Every subgroup of (2, +) is of the form nZ for some n E N.

Proof Consider a subgroup H of (2, +). If H = (0), then H = 0Z, which is
of the required form. Suppose H + {O}. If 0 : m e H, then also -m E H.
Thus H n P is nonempty, so the Well-Ordering Principle says that it has a smallest
element, say n. We show that H = nZ. Since n E H and H is a subgroup, we have
n=
{kn: k e 21 C H. Consider an element k of H, which we want to show must
be in nZ. By the Division Algorithm, k = nq + r with 0 < r < n. Since n2 C H,
we have nq e H and thus r = k - nq E H. Since r < n and n is the smallest
positive member of H, we must have r = 0. That is, k = nq e nZ. Since k was
U
arbitrary in H, H C nZ as claimed.
Subgroups can be generated by subsets with more than one element. Let A be a
nonempty subset of G. The subgroup generated by A is the set (A) of all products
of arbitrarily many elements from A U A-l, where A-' = {g-l: g e Al. It can be
shown [Exercise 15(c)] that this set is a subgroup of G and that it is the smallest
subgroup of G that contains A. The set (A) can also be defined recursively by

(B)
(RI)

(R2)

A c (A).
If g, h E (A), then g h E (A).
(A).
If g E (A), then g -
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Conditions (RI) and (R2 ) show that (A) is closed under the operations . and inversion.
Consider g in A. Then g E (A) by (B), so g- C (A) by (R2 ), and thus the identity
e = g g-I also belongs to (A) by (RI). Hence (A) is a subgroup of G.
The union of a collection of subgroups of a group is not, in general, a subgroup.
The problem is that there is no reason why the product of two elements taken from
different subgroups should lie in one of the chosen subgroups. On the other hand
[Exercise 15(a)], the intersection of any collection of subgroups of a given group
G is a subgroup of G. This fact gives us another way to view the subgroup (A);
it's the intersection of all of the subgroups of G, including G itself, that contain A.
Exercise 15(c) asks for a proof of this statement.
If G acts on a set X, then so do the subgroups of G, and it makes sense to
consider their orbits. We know from the Corollary on page 468 that the (g)-orbits
partition X, so to describe how g acts on X, it will be enough to describe how it
acts on each of its orbits. Consider an element x of X and some g in G. Since
(g) = {gf: n e E}, the orbit of x under (g) is
(g)(x) = {gn(x): n E E}
First suppose that all the elements gf(x) are different. Then the orbit (g)(x)
is simply (.. . , g- 2 (X), g-I (x), x, g(x), g 2 (x), . . . ), and g just moves each element

on the list along to the next one to the right. Nothing exciting here. Note that, in this
case, (g)(x) is infinite, so of course X must be infinite.
The elements gf(x) need not all be different. For instance, if g fixes x, i.e., if
g(x) = x, then (g)(x) = {x}, no matter how large (g) is. Suppose it happens that
gk(x) = gt(x) for some k > e. Then gk-t(x) = g-f(gk(X)) = g-f(gt(X)) = x.
Thus the set {m e P: gm(x) = x} is nonempty. Let n be the smallest member of
this set. We claim that
(g)(x) = {x, g(x),

g.,
g

(x)}

and that the n elements listed in this set are distinct.
It's clear that {x, g(x), .
gl 1(x) I is a subset of (g) (x). To show the reverse
containment, consider an element g (x) in (g)(x). The integer s can be written as
s = r + qn, where r E 10, . . ., n-1.
Since gnq(x) = gf(gl(. ... (g,(x))) = x,
we have g'(x) = gr+qn(x) = gr(gnq(x)) = gr(x). Since r e {0, 1, . . . n-}, l, it
follows that gs(x) = gr(x) E {x, g(x), . . ., g,- 1(x)}. Thus every element of (g)(x)
is in {x, g(x), . ,g-(x)).
g.f.
The elements x, g(x),... ,gfl (x) must be distinct,
because if gk(x) = ge(x) with 0 < e < k < n then, as above, gk- t(x) = x with 0 <
k- < n, contrary to the choice of n as the least positive integer such that gn (x) = x.
We summarize what we have learned.
Proposition 4 Let G be a group acting on the set X, and let g E G and x E X.
If I(g) (x) I = n, then (g) (x) = {x, g(x), . .,
'n(x)}, and n is the smallest positive
integer such that g' (x) = x.
A

(a) When we defined the order of an element g of G to be the size of the subgroup
(g), we claimed that if g had order n, then n was the smallest positive integer
for which gf = e. Proposition 4 will let us justify this statement.
First observe that the group G can act on itself by letting g(x) = gx for
all g, x e G. To check this assertion, we first must know that x -* gx is a
permutation of G, which follows from the fact that x - g-Ix is its inverse
map. The other condition for an action is that (gh)(x) = g(h(x)) for every
g, h, x E G, which we verify by
(gh)(x) = (gh)x

[definition of the action]

= g(hx)

[associativity of the group operation]

= g(h(x))

[definition of the action]

for every g, h, x e G.
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Now take X = G and x = e in Proposition 4. The proposition tells us
that since (g)(e) = {gk *e: k E E} = {gk: k E 2} = (g), if I(g)I = n, i.e., if
the order of g is n, then (g) = {e, g,
gnl1}, and n is the smallest positive
integer such that gf = e.
(b) A subgroup H of G also acts on G. The orbit under H of an element g in G

[the set on which H acts] is
{h(g): h E H} = {hg: h E HI = Hg.
In other words, the orbits under H are just the right cosets of H in G. The
corollary to Proposition 3 on page 467 tells us that the H-orbits partition G.
So the right cosets of H partition G, which establishes the right-coset version
of Proposition 2. Similarly, h*(g) = g * h-1 defines another action of H on G
for which the orbits are just the left cosets [Exercise 22]. So the left cosets of
H also partition G; this provides another confirmation of Proposition 2.
D

1. Describe each of the following subgroups of (Z, +).
(a) (I)

(b) (0)

(c) (( -1, 2})

(d) (Z)

(e) ({2, 3})

(f) (6)

n (9)

2. Which of the subgroups in Exercise I are cyclic groups?
Justify your answers.
3. Which of the following subsets of Z are subgroups of 2?
Write the subgroups in the form nZ; see Theorem 2.
(a) {0, -3, -6, -9,... I

(b) {0, 5, 10, 15, 20,....

(a) (g-l)-k = gk for all g e G and k e Z.
(b) gm g1 = gm+l for all g E G and m E 2. [The case
m e N is easy.]
(c) gm

gf = gm+n for all g E

G, m

E

2, and n E N.

(d) gm .g = gm+n for all g E G, m E 2, and n E 2.
[Hint: You can use part (c) with g-l instead of g.]
13. Let G be a group acting on a set X. Define

R = {(x, y) E X x X: g(x) = y for some g E G).

(c) {0,-2,-4,-8, -16,... I
(d) (k e 2: k is a multiple of 41

(a) Show that R is an equivalence relation on X.

(e) N U (-N)

(b) Describe the partition of X corresponding to R.

4. Which of the following subsets of R are subgroups
of R?
(a) 2

(b) N

(d) {nV2:n E

(e) {m+nvY:m,n e21

(c){

14. Let G be a group acting on a set X, and for each subset Y of X let FIX(Y) = {g E G: g(Y) = Y}. Show that
FIX(Y) is a subgroup of G.
Note: Some authors call this subgroup the set stabilizer
of Y in G and use the notation FIX(Y) for another
subgroup, the pointwise stabilizer
{g E G: g(y) = y for all y E Y}.

5.

Consider AUT(D) in Figure 3 on page 466. The fixing
subgroups are given in Example 2(a) on page 470. Confirm the equality in Theorem I in these cases.

6.

Repeat Exercise 5 for AUT(E) in Figure I on page 470.
The orbits are given in Example I on page 470.

7.

(a) Find all generators of the group (2(5), +5).

K such that H U K is not a subgroup of G.

(b) Find all generators of the group (Z(6), +6).

(c) Show that if A is a subset of the group G, then

8.

(a) Find the intersection of all the subgroups nZ of
(2, +), where n E P.
(b) Is the intersection in part (a) cyclic? Explain.

9.

(a) Give an example of a one-to-one correspondence between 42 and the coset 42 + 3 in (2, +).
(b) Give another example.

10. Consider the group (2, +). Write Z as a disjoint union
of five cosets of a subgroup.
11. (a) Prove that (gg92)-1 = 92 -11-1 for gi, g2 in a
group.
(b) Prove that (g9g2g3)

1 = g3

I12 1g1 l

(c) Prove a generalization for (g2

... g)

.1

12. For an element g in a group G, the powers gf were
defined for all n E Z in Example 5. Prove that

15. (a) Show that the intersection of any family of subgroups
of a group G is again a subgroup of G.
(b) Give an example of a group G and subgroups H and

(A) = flH:

H is a subgroup of G and A

C H}.

(d) What is the subgroup (A) if A is empty?
16. Suppose the group G acts on the set X and K is a subgroup of G. Then K also acts on X. Show that each
orbit of G on X is a union of orbits of K.
17. Suppose that G acts on X. Show that if IGI is 2 k for
some k and {XI is odd, then some member of X must

be fixed by all members of G. Hint: Since the orbits
of G partition X, we can choose one element from
each orbit; let xI, . . .X, m be such a collection. Then
lXI = Ejm=l IG(xj)l. Apply Theorem I to each xy.
18. What can you say about the sizes of the orbits of a
group with 27 members?
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19. Let G

= AUT(H) from Figure 5 on page 467. For
subsets Y of H, define FIX(Y) as in Exercise 14.
Determine FIX({W, y)). Does FIX(w) n Flx(y)
FIX({W, y))?

20. Show that if H is a subgroup of (G,
is also a subgroup for each g in G.

.),then

g* H g

21. Let H be a subgroup of the group (G,.).
(a) Show that for each g in G the right coset H g-1
consists of the inverses of the elements in the left
coset g H.
(b) Describe a one-to-one correspondence between the
set of left cosets of H in G and the set of right
cosets.
22. Let H be a subgroup of a group G. For h E H, define
h*: G
G by h*(g) = g h-1
* for g c G.
(a) Prove that this defines an action of H on G.
(b) Show that h

h* is one-to-one.
23. Let G be a group and let H be a finite, nonempty
subset of G. Show that if H is closed under the group
operation, i.e., if gh e H whenever g, h E H, then H is
a subgroup of G. [This fact can save some work when
dealing with finite groups.]
24. The table describes a binary operation * on the set
G = la, b, c, d, e) with e as identity element.
*

e

a

b

c

d

e
a
b
c
d

e
a
b
c
d

a
e
d
b
c

b
c
a
d
e

c
d
e
a
b

d
b
c
e
a

.

e

a

e
a
b

e a
a b
b e
C
c f
d d c
f f d
(a) List the members of the

b

c

d

f

b
e
a
d

c d f
d f
c
f
c d
e b a
f a e b
c b a e
subgroup (a).

(b) Show that (a) * c = c * (a).
(c) Find all the subgroups with two members.
(d) Find IG/ (d)J.
(e) Describe the right cosets of (d).
26. Repeat Exercise 25 for the group with the following
table.
e

a

b

c

d

f

d

e
a
b
c
d

a
b
e
d
f

b
e
a
f
c

c
d
f
a
b

d
f
c
b
e

f
c
d
e
a

f

f

c

d

e

a

b

0

e
a
b
C

27. If H is a subgroup of a group (G. ) and if g e G, then
g H = H if and only if g c H. Try to be clever and
use Proposition 2.
28. Consider a finite group (G. ) with a subgroup H such
that IGI = 21HL. Show that g- H = H . g for every g in
G. [Suggestion: Consider the two cases g e H and
g 0 H separately.]

(a) Convince yourself that the set {e, a) is a group under
* as operation.
(b) Without doing any calculations, use the result of part
(a) and Lagrange's Theorem to conclude that (G. *)
is not a group.

12.3

25. The following table gives the binary operation for a
group (G. *) with elements a, b, c, d, e, and f.

29. Let H be a subgroup of a group (G. ) and, for
g1, g2 c G, define gl
g2 if g2- 1 . g, H.
(a) Show that - is an equivalence relation on G.
(b) Show that the partition in Proposition 2 is precisely
the partition of equivalence classes for - described
in Theorem I on page 116.

Counting Orbits

I
-I

We saw in §12.1 that to count the number of different ways to color something, or
the number of inequivalent circuits of some sort, it would be enough to count the
orbits of a suitable group G acting on a suitable set X. In this section we will see
how to count such orbits without actually listing them. The key fact here will be
quite surprising; we can count these orbits if we just know how many points in X
each element of G fixes.
In §12.2 we looked at the group FIXG(x) of permutations in G that fixed a
given element x of X. Now we change our point of view and, for each g in G, we
look at the set
FIXX(g) = [X E X: g(X) = X}

consisting of all the members of X that g fixes. The subscript on FIXx should help
us remember that this is a subset of X; likewise, our old friends FIXG are subsets
of G. Here is the new fact.

Aug

ili a

12.3 u Counting Orbits 477
Theorem 1 Let G be a finite group acting on a finite set X. The number of
orbits of G on X equals

LEJFIXX(g)1.

G

The sum here has one term for each g in G. If you are moderately comfortable
with Theorem 1 on page 472, read the next proof and then go on to see what this
new theorem says in particular cases. Otherwise, we advise you to skip the proof
now and return to it after studying the examples.

Proof We use an idea from the proof of the Generalized Pigeon-Hole Principle
on page 217: count a set of pairs in two different ways. Finding a set to count can
be tricky sometimes, but in our case the natural choice is
S = {(g, x) C G x X: g(x) = x}.

First, for each g in G, there are IFIxX(g)I pairs (g, x) with g(x) = x; so when we
add these numbers we get
SI

E

=

(1)

IFIXX(g)l.

geG

We can also count the members of S by counting, for each x in X, the pairs (g, x)
with g(x) = x; we get
IS| =

(2)

FIXG(X)I.
xeX

For each x in X, we have

IFIXG(X)I = I

IG(x)lI

ISI= E

by Theorem 1 on page 472, so

= IGIE

[G

XEX IGxl

.

XEX I~~

Now consider the terms in this sum that come from a given orbit, say G(xo). Since
G(x) = G(xo) for each x in the orbit G(xo), if we add these terms, we get
E

1

=

E

1

=1

XeG (xo)

xEG(xo)

That is, the orbit contributes a total value of 1 to the sum

E

IG(x) I Thus, if there

XEX

are m orbits, then

E IG()l
xEX

It follows that ISI = IGI * m, so by (1) we have

m=
as claimed in the theorem.

g=

IGI

=:

IGI

gEG

I~
FIXx(g)1,
E

In our first examples it will be easy to evaluate both sides of the equality
in Theorem 1, so you might wonder about the value of the theorem. In nontrivial
applications the number of orbits can be difficult to calculate directly, whereas the
numbers IFIXX(g)l may be relatively easy to determine.
-IIa

We return to the group G = AUT(H) of automorphisms of the graph H in Figure 5
on page 467. Here is its picture again, in Figure l(a). Ignore the Orbits column
for now.
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FIgure I w

U
e
W

y

g u v
h
gh
f'

z

x

V

u v
u v
uiv

viu
v u

fl
Jg viu
fgh viu

z
Urbits
Wxy z (UL, {v), wl), (xI, [y), {z)
xWy z
lu), Iv), {W,x), (y), {z)
wx z y {u}, Iv), [wI, (x), (y, z)
xwzy
{u), (v), (w,x), (y,z)
yzWx
(Iu, v}, (wy}, (x, z)
yzxW
(u, vI, w,y, x, z)
zywx
(u, v), (w, z,x,y)
Wxy

ZVxW

lu, v}, (w, zlI x, y)

H

AUT(H)

(a)

(b)

This group acts on the set V = {u, v, w, x, y, z} of vertices of H. To see
which members of V each automorphism fixes, we look in the table of Figure 1.
We find FIXV(e) = {u, v, w, x, y, z}, FIXv(g)
{u, V, y, z}, FIXV(h) = {u, v, w, x},
FIXv(gh) = {u, v}, and FIXv(f) = FIXv(fh)
FIXv(fg) = FIXv(fgh) = 0. These
sets have 6, 4, 4, 2, 0, 0, 0, and 0 vertices, respectively. Also, IGI = 8, so Theorem 1
asserts that G has
8(6 + 4 + 4 + 2 + 0 + 0 + 0 + 0) = 2
orbits. Indeed, from the picture of H or the table, we see that there are exactly two
orbits under G, {u, v} and {w, x, y, z}.
U
Consider any graph H with vertex set V, and assume that H has no parallel
edges. We have usually regarded G = AUT(H) as acting on V, i.e., we have thought
of G as a subset of PERM(V); but we can also view G as acting on the set E of
edges of the graph as in Example 6(b) on page 466. For each g in G C PERM(V),
define g* in PERM(E) by setting g*({u, v}) = {g(u), g(v)} for each edge {u, v}. If
f, g E G, then
(f og)* = f* og*

(*)

meets the requirement to define an action of G. The composition on the left in (*)
is in PERM(V), and the one on the right is in PERM(E). Property (*) holds because
(f o g)*({u, v}) = {f o g(u), f o g(v)}
and

f* o g*({u, v}) = f*({g(u), g(v)}) = {f (g(u)), f (g(v))}.

A

Figure 2

(a) In Figure 2(a) we redraw the graph H yet again, but now the edges are also
labeled. The table in Figure 2(b) shows how G acts on E. To show how the
table was created, let's check that f* is correct: f is the automorphism that
reflects the graph about a vertical line through e3, and so f * interchanges el

S~

I
W

x

el

e2

e3

e4

e5

e

el

e2

e3

e4

e5

g

e2

el

e3

e4

e5

h

el

e2

e3

e5

e4

(gh)* e2
fh* e4

el
e5

e3
e3

e5
el

e4
e2

(fh)* e 4
([fg) e 5
( fgh)* e5

e5

e3

e2

el

e4

e3

el

e2

e4

e3

e2

el

H

(a)

(b)
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and e4 , interchanges e2 and e5, and leaves e3 fixed. We can check these claims
formally by calculating
f*(el) = f*({u, w}) = {f(u), f(w)} = {v, y) = e4,
f *(e3) = f *({U, V}) = {f(u), f (v)} = {v, u} = e3,

etc., but this shouldn't be necessary for graphs that we can draw.
Now from Figure 2(b) we find FIXE(e*) = {el, e2, e3, e4, e5}, FIxE(g*) =
fe3, e4, e5}, FIXE(h*) = {el, e2, e3), and FIXEQ(a*) = {e3} for the other five

automorphisms ca. These sets have 5, 3, 3, 1, 1, 1, 1, and 1 edges, respectively.
According to Theorem 1, G has
1
-(5+3+3+ 1+ 1+ 1+ 1+ 1) =2
8
orbits on E. Sure enough, the orbits are {e3} and {el, e2, e4, e5}.
(b) The group G also acts on the set T of all two-element subsets of V, using the
same definition for g* as in (a). Note that T contains the set E of edges and
a lot more. In fact, T has (2) = 15 elements. This time the situation is more
abstract and less intuitive than when we viewed G as acting on vertices or
edges. We don't have a useful picture of T, and a table like that in Figure 2(b)
would be very cumbersome, so we will work algebraically. As always, FIXT (e*)
is the entire set on which G acts, T in this case. Now g maps each member of {u, v, y, z} to itself, and so g* sends each of the 2-element subsets of
{u, v, y, zI back to itself. It also fixes {w, x}, even though g moves w and x,
since g*({w, x}) = {g(w), g(x)} = {x, w}. The permutation g* doesn't fix any
other two-element subsets [why not?], so FIxT(g*) has (4) + I = 7 elements.
Similarly, IFIXT(h*)l = 7. In addition, FIXT((gh)*) = {{u, vI, {w, x}, {y, z}},
FIXT(f*)

=

{{U, V,

{W, y}, {X, Z}}, FIXT((fh)*)

=

FIXT((fg)*)

=

{{u, V}},

and FIXT((fgh)*) = {{u, v}, {w, z}, {x, y}}. So the eight sets FIXT( ) have
15, 7, 7, 3, 3, 1, 1, and 3 elements.
Theorem 1 then says that T consists of
1
-(15 + 7 + 7 + 3 + 3 + 1 + 1 + 3) = 5
8
orbits under G. This was not so obvious to begin with. We can observe that
{w, u}, 1w, vI, {w, x}, 1w, y}, and {u, v} belong to five different orbits. [Look
at Figure 1 or 2 to see that none of these subsets can be mapped to another by
automorphisms of the graph.] If we had been asked originally to find a representative of each orbit, we would know we were done when we had exhibited
these five subsets.
T
Consider again a group G acting on a set X. We sometimes want to restrict the
action to a subset Y of X by just ignoring what the members of G do to elements
outside Y. For this plan to work, however, we need to be sure that the members of
G map elements of Y into Y. We'll need Y to be an orbit of G or a union of several
G-orbits. For each g in G, we define g*: Y

-*

Y by g*(y) = g(y). This map g*,

called the restriction of g to Y, acts exactly as g does, but only on Y. Since Y is
finite and g* is a one-to-one map of Y into Y, g* maps Y onto Y. Therefore, each
g* is a permutation of Y. Note also that
g)* = f * o g*
holds for all f, g E G. In other words, G acts on Y.
(f

A

(a) We return to the example in Figure 1 and restrict the action of G = AUT(H) to
the orbit {u, v}. To see the table of values of the restrictions to {u, v}, simply
ignore the last four columns in Figure 1(b) and pretend that each permutation e,
g, h, etc., has an asterisk * on it. We have eight different names for the restricted
permutations, but there are only two genuinely different ones: e* and f*. The
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correspondence g -* g* is not one-to-one; for example, e* = g* = h* = (gh)*.
Still, G acts on the orbit {u, v).
(b) We use the same group G, but restrict to the other orbit {w, x, y, zi. The table
of values is evident from Figure l(b) by ignoring the u- and v-columns. Note
that the eight restricted permutations are all different, so g -- g* is one-to-one
e
this time.
Let's return to Theorem 1. Since there are G I terms in the sum
E

IFIXX(g)l,

gEG

when we divide the sum by IGI, we obtain the average value of IFIXx(g)l over
all members g of G. If some values are larger than average, then some must be
smaller. This observation leads to the following somewhat surprising corollaries of
Theorem 1.
Corollary I
If X is the only orbit of G on X and if IXJ > 1, then there exists
an element g in G such that g(x) 4 x for all x c X.

Proof By Theorem 1, the average value of IFIXx(g)l is 1, since there is just one
orbit. Moreover, IFIXX(e)l = XJ > 1 and so iFIXx(g)l < 1 for at least one g. For
such a g, the set FIXX(g) = {X E X: g(X) = X) must be the empty set.
U
Exercise 14 on page 469 concerns actions like the ones in Corollary 1.
Corollary 2 If G acts on X and if Y is an orbit of G on X with JYJ > 1, then
G contains an element that moves every member of Y.

Proof The set Y is the only orbit under the group of restrictions g* to Y for g

E G.
By Corollary 1, there is a g* such that g*(x) 4 x for all x E Y. Thus g(x) : x for
all X E Y.

17

A

I

W~A

We refer back to Figure 1. According to Corollary 2, some automorphism must move
every member of the orbit {u, v}. In fact, the automorphisms f, fh, fg, and fgh
all have this property.
The same corollary assures us that some automorphism moves every element
in the orbit {w, x, y, zi. A glance at Figure l(b) shows that gh, f, fh, fg, and fgh
U
all have this property.
Sometimes, as we saw in §12.1, groups act on sets of functions that are natural
and useful. Suppose that G acts on a set X. Let FUN(X, C) be the set of all functions
from X into some finite set, which we have called C because we are thinking
of applications to colorings. As we saw in Example 4 on page 465, if we define
g*(g) =
g for g in FUN(X, C), then

(fg)* =* og*

for

f, g E G,

so G acts on FUN(X, C).
The G-orbit of a function g in FUN(X, C) is G(qp) = {g*(q): g e G], i.e.,
g c G}. Since every h in G is an inverse of something, namely h =
{a o g-l
(h-1)-1, the set {g 1: g C G} is G itself, and the orbit of s is just {(go g: g E G},
which we will denote by s o G.
Now let's go back to coloring problems.
In how many ways can we color the vertices of our favorite graph H in Figure I
using red, black, or both colors?
Each of the six vertices can be colored red or black, so there are 26 = 64
possible ways to assign colors to the six vertices. This count ignores the graph

lo

>

bl

X
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structure, though. We regard two colorings as equivalent if a graph automorphism
will move one to the other. The colored graphs shown in Figure 3 correspond to
four different ways of choosing the colors for the vertices, but we can see from
the pictures that we can get from any one of these colored graphs to any other
by applying a suitable graph automorphism. For instance, the automorphism h in
the table of Figure I switches the upper and lower edges on the right and converts (a) into (b), and rotating the picture a half turn by fgh converts (a) into (d)
and (b) into (c).

Figure 3 *
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Each coloring of a graph in Figure 3 corresponds to a function (p: V -, C,
where V is the set of vertices and C = {Black, Red} is the set of colors; let 0,° (q-b,
Ye, and qcd be the names for these four colorings. The colorings (pa and Y°b are really
equivalent, since YOb = (7a o h; i.e., we can get the (b) coloring by first performing h,
to switch vertices, and then doing the (a) coloring. Similarly, (pa ff = S0, and
Y°a o fgh = pd. These colorings all belong to the same orbit so o AUT(H) of AUT(H)
acting on FUN(V, C).
0
The number of essentially different colorings in Example 5 is the number of
AUT(H)-orbits in FUN(V, C). The answer, 21, is not obvious. To find this number,
we will apply Theorem I to X = FUN(V, C), so we will need to be able to calculate
numbers like JF1XFUN(VC) (9) 1
A

The automorphism f h of the graph in Example 5 has the (fh)-orbits u, v} and
{w, x, y, zi. [Here's where we use the Orbits column in Figure 1.] In order for (f h)*
to fix a coloring, the vertices in each orbit must all be the same color; otherwise,
applying f h would take at least one vertex to a vertex of a different color and would
make a noticeable difference in the coloring. There are four colorings that meet this
condition: all black, all red, u and v black but w, x, y, z all red, and u, v red but
w, x, y, z black. These four colorings are the members of FIXFUN(vc)((fh)*).
*
The following theorem generalizes this example.

Theorem 2

Suppose that G acts on a set X and hence on FUN(X, C). If g is
in G, then FIxFuN(xc)(g*) consists of all the functions so: X -÷ C that are constant
on the (g)-orbits. If G, X, and C are finite, then the number of such functions is
JCJ', where m is the number of (g)-orbits on X.

Proof We want to show that g*(Y) = so if and only if Y is constant on each
(g)-orbit. Now g*(o) = Ypo g- , so g*(ss) = Yoif and only if Y(g 1(x)) = (X)
for every x E X. If Yp is constant on each orbit (g)(y) = {gf(y) : n E Z}, then
certainly Yo(gl (x)) = So(x) for all x E X; so g*(S) = Yo Now suppose that g*((p) =
Y. Then, for all x E X, we have so(x) = Yp(g l(x)) = Yo(g- 2 (x)) = ... ; i.e.,
*o(g`"(x)) = so(x) for n c N. Replacing x by g'(x), we also get Yo(x) = (gn(x))
for all n E N and x E X. Thus (p is constant on each orbit (g)(y) = fgf(y) : n e E}
under (g).
A function Y that is constant on (g)-orbits is completely determined by specifying its value on each orbit. Since the number of choices for each orbit value is
CJ, there are |C m such functions.
M
Theorems I and 2 provide us with the following answer to our coloring and
circuit-counting questions.
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Theorem 3 Consider a finite group G acting on a set X. The number C(k) of
G-equivalence classes of colorings of X using some or all of a set of k colors is
given by the formula
C(k)

km(9)

=
gcG

where m(g) is the number of orbits of (g) on X.
Let's color the vertices of our running example, the graph H in Figure 1, using at
most k colors. We have IGI = IAUT(H)l = 8. The numbers of orbits, m(g), are
given in Table 1. By Theorem 3, we have

-Z=A

C(k)

I (k6+ k' + k + kk + k3 + k +kk2+ k)
8
6

-1(k

+ 2k5 + k 4 + 2k 3 + 2k2 ).

TABLE 1
Subgroup
(e)
k

1
21
171
820
2,850
8,001
19,306

I
2
3
4
5
6
7

Figure 4

A

aC

Number of Orbits

{w}, {x), {yl, z)
{u), IV), 1wx), xY), (ZI
{v), fy), {w), (XI, {yz)
{u, {v),(wx1, x{y,z
zI
{u, v}, {w, y, {,
{u, v}, Lw, x, y, z}
u, v), Jw, x, y, z)
{u, v)w,w, z), {x, y)

6

{u}, {v),

(g)

C(k)

Its Orbits

(h)
(gh)
(f)
(fh)

(frg)
(fgh)

5
5
4
3
2
2
3

The first few values of C(k) are given in Figure 4. This problem for k = 2
was discussed in Example 5, where it appeared moderately difficult to solve directly.
A
The problem for k > 3 looks hopeless without the theory we have developed.
Before we get back to the cube, we color the vertices of the square with k colors; see
Exercise II on page 469. We regard two colorings as the same if we can turn one
into the other by a suitable rotation of the square or by flipping it over. Figure 5(a)
shows the square, and Figure 5(b) lists the relevant group of permutations of its
vertex set. The table in Figure 6 lists the orbits of the cyclic subgroups of the group.
We check the last line of Figure 6. Since f 2 = e, we have (f) = {e, f}. Thus
the orbits of (f) are the sets {e(v), f(v)I for vertices v in {x, y, z, w}, so they are
{e(x), f (x)} = {x, zi, {e(y), f (y)J = {y}, {e(z), f(z)} = {z, x} and {e(w), f (w)} =
Iw}. There are just three different orbits; thus m(f) = 3. The other lines of Figure 6
are verified using (e) = {e}, (r) = (r3 ) = {e, r, r2 , r3 }, (r2 ) = {e, r2 }, (h) = {e, hI,
(v) = {e, vI, and (d) = {e, d}.

Figure 5 P
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(e)
(r)
(r2)
(r3)

(h)
(v)

(d)

(f)

(xI, (y}, (z},
{x, y, z. w)

{W}

Ix, Z}, (y,w l
{x, y, Z,WI
(x, wI, fy,z)
(xI, (z, WI

(x], IZ, fy, WI
fx,z}], {y},{(w]

Figure 6

m(e) = 4
m(r) = 1
m(r2 ) = 2
3
m(r ) = I
m(h) = 2
m(v) = 2
m(d) = 3
m(f) = 3

A

According to Theorem 3, there are
C(k)

(k4 +k+k

-

2

2

+k

3
+k +k

3

)

+ 2k 3 +3k 2 + 2k)
8
different ways to color the vertices of the square with k colors. For k = 1, this number
is, of course, 1. The table in Figure 7 gives the numbers of colorings possible for
the first few values of k. Figure 7(b) indicates the six different possibilities for two
colors, including both of the one-color colorings.
U

k

Number of
Ways to Color

2
3
4
5
6
7

6
21
55
120
231
406
(a)

0

+k+k

=

Figure 7 l

A

2

8

(b)

Now let us color the faces of the cube and answer our question from §12.1. There
are 24 rotations that send the cube back to itself. To list them all would take a fair
amount of work; but in fact we only need to know their orbit sizes, and for that we
can just count the rotations of the five types illustrated in Figure 8(a). The table in
Figure 8(b) tells how many there are of each type. It also gives the number m(g)
of orbits of their cyclic groups acting on the set of faces of the cube. For instance,
the 90° rotation of type b has three (g)-orbits: the faces the axis goes through form
orbits of size 1 and the other four faces form an orbit of size 4. Thus m(g) = 3.
The remaining values of m(g) in Figure 8(b) were determined by similar reasoning.
Theorem 3 gives the formula
C(k) = - (6k3 + 6k3 + 3k4 + 8k 2 + k 6)

24

Figure 8 *

for the number of colorings of the faces with k colors. Figure 8(c) lists the first few
values of C(k). The value C(3) = 57 answers the question posed in Example 2 on
U
.page
S 463.

Type
a
b
c

d
e

Number of
that Type m(g)
6
6
3
8
l

(b)
d

e = IUeItLIy
(a)

3
3
4
2
6

k
1
2
3
4
5
6

C(k)
1
10
57
240
800
2226
(c)
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Theorem 3 yields the number C(k) of colorings using at most k colors. In some
applications, one wants to know the number of colorings using exactly k colors. For
this the Inclusion-Exclusion Principle on page 197 is useful.
A

*

(a) We can calculate the number of [inequivalent] colorings of the vertices of the
square in Example 8 using exactly four colors, say red, blue, green, and yellow.
Figure 7 gives us the number C(k) of ways to color using at most k colors.
For i = 1, 2, 3, 4, let Ai be the set of colorings that do not use the ith color.
Then Al U A2 U A3 U A4 is the set of colorings using three or fewer of the
colors, and the answer we seek is C(4) - JAI U A 2 U A3 U A4 1. Now, by the
Inclusion-Exclusion Principle,
JAI U A 2 U A3 U A4 1 = JAuI + IA2 1 + IA3 1 + IA4 1- (JA
+ JA,
+ {IAI

-IA,

n A2 1 + IA, n A31

n A4 1 + IA 2 n A31 + JA2 n A4 i + IA3 n A41j
n A2 n A3 1 + IA, n A2 n A41 + IAI n A3 n A4 1+ JA2 n A3 n A4 1}
n A2 n A3 n A4 1.

The set AI consists of all colorings using blue, green, or yellow, so IAII is
C(3). Similarly, for A2 , A 3, and A4. The set AI n A2 consists of the colorings
using green or yellow, so it has C(2) elements; a similar observation applies
to each intersection of two sets. Intersections like Ai n A2 n A3 have only one
coloring, i.e., they have C(l) elements. Finally, AI n A2 n A3 n A4 is the empty
set. We conclude that
IAI U A 2 U A 3 U A4 1 = 4C(3) - 6C(2) + 4C(l),
so the number of colorings using exactly four colors is
C(4)- 4C(3)+ 6C(2)- 4C(l) = 55 - 4-21 + 6 6 - 4-1 = 3.
Now that we know the answer, we can easily illustrate the different colorings
in Figure 9.

Figure 9 1
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Y
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G
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The same sort of reasoning would show that the number of colorings using
exactly five colors is C(5) -()C(4)+(53)C(3)- ()C(2)+(5)C(l), the number
using exactly six colors is C(6) - (6)C(5) + (6)C(4) _ (6)C(3) + (6)C(2)
(6)CM), etc. Of course, such expressions C(k) for k > 4 all evaluate to 0 for
this example, since only four vertices are available to color.
(b) We calculate the number of [inequivalent] colorings of the cube using six different colors, where we regard two colorings as equivalent if one is the rotation
of the other. As in part (a), this is C(6) - 6C(5) + 15C(4) -20C(3) + 15C(2) 6C(1). Substituting the values C(k) from Figure 8 and simplifying gives 30, a
complicated confirmation of our work in Example I on page 463.
T
Now let us return to the problem of building logical circuits, at first for just two
inputs. There are 24 = 16 Boolean functions of two variables, namely the members
of FUN(H x B, B), where B = 10, 1). We may think of a circuit as a black box
with two input wires, one for xl and one for X2, and one output wire. Each element
(a1 , a2) in B x B corresponds to a choice of values al for xi and a2 for X2.
Interchanging the connections for xi and X2 amounts to replacing (aj, a2) by
(a2, aI) and corresponds to the permutation s of H x B that interchanges (0, 1) and
(1, 0) and fixes (0, 0) and (1, 1). We want to regard two black boxes as equivalent
if one will produce the same results as the other or will produce the same results
if we interchange its input wires. That is, two boxes are equivalent if their Boolean
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functions f and f' are either the same or satisfy f' = f o s. Since 1I1 = 2, the
problem looks just like the two-color question for a four-element set, ]B x IS, with two
elements that are interchangeable. We apply Theorem 3 with X = B x 1, C = 1S,
and G = (s) = {e, s). Here m(e) 4 and m(s) = 3, so the number of G-orbits is

!(24 + 23) = 12.
2

We can confirm this result using the table in Figure 10, which lists all 16 Boolean
functions from B x B to B. Functions 2 and 4 can be performed with the same black
box, as can functions 3 and 5, 10 and 12, and 11 and 13, so the number of orbits is
16 - 4 = 12.

Figure 10 *
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Now suppose that we allow ourselves to complement inputs. Complementing
the value on the first wire corresponds to interchanging (0, 0) with (1, 0) and (0, 1)
with (1, 1). We denote this permutation of 1B x 1B by cl and the permutation that
corresponds to complementing the second input by C2. Altogether the permutations s,
Cl, and C2 generate the group G of permutations of 1B x 13 described in Figure 11(a).
[This fact is not expected to be obvious; take our word for it.] This group acts
on the 4-element set B8x 1B in the same way that the group in Example 8 acts on
the vertices of the square, as we see by comparing Figure 11(a) with Figure 11(b),
which is just Figure 5(b) rewritten with some rows and columns interchanged. The
correspondence (0, 0) -* x, (0, 1) -* y, (1, 0) -* w, (1, 1)
z converts one table
into the other. From Figure 7 we know that there are C(2) = 6 ways to color the
square with two colors, so there are six orbits of Boolean functions under the action
of the group G, i.e., six essentially different black boxes. Using the function numbers
from Figure 10, the orbits in FUN(3 x 1, B) are
{0},

{1, 2, 4, 81,

{3, 5, 10, 12},

{6, 9},

{7, 11, 13, 14},

{15}.

To build circuits, it would be enough to have a circuit to compute one function from
each orbit, say the functions 0, 1, 3, 6, 7, and 15.
Figure 11
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If we also allow ourselves to complement the output of a circuit, then a circuit
that computes the function numbered n will also compute 15 - n, and we need even
fewer black boxes. A circuit for 0 will also compute 15. One for I will compute 14
and hence also 7, 11, or 13. A circuit for 3 will also compute 12, which we already
knew, and similarly a circuit for 6 will compute 9. The classes of functions are now
{0, 15},

{1, 2, 4, 8, 7, 11, 13, 141,

{3, 5, 10, 121,

and

{6, 91.
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It still requires four different circuits to compute all 2-variable Boolean functions,
allowing complementation on both input and output wires.
Our methods generalize, in theory, to count the number of black boxes needed
for n-input Boolean functions. In practice, the detailed determination of orbits for all
elements of G gets exceedingly complicated. For 4-input functions the answer is that
222 different circuits are required, even if we allow free complementation on inputs
and outputs. This number is considerably smaller than 216 = 65,536. Knowing how
many circuits there are does not help us find representative circuits, but it does tell
us when we have found enough.
Our methods have not taken systematic advantage of the symmetry of the group
G itself. By using such symmetry, one can obtain a formula for the number of Gorbits in FUN(B', B) whose members have exactly k of their values equal to 0 for
k = 1, 2, .... There is an extensive literature on the subject of using groups to count.
For more in the spirit of this section, look in books on applied algebra, watching for
the names Polya and Burnside.

1. Consider the group G =

AUT(H)

of Example I acting on

the set V of vertices of H.

(a) Find IFIXv(a)l for each automorphism a in G and
add the results.
(b) Find IFIXG(P)l for each vertex p of H and add the
results.
(c) Do the sums in parts (a) and (b) agree? Discuss.
2. Consider the square graph in Figure 7 on page 469. Confirm Theorem I for this example.
3. Consider the graph in Figure 12, and let G be the group
of graph automorphisms acting on {w, x, y, z}. Confirm
Theorem I for this example.
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10. Verify Theorem I for
(C)

A

4. Let the group G in Exercise 3 act on the 5-element set E
of edges. See Figure 12(c).
(a) Give the table of values, as in Figure 2(b).

(b) Confirm Theorem I for this example.
5. Show directly that Corollary 2 to Theorem I is true for
each orbit of the group in Exercise 3.
6. Show directly that Corollary 2 is true for each orbit of
the group in Exercise 4.
7. Verify that FIX7 (h*)J = 7 in Example 2(b).
8. Consider a finite group G acting on an n-element set X.
Show that if IFIXX(g)I > I for each g E G, then G has
at least I + 'IGI orbits in X. For n > 1, this implies
Corollary 1 to Theorem 1. Hint: Treat the element e of
G separately from the others.

9. The graph in Figure 13(a) has two automorphisms, which
are described in Figure 13(b).

(a) What is the average number of vertices fixed by the
automorphisms of this graph?
(b) Which of the automorphisms of this graph fix the
average number of vertices?
(c) Find the number of ways to color the vertices of this
graph with k colors.

(a) the group of automorphisms of the graph in
Figure 13(a) acting on the set of vertices of the
graph.

(b) the group in part (a) acting on the set of edges of the
graph in Figure 13(a).
(c) the group of rotations in Example 9 acting on the set
of faces of the cube.

11. The graph in Figure 13(c) has two automorphisms.
(a) How many ways are there to color the vertices of this
graph with k colors?
(b) How many ways are there to label the vertices of this

graph with four different labels?
12. How many different circular necklaces can be made from
five beads of k different colors? Consider two necklaces
to be the same if one looks just like the other when it is
rotated or flipped over. Hint: The group here consists of

e, four nontrivial rotations, and five flips. See Example 8
for the four-bead case.
13. The graph in Figure 14(a) has six automorphisms, which
are described in Figure 14(b).
(a) Find the number of ways to color the vertices of this
graph with k colors.
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Figure 14 A
(b) Find the number of ways to color the edges of this
graph with k colors.
14. (a) Use the Inclusion-Exclusion Principle and the answer
to Exercise 13(a) to find the number of ways to color
the vertices of the graph in Figure 14(a) with exactly
three colors.
(b) Describe all the different colorings in part (a), using
the colors red, blue, and green.
(c) Find the number of ways to color the vertices of this
graph with exactly four colors.
15. Find the number of colorings of the vertices of the square
in Example 8 using
(a) exactly three colors,
(b) exactly two colors,
(c) exactly five colors.
16. Draw representatives of each coloring of the types counted
in Exercise 15.
17. Consider the graph of Figure 12 and the group G acting
on V = {w, x, y, z).
(a) For each member g of G, find the number of (g)orbits in V.
(b) Find the number of ways to color the vertices of this
graph with at most k colors.
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(c) Use your answer to part (b) to calculate the number
of ways to color the vertices using red or black or
both. Draw a picture of a representative of each
coloring.
18. The group G in Exercise 17 also acts on the set
E = {el, e2, e3, e4, e5) of edges; see Exercise 4.

(a) For each member g of G, find the number of

(g)-orbits in E.
(b) Find the number of ways to color the edges of this
graph with at most k colors.
(c) How many ways are there to color the edges of this
graph with exactly 2 colors?
19. (a) How many ways are there to color the vertices of a

cube with k colors?
(b) How many ways are there to color the edges of a
cube with k colors?
Two colorings in parts (a) and (b) are considered the
same if one can be turned into the other by a rotation
of the cube. Suggestion: Use Figure 8(a) to create new
tables like Figure 8(b) for the actions on vertices and
edges.
20. Consider the problem of coloring the faces of a cube
using crayons that are red, green, and blue, as in
Example 9.
(a) How many colorings use exactly two of the three
colors?
(b) Use any method to find how many colorings have
four red faces and two blue faces.
(c) How many colorings have exactly four red faces?
(d) Would you like to use the method of inspection to
find all colorings with exactly two faces of each
color?
21. (a) How many different 2-input logical circuits are there
if we only regard two circuits as the same if they
have the same or complementary outputs?
(b) How many are there if we also consider two circuits
to be the same if they produce the same function
when the input wires on one are interchanged?

Group Homomorphisms
One aim of this section is to show that every cyclic group (g) looks just like
(E, +) or a group (Z(p), +p) for some positive integer p. To say what we mean
by "looks just like," we will use the concept of isomorphism between groups.
We have already encountered isomorphisms between various objects; they are the
one-to-one correspondences that preserve whatever structure is under consideration.
Thus a group isomorphism from one group (G. ) to another group (Go, .) is
a one-to-one correspondence A: G -* Go satisfying qo(g * h) = qp(g) * p(h) for
all g, h E G. Isomorphisms preserve the group structure in a one-to-one way.
Two groups are said to be isomorphic if there is a group isomorphism of one
onto the other, and this is what we mean when we say informally that they "look
just alike."
To show that every cyclic group is isomorphic to Z or to one of the groups
2(p), we will use mappings that preserve group structure, as isomorphisms do,
but that are not necessarily either one-to-one or onto. Mappings of this sort are of
fundamental importance in the study of groups and, indeed, of almost all sorts of
algebraic structures.

M
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A homomorphism from the group (G. ) to the group (Go, .) is a function
Sp: G -* Go satisfying q(g h) = yp(g) * q(h) for all g, h E G. Since the identity
and inverses are part of the group structure, it appears that we should also require
that So preserve the identity and inverses. Fortunately, these properties are automatic
consequences of the definition.
.

Proposition

Let A: G

--

Go be a homomorphism.

(a) If e is the identity in G, then q(e) is the identity, eo, of Go.
(b) (o(g ') =qo(g)- 1 for all g E G.
(c) V(G) is a subgroup of Go.

Proof
= [y(e) * q(pe)] * p(e)
= ((e e) .
(a) We have V (e) = V (e) * [9(e) * q(pe)
= eo.
*
(p(e)-' = (p(e).(e)
(b) Note that the first inverse is taken in the group G, while the second is taken in
Go. Since V(g) * (p(gl) = p(g g-1) = V(e) = eo and inverses are unique,
V (g-l) =9,o(g) -.
(c) Since Sqtakes inverses to inverses, o(G) contains the inverses of all its elements.
Since (o(G) is also closed under products, it is a subgroup of Go.
.

-

Ia

(a) Let (G. ) and (Go, * ) both be (Z, +). The homomorphism condition is
y(m + n) = V(m) + V(n)

for

m, n E Z.

The function qp defined by V(n) = 5n for all n is an example of a homomorphism, since
p(m + n) = 5. (m + n) = 5m + 5n = V(m) +±9(n).
There is nothing special about 5; any other integer, including 0, would define
a homomorphism from (Z, +) to (Z, +) in the same way.
(b) Let (G. ) be (Z, +), let (Go, *) be (R \ (0), .), and let (p(m) = 2m for m in Z.
Since

q(m + n) = 2+n = 2'

2n =

99(m) *

(n),

so is a homomorphism of (Z, +) into (R \ {}, ). Note that So(°) = 1, the identity
of (R \ {0}, .).
(c) Recall that a = log 2 b if and only if b = 2a. The function S° given by So(x) =
log2 x from ({x c Et: x > 01, ) to (ER, +) is a group homomorphism, since
10g2 (xy) = log2 (x) + log2 (Y).
(d) We saw the equations
(f og)* = f* og*

and

(fg)* = f* og*

when we were looking at graph automorphisms in §12.3. In each case there was
f* was a mapping of
a homomorphism in the background. The first time f
AUT(H) into the group of permutations of the edge set of the graph H, determined by f*({u, v}) = {f(u), f(v)}. Restriction of the members of AUT(H)
to some union of orbits for AUT(H) gave another homomorphism f A* f in
Example 3 on page 479.
To say that a group G "acts on" a set X in the sense defined in §12.1
is simply to say that we have a homomorphism from G into PERM(X), i.e., a
L
structure-preserving way of associating permutations with members of G.
(a) Consider a positive integer p > 2. As in §3.5, let n MOD p be the remainder
when n is divided by p. Recall that MOD p is a function from Z into E(p). In
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fact, MODp is a homomorphism of (2, +) onto (Z(p), +p), by Theorem 3 on
page 123. That is,

(m + n) MOD p

= (m MODp) ++p(n MODp)

m, n E 2.

for

(b) The theorem also states that

(m n) MOD p

= (m MOD p) *p

(n MOD p).

It is tempting to conclude that MOD p is also a homomorphism of (2, ) onto
(Z(p), *p). But neither (2, -) nor (Z(p), *p) is a group! Hence such a statement
makes no sense in this setting.
U
A

Let (G. ) be a group and let g e G. Exercise 12 on page 475 asserts that gm+n =
gm
'gnfor all m, n e 2. That is, the function qp from (2, +) to (G. ) given by
-p(n) = gf is a homomorphism. Its image 9o(Z) is the cyclic subgroup (g) of G. U
Each homomorphism so defined on G has associated with it a special subgroup
of G, called its kernel, which is defined by
kernel of p = {g E G: (l(g) = o(pe)}.
In a sense, the kernel tells us what we are ignoring when we pass from G to p(G).
Conclusion (d) of the next theorem can be viewed as saying that two members of
G have the same image under (p if and only if they differ by a member of the
kernel of yo.

Theorem 1 Let (G. ) and (Go, .) be groups, with identities e and eo, respectively. Let sp: G

-*

Go be a homomorphism with kernel K. Then

(a) K is a subgroup of G.
(b) g K = K g for each g in G.
(c) g K = {h e G q:
o(h) = (l(g)) for each g in G.
(d) (p (g) =qo h) if and only if g (E K.

Proof
(a) Since e E K, the set K is nonempty. If g, h G K, then o(g h) = (I)(g) * q (h) =
9o(e) * p(e) = eo * eo = eo; so g . h is in K. Moreover, 9(g-1) = ('(g)-l =
eo
= eo, so g1- is in K. Thus K is closed under products and inverses; so
it is a subgroup of G.
(b) We show first that K . g C g K. It is enough to consider k c K and show that
k g E g K. Since k . g = g . (g-1 . k g), it suffices to show that g- . k g
is in K. But o(g- . k g) =yo(g-1 ) * (pk). y(g) =yo(g)-'1 * (e) * (g)=
qo(g-- e g) = (p(e). A similar argument shows that g* K C K g.
(c) For k E K, 9o(g . k) = 9p(g) * 9 (k) = y9(g) * eo = 9(g), and so g K C
{h E G 9o(h) = (l(g)}. On the other hand, if 9o(h) = 9o(g), then 9p(g-1 h) =
9p(g)-' *s(h) = eo, which means gh c K; so h = g (g- 1 h) E g K.
(d) By parts (c) and (b), 9o (g) =- (h) ~-=
g K=h
- K
K g = K -h
K g h-1 K
gh-'
e K. E
.

.

Corollary 1 In the setting of Theorem 1, the cosets g K are the equivalence
classes for the equivalence relation that 59 defines by g - h if and only if 9p(g)
(po(h).
Proof This is just a restatement of (c).

E

We saw in Proposition 3 on page 472 that all cosets g K have the same
number of elements, IKI, and this fact gives us a useful test for one-to-oneness of
homomorphisms.
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Corollary 2 A homomorphism is one-to-one if and only if its kernel contains
just the identity element.

Proof Clearly, K contains e. Moreover, by Theorem 1(c), 99 is one-to-one if and
only if all cosets g * K have exactly one element, which is true if and only if K itself
has just one member.
A

S

A

P

A

e

(a) The homomorphism p from (E, +) to (E, +) defined by 99(n) = 5n is one-toone, and its kernel is {n C Z: 5n = 01 = {0}. The homomorphism in part (b)
of Example 1 is also one-to-one, and its kernel is {n E Z: 2n = 11 = {0). The
homomorphism 99(x) = log 2 x in Example 1(c) is one-to-one, and its kernel is
{x E Ri: log 2 x = 01 = {1}.
(b) The homomorphism MOD p [Example 2(a)] from (E, +) to (Z(p), +p) is not
one-to-one. Its kernel is {n E Z: nMODp = 01 = {n c Z: p divides n} = pZ.
Two integers are in the same coset of the kernel if and only if their difference is
a multiple of p, and the cosets are just the congruence classes [r]p = pZ + r.E
The homomorphism n -- gn from (E, +) into ((g), -) that we saw in Example 3 is
the key to understanding cyclic groups. Its kernel is {n E : gn = e}. This subgroup
of Z is just {0} if (g) is infinite, but is pZ for some nonzero p otherwise. In the
first case, the homomorphism is one-to-one, but in the second case it is not. We will
exploit these facts in Example 8 after we have built up a little more machinery. U
A subgroup K of a group G with the property that gK = Kg for every
g in G is called a normal subgroup of G. Theorem l(b) shows that kernels of
homomorphisms are normal. If G is commutative, then every subgroup is normal;
but in the general case there will be nonnormal subgroups. When K is normal, its
left and right cosets coincide, so we simply refer to its cosets.
If K is a normal subgroup of the group G, then the set G/K of cosets gK has
a natural and useful group operation * of its own. The members of G/K that we
multiply are sets themselves [indeed, cosets], and the product of two cosets will be
another such coset. This is not quite a new idea. We are used to making new sets
out of two old ones, for instance by taking A and B and forming A n B and A U B,
and we have added and multiplied congruence classes in Example 6(a) on page 124.
Our product of cosets generalizes that example.
The natural way to try to multiply two cosets gK and hK is to define
(gK) * (hK) = gKhK = {gkihk 2 : k 1, k 2

E K}.

For an arbitrary subgroup K, this product may not be a coset, but if K is normal,
then it must be one.
Theorem 2

Let K be a normal subgroup of the group G. Then

(a) gKhK = (gh)K for all g, h E G.
(b) The set G/K of cosets of K in G is a group under the operation * defined by
(gK) * (hK) = ghK.

(c) The function v: G -i GIK defined by v(g) = gK is a homomorphism with
kernel K. [ v is a Greek nu.]

Proof
(a) Since K is a subgroup of G, K = Ke
normal, we have hK = Kh, so

C

KK

K, so K = KK. Since K is

C

gKhK = ghKK = ghK

E

G/K.
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(b) According to part (a), (gK) * (hK) is the set (gK)(hK), and thus * is a welldefined binary operation on G/K. It is easy to check that it is associative, that
K is the identity, and that (g K) - l = g - 1K.
(c) We have v(gh) = ghK = (gK) * (hK) = v(g) * v(h) by definition of *,
so v is a homomorphism. If v(g) = v(e), then g E gK = eK = K, and if
g E K, then v(g) = gK = K = v(e) [Exercise 27 on page 476]. Thus K is
the kernel of v.
N
The mapping v is called the natural homomorphism of G onto G/K. Naming
it with the Greek letter nu is supposed to help us remember that it's natural. Theorems 1 and 2 together tell us that kernels of homomorphisms are normal subgroups
and, conversely, every normal subgroup is the kernel of some homomorphism. If K
is the kernel of So, then the natural mapping v in Theorem 2 is the same one, s -+ [s],
that we saw in the proof of Theorem 2 on page 117, since gK can be viewed as the
equivalence class [g] of g, by Corollary I of Theorem 1.
A

(a) Consider again the graph H in Figure 1 on page 478. The set {u, v} is an orbit
of AUT(H), so restriction to this orbit [see page 479] gives a homomorphism
f:

AUT(H) -+ PERM({U, V}) = {e,

s},

where e fixes u and v, and s switches them. The kernel of So is the subgroup K = {e, g, h, gh} of automorphisms that fix u and v, and so maps
each member of the coset fK = {f, fg, fh, fgh} to s. The natural homomorphism for this example is the mapping v from AUT(H) to AUT(H)/K =
{K, f K} given by v(e) = v(g) = v(h) = v(gh) = K and v(f) = v(fg) =
v(fh) = v(fgh) = f K.
(b) Let (G. ) = (2, +) and let K = 62. Theorem 2(b) tells us that Z/62 is a
group under the operation
(k+62)*(m+62) =k +m+62.
The identity of Z/62 is 62.
Theorem 2(c) tells us that if v is defined by v(k) = k + 62, then v maps
Z onto Z/62 and the kernel of v is 62; i.e.,

{k e 2: v(k) = 6Z} = {k e 2 : k + 62 = 62 = 62.
In Example 4(b) we observed that 62 is also the kernel of qo =
maps (2, +) onto (Z(6), +6). If we define

yp*(k + 62)= k for

k E {O,1, 2, 3, 4, 5}2=

MOD 6,

which

(6),

then qo* is a one-to-one correspondence of 2/62 onto 2(6). The mapping q *
is an isomorphism because
,o*((k + 62) * (m + 62)) = yo*(k + m + 62) = (p*(k +6 m + 62)
=

k

+6 m =

(*(k + 62)

+6 (P*(M+

62).

Thus the groups 2/62 and 2(6) are isomorphic. Using our G and K notation, this says that G/K and qo(G) are isomorphic and illustrates the next
theorem.
E

The Fundamental Homomorphism Theorem
Let -obe a homomorphism
from the group (G. ) to the group (Go, *), with kernel K. Then G/K is isomorphic
to v7(G) under the isomorphism q* defined by
(p*(g. K) = (p(g).
Proof Theorem 1(c) says that g K is the set of all h in G for which yo(h) =
Thus qo* (g. K) is the common value that qo has on all members of g K. The function
o has different values on different cosets, so (o* is one-to-one. Its image is clearly
-0(g).
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o(G), so we just need to observe that So* is a homomorphism:
9o*((g . K) * (h . K))
=

99*(g . h *K)

[definition of *1

= (p(g h)

[definition of 99*]

= 99(g) * (p(h)

[kp is a homomorphism]

= (p*(g. K) * 9o*(h K)

[definition of 99* again]

.

The diagrams in Figure 1 show the Fundamental Homomorphism Theorem
schematically. Figure l(a) shows the groups and mappings. The theorem says that
the homomorphism So: G -* Go induces an isomorphism Ap*: G/K -* 99(G) such
that Sp= So* o v. Here v is the natural homomorphism of G onto G/K in Theorem 2.
Figure I (b) shows the images of the elements.

Figure 1 o

G

0

9p(G) C Go

~

g

q-~P(g)

P
(/

1)

GIK
(a)

V /
(b)

Example 6(a) described a homomorphism so from AUT(H) to PERM(U, V) = le, s)
with kernel K, such that AUT(H)/K = {K, f K}. The corresponding isomorphism
is the mapping 99*: AUT(H)/K -* {e, s} with 99*(K) = e and yo*(f K) = o(f) = s.
.

Generally, a theorem that says "A is isomorphic to B" is most useful if A
and B look apparently quite different or are defined in quite different ways. The
Fundamental Homomorphism Theorem is especially powerful because it says that
the group 99(G), which is a subgroup of Go, looks just like the group G/K built in
a standard way out of cosets of a normal subgroup of G. The next example shows
how we can use this sort of information.

A

U

-

We show that every cyclic group is either isomorphic to a group (Z(p), +p) for
some p e IVor to the group (2, +).
Given the cyclic group (g) = {gf : n E Z}, define So: Z -* (g) by 99(n) = gf.
Since 99(m + n)
gr+n = gm * gf [Exercise 12 on page 475], So is a homomorphism of (2, +) onto ((g), .). So 99 has a kernel, say K, and by the Fundamental Homomorphism Theorem the image group (g) is isomorphic to E/K under
(p*(n + K) = gn.
Since K is a subgroup of 2, by Theorem 2 on page 473 we have K = pZ for
some p E N. Thus (g) is isomorphic to 2 /pZ.
If p = 0, then the kernel of So is {0), so 99 is one-to-one [Corollary 2 of
Theorem 1] and Z is isomorphic to (g) under 99(n) = gn.
If p > 0, then JZ/p2J = I{p2 , I+lp, ... , (p -1)±+p} = p. so (g)l = p.
The mapping MOD p: 2 -* 2(p) is also a homomorphism with kernel pZ, so Z/pZ
is also isomorphic to 2(p). Hence the composite mapping k -> k + p2
gk is an
U
isomorphism of (Z(p), +) onto ((g), .). [See Example 6 for the case p = 6.]
If G is finite, then Lagrange's Theorem on page 472 says that IG/KJ =
GI/IKI. Since 9o(G)J = G/KI by the Fundamental Homomorphism Theorem,
we have the following.
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Corollary Let so be a homomorphism defined on a finite group G, with kernel K.
Then Io(G)I = IGI/IKi. In particular, I p(G)I divides IGj.
cu

inS14~

(a) If (G. ) and (H,. ) are groups, we can make the set G x H into a group, called
the direct product of G and H, by defining
(gi, hi) *

(g2, h2) = (gi

g2, hi * h2 ).

Exercise 9 asks for a proof that this operation makes G x H into a group with
identity (e, eo) and inverse (g, h)-' = (g-1, h-), where e and eo are the
identity elements of G and H, respectively, and the inverses g-1 and h-' are
taken in the appropriate groups.
The projection mapping 'r1: G x H
G defined by ar I(g, h) = g is a
homomorphism onto G, since
I

((g, h) * (g', h')) =

jr1

(g - g', h * h')

-g

'=

71

(g, h) - 7ri (g', h')

and, similarly, 7r2: G x H

-* H given by 72(g, h) = h is a homomorphism
onto H.
The kernel H of 7r is {(g, h): g = e, h c H}, i.e., H = {(e, h): h E H}.
This subgroup of G x H is itself isomorphic to H, by the correspondence
(e, h) -* h. The last corollary tells us that IGI = 17rl(G x H)J = IG x H1/IHI
IG x H1/1HI, which is no surprise.
(b) Define so: E(6) -* 2(3) x 2(2) by so(n) = (nMOD3, nMOD2). To check that
5p is a homomorphism, notice that throwing away 6's doesn't hurt (mod 2) or
(mod 3), so

(m +6 n)MOD2

=

(m + n)MOD2

=

(m MOD2) +2 (nMOD2)

=

(m MOD3) +3 (nMOD3).

and, similarly,
(m + 6 fn)MOD3 =

(m +n)MOD3

Thus
q(Pm +6 n) =

((m +6 n) MOD 3, (m +6 n) MOD 2)

=

((M MOD3) +3 (nMOD3), (mMOD2)

=

(m MOD 3, m MOD 2) *

=

9(m) * 8(qn).

+2 (nMOD2))

(n MOD 3, n MOD 2)

We have

so(0) = (0, 0) = the identity,

p(3)

f(1) = (1, 1),

V(4) = (1, 0),

q(2) = (2, 0),

q( 5 ) = (2, 1).

=

(0, 1),

The kernel of so is just (0}, (p is one-to-one, and so is onto 2(3) x 2(2), SO
so is an isomorphism. Now E(6) is cyclic, generated by 1. Hence qp(2( 6 )) is
generated by q(l) = (1,1). Thus 2(3) x 2(2) is also cyclic, though it might
not have appeared so at first sight.
U
One way to think about homomorphisms and their images is in terms of photography. Different homomorphic images are like pictures taken from different angles.
Each picture may lose some aspects of the original object, but enough pictures
taken together can help us to reconstruct the object in three dimensions. This is
the idea behind the Chinese Remainder Theorem, which we will see in the next
section.
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The message of the Fundamental Homomorphism Theorem is that to study the
homomorphic images of G it is enough to look at the groups G/K that are made
from cosets of certain subgroups K of G. The message of Theorem 2 is that we
can identify the interesting subgroups; they are the ones satisfying the equations
gK = Kg for all g in G. If we fully understand the group and its normal subgroups,
then we fully understand all its homomorphic images.

myMm5.1. Which of the following functions (p from (2, +) to
(2, +) are homomorphisms?
(a) (p(n) = 6n

(b) yp(n) = n + I

(c) (p(n) = -n
(d) (p(n) = n2
2. Which of the following functions yp are homomorphisms
from (2, +) to the group (R \ {O}, *)?
(a) (/(n) = 6'
(c) tp(n) = (-6)n

(b) (p(n) = n
(d) p(n) = nf2 + 1

(e) yp(n) = 2n+1

(a) Verify that S9 is a homomorphism.
(b) Verify that q(Z) is a subgroup of 2(2) x 2(2).
(c) Find the kernel of (p.
(d) Is 2(2) x Z(2) isomorphic to 2(2)? Explain.
(e) Is 2(2) x 2(2) isomorphic to 2(4)? Explain.

3. Which of the homomorphisms in Exercise 1 are isomor-

phisms? Explain briefly.
4. Which of the homomorphisms in (a), (b), and (c) of
Example 1 on page 488 are isomorphisms? Explain
briefly.
5. Let F = FUN(IR, IR), and define + on F by
(f + g)(x) = f(x) + g(x)

for all

x E JR.

(a) Show that (F, +) is a group.

11. Suppose that so is a homomorphism defined on a group
G and that IGI = 12 and Iqo(G)I = 3.
(a) Find IKI, where K is the kernel of S.
(b) How many members of G does S° map onto each
member of o(G)?
(c) What is G/KI?
12. An antihomomorphism from (G. ) to (Go, *) is a
function ,lr such that

Vf (g h) = * (h) * l(g) for all g, h c G.

(b) Is the group F commutative?
(c) Define (p from F to JR by (p(f) = f(73). Show that
fo is a homomorphism of (F, +) onto (R, +).
6. Let (G, -) and (Go, .) be groups with identity elements e
and eo, respectively.
(a) Show that the mapping 0: g
phism from G to Go.
(b) Find the kernel of 0.

(e) Find a homomorphism *: H
G x H such that
7r2(VI(h)) = h for every h e H.
10. Define S° from (2, +) to 2(2) x 2(2) by q(k)
(k MOD 2, k MOD 2).

--

eo is a homomor-

(c) Show that G is a normal subgroup of itself.
7. Find the kernel of the group homomorphism p
(a) from (2, +) to (2, +), defined by (p(n) = 73n.
(b) from (2, +) to (2, +), defined by q(n) = 0
for all n.
(c) from (2, +) to (Z(5), +5), defined by (p(n) n MOD 5.
(d) from (2, +) to (2, +), defined by qp(n) = n.
8. For each homomorphism in Exercise 7, describe the
coset of the kernel that contains 73.
9. Let (G. ) and (Go, *) be groups, with identity elements
e and eo, respectively.
(a) Show that (e, eo) is the identity element of G x H
and that the inverse of an element (g, h) in G x H is
(g-1, h-1).
(b) Verify that the mapping 7r2 : G x H -* H defined by
7r2(g, h) = h is a homomorphism.
(c) Find the kernel of the homomorphism r2 in part (b).
(d) Find a normal subgroup of G x H that is isomorphic
to G.

(a) Show that the mapping g

g-g is always an

antihomomorphism of a group onto itself. [This
could be called an anti-isomorphism since it is onei

to-one and onto.]
(b) When is the anti-isomorphism in part (a) also an
isomorphism?
(c) Show that if V1 and f2 are antihomomorphisms
for which the composition frl o *2 is defined, then
*1 o '2 is a homomorphism.
13. Show that if o is a homomorphism defined on the group
G and if (p(g) has just one pre-image under S° for some
g in G, then 5p is one-to-one.

14. Consider a finite group G with a subgroup H such
that IGI = 21H1. Show that H must be a normal
subgroup of G. Suggestion: See Exercise 28 on
page 476.
15. Let H be a subgroup of G.
(a) Show that {g E G: gHg-1 = H] is a subgroup

of G.
(b) Show that H is normal if and only if gHg-1 = H

for every g E G.
(c) Conclude that if G is generated by a subset A and
if gHg-1 = H for all g E A, then H is a normal
subgroup.
16. Show that if J and K are normal subgroups of a group
(G, .), then J n K is a normal subgroup. Suggestion:
Consider g

(J n K)

g-

.
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17. Let H be the set of 2 x 2 matrices of the form

[ 1]

(c) Show that H is a normal subgroup of the group T of
all 2 x 2 matrices of the form

with matrix multiplication as operation.
(a) Verify that H is a group, with

[O xl]

[O

=[I Ix],

(d) The mapping Sofrom T to (R \ {0}, ) defined by

H

,P ([Y

Io

This shows that H is not a normal subgroup of the
multiplicative group G of all 2 x 2 matrices that
have inverses.

12.5
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with multiplication as operation.

(b) Verify that

[1 ogH1
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lZyD = Y

is a group homomorphism. Find its kernel.
(e) Show that T/H is isomorphic to the group of
nonzero real numbers under multiplication.

Semigroups

I
One frequently encounters structures with some but not all of the properties of
groups. For instance, the associative law may hold even though elements don't have
inverses. There might not even be an identity. To discuss such structures, we will
use a little square D as a symbol for a generic binary operation. This neutral symbol
is not meant to suggest + or . or any other familiar operation such as union or
intersection, though in a particular example it might be any one of these.
A nonempty set S with a binary associative operation D is called a semigroup.
Thus (S, 0) is a semigroup in case s 1 Ds2 is in S for all sI, S2 E S and
SI E(S 2LilS3 ) = (S1Ds 2 )L°S3

for all

SI, S2, S3

E S.

In view of associativity, expressions such as S 1lEs2ELs 3 are unambiguous in a semigroup. Wherever we have encountered the associative law, there has always been a
semigroup nearby. All that's new now is the emphasis on the overall structure.
As with groups, if the semigroup is commutative [i.e., if s1lFS2 = S2Lils 1 for
all sI, S2 E S], we sometimes use additive notation + instead of F. An element e
in S is an identity for S provided
sFe = e Ds = s

for all

s E S.

A semigroup with an identity is called a monoid. A group, then, is a monoid in
which every element has an inverse. In this section we focus primarily on semigroups
that are not groups. A subsemigroup of a semigroup is a subset that is closed under
the operation.
A

(a) (N, +) is a semigroup, since the sum of two numbers in N is in N and since
addition is associative. Its identity is 0, since n + 0 = 0 + n = n for all
n E N, and so it is a monoid. None of the positive numbers in N have additive
inverses [i.e., negatives] in N, so (N, +) is not a group. The monoid (N, +) is
commutative.
(b) (IP,+) is also a commutative semigroup, indeed, a subsemigroup of (N, +), but
it has no identity. It makes no sense to inquire further about inverses.
E
(a) Multiplication in IR is associative and commutative, so any subset of IRthat is
closed under multiplication is a semigroup. Thus (R, .), (Q, .), (Z, .), and (P,-)
are all commutative semigroups. They all include the multiplicative identity 1,
so all are monoids. None of these semigroups is a group: (R, .), (Q, .), and
(E, -) all contain 0, and 0 has no multiplicative inverse [i.e., reciprocal]. The
semigroup (1P, ) contains 2 but not its inverse 1.
(b) Since the product of nonzero real numbers is nonzero, . is also a binary operation on DR \ 10}. Moreover, (R \ f01, .) is a bona fide commutative group.
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(c) The set 2(p) is a commutative semigroup under *p. This fact is proved in
Theorem 4 on page 124. We already observed in Example 3(c) on page 464
N
that E(p) is a group under +p.
Let E be an alphabet. The set E* of all words in the letters of E is informally
defined in §1.5 and is recursively defined in Example 2 on page 270. Two words
w and W2 in Z* are multiplied by concatenation; i.e., wI W2 is the word obtained
by placing the string W2 right after the string WI. Thus, if WI = ala2 ... am and
W2 = bib2 ... b, with the aj's and bk's in X, then wlIW2 = aja2... amblb2.. bn.
For example, if wI = cat and w2 = nip, then w1w2 = catnip and w2w1 = nipcat.
Multiplication by the empty word X leaves a word unchanged:
for all

wX = Xw = w

w E *.

It is evident from the definition that concatenation is an associative binary operation.
Since the empty word A serves as an identity for V, V' is a monoid. It is certainly
U
not a group; only the empty word has an inverse.

"

4

(a) Let 93 m,n be the set of all m x n matrices. Matrix addition + is a binary
operation on Mm,n since
A, B ( 9Xmn

implies

A + B E 9Xm,n.

The set 9 m,n of all m x n matrices is a commutative group under addition.
This fact is spelled out in the theorem on page 108.
(b) Matrix multiplication is also a binary operation on the set 9YtII,, of n xn matrices.
Under multiplication 9Y,n is a monoid with identity In. The associative law
is discussed on page 442. Except for the trivial case n = 1, this monoid is not
commutative: AB does not necessarily equal BA. Some, but not all, matrices in
9
JZ,, have inverses. See Exercises 16 and 17 on page 446. The subsemigroup
U
of invertible matrices is a group in its own right.

.T

a*

m]-

-iZit

(a) Let P(U) be the set of all subsets of some set U. With the operation U, P(U) is
a commutative semigroup with identity 0; see laws 1a, 2a, and 5a in Table 1 on
page 25. Only the empty set itself has an inverse, since A U B 7&0 whenever
A 7&0.
(b) P(U) is a commutative semigroup under the operation n with identity U; see
laws lb, 2b, and 5d in Table 1 on page 25.
(c) P(U) is also a semigroup using symmetric difference (ED; see Exercise 2.
*
Consider a set T = {a, b, ... } with at least two members. The set FUN(T, T) of
all functions mapping T into T is a semigroup under composition; the associative
law is discussed on page 33. The identity function IT on T is the identity for this
semigroup, since
(IT o

f)(t) = 1T((t))

=

f (t)

for all

t E T,

f = f and, similarly, f o IT = f. This monoid is not commutative. For
example, let f and g be the constant functions defined by f (t) = a and g(t) = b
for all t in T. Then (f o g)(t) = f (g(t)) = a for all t, and (g o f )(t) = b for all t.
That is, f o g = f & g = g o f.
The group PERM(T) of all permutations of T is an important subsemigroup of
U
FUN(T, T).
SO IT o

A

*

(a) Let T be a nonempty set. The set FUN(T, N) of functions mapping T into N is
a semigroup under the operation + defined by

( + g)(t) = f (t) + g(t)

for all t c T.

-N

Ia .
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[Observe, for instance, that (f + g) + h is defined by ((f + g) + h)(t) =
(f + g)(t) + h(t) = (f (t) + g(t)) + h(t) for all t E T.] The identity element
of FUN(T, N) is the constant function z defined by z(t) = 0 for all t c T. An
inverse for f would be a function g with f (t) + g(t) = 0 for all t, i.e., with
g(t) = -f (t) for all t. Since f and g have values in N, no such g exists if
f (t) > 0 for some t.
(b) Replace N by Z in (a). Now inverses exist; the inverse of f is the function
-f defined by (-f ) (t)
f (t) for all t E T. Thus FUN(T, 2) is a group
under +.
(c) We can also make FUN(T, N) into a semigroup under an operation * defined
by (f * g)(t) = f (t) . g(t). Associativity of * comes from associativity of
on N. The identity element is the constant function e with e(t) = 1 for all t.
(d) The usual definitions for adding and multiplying functions, that is, defining
(f + g)(x) = f (x) + g(x) and (f . g)(x) = f (x) . g(x) for all x, make the set
U
FUN(R, R) into a semigroup in two different ways.
Consider once again an arbitrary semigroup (S, 1L). For s E S and n C P,
we continue a familiar convention and write sn for the fl-product of s with itself
n times. If S has an identity, we also write so for e. The next theorem is obvious,
though a formal induction proof can be given based on the recursive definition in
which s'+ 1 = SnFIs.

Theorem I

Let (S, Li) be a semigroup. For s

E

S and m, n E IP,we have

(a) sm'F-sn = sm+n
(b) (sm)n = smn.
If (S, [1) is a monoid, these formulas hold for m, n E N.
We have treated the generic operation C: the same way we would treat multiplication. Let's see how the foregoing would look when L1 is replaced by +. The
general product sn is replaced by the general sum ns = s + s +
+ s and, for s E S
and m, n e P, the theorem now says
(a) ms + ns = (m + n)s
(b) n(ms) = (mn)s.
Starting with a nonempty subset A of S, we define the set A+ generated by
A recursively as follows.
(B)

(R)

A C A+.
If s, t E A+ then s it E A+.

Theorem 3 will tell us that A+ consists of all products of elements from A. We say
that A generates S if A+ = S. Whether or not A generates 5, A+ is a subsemigroup
of S by the following fact.

Theorem 2 Let A be a nonempty subset of the semigroup (S. Li). Then A+ is
the unique smallest subsemigroup of S that contains A.

Proof By (B), A+ contains A. By (R), A+ is closed under the operation Li, so by
definition A+ is a subsemigroup of S.
Now consider an arbitrary subsemigroup T of S that contains A. We'll show
that A+ C T, from which it will follow that A+ is the unique smallest subsemigroup
containing A. We want to show that s E T for every s in A+. Since A+ is defined
recursively, it's natural to use the Generalized Principle of Mathematical Induction
introduced on page 273. Let p(s) be the proposition "s E T." To show that p(s) is
true for all s in A+, we must establish two properties:
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(B ')
(I)

p(s) is true for the members of A+ specified in the basis.
If a member u of A+ is specified by (R) in terms of previously defined

members, say u = sOt, then

p(s) A p(t) => p(u).

Now (B') is true, since A C T by the choice of T. Condition (I) says "if u = s lt
and if s E T and t E T then u E T," which is true because T is a subsemigroup.
The conditions for the Generalized Principle are met, so s E T for all s in A+. U
Theorem 2 helps us describe the members of A+ without recursion, as follows.
Theorem 3 Let A be a nonempty subset of the semigroup (S, E). Then A+
consists of all elements of S of the form a.E1... Da, for n e IP and a], ., a, E A.
Proof Let X be the set of all products.a]...
C
an. We want to show that A+ = X.
If al, ... , an, bl ... bm are in A, then ajEl.. Elanlbil... Elbm is a product of
this same form. Thus X is closed under El, i.e., it's a subsemigroup of S. The case
n = 1 gives A C X, so A+ C X by Theorem 2.
To show X C A+, we use ordinary induction on n. Since A C A+, al C A+
whenever al c A. Assume inductively that a10.... Ean E A+ for some n and some
a], . . ., a, in A, and let an+] c A. Since an+] e A+, aIl
. Ela,1 Ean+l is in
A+ by (R) in the recursive definition of A+. By induction, every member of X is
U
in A+.
A

S

(a) The subsemigroup {21+ of the semigroup (2, +) consists of all "products"
of members of 121. Since the operation here is +, {23+ consists of all sums
2 + 2 + ... + 2, i.e., of all positive even integers. Thus we have 121+ = 2]P =
{2n: n E Pi.
(b) More generally, the subsemigroup of (S, E) generated by a single element s is
the set
Is}+

{s=i: n e PI

[or {sj± = {is: n E PI if El is +]. Such a single-generator semigroup is
called a cyclic semigroup.
(c) The subsemigroup {2}+ of (2, -) is {2n: n E PI = {2, 4, 8, 16, . . . }. Notice that
our notation is deficient; we can't tell from the expression 121+ alone whether
we mean this subsemigroup or the one in part (a).
(d) The subsemigroup {2, 71+ of (, .) generated by {2, 71 is the set
{2m7' :m, n c N and m + n > 1}.
(e) We show that the cyclic subsemigroup of (932,2, ) generated by the matrix

M

[O 1]

is

{M}+

[

n1]: n C P}

By part (b), it will be enough to show that M'

=

[n1] for n E P. This is

clear for n = 1. Assume inductively that Mn =

1] for some n

E P.

Then

matrix multiplication gives
[O

11
] [

I]

The result now follows by mathematical induction.

[

1]

a
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The intersection of any collection of subsemigroups of a semigroup S is either
empty or is itself a subsemigroup of S. Indeed, if s and t belong to the intersection,
then they both belong to each subsemigroup in the collection, so their product s El t
does too.

MI

S

31

(a) Both 22 and 32 are subsemigroups of (2, .), so their intersection 62 is too.
Likewise, the intersection P n 22 = 12k : k E IP} is a subsemigroup of (2, ).
(b) Both P and {-k: k E PI are subsemigroups of (2, +). Their intersection is
empty.
(c) Consider a nonempty subset A of a semigroup S. By Theorem 2, the intersection
of all the subsemigroups that contain A [including S itself, naturally] is a
subsemigroup that contains A. It must be the smallest subsemigroup containing
A, i.e., A+. This observation gives a way to define A+ without describing its
elements in terms of A, as we did in Theorem 3.
U
Lagrange's Theorem on page 472 can fail spectacularly for semigroups. Consider an
arbitrary nonempty set S, and define U on S by sF t = t for all s, t c S; i.e., the
product of two elements is always just the second element. Then (s t)Lu = u =
slu = s F(t u), so CUis associative and (S, U) is a semigroup. Every nonempty
subset of S is a subsemigroup, since it's closed under U.
U
As with groups, the important functions between semigroups are the ones that
preserve the semigroup structure. Let (S, *) and (T, U) be semigroups. A function
S°: S
T is a semigroup homomorphism if
OS(I * S2) =

O(sI)TU

for all

(s 2 )

S1, S2 E S.

If So is also a one-to-one correspondence, then p is called a semigroup isomorphism.
If there is a semigroup isomorphism of S onto T, we say that S and T are isomorphic
and write S - T [or (S, *) -_ (T, U]) if the operations need to be mentioned].
A

*

(a) Let (S. *) be (P, +), let (T, U) be (1P, .), and let o(m) = 2' for m in P. Since
(P(m+ n) = 2m+n

2

.

2'n = So(m) .o(n),

(p is a homomorphism of (P, +) into (IP, )
(b) In Example 2 on page 488 we observed that MOD p is a group homomorphism
of (2, +) onto (Z(p), +p), but that MOD p is not a group homomorphism of
(, .) onto (Z(p), *p), for the very good reason that (2, ) and (Z(p), *p) are
not groups. But (2, -) and (Z(p), *p) are semigroups and MOD p is a semigroup
homomorphism.
U
MWMMAM~w

Let U be any set. We define the complementation function y from P(U) into P(U)
by qp(A) = Ac for A e P(U). By a De Morgan law in Table 1 on page 25,
po(A

U B) = (A U B)c = Ac n BC

=

po(A) n
Uo(B),

soq is a homomorphism from the semigroup (P(U), U) into the semigroup (P(U), n).
The function (o is a one-to-one correspondence of P(U) onto P(U), so it is an
isomorphism of (P(U), U) onto (P(U), n). In fact, q( is its own inverse [why?], so
So also gives an isomorphism of (P(U), n) onto (P(U), U). Note that q0 maps the
identity 0 of (P(U), U) onto the identity U of (P(U), n).
U
Isomorphisms get used in two different ways, as we saw when we looked
at graph isomorphisms. Sometimes we want to call attention to the fact that two
apparently different semigroups are actually identical in structure. At other times the
identical structure is obvious, but we want to examine the various isomorphisms that
are possible, for instance from S back onto itself, to see how much symmetry is
present.
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1. (N, -) is a semigroup.

15. If A is a subset of a monoid (M, El) with identity e, the
submonoid generated by A is defined to be A+ U {e}.
Find

(a) Is this semigroup commutative?
(b) Is there an identity for this semigroup?

(a) the submonoid of (Z, +) generated by {2}.

(c) If yes, do inverses exist? If yes, specify them.

(b) the submonoid of (2, +) generated by {I, 1-1.

(d) Is this semigroup a monoid? A group?

(c) the submonoid of (2, +) generated by {0}.
(d) the submonoid of (2, ) generated by II .

2. P(U) is a semigroup with respect to symmetric difference (. Repeat Exercise 1 for this semigroup.
3.

Repeat Exercise I for the semigroup FUN(R, R) of realvalued functions on R under addition.

4. Repeat Exercise I for the semigroup
multiplication.

FUN(R,

R) under

(e) the submonoid of V generated by E, using concatenation on E*.
16. (a) Give an example of a cyclic semigroup and a subsemigroup of it that is not cyclic.
(b) Give an example of a cyclic group that is not a cyclic
semigroup.

5. The set 9N2,2 of 2 x 2 matrices is a semigroup with
respect to matrix multiplication.

(c) Give an example of a cyclic group that is a cyclic
semigroup.
17. List the members of each of the following finite subsemigroups of (3,3,

(a) Is this semigroup commutative?
(b) Is there an identity for this semigroup?
(c) If yes, do inverses exist?
(d) Is this semigroup a monoid? A group?

- OO

6. Let E
W2

{a, b, c, d) and consider the words wl = bad,
= cab, and W3 = abcd.

(a) Determine WlW2, W2W1, W2W3W2W1, and W3W2W3.
(b) Determine w 2, w3, and X4.
7. Let E be the usual English alphabet and consider the
words WI = break, w2 = fast, W3 = lunch, and W4
f ood.

=

(a)

I 0 0
0 10

(c) f0

1 0

(b)

18. (a) Which of the subsemigroups in Exercise 17 are

groups?
(b) Which are commutative?

(b) Compare WIW2 and w2wI.
(c) Determine w 2, W4, W2W24W1, and A73.

(c) Which are cyclic?

Show that R+ = {x e R: x > 01 is not a semigroup with
the binary operation (x, y) -* x/y.

9.

(a) Convince yourself that N is a semigroup under the
binary operation (m, n)
minim, n} and also under
(m, n)
max{m, n}.
(b) Are the semigroups in part (a) monoids?

10. (a) Show that P is a semigroup with respect to (m, n)
gcd(m, n), where gcd(m, n) represents the greatest
common divisor of m and n.
(b) Show that P is a semigroup with respect to (m, n)
lcm(m, n), where lcm(m, n) represents the least common multiple of mnand n.
(c) Are the semigroups in parts (a) and (b) monoids?

(d) P+

(b) 101+

(e) Z+

(b) {0}+
(e) 2+

(b) Is the intersection in part (a) cyclic? Explain.
(c) Repeat part (b) with the semigroup (P, .).
20. (a) Find the intersection of the subsemigroups of (P, )
generated by 2 and 3, respectively.
(b) Is the intersection in part (a) cyclic? Explain.
21. (a) Find the intersection of the three subsemigroups 4P,
6P, and lOP of the semigroup (P, .).
(b) Is the intersection in part (a) cyclic? Explain.
(c) Repeat part (b) with the semigroup (P, +).
22. Which of the following functions qp are homomorphisms
from (P, +) to (P, )?
(b) (o(n) = n

(c) {-1, 2}+

(c) yp(n)

(d) (p(n) = 2n

(f) {2, 3}1+

(e) (p(n) = 2n+1

(g) {6}+ n {9}+
12. Describe each of the following subsemigroups of (2, ).

(a) {1 +
(d) P+

19. (a) Find the intersection of the subsemigroups 2P and 31P
of the semigroup (P, +).

(a) (o(n) = 2n

11. Describe each of the following subsemigroups of (2, +).
(a) {1}+

F2l3jJ

(c) {-I, 2}+
'f' {2, 31+

13. Which of the semigroups in Exercise 11 are cyclic semigroups? Justify your answers.
14. Which of the semigroups in Exercise 12 are cyclic semigroups? Justify your answers.

±

0

(a) Determine Awj, w2 X, W2 W4, w3wI, and w4Xw4.

8.

00 1-

I 0 0 , I 0 00
0 1] LO 1 00

= (-1)l

23. Which of the homomorphisms in Exercise 22 are isomorphisms? Explain briefly.
24. Let E be the English alphabet. Define S7on E* by
o(w) = length of w. Explain why S° is a homomorphism
from E* with its usual operation to (N, +).
25. An element z of a semigroup (S. *) is called a zero ele-

ment or zero of S in case
Z-S =SZ=

for
f

all

s in S.

12.6 i Other Algebraic Systems
(a) Show that a semigroup cannot have more than one
zero element.
(b) Give an example of an infinite semigroup that has a
zero element.
(c) Give an example of a finite semigroup that has at
least two members and has a zero element.
26. Let z be a zero element of a semigroup (S, *), and let S9
be a homomorphism from (S,. ) to a semigroup (T, El).

12.6
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(a) Show that so(z) is a zero element of so(S).
(b) Must qi(z) be a zero element of (T, 0)? Justify your
answer.
27. Suppose that (S. .) is a monoid with identity e and that
,o is a semigroup homomorphism from (S. *) to (T, E).
(a) Show that (s7(5), LI) is a monoid with identity p(e).
(b) Must yp(e) be an identity of (T. DI)? Justify your
answer.

Other Algebraic Systems

-i

So far in this chapter we have been looking at sets with just one binary operation on
them. A number of important and familiar algebraic structures, for example, Z and X,
have two binary operations, usually written + and . The "additive" operation +
is typically very well behaved, while the "multiplicative" operation
is generally
less so, and there are usually distributive laws relating the two operations to each
other. In this section we briefly introduce rings and fields, which are the two main
kinds of algebraic structures with two operations, and we give some examples and
discuss the basic facts about homomorphisms of such systems.
There are many reasons for wanting to know about rings and fields, but our
main motivation here comes from the study of fast computer arithmetic with large
numbers.
X A4

*1

Let's start with a very old problem and then work toward more recent developments.
One basic tool in computer arithmetic is the Chinese Remainder Theorem, which was
apparently first used to count an army in ancient China. Consider a small army, one
known to have fewer than 1000 members. Observe that 7.11.13 = 1001. The Chinese
Remainder Theorem says that the numbers 0, 1,..., 1000 in 2(1001) correspond
one-to-one with the triples in 2(7) x 2(11) x Z(13). The correspondence is
m < > (mMoD7,mMoDll,mMoD13);

so if N is the army size and if we know N MOD 7, N MOD I1l, and N MOD 13, then in
principle we can determine the value of N.
Ask the soldiers to group together in bunches of 7 and tell you how many
soldiers are left over. Say it's 1. Then group them by I 's and find that there are,
say, 2 left over. Finally, group them by 13's and find 8 left. This information is
enough to determine N. It turns out to be 827.
One needs an algorithm to find N, or a staff of clerks. These days we would
use a fast method based on the Euclidean Algorithm and the ideas in §4.7 [see
Exercise 18 on page 514]. We could also use primes a lot larger than 7, 11, and 13.
A 9-decimal-digit prime p fits into a 32-bit computer word, which means that computation mod p can be done quickly. The Chinese Remainder Theorem lets us use
three such large primes p, q, and r to describe numbers up to p q r -1, i.e., up
to about 1030. We can perform integer computations mod p, mod q, and mod r and
then fit the results together at the end. In this case, snapshots of an object from three
N
directions give us the object as a whole [at least mod p q r].
.

Here's an example based on high school algebra. Suppose we want to multiply
large numbers, for instance the 30-decimal digit numbers we get out of the Chinese Remainder Theorem. To illustrate the idea, let's multiply 32,011 by 278. [See
Exercise 4 for another example.] Since
32,011 = 3 x 104 + 2 x 103 + ( x 102 + I x 10 + I
and
278 = 2 x 102 + 7 x 10 + 8,
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if we let p(x) = 3x4 + 2x3 -+x + I and q(x) = 2x2 + 7x + 8, then 32,011 = p(10)
and 278 = q(10). So 32,011 *278 = p(lO) q(10). If we multiply the polynomials
to get p(x) q(x) = r(x), then we can evaluate r(x) to get 32,011 278 = r(10) =
8,899,058.
This surely looks like the hard way to multiply. A key fact, though, is that
the coefficients of p(x) and q(x) are less than 10, so it's easy to do arithmetic with
them, and the coefficients of r(x) aren't too big. If we were to do this all in binary,
then the coefficients of p(x) and q(x) would just be O's and l's and, even if we
were to use byte-sized coefficients, things would still be pretty fast.
The difficulty here is that it looks as if multiplying polynomials is harder and
slower than multiplying numbers. There's a carry problem in either case, whether we
multiply numbers or evaluate polynomials; but in this example, at any rate, it's not
as bad in evaluating r (10) as the carrying involved in the grade school procedure for
finding 32,011 278. Obviously, it would take a careful analysis of implementation
details to see which method was preferable for larger numbers.
In Example 11 we'll turn this idea around and see evaluation followed by the
Chinese Remainder Theorem as a method for fast polynomial multiplication.
U
.

.

.

Before we can get to the applications, we need to look at some examples, set
up notation, and establish some general facts.

A

*

(a) The sets Z, Q, and IRare each closed under ordinary addition and multiplication.
Both + and are commutative and associative for each of these sets. Moreover,
these operations satisfy the distributive laws
.

a (b + c) = (a b) + (a c)

and

(a + b) c = (a c) + (b c).

(b) The set 92tn of n x n matrices with real entries is closed under matrix addition and also under matrix multiplication. Both operations are associative, and
addition is commutative, but matrix multiplication is not commutative. For
instance
21
3
I1 1 L3

rO 0

-I1
1]

r2

L 0

0

5
L5

51
5_

3
3

=

-1

F2

I1

1

21
12

The distributive laws

A(B + C) = (AB) + (AC)

and

(A + B)C

(AC) + (BC)

are valid.
(c) For p > 2, the operations +p and *p on Z(p) are commutative and associative,
and the distributive law holds by Theorem 4 on page 124.
U
Structures like the ones in Example 3 come up frequently enough to deserve
a name. A ring (R, +, *) is a set R closed under two binary operations, generally
denoted + and , such that
(a) (R, +) is a commutative group,
(b) (R. ) is a semigroup,
(c) a (b + c) = (a b) + (a c) and (a + b) c
.

If (R,.)

.

.

= (a . c)

+ (b c) for all a, b, c C R.
.

is commutative, we say the ring (R, +, ) is commutative. The ring

(9J~n, +, ) in Example 3(b) is not commutative if n > 1. The other rings
in Example 3 are commutative. A ring always has an additive identity element,
denoted 0. If it has a multiplicative identity that is different from 0, we usually call
the multiplicative identity 1, and we say the ring is a ring with identity. Each ring
in Example 3 is a ring with identity. The ring (2Z, +, -) of even integers, with the
usual sum and product, is an example of a commutative ring without identity.
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The set POLY(R) of all polynomials in x with real coefficients is closed under +
and . Addition is easy. For example,
(2X2 + 3x + 1) + (-5x4 + 4X - 2)

= -5x

4

+ 2X2

+

7x - 1.

Given polynomials p(x) and q(x), we just add the coefficients of xk in p(x) and
q(x) to get the coefficient of xk in p(x) + q(x). Addition is clearly associative and
commutative; indeed, (POLY(R), +) is a commutative group.
Multiplication is a little more complicated. For instance,
(2X2 - 3x + 1)-(4x 3 - 2x2)
(4x3 - 2X2 ) - 3 -(4X3 - 2X2) + 1 -(4x - 2X2)

22
X

=8x -

4X4 _ 12X4

= 8x 5

16X4 + 10x3 - 2X2.

-

+ 6x3 + 4x3 -

2X2

We use the distributive laws several times and then collect terms with the same
power of x.
The coefficient of xk in the product
(amxm +

+ alx + ao)

(bnx' +

+ b 1x + bo)

turns out to be
ao * bk + al

bk-

+ *+

ai bk-

+ *+

bo,

ak

(*)

using the notational convention that ai = 0 for i > m and by = 0 for j > n.
One can check that this multiplication is both associative and commutative and that
multiplication distributes over addition.
Distributivity here may seem to be a sure thing. Didn't we use it to define the
product? No, we just used distributivity in motivating the definition of product. In
fact, if we just start out defining
by (*), a tedious proof shows that all the other
good properties follow.
With these operations, (POLY(R), +, )is a commutative ring. So are the struc-

tures

(POLY(2), +, -), (POLY(Q), +, .),

and

(POLY(2(p)), +,-)

that we get by taking

polynomials with coefficients in 2, Q, or 2(p), respectively. [Of course, for E(p)
we use the operations +p and *p on the coefficients.] The identities in these rings
are the constant polynomials e(x) = 1. By the way, the standard notation for these
rings is IR[x], Z[x], (Q[x], 2(p)[x], etc., but we have given them names here that
E
help one remember what they are.
The distributive laws make calculations in a ring behave very much like the
arithmetic we are used to in 2, allowing for the obvious fact that we need to watch
out for noncommuting elements. For example, we have
(a +b)

2

=

(a +b)

-(a

. a)

.

(a +b) = [a. (a +b)] + [b. (a +b)]

+ (a . b) + (b - a) + (b b) = a2 + a b + b a +b

but this is not a2 + 2(a . b) + b2 unless a . b = b a. See Exercise 12.
As another example, we get
(0 - a) + (0 . a) = (0 + 0) a = 0 . a,
so
0 a=(O a) + [(O a)-(O a)]=[(O a) + (O a)]-(O a)=(O a) -(O

a)=0.

Similarly, a .0 = 0 for all a in a ring. One can also show that (-a) . b = -(a b) =
a - (-b) [Exercise 8].
We can never hope to divide by 0 and keep the ring properties. If we could
divide by 0, say to get a/0 = b for some a and b, then, from the algebraic rules for
rings, we'd have a = (a/0) 0 = b . 0 = 0, so b = 0/0. But then b + b = 0 +
0+° = 0 = b, so b = 0 = 1/b and things would go hopelessly wrong.
.

8=
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In the rings (Q,+, ) and (R, +, ) we can divide by every non-0 element. In
(2, +, ), on the other hand, we can divide 6 by 3 successfully, but cannot divide 6
by 5 to get an answer that is still in Z. A field is a commutative ring (R, +, -) in
which the non-0 elements form a group under multiplication. In a field the inverse
of a non-0 element a is usually written a-l or 1/a, and it has the property that
a -a
= a* a l
1. We also often write b/a for b a-l, a notation that we justify
by the fact that (b/a) a = b a- a = b.
Since the set of non-U elements in a field is closed under multiplication, fields
have the property
(ID)

if a b=0, thena=Oorb=0.

This property might hold even if inverses do not exist, for example, in (2, +, ).
A commutative ring with identity in which property (ID) holds is called an integral domain. These rings form an important class intermediate between fields and
more general commutative rings with identity. They are the ones that satisfy the

cancellation law
if a c

=

a -d and a

0, then c

=

d,

since if a c = a d, then a (c -d) = O, so a O implies c-d = 0.
One can show that every finite integral domain is a field [Exercise 16(c)].

-37rE5h

*

(a) Groups are always nonempty, so the multiplicative identity in a field is always
non-0. The smallest possible field is (Z(2), +2, *2) that has just two elements
o and 1 and operations as shown in the tables.
0

+2

1

*2
00

l001
I

(b) The set

FUN(2,

I

1

0

2) is a ring with

0

1

01

f + g and f g defined by

(f + g)(x) = f(x) + g(x)

and

(f

g)(x) = f(x)

g(x)

for all x E R. The zero element is the constant function 0 defined by O(x) = 0
for all x. [See Exercise 5 on page 494 for the additive structure.] This ring is
commutative, but is not an integral domain, even though it gets its multiplication
from the field R. For example, let f (x) = 0 for x < 0 and f (x) = 1 for x > 0,
and let g(x) = I for x < 0 and g(x) = 0 for x > 0. Then (f . g)(x) = 0 for
every x, so f g-=0, but f£ 0 and g = 0.
(c) The commutative ring (Z(4), +4, *4) is not an integral domain; 2 *4 2 = 0,
but 2 # 0.
(d) The polynomial rings POLY(2), POLY(Q), and POLY(2) are integral domains. It
is not hard to see that
(ax

m

±
+

+ aix + ao) (bnx +

+ bix + bo)

= (am . b,1)xm+n + terms with lower powers of x.
If am :# 0 and b, # 0, then am . b, # 0; i.e., if a(x) : 0 and b(x) :A 0, then
a (x) .b(x) A 0.
(e) The polynomial ring PoLY(Z(4)) is not an integral domain. Since (Z(4), +4, *4)
itself is not an integral domain, there are non-0 constant polynomials whose
product is the zero polynomial.
(f) It turns out that if p is a prime then 2 (p) is a field [see Exercise 18]. Finite fields
have become of great practical importance in recent years, with applications to
encryption as well as to the kinds of error-correcting codes used in data storage
and transmission. The fields 2 (p) for p prime are the ones from which all other
finite fields are built. See Exercise 20 for an example of a 4-element field based

on 2(2).
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is an integral domain in
U

A subring of a ring R is simply a subset of R that is itself a ring under the
two operations of R. A subfield of a field F is a subring of F that is itself a field;
in particular, it contains the multiplicative identity I of F and is closed under taking
inverses.
A

(a) The ring (2, +,*) has subrings 22, 732, and {O} among others. In fact, the
subrings of Z are precisely the rings n2 for n an integer, in view of Theorem 2
on page 473. The ring (Z(p), +p, *p) is not a subring of 2; in fact, the two
rings have quite different structures. For example, for each a in 2 (p) we have
a+pa+p
* +pa = 0 if there are p terms in the sum, whereas a +a±+
+a =
pa in 2.
(b) Given a field, every subring with identity is clearly an integral domain. In
particular, the subring (2, +, ) of the field (1R, +, ) is an integral domain. It
is not a field, since only 1 and -1 have multiplicative inverses in 2. The field
(Q, +, ) is a subfield of (RK, +, .).
(c) The polynomial ring (POLY(2), +,-) is a subring of (POLY(Q), +, -),which is
itself a subring of (POLY(R), +, .).
U
The appropriate mappings to use in studying rings are the ones that are compatible with both the additive and multiplicative structures. A ring homomorphism
from a ring (R, +, *) to a ring (S, +, *) is a function qp: R -* S such that
So(a + b) = (p(a) +q (b)

and

sp(a b) = o(a) yo(b)

for all a, b c R. The operations on the left sides of these equations are the operations
in R; those on the right are in S. Thus a ring homomorphism is just a function that is
both a group homomorphism from (R, +) to (S, +) and a semigroup homomorphism
from (R, .-) to (S, .).
ARI

(a) The function 'p from Z to 2(p), defined by (o(m) = m MOD p, is a ring homomorphism, as observed in the corollary to Theorem 2 on page 122.
(b) The function qo from Z to Z defined by yp(m) = 3m is an additive group
homomorphism, but is not a ring homomorphism, because yo(m * n) = 3mn,
whereas qo(m) * p(n) = 3m . 3n = 9mn.
(c) The mapping S° of FUN(R, 1) into R given by q (f) = f (10) is a ring homomorphism, since

'p(f + g) = (f + g)(10) = f (10) + g(10) = o(f) + 0(g)
and
O~f -g) =

(f

. g)(10) = f (10) * g(10O) = so(f) .(g).
*

More generally, for any set S and ring (R, +, ) we can make FUN(S, R) into
a ring just as we made FUN(R, R) into one, and each s in S gives rise to an
evaluation homomorphism cps from FUN(S, R) to R defined by Ps(ff) = f (s)
for all f in FUN(S, R).
(d) We can think of POLY(RK) as a subring of FUN(R, R), since each polynomial
defines a unique function and since one can show that two different polynomials must give different functions [i.e., have different graphs]. An evaluation
homomorphism such as plo: f -*f (10) from FUN(R, R) to R yields a homomorphism from POLY(RK) to 1R, defined in this instance by p -* p(10). The
evaluation homomorphism p -* p(O) assigns to each polynomial p its constant
coefficient ao.
We saw the evaluation homomorphism (Plo in Example 2.
U
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Since ring homomorphisms are additive group homomorphisms, they have kernels. Suppose qp is a homomorphism from (R, +, -) to (S, +, -). The kernel of So is
the set K = la e R o(a) = qp(O)} and, for a, b E R, we have

a -beK

(p(a)=qo(b)

zr

a-+-K =b+K.

Everything is in additive dress here, so a + K is the coset (a + k: k E K} of the
subgroup K of (R, +). As before, p is one-to-one if and only if K = t0l. The kernel
of so is a special kind of subring of R. It is an additive subgroup, of course, but it
is also closed under multiplication not only by its own elements but even under
multiplication by other elements in R:
aEK,rcR
The reason is that

imply

a reK

and

r*aEK.

(p(a) = o(0) and, if r c R, then

(p(a r) = (p(a) - po(r) = (p(0) *(p(r) = fo (0 *r) = fo (0)
and likewise yo(r a) = (0).
.

An additive subgroup I of a ring (R,
) is called an ideal of R if r . a E I
and a -r E I for all a E I and r E R. [The term goes back to the 19th century, when
ideals were associated with "ideal numbers."] Kernels of ring homomorphisms are
ideals, as we noted in the last paragraph, and one can show [Exercise 10] that every
ideal is the kernel of a homomorphism.
A

*

(a) If the ring (R, +, .) is commutative and a c R, then the set R -a = r-a: r C R)
is an ideal of R. To check this, we observe that r a + s a = (r + s) a e R a
and -(r a) = (-r) a e R a for every r, s c R; so R a is an additive subgroup
of R. For s in R and r . a in R . a, we have s* (r . a) = (s r) * a E R a; since
R is commutative, we also have (r . a) . s E R . a. Thus R a is an ideal in R.
An ideal of the form R a is called a principal ideal.
All the subgroups of (2, +) are of the form nZ by Theorem 2 on page 473,
so every ideal of (2, +, ) is principal. So are the ideals of POLY(R1), as it turns
out, but such a situation is very special. For example, in the commutative ring
POLY(2) consisting of polynomials with integer coefficients, the set of all the
polynomials anx' + *.. + aix + ao in which ao is even is an ideal that is not
principal [Exercise 19].
(b) Ideals of fields are boring. Suppose I is a non-0 ideal of a field F. Let 0 ZA a E I.
For every b E F, we have b = (b a-') a E F a C I, so I = F. That is, F
U
has only the obvious ideals {0) and F.

*

If R is a ring with ideal I, then the group R/I consisting of additive cosets
r

+ I = {r + i: i e I} can be made into a ring in a natural way. We define
(r + I) + (s + I) = (r + s) + I

and

(r + I) (s + I) = r s + I.
We have already seen in Theorem 2(b) on page 490 that the addition on R/I is
well-defined; we check multiplication. If r + I = r' + I and s + I = s' + I, then
r -r' C I and s-s' C I and hence
r*s-r'

-s' =rs

-rs'+rs'

-r'

=r (s -s')+(r -r')

s'
s'Cr 1+ Is'C1.

Thus r *s + I = r' s' + I and our definition of product is independent of the choice

of representatives we take in the cosets r + I and s + I. The rest of the properties
of a ring are easy to check.
The Fundamental Homomorphism Theorem for groups on page 491 leads to a
corresponding result for rings. Consider a ring homomorphism qo from R to S with
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kernel I. Then So is an additive group homomorphism of (R, +) into (S, +), so we
already know from the Fundamental Homomorphism Theorem that the mapping q *
from R/I to ((R), defined by yo*(r + I) =p(r) for r E R, is a group isomorphism.
Since
so*((r + I)

(s + I)) = qo*((r s) + I) = po(r s)
= so(r) -p(s) = yp*(r + I)

o*(s + I),

(P* is in fact a ring homomorphism. Therefore, GO* is a ring isomorphism between
R/I and po(R), i.e., a ring homomorphism that is one-to-one and onto. We have
shown the following.
Theorem I Let So: R -- S be a ring homomorphism with kernel I. Then the
mapping r + I -* o(r) is an isomorphism of the ring R/I onto o(R).
A

S

S

(a) The ring homomorphism n -* n MOD 2 of Z onto 2(2) has kernel 22 = EVEN.
The ring Z/22 has just two members, EVEN and 2 + 1 = ODD, with operations
as shown in Figure 1. The ring isomorphism from E/22 to 2(2) is EVEN -* 0,
ODD -*

Figure 1 0

+

EVEN

EVEN
ODD

+2

1.
ODD

*

EVEN

ODD

EVEN

ODD

EVEN

EVEN

EVEN

ODD

EVEN

ODD

EVEN

ODD

0

1

*2

001
1
10

0

1

00 0
101

(b) The evaluation homomorphism p(x)
p(O) maps POLY(R) onto R. Its kernel
is the set of polynomials with constant coefficient 0, i.e., the principal ideal
x POLY(]R) of all multiples of the polynomial x. The cosets are the sets of the
form r + x POLY(R) for constant polynomials r, r E R. The isomorphism from
POLY(R)/x POLY(R) to R is simply
.

r + x

POLY(R) -+

r.

Here the r on the left side represents a constant polynomial, while r on the
right side represents the value of that polynomial.
(c) More generally, the kernel of the evaluation map p(x) -* p(a) is the principal
ideal (x - a) * POLY(R) of multiples of x - a [Exercise 5]. Its cosets are of the
form r+ (x -a) -POLY(R), and the isomorphism from POLY(R)/(x -a) -POLY(R)
onto JR is
r + (x - a)
A

r.

POLY(R)-*

Recall the additive group 2(2) x 2(3) in Example 9(b) on page 493, where
(m, n) + (j, k) = (m +2 j, n

+3

k).

We can make 2(2) x 2(3) into a ring by defining
(m, n). (j, k)
The mapping so: m -* (m MOD 2, m
2(2) x E(3). Its kernel is
{m

E

2: m

00 (mod 2) and m

= (m *2

MOD 3)

j, n

*3

k).

is a ring homomorphism from Z onto

0 (mod 3)}

=

{m E

2: m- 0 (mod 6)} = 62.

Thus, by Theorem 1, the ring sp(Z) is isomorphic to 2/62, i.e., is isomorphic to
2(6). That is,

2(2) x 2(3) is ring-isomorphic to 2(6).

.
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The ideas in Example 10 generalize. If R1 , ... , R, is a list of rings, not necessarily distinct, we can make the product RI x ... x R, into a ring by defining
(r,

*, rn) + (s5, *

s,) = (ri+ s*,

rn + Sn)

and
(rr.r.

) - (sl,.

,S)

= (ri 1 5 , *

, rn ' SO.,

where the operations in the kth coordinate are the operations defined on the
corresponding ring Rk. If
d ... , on are homomorphisms from some ring R to
R......., R, respectively, then one can check [Exercise 14] that the mapping q0 from
R to RI x ... x R, defined by o(r)
(pI1(r), ... , p,(r)) is a homomorphism. Its
kernel is {r E R: yOk(r) = 0 for all k =1, . . ., n}; i.e., it is the intersection of the
kernels Of Spl, ... , (pn
Suppose now that II, . ., I, are ideals of R and that, for k = 1, . . ., n, each
'Ok is the natural homomorphism from R onto Rilk given by yOk(r) = r + Ik.
Then the homomorphism S° described in the last paragraph is defined by rp(r) =
(r + II, ... , r + I,)for r E R. Since Ikis the kernel of qik, we obtain the following.
Theorem 2 Let R be a ring with ideals II, ... , In. Then II n ... n I, is an ideal
of R, and R/(l 1 n ... n I,) is isomorphic to a subring of (R/I1) x ... x (R/II).
In Example 10, with II = 22 and I2= 32, the ring Z/(22 n 3Z)
2=/6Z was
isomorphic to the whole ring (Z/22) x (2/32), but in general (P(R) is only a subring
of R, x.. x R, For example, in Z we have 62n102n 152 = 302 [check this], so
Z/(62 1
1O52nl5)
= 2/302 has 30 members, while (2/6Z) x (Z/102) x (Z/15Z)
has 6. 10. 15 = 900 elements. Exercise 9 gives another example.

Corollary If pi, ... , pn are distinct primes, then the ring Z(pI
morphic to the ring 2(pl) x
x Z(pn)

pn) is iso-

Proof Consider the ideals II = p , .....I, = p, Z. The intersection l n ... n I
is p1 ... pZ, because every number divisible by each Pk has to be divisible by their
7
product. Now 2 /Ik = 2 /PkZ
Z(Pk), so Z/II x ... x 2/I, is isomorphic to
2
(pl) x ... x Z(pn), which has p1 ... p, elements, just as 2 /(pl ... pZ) does.
By Theorem 2, Z/(p.
pZ) is isomorphic to a subring of 2 (pI) x ... x Z(p,).
Since the two rings have the same number of elements and since Z(pI ... p,) Z/(pi ... p,1 Z), the Corollary follows. In fact, m -* (mMODpI, . *, mMODpn) is
an isomorphism of the ring 2 (pI . pn) onto 2 (pI) x
x Z(pn).

A

*wE

(a) The Corollary is a slightly special case of the Chinese Remainder Theorem,
which was mentioned in Example 1 on page 501 and is itself a corollary of
Theorem 2.

Chinese Remainder Theorem

Suppose that the integers ml,... ,m
are relatively prime in pairs, i.e., that gcd(mi, mj) = 1 for i =A j, and let
N = ml
m,. Then the mapping
s

3 (SMODmI,

...

sMODm,)

is a one-to-one correspondence, indeed, a ring isomorphism, between 2(N) and
Z(mi) X

...

X 2(m,).

(b) Polynomial interpolation, which has important applications in computer arithmetic, can be viewed in the context of Theorem 2. Here is a simple illustration.
Suppose that we want to find p(x) in POLY(]R) such that p(l) = 5, p(4 ) = 8,
and p(6) = 7, and suppose we also ask that p(x) have degree 2 or less so that
p(x) = ax2 + bx + c for some unknown coefficients a, b, and c.
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Evaluation at 1 is a homomorphism (o1 from POLY(R) onto R. We are given
qoj (p(x)) = p(l) = 5. Evaluation at 4 and at 6 give two more homomorphisms,
(p4 and (P6, with (04(p(X)) = 8 and 06(p(x)) = 7. As noted in Example 9(c),
the kernel of qoj is the ideal II = (x -1) . POLY(JR), while 04 and q06 have
kernels 14 = (x - 4) * POLY(R) and I6 = (x - 6) * POLY(R).
By Theorem 2, the mapping
p(x)

+ 1, n 14n 16

-

(p(x) + it, p(x) + 14, p(x) + 16)

nf 16) into the ring
is a ring isomorphism from the ring POLY(JR)/(Ifl 14
POLY(JR)/Ii XPOLY(IR)/14xPOLY(R)/I6, which is itself isomorphic to JRx RxIR.
The composite mapping from POLY(R)/(lI n 14 n 16) to JR x R x JR is
p(x) + I, n 14 n

> (p(l), p( 4 ), p(6)).

16

The interpolation problem is to find p(x) to give the right image
(p(1), p(4), p(6)). In our example, (5, 8, 7) means p(x) = -0.3x 2 +2.5x+2.8.
Fast algorithms to solve the Chinese remainder problem can be adapted
to solve the polynomial interpolation problem. Exercise 19 on page 514 shows
an interpolation algorithm modeled on the Chinese Remainder algorithm in
the previous exercise. Interpolation, in turn, gives the following method for
multiplying polynomials. To find a(x) * b(x), we can evaluate a(r) and b(r) at
lots of r's, compute a(r) * b(r) in each case, and then interpolate to find the
p(x) so that p(r) = a(r) *b(r) for each r. Techniques such as this, using clever

choices of r's, are at the heart of the Fast Fourier Transform and other fast
N
algorithms for computing with large integers.
A great deal more can be said about rings and fields. We have only introduced
the most basic ideas and a few examples, but we hope to have given some feeling
for the kinds of questions it might be reasonable to ask about these systems and the
kinds of answers one might get. The study of groups, rings, and fields makes up a
large part of the area of mathematics called abstract algebra. At this point you are
in a good position to read an introductory book in this area.

In these exercises, the words "homomorphism" and
"isomorphism" mean "ring homomorphism" and "ring
isomorphism."

1. Which of the following sets are subrings of (IR,+,*)?
(a) 2Z
(b) 2R
(c) N
(d) {m + n,2: m, n E Z}
(e) {m/2: m EZ}
(f) {m/2a: m EZ, a E P}
2. (a) For each subset in Exercise 1 that is a subring of JR,

verify closure under addition and multiplication.
(b) For each subset in Exercise I that is not a subring of
R, give a property of subrings that the subset does
not satisfy.

3. Which of the following functions are homomorphisms?
Justify your answer in each case.
(a) w FUN(IR, R)-- R defined by p(f) = f (0).
defined by (p(r) = r2.
(b) (p JR
(c)(J
-p FUN(R, R)defined by (fp(r))(x) = r. That
-R

is, (p(r) is the constant function on R having value r
at every x.
(d) *p: Z-

R defined by (p(n) = n.

(e) qp: Z/3Z -* ZZ/6Z defined by (p(n + 3Z) = 2n + 6Z.
4. Let p(x) =8x4 +3x 3 +x+7 and q(x) =x 4 +x 2 +
x + 1.

(a) Evaluate p(10) and q(10).
(b) Compute the product 83,017 x 10,111 the hard way,
by finding p(x) . q(x) = r(x) and evaluating r(10).
Notice the problem with carries.
5. (a) Show that if p(x) = q(x) . (x -a) + b is in
with a and b in R, then b = p(a).

POLY (R)

(b) Show that if
k

ai-lxk-i =x k-I

qk(X) =
i

1

+ax
then xk

-

k-2

ak = qk(x)

.

+ ... +a
(x

-

k-2

x +a

a).

(c) Use part (b) to show that if
n

p(x) = ZCkX k
k=0

POLY(R)

k-i
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and a E R, then p(x) = q(x) (x-a) + p(a) for
some q(x) G POLY(R). That is, prove the Remainder
Theorem from algebra.
(d) Show that the kernel of the evaluation mapping

p(x) -- p(a) from POLY(R) to R is the ideal
(x -a) POLY(R) consisting of all multiples of
.

x - a.
6. Find the kernel of the homomorphism o from FUN(2, 2)
to 2 in Example 7(c).
7. Consider the ring Z. Write each of the following in the
form nZ with n E N.
(a) 6Z n 8Z
(b) 6Z + 8Z
(c) 3Z + 2Z

(d) 6Z + IOZ + 15Z

8. Show that in a ring (-a) b =-(a b) = a (-b) for
every a and b.
9. (a) Verify that the mapping S° from Z(12) to Z(4) x Z(6)
given by qp(m) = (m MOD 4, m MOD 6) is a welldefined homomorphism.
(b) Find the kernel of qp.
(c) Find an element of 2(4) x 2(6) that is not in the
image of (p.
(d) Which elements in Z(12) are mapped to (1, 3)
by (p?
10. Let I be an ideal of a ring R.
(a) Show that the mapping r -* r + I is a homomorphism of R onto R/I.
(b) Find the kernel of this homomorphism.

16. Let R be a commutative ring with identity.
(a) Show that R is an integral domain if and only if the
mapping r -+ a r from R to R is one-to-one for
each non-0 a in R.
(b) Show that R is a field if and only if this mapping is
a one-to-one correspondence of R onto itself for each
non-0 a in R.
(c) Show that every finite integral domain is a field.
17. (a) Find an ideal I of Z for which Z/I is isomorphic to
E(3) x Z(5).
(b) Describe an isomorphism between Z(12) and
Z(3) x E(4).
18. Let p be a prime. This exercise shows that the commutative ring Z(p) is a field.
(a) Show that if 0 < k < p then there are integers s and
t with k . s + p t = 1.
(b) With notation as in part (a), show that s MOD p is the
multiplicative inverse of k in Z(p). [Euclid gave us
a fast algorithm to compute s and t, so we can compute effectively in E(p), even if p is very large.]
19. Consider the ring R = POLY(Z) of polynomials with
integer coefficients. The constant polynomial 2 and the
polynomial x both belong to R.
(a) Describe the members of the ideals R - 2, R . x and
R 2+ R . x.
(b) Show that there is no polynomial p(x) in R for
which R

(b) Show that (Z(5), +5, *5) is a field.
(c) Show that if F and K are fields, then F x K is not a
field.
12. Find 2 x 2 matrices that show that (A + B)2 =
A2 + 2AB + B2 does not generally hold.
-

B)

14. If RI, ... , R, are rings and if qoj, .
,(, are homomorphisms from a ring R into R,
, R,, respectively, then
the mapping yodefined by o(r) = (I (r), .
qn,
o (r)) is a
homomorphism of R into R, x ... x R,. Verify this fact
for n = 2.
15. (a) Show that if S9is a homomorphism from a field F to
a ring R, then either qo(a) = 0 for all a c F or o is
one-to-one.
(b) Show that if I is an ideal of the ring R and if 0 is a
homomorphism from R onto a ring S, then 0(1) is an
ideal of S.
(c) Show that if S is a field in part (b) then either
0(1I) = S or 0 (I) = {0}.

.6

-

6

.2

+ R . x.

20. The set B x 3 can be made into a ring in another way
besides the one described in the text. Define + and
by the tables

11. (a) Show that (Z(6), +6, *6) is not a field.

13. Find 2 x 2 matrices that show that (A + B)(A
A2 - B2 does not generally hold.

p = R

+

(0 0)

(1, 0)

(0,1 )

(1, 1)

(0,0)
(1,0)
(0, 1)

(0,0)
(1,0)
(0 1)

(1,0)
(0,0)
(1, 1)

(0, 1)
(1, 1)
(0,0)

(1, 1)
(0, 1)
(1.0)

(1, 1)

(1, 1)

(O0 1)

(0,0)

(I, )

I (0, 0)

(1, 0)

(0, 1)

(1, 1)

(0,0)
(1, 0)
(0, 1)
(1, 1)

(0, 0)
(0, 1)
(1, 1)
(1, 0)

(0.0)
(1, 1)
(1, 0)
(0,1)

-

(0,
0) (0, 0)
(1,0) (0, 0)
(0,1) (0,0)
(1, 1) (0,
0)

Verify that B x B is an additive group and that the non-0
elements form a group under multiplication. Suggestion:
Save work by exhibiting known groups isomorphic to
your alleged groups. [Finite fields such as this are important in algebraic coding to minimize the effects of noise
on transmission channels-or scratches on a CD.]

0

As usual: What does it mean? Why is it here? How can I use it? Think of examples. This
chapter covers a lot of ideas. The main themes are subsystems, homomorphisms, and actions.
As you review, try to see how individual topics connect with these themes.
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CONCEPTS AND NOTATION
group acting on a set X, on
orbit

FUN(X,

C)

fix, FIXG(X), FIXX(g)

restriction
applications of groups
digraph or graph automorphism, AUT(D), AUT(H)
coloring, equivalent colorings
algebraic system
semigroup, monoid, group
identity, inverse, g-l, -g
ring, integral domain, field
zero, identity
subgroup [subring, etc.], proper, trivial
subgroup (A) generated by A
subsemigroup A+ generated by A
cyclic group, order of an element
homomorphism, isomorphism,
of groups, semigroups, rings
kernel
normal subgroup, ideal
principal ideal
coset, gH, Hg, g + H
natural operation on G/K, natural operations on R/I
natural homomorphism v : G -~. G/K or R -* R/I

FACTS ABOUT ACTIONS
The G-orbits partition a set on which G acts.
IGI = IGxI IFIXG(X)I for every x in the set X on which the group G acts.
The number of G-orbits in X is the average number of elements of X fixed by members
of G.
The number of orbits of G on FUN(X, C) is
I

E Icr(g),
gEG

where m(g) is the number of orbits of (g) on X.
The number of G-classes of colorings of X with k colors is
C(k)

-

1

Ekm(.g)

IGIgG

GENERAL ALGEBRAIC FACTS
Cancellation is legal in a group. Cancellation of non-0 factors is legal in an integral domain.
A finite subset of a group that is nonempty and closed under the group operation is a subgroup.
Intersections of subgroups [subsemigroups, subrings, normal subgroups, etc.] are subgroups
[subsemigroups, etc.].
The subsemigroup [subgroup] generated by A consists of all products of members of A [and
their inverses].
The subgroups of (E, +) are the cyclic groups nZ. They are also the ideals of the ring
(E, +, .).

The cosets of a subgroup partition a group into sets of equal size [only one of which is a
subgroup].
Lagrange's Theorem: IGI = IG/HI * IHI.
The order of an element of a finite group G divides IGI.
Normal subgroups are the kernels of group homomorphisms; ideals are the kernels of ring
homomorphisms.
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Homomorphisms take identities to identities and inverses to inverses.
Fundamental Theorem: If K is the kernel of a homomorphism 5p on a group G, then G/K o(G). A similar statement is true for rings.
A group or ring homomorphism is one-to-one if and only if its kernel consists of just one
element.
Every cyclic group is isomorphic to (E, +) or to some (ZP, +P).
If II... , I, are ideals of R, then R/(I1 n ... n I,) is isomorphic to a subring of
(RIII) x .. x (RII,).
The Chinese Remainder Theorem: If gcd(mi, mj) = I for i : j, then
Z(MI ..

M.) -_ Z(m1) x..

x Z(m,)-

The theory of rings applies to polynomial interpolation.

0Oia:.

,i&i

A

s

ta

1. The graph H shown has automorphism group
AUT(H) = {e, f, g, h), whose members' actions are
given in the table.

(b) List the members of FIXV(H)(v).
(c) List the members of the orbit of G that contains the
vertex 2.
(d) How many orbits does (v) have in V(H)?

v

(e) How many essentially different ways are there to
color the vertices of H with at most two colors?
3. A certain mystery group G with 24 members acts on the
set X = {1, 2, ... , 59, 601 in such a way that the orbit
G(5) has 2 elements.

ox

H
U

V

W

X

e

U

V

W

X

f

u

x

w

v

g

W

V

U

X

h

w

x

u

v

(a) How many members g of G satisfy g(5) = 5?
(b) Suppose that G has six orbits on X. What is the
average number of elements of X fixed by the members of G?
4. Let E be the alphabet {a, b, c) and E* the collection of
all words using letters from E. E* is a semigroup under
concatenation.

(a) What are the orbits of (u, v, w, x) under AUT(H)?
(b) Which of e,

f, g, and h is gh?

(c) List the members of

FIX(V).

(a) Give the smallest set of generators for E* that
you can.
(b) Is E* commutative? Justify your answer.

(d) Give the multiplication table for the group

AUT(H).

(e) How many essentially different ways are there to
color the vertices of H with at most three colors?
(f) How many essentially different ways are there to
color the edges of H with at most three colors?
2. Let G be the automorphism group of the graph H.
2

(c) Does E* have an identity? Justify your answer.
(d) List three members in the semigroup generated
by cab.
5. Let L be a language over the alphabet E = {a, b}, with
concatenation as multiplication.
(a) Under what conditions is L a subsemigroup of E*?
A submonoid?
(b) Suppose that LI is the subset of E* defined recursively by (B) ab and ba are in LI and (R) abwba is
in LI for every w in LI. Is LI a semigroup? Explain.

6

5

H

Thus G consists of: the permutation e; the flip h that
interchanges 1 with 2, 3 with 4, and 5 with 6; the flip v
that interchanges 1 with 5 and 2 with 6; and the half-turn
rotation r that interchanges I with 6, 2 with 5, and 3
with 4.
(a) List the members of G that fix 3.

(c) Define L2 recursively by (B) ab and ba are in L2
and (R) abwba, abwab, bawba, and bawab are in
L2 for every w in L2 . Is L2 a semigroup? Explain.
(d) Define L 3 recursively by (B) X E L 3 and (R)
awa, awb, bwa, and bwb are in L 3 for all w in
L3 . Is L 3 a monoid? Explain.
6. (a) Give the addition and multiplication tables for Z(4).
(b) Is (Z(4), +4) a semigroup? a monoid? a group?
commutative?

Supplementary Exercises
(c) Is (Z(4), *4) a semigroup? a monoid? a group?
commutative?
(d) Is (Z(4) \ {0}, *4) a group? Explain. Be specific; i.e.,
make it clear why this particular object is, or is not, a
group.
7. The table shown is the multiplication table of a group G
that has eight members.

e
I

e
e

k
m
n

i
k
M
n

0

0

p

p

i
i
k
e
0

p
n
M

j
i
k
e
i

n
m

k m
k m
e
i
n
0
I
e
p

0

o

p

0

0

m

p
n

m

p

0

p

n

m
k
i
i
e

i

k
e
J

e

0

k

p

n
n

n

i

k

(a) What are the elements of order 2 in G?
(b) Describe a cyclic subgroup of G with 4 elements.
(c) Describe a subgroup with 4 elements that is not
cyclic.
(d) List the subgroups of order 3 in this group.
8. The table describes the action of the group G =AUT(H)
on the set E(H) of edges of the graph H.
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(a) How many colorings are unchanged by the rotation
R2 that moves each bead two places along, all in the
same direction?
(b) Give two examples of colorings unchanged by R2
that are not equivalent, even if we allow flips as well
as rotations.
(c) Describe the orbits of R2 acting on the set of beads.
(d) How many essentially different colorings of the necklace with three colors are there if two colorings are
regarded as equivalent in case one can be produced
from the other by rotating the necklace or flipping it
over?
11. (a) Give all subgroups of the additive group
(7(12), +12).
(b) Is the group (Z(12), +12) isomorphic to any subgroup of E? Explain.
(c) Is Z(12) \ {0} a semigroup under the operation *12?
Explain.
12. Let G = (g) be a cyclic group of order 6.
(a) List the subgroups of G, including the improper
ones.
(b) Which of these subgroups are normal?
(c) Show that the mapping q9: x -* (x 3 , x 2 ) from G into
the direct product group G x G is a homomorphism,
and find its kernel.
(d) Show that G is isomorphic to the group (g3 ) x (g2 ).

a

(a) Show that if U is a subsemigroup of S, then o(U) is
a subsemigroup of T.

H

e

a
a

g

E

[3

13. Let (p be a semigroup homomorphism from the semigroup (S. *) to the semigroup (T, *).

y
y

8
8

E

y

8

a

E

(a) List the orbits of g on E(H).
(b) How many ways are there to color E(H) with three
colors if two colorings are considered the same in
case one is obtained from the other by applying g
or e?
9. (a) How many different ways are there to color the vertices of a square using 10 colors, if flips and rotations
are allowed? [That is, two colorings are considered
the same if one can be changed to the other by a
succession of flips and rotations.]
(b) How many different ways are there if opposite vertices of the square must be the same color? [Look for
an easy answer, and then explain it.]
(c) How many different ways are there if opposite vertices are not allowed to be the same color? Hint:
Apply Theorem I on page 477, where X is the set
of colorings of the vertices of a square that take
different values on opposite vertices.
10. Consider colorings of six beads arranged on a circular
string with colors black, red, and white. [Think of the
beads as the vertices of a regular hexagon.]

(b) If V is a subsemigroup of T, must qo(V) be a subsemigroup of S? Explain.
14. Show that if S is a semigroup, if A generates S, and if
qp is a homomorphism defined on S, then -p(A) generates ((S).
15. The collection JP(S x S) of all relations on a nonempty
set S forms a semigroup with composition as operation,
as we showed on page 448.
(a) Is this semigroup a monoid? Explain.
(b) Under what conditions is this semigroup commutative?
16. (a) Show that if p is a homomorphism from a semigroup
(S,. ) to a semigroup (T, E) and if fr is a homomorphism from (T, E) to a semigroup (U, A), then
+ ° So is a homomorphism.
(b) Show that if S9is an isomorphism of (S. *) onto
(T,LD), then yp 1 is an isomorphism of (T,D) onto
(S,. ).
(c) Use the results of parts (a) and (b) to show that the
isomorphism relation
is reflexive, symmetric, and
transitive.
17. Ann tells Bob that, if M is a monoid and S is a subsemigroup of M that is also a monoid, then the identity element of S must be the same as the identity of M. Bob
says that's not always true, but that, if e is the identity
of S and (p is a semigroup homomorphism from S into
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some monoid T, then p(e) must be the identity of T.
What's the story here?
18. Consider the algorithm shown.

(e) Apply the algorithm as modified in part (d) to
solve the system of congruences x - 6 (mod 11),
x - 4 (mod 17), and x - -1 (mod 73).
19. Consider the algorithm shown.

Chinese Remainder Algorithm
{Input: Positive integers ml, . . ., m, with
gcd(mi, my) = I for i :A j, integers bl,...,b.}
{Output: An integer x with x - bi (mod mi)
for i = 1,
n.)
Set x, :b.
f or i 2, ... n do
Find si with si (ml
imj-) -I (mod mi).
Set xi := xi I + si (ml
mi- 1)(bi- xi-I).
return x,. U
(a) Prove by induction that xk - bi (mod mi) for i I, . . ., k for each k in {I1,. . ., n}. Hence, in particular, x, has the property claimed for x.
(b) Carry out the steps of the algorithm to find x with
x - 4 (mod 17) and x - 6 (mod 11). To find S2, you
may use any method, such as the Euclidean Algorithm or simple inspection.
(c) Carry out the steps of the algorithm to find x with
x -6 (mod 11) and x - 4 (mod 17). Compare your
answer with that for part (b).
(d) Suppose that we replace the line
Set xi := xi-

+ si

(ml

...

mi- 1)(bi -xi-)

by
Set xi := (xi -l + si - (m I... mi-l)(bi-xi -,l))
MODMI .. **Mi

in the algorithm. Why might this be a desirable
change? Would the modified algorithm still return a
solution to the given list of congruences?

Polynomial Interpolation Algorithm
{Input: Real numbers al,,
and real numbers b 1
{Output: A polynomial p(x)
p(ai) = bi for i = 1,
Set PI (x) := bl.
for i-2=
... , n do

a with ai 7 aj for i :A j,
b.b...,
of degree at most n - 1 with
n.)

Set s = (a -al) ... (a -ai-)
Set pi (x):= Pi-(x) + si (x- a) ... (x
(bi -pireturn Pn(x).

ai-1)

(ai)).

X

(a) Prove by induction that for each k in {1, . . ., nI the
polynomial pk(x) has degree at most k - 1 and
Pk (ai) = bi for i = 1, ... , k . Hence, in particular,
pn(x) has the property claimed.
[In fact, the notions of mod and gcd make
sense for polynomials, and the Polynomial Interpolation Algorithm is simply a translation of the Chinese
Remainder Algorithm into the polynomial setting,
with the added advantage of an explicit formula for
si. Moreover, this algorithm works not just for real
numbers, but for elements of any field.]
(b) Carry out the steps of the algorithm to find p(x) of
degree at most 2 with p(O) = 2, p(l) = 0, and
p(3) = 8.
(c) Is it possible that p(x) might have degree less than
n -1?

-

E

U

Predicate Calculus
and Infinite Sets
This chapter contains topics that might well have been included in Chapters 2 and 5,
but which we deferred until now to avoid breaking the flow of ideas in the core
of the book. The informal introduction to V and 3 that we did give in Chapter 2
was adequate for everyday use, and even a moderately complete introduction to the
predicate calculus would have been substantially more sophisticated than the level
of the discussion at that stage. As it is, the account in the next two sections only
begins to suggest the questions that arise in a formal development of the subject.
The reason for leaving infinite sets out of the chapter on counting is simply that
the ideas and methods they require are completely different from those appropriate
to finite sets. Moreover, finite intuition and infinite intuition are quite different and
should be kept separate.

13.1

Quantifiers and Predicates
Chapter 2 emphasized logic as a working tool. We need to be able to untangle
complicated logical statements, and the propositional calculus that we constructed
from v, A, -, -A, and - was aimed at this goal. That machinery is a nice, complete,
self-contained theory of logic, but it is totally inadequate for most of mathematics.
Part of the problem is that the propositional calculus does not allow the use of an
infinite number of propositions, and the notation is even awkward for handling a large
finite set of propositions. For example, we frequently encounter an infinite sequence
of propositions p(n) for n in N. The informal statement "p(n) is true for all n" means
"p(O) is true and p(l) is true and p(2) is true, etc." The only symbolism available
from the propositional calculus would be something like p(O) A p(l) A p(2) A * *,
which is not acceptable. Similarly, the informal statement "p(n) is true for some n"
would correspond to the unacceptable p(O) V p(l) V p(2) V
. To get around this
sort of problem, we will use the quantifiers V and 3 introduced in §2.1. We need to
develop the rules for using the new symbols and for combining them with the old
ones. The augmented system of symbols and rules is called the predicate calculus.
Recall that the quantifiers are applied to families {p(x): x E U} of propositions; the nonempty set U is called the universe of discourse or domain of discourse. The compound proposition Vx p(x) is assigned truth values as follows:
...
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Vx p(x) is true if p(x) is true for every x in U;
otherwise Vx p(x) is false.
The compound proposition Bx p(x) has these truth values:
3x p(x) is true if p(x) is true for at least one x in U;
3x p(x) is false if p(x) is false for every x in U.
Notice that Vx p(x) and Bx p(x) are propositions; each of them is either true or
it's false.

*

.

(a) Compound propositions are not completely defined unless the universe of discourse is specified. Thus Vx [X2 > xJ is ambiguous until we specify its universe of discourse, which might be R, [0, oc) or some other set. In general,
the truth value depends on the universe of discourse. For example, this proposition is true for the universe of discourse [1, oc), but false for [0, oc) and
for Et.
(b) General statements such as "w + w = 2w" and "if x > 1, then x < x 2 " often
come with implicit quantifiers. Thus we understand "w + w = 2w" to mean
Vw [w + w = 2w] for some specific universe, unless w itself has been assigned
a specific value, in which case the statement "w + w = 2w" is a statement about
that value. Similarly, "if x > 1, then x < x 2 " means Vx [x > I -1 x < x2] for
U
some chosen universe.
We can also consider propositions that are functions of more than one variable,
perhaps from more than one universe of discourse, and in such cases multiple use
of quantifiers is natural.

*

.

Here is an example illustrating the multiple use of quantifiers and the importance of
order when using both quantifiers V and 3.Let the universe of discourse consist of
all people, living or dead, and consider
m(x, y)

=

"x is a mother of y."

The truth value of m(x, y) depends on both x and y, of course. The meaning of
Vx m(x, y) is "every x is a mother of y," i.e., "everybody is a mother of y," which is
false no matter who y is. The meaning of Vy m(x, y) is "x is a mother of everybody,"
which is also false, no matter who x is. The truth value of By m(x, y) depends on
who x is, because its meaning is "x is a mother of somebody." On the other hand,
3x m(x, y) means "somebody is a mother of y," so it's true for every person y. [We
won't worry about clones.] It would even be true for a person y with more than one
mother, if that were possible.
Notice that in each of these cases only one variable matters in the final statement. For instance, Bym(x, y) could be read as "x is a mother of some y," but it
could just as well be "x is a mother of some z," because what it really means is
that x is a mother of somebody, whether we use the label y or z or something else
for that somebody. Thus 3y m(x, y) and 3z m(x, z) are both true or both false for a
given person x.
The truth value of 3y m(x, y) depends on the value of the variable x. We
can quantify it again, either with Vx or 3x. The meaning of Vx [3y m(x, y)] is
"every x is a mother of somebody," i.e., "everybody is a mother of somebody." The
meaning of 3x [3y m(x, y)] is "some x is a mother of somebody," i.e., "somebody
is a mother of somebody," which is equivalent to 3y [3x m(x, y)]. It turns out that
3x [3y p(x, y)] and 3y [3x p(x, y)] always have the same truth value no matter
what p(x, y) is, since they both mean "p(x, y) is true for some value of x and some
value of y."
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However, 3x [Vy m(x, y)] and Vy[3x m(x, y)] have different meanings for
example. Since Vy [3x m(x, y)] means "everybody has somebody as a mother,"
true. Exercise 1 asks you to decide about3x [Vy m(x, y)]. Hint: It's false.
Henceforth we will usually omit the brackets [ ] and write 3x Vy p (x, y),
example, or even 3x Vy3z q (x, y, z). Remember, though, that the order in which
quantifiers and their associated variables appear is important in general.

our
it's
for
the
U

Let's analyze the proposition Vx p(x) more closely. The expression p(x) is
called a predicate. In ordinary grammatical usage, a predicate is the part of a sentence
went
that says something about the subject of the sentence. For example, "
a
To
make
are
predicates.
box"
a
bread
than
is
bigger
"
and
to the moon"
is bigger than
sentence, we supply the subject. For instance, the predicate "
a bread box" becomes the sentence "This book is bigger than a bread box" if we
supply the subject "This book." If we call the predicate p, then the sentence could
be denoted p(This book). Each subject x yields a sentence p(x).
A predicate in our symbolic logic setting is a function that produces a proposition whenever we feed it a member of the universe; i.e., it is a proposition-valued
function with domain U. We follow our usual practice and denote such a function by
p(x). The variable x in the expression p(x) is called a free variable of the predicate.
As x varies over U, the truth value of p(x) may vary. In contrast, the proposition
Vx p(x) has a well-defined truth value that does not depend on x. The variable x in
Vx p(x) is called a bound variable; it is bound by the quantifier V. Since Vx p(x)
has a fixed meaning and truth value, it would be pointless and unnatural to quantify
it again. That is, it would be pointless to introduce Vx Vx p(x) and 3x Vx p(x), since
their truth values are the same as that of Vx p(x). However, as we have seen in
Example 2, multiple use of quantifiers makes sense for predicates that are functions
of more than one variable.
1

V-41-1 RA1:1 4 =

Let N be the universe of discourse, and for each m and n in N let
p(m, n) = "m <n."
We could think of the propositions p(m, n) as being labeled by N x N, in which case
p would be a predicate defined on N x N that produces a proposition for each choice
of (m, n) in N x N. It seems more natural, though, to think of p as a propositionvalued function of two variables, m and n, both in N, i.e., as what we will call a
2-place predicate. Another example of a 2-place predicate is the motherhood function
in Example 2.
In that example and the present one, both variables m and n are free, and
the meanings and truth values of p(m, n) vary with both m and n. In the expression 3m pi(m, n), the variable m is bound, but the variable n is free. The proposition 3m p(m, n) reads "there is an m in N with m < n," so 3m p(m, 0) is false,
3m p(m, 1) is true, 3m p(m, 2) is true, etc. For each choice of n, the proposition
3m p(m, n) is either true or false; its truth value does not depend on m, but depends
on n alone. It is meaningful to quantify 3m p(m, n) with respect to the free variable n
to obtain Vn 3m p(m, n) and 3n 3m p(m, n). The proposition Vn 3m p(m, n) is false
because 3m p(m, 0) is false, and the proposition 3n 3m p(m, n) is true because, for
example, 3m p(m, 1) is true.
There are eight ways to apply the two quantifiers to the two variables: Vm Vn,
Vn Vm, 3m 3n, 3n 3m, Vm 3n, 3n Vm, Vn 3m, and 3mVn. The first two turn out
to be logically equivalent, in a precise sense that we will define in §13.2, since
they have the same meaning as V(m, n) p(m, n), where (m, n) varies over the new
universe of discourse N x N. Similarly, 3m 3n p(m, n) and 3n 3m p(m, n) are logically equivalent. The remaining four combinations must be approached carefully,
as we saw in Example 2. In the present example, we have already observed that
Vn 3m p(m, n) is false. No matter what m is, p(m, 0) is false, so Vn p(m, n) is false,
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and therefore 3m Vn p(m, n) is also false. To analyze Vm 3n p(m, n), note that, for
each m, 3n p(m, n) is true because p(m, m + 1) is true. Therefore, Vm ]n p(m, n)
is also true. To analyze 3n Vm p(m, n), note that Vm p(m, n) is false for each n
because, for example, p(n, n) is false. Therefore, 3n Vm p(m, n) is false. We repeat:
for this example, Vm 3n p(m, n) is true, while 3nVm p(m, n) isftilse.
The left proposition asserts, correctly, that for every m there is a bigger n. The right
proposition asserts, incorrectly, that there is an n bigger than all m.
E
With these examples in mind, we turn now to a more formal account. Let U1,
U2 , ... , U, be nonempty sets. An n-place predicate over U1 x U2 x ... x U, is a
x U, that has propositions as
function p(xl, X2, . .. , xn) with domain U1 x U2 x
X, for p(xI, x2,.. I X,) are all free
its function values. The variables Xl, X2,
variables for the predicate, and each x1 varies over the corresponding universe of
discourse Uj. The term "free" is short for "free for substitution," meaning that the
variable xj is available in case we wish to substitute a particular value from Uj for
all occurrences of xj.
If we substitute a value for xj, say for definiteness that we substitute a
for xl in p(xl, x2, . . ., Xn), we get the predicate p(a, X2, . . ., x,) that is free on
the n- I remaining variables x2, . . ., x, but no longer free on xi. An application of a quantifier Wxj or 3xj to a predicate p(x 1, x2, . . ., Xn) gives a predicate
Vxj p(xl, x2, . .. , x,) or 3xj p(xl, X2, . .. , Xn) whose value depends only on the
values of the remaining n -I variables other than xj. We say the quantifier binds
the variable xj, making xj a bound variable for the predicate. Application of n
quantifiers, one for each variable, makes all variables bound and yields a proposition
whose truth value can be determined by applying to the universes U1, U2, ...
Un
the rules for Vx and 3x specified prior to Example 1.
A

(a) Consider the proposition
Vm 3n [n > 2m ];

(1)

here p(m, n) = "n > 2m" is a 2-place predicate over N x N. That is, m and n
are both allowed to vary over N. Recall from our bracket-dropping convention
that (1) represents
Vm [Bn [n > 2m]].
Both variables m and n are bound. To decide the truth value of (1), we consider
the inside expression Bn [n > 2m] in which n is a bound variable and m is a
free variable. We mentally fix the free variable m and note that the proposition
'n > 2m" is true for some choices of n in N, for example, n = 2m + 1. It
follows that 3n [n > 2 '] is true. This thought process is valid for each m in N,
so we conclude that 3n [n > 2m] is true for all m. That is, (1) is true.
If we reverse the quantifiers in (1), we obtain
:n Vm [in > 2m ].
This is false because Vm [n >
form = n.
(b) Consider the propositions

2 m]

(2)

is false for each n, since "n > 2 m" is false

Vx By [x + y = 0],

(3)

3yVx[x+y=0],

(4)

Vx By [xy = 01,

(5)

By Vx [xy = 0],

(6)

where each universe of discourse is DR.
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To analyze (3), we consider a fixed x. Then By [x + y = 0] is true, because
the choice y = -x makes "x + y = 0" true. That is, By [x + y = 0] is true for all x,
so (3) is true.
To analyze (4), we consider a fixed y. Then Vx [x + y = 0] is not true, because
many choices of x, such as x = 1 - y, make "x + y = 0" false. That is, for each y,
Vx [x + y = 0] is false, so (4) is false.
Proposition (5) is true, because By [xy = 0] is true for all x. In fact, the choice
y = 0 makes "xy = 0" true.
To deal with (6), we analyze Vx [xy = 0]. If y = 0, this proposition is clearly
true. Since Vx [xy = 0] is true for some y, namely y = 0, the proposition (6) is true.
In Example 3 of the next section, we will see that the truth of (6) implies the
truth of (5) on purely logical grounds; that is,
3yVxp(x,y)

-*

Vxy p(x,y)

is always true.
We have already noted that an n-place predicate becomes an (n -I)-place
predicate when we bind one of the variables with a quantifier. Its truth value depends
on the truth values of the remaining n -I free variables and, in particular, doesn't
depend on what name we choose to call the bound variable. Thus, if p(x) is a I-place
predicate with universe of discourse U, then Vx p(x), Vy p(y), and Vt p(t) all have
the same truth value: true if p(u) is true for every u in U and false otherwise.
Similarly, if q(x, y) is a 2-place predicate with universes U and V, then 3y q(x, y),
3t q(x, t), and Bs q(x, s) all describe the same 1-place predicate: the predicate that
has truth value true for a given x in U if and only if q(x, v) is true for some v in
the universe V in which the second variable lies. On the other hand, the predicate
3x q(x, x) is not the same as these last three. The difference is that the quantifier in
this instance binds both free variables.
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Let U and V be N, and let q(m,n) = "m > n." Then Bmq(m,n) is the 1-place
predicate "some member of N is greater than n," and so is 3k q(k, n). The predicate
Bn q(m, n) is the 1-place predicate "there is a member of N less than m," which is
the same predicate as Dj q(m, j) and has the value true for m > 0 and false for
m = 0. But 3m q(m, m) is the proposition "m > m for some m," which is quite
a
different and has the value false.
Occasionally, we are confronted with a constant function in algebra, such as
f(x) = 2 for x e R, in which the variable x does not appear in the right side of
the definition of f. Although the value of f (x) does not depend on the choice of x,
we nevertheless regard f as a function of x. Similarly, in logic we occasionally
encounter propositions p(x) whose truth values do not depend on the choice of x
in U. As artificial examples, consider p(n) = "2 is prime" and q(n) = "16 is prime,"
with universe of discourse N. Since all the propositions p(n) are true, Bn p(n) and
Vn p(n) are both true. Since all the propositions q(n) are false, Bn q(n) and Vn q(n)
are both false. Those propositions p(x) whose truth values do not depend on x are
essentially the ones we studied earlier in the propositional calculus. In a sense, the
propositional calculus plays the same role in the predicate calculus that the constant
functions play in the study of all functions.
For the predicate calculus, we need to describe the logical expressions that we
will be dealing with. In Chapter 2 we used the term "compound proposition" in an
informal way to describe propositions built up out of simpler ones. In Exercise 15
on page 285 we gave a recursive definition of wff's for the propositional calculus;
these are the compound propositions of Chapter 2. In the same way, we will use
a recursive definition in order to precisely define "compound propositions" for the
predicate calculus. Let us look more closely at what we did in the propositional
calculus. Even if you have not read Chapter 7, you can follow the account below.
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In Chapter 2 we used logical operators to build up propositions from the symbols p, q, r, etc., which we considered to be names for other propositions. The
symbols could be considered to be variables, and a compound proposition such as
p A (- q) could be considered a function of the two variables p and q; its value is
true or false, depending on the truth values of p and q and the form of the compound proposition. The truth table for the compound proposition is simply a list of
the function values as the variables range independently over the set {true, falsely.
For the propositional calculus, such variables are all that we need, but for the predicate calculus, we must also consider variables associated with infinite universes of
discourse.
Suppose that we have available a collection of nonempty universes of discourse
with which the free variables of all predicates we consider are associated. We define
the class of compound predicates as follows:
(B1 )
(B2)
(RI)

Logical variables are compound predicates.
n-place predicates are compound predicates for n > 1.
If P and Q are compound predicates, then so are
- P.

(R2)

(P v Q),

(P A Q),

(P-* Q)

and

(P -+Q).

If P(x) is a compound predicate with free variable x and possibly
other free variables, then

(Vx P(x))

and

(3x P(x))

are compound predicates for which x is not a free variable.
If we delete (B2 ) and (R2 ), we obtain the recursive description of wff's for the
propositional calculus in Exercise 15 on page 285. In our present setting there are
compound predicates, besides those made from (B1 ) and(RI), that are propositions.
If all the variables in a compound predicate are bound, then the predicate is a
proposition. We extend our definition and call a compound predicate with no free
variables a compound proposition. For example,

((3x(3z p(x, z))) -->(Vy (- r (y))))
is a compound proposition with no free variables. In contrast,
(p(x) V (- Vy q(x, y)))

and
((3z p(x, z))

-*

(Vy(- r(y))))

are compound predicates with free variable x.
The number and the placement of parentheses in a compound predicate are
explicitly prescribed by our recursive definition. In practice, for clarity, we may add
or suppress some parentheses. For example, we may write ((Vx p(x)) -* (3x p(x)))
as Vx p(x) -÷ 3x p(x), and we may write (3x - p(x)) as 3x(- p(x)). We sometimes
also use brackets or braces instead of parentheses.
A

*

0

In Example 3 of the next section, we will encounter the compound proposition
3x Vy p(x, y)

-*Vy

3xp(x, y).

Let's verify that, with some additional parentheses, this is indeed a compound predicate. We won't ask you to make such verifications, but trust that you will recognize
compound predicates when you see them.
The 2-place predicate p(x, y) is a compound predicate by (B2). Hence so
are (Vy p(x, y)) and (3x p(x, y)), by (R2). By (R2) again, (3x(Vy p(x, y))) and
(Vy(3x p(x, y))) are compound predicates. Finally, by (R1),
(isx(yop(x, youn (d (OX
is a compound predicate.

pd(x, yc))
.

13.1 i Quantifiers and Predicates

As in Chapter 2, the truth values true and false may be
written as I and 0, respectively.
1.

Let m(x, y) be as in Example 2. Write the meaning of
3x Vy m (x, y) in words and determine its truth value.

2. As in Example 3, let p(m, n) be the proposition
"m < n," but with m and n varying over the universe of
discourse Z instead of N. Determine the truth values of
the following.
(b) Vn Vm p(m, n)
(a) Bn 3m p(m, n)
(d) Bm Vn p(m, n)
(c) Vn Bm p(m, n)
3. Determine the truth values of the following, where the
universe of discourse is N.
(a) Vm Bn [2n

m]

(b) Bn Vm [2m = n]

(c) Vm 3n [2m =n]

(d) 3n Vm [2n =m]
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10. Consider the expression x + y = y + x.
(a) Specify the free and bound variables in the expression.
(b) Apply universal quantifiers over the universe R to get
a proposition. Is the proposition true?
(c) Apply existential quantifiers over the universe 2 to
get a proposition. Is the proposition true?
11. Repeat Exercise 10 for the expression (x - y) 2
x

2

-y

2

.

12. Consider the proposition Vm Bn [m + n = 7].
(a) Is the proposition true for the universes of discourse N?
(b) Is the proposition true for the universes of discourse 2?
13. Repeat Exercise 12 for Vn Em [m + 1 = n].

(e) Vm Vn [-{2n = m}]
4. Determine the truth values of the following, where the
universe of discourse is R.
(a) Vx By [xy = 1]

(b) By Vx [xy = I]

14. Consider the proposition Vx By [(x 2 + l)y = 1].
(a) Is the proposition true for the universes of discourse N?

(c) 3x By [xy = 1]
(d) Vx Vy [(x + y)2 = x 2 + y2 ]

(b) Is the proposition true for the universes of discourse Q?

(e) Vx By [(x + y) 2 = x2 + y2 ]
(f) By Vx [(x + y) 2 = x 2 + y 2 ]

(c) Is the proposition true for the universes of discourse 2?

(g) 3x By [(x + 2y = 4) A (2x - y = 2)]
(h) 3x By [x2 + y2 + 1 = 2xy]
5. Write the following sentences in logical notation. Be sure
to bind all variables. When using quantifiers, specify universes; use R if no universe is indicated.

15. Another useful quantifier is 3!, where 3!x p(x) is read
"there exists a unique x such that p(x)." This compound
proposition is assigned truth value true if p(x) is true for
exactly one value of x in the universe of discourse; otherwise, it is false. Write the following sentences in logical notation.

(a) If x <y and y <z, then x <z.

(a) There is a unique x in R such that x + y = y for all

(b) For every x > 0, there exists an n in N such that
n > x and x > I /n.

(b) The equation x 2 = x has a unique solution.

(c) For every m, n E N, there exists p e N such that
m < p and p < n.
(d) There exists u c N so that un = n for all n E N.
(e) For each n E N, there exists m E N such that m < n.
(f) For every n E N, there exists m
2 m < n and n < 2'+'.

E N

such that

6. Determine the truth values of the propositions in
Exercise 5.
7. Write the following sentences in logical notation; the
universe of discourse is the set E* of words using letters
from a finite alphabet E.
(a) If wIw2 = wIw 3 , then W2 = W3.
(b) If length(w) = 1, then w

E

E.

(c) WIW2 = W2WI for all wI, W2 E E*.

8. Determine the truth values of the propositions in
Exercise 7.
9. Specify the free and bound variables in the following
expressions.
(a) Vx 3z [sin(x + y)
cos(z -y)]
(b) 3x [xy = xz

-

y

-

(c) 3x 3z [X2 + z 2 = y]

z]

y E R.

(c) Exactly one set is a subset of all sets in P(N).
(d) If f: A --. B, then for each a E A there is exactly
one b c B such that f(a) = b.
(e) If f: A -* B is a one-to-one function, then for each
b E B there is exactly one a E A such that f(a) = b.
16. Determine the truth values of the propositions in
Exercise 15.
17. In this problem, A = {0, 2, 4, 6, 8, 101 and the universe
of discourse is N. True or False.
(a) A is the set of even integers in N less than 12.
(b) A = {0,2,4,6, ... }
(c) A = In E N: 2n < 24}
(d) A = InE N: Vm [(2m = n) -(m

< 6)]

(e) A = {n EN: Vm [(2m = n) A (m < 6)]}
(f)

A = in E N: Bm[(2m =n)-* (m < 6)]}

(g) A = {n

N:Bm [(2m = n) A (m < 6)]}

(h) A = in E N: B!m [(2m = n) A (m < 6)]}
(i)

A = {n E N: n is even and n2 < 1001

(j)

Vn [(n e A) -(n

(k)

(3 c A) -(3

<10)]

<l0)
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(1) (12 E A) --- (12 < 10)
(m) (8 E A)

-

(8 < 10)

18. With universe of discourse A, let p(n) = "n is prime"
and e(n) = "n is even." Write the following in ordinary
English.
(a) 3mVn [e(n)

(b)

13.2

A p(m + n)]

Vn 3m [-e(n)

--#

e(m + n)]

Translate the following into logical notation using p
and e.
(c) There are two prime integers whose sum is even.
(d) If the sum of two primes is even, then neither of
them equals 2.
(e) The sum of two prime integers is odd.
19. Determine the truth values of the propositions in
Exercise 18.

Elementary Predicate Calculus

I

One of our aims in Chapter 2 was to learn how to tell when two compound propositions were logically equivalent or when one proposition logically implied another.
Questions like this become even more important, and also somewhat more difficult,
when we allow ourselves to use quantifiers V and 3 to build up compound expressions. When we just had -, A , V, a, and - to deal with, we used truth tables to
break our analysis into small steps. To get a similar breakdown for predicate logic,
we need to determine the rules for how V and 3 interact with each other and with
,

A

,

V, -,

and A-4.

The ideas of "proof" and "rule of inference" that we discussed in §2.5 for the
propositional calculus can also be extended to the predicate calculus setting. Not
surprisingly, more possible expressions means more complications. A moderately
thorough account of the subject would form a substantial part of another book. In
this section we will just discuss some of the most basic and useful connections
between quantifiers and logical operators. Even such a brief account will be useful,
though. The fact is that people commonly make serious mistakes where quantifiers,
often implicit, are mixed with negation, so whatever we can do to avoid such blunders
will be all to the good.
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When we hear the television advertiser say, "All cars are not created equal," we
know that what he really means is "Not all cars are created equal." The distinction
would be even more obvious if we were comparing "All cars are not yellow" with
"Not all cars are yellow." The first of these two statements is false-there are some
yellow cars-but the second is true. The statements have different truth values. Given
a universe of cars, if y(c) is the predicate "c is yellow," then the first statement is
Vc(- y (c)), while the second is- (Vc y(c)).
These are simple examples of predicates, in this case propositions, built using
the quantifier V and the logical operator -. More complicated predicates come up
frequently in debugging computer programs that have branching instructions, to see
how the programs will behave with different kinds of input data.
Our simple predicates do not have the same truth value for the universe of
cars and the particular interpretation "c is yellow" for y(c). Could they be logically
equivalent if we had a different universe or a different meaning for V(c)? This is one
kind of general question that we plan to answer. See Example 4(b) for a continuation
of this discussion.
D
The truth value of a compound proposition ordinarily depends on the choices
of the universes of discourse that the bound variables are quantified over, but there
are important instances in which a compound proposition has the value true for
all universes of discourse. Such a proposition is called a tautology. This definition extends the usage in Chapter 2, where there were no universes to
worry about.

13.2 * Elementary Predicate Calculus
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(a) An important class of tautologies consists of the generalized De Morgan laws;
compare rules 8a-d in Table 1 on page 62. These are
3-x[ p(x)],

- Vx p(x)

- 3x p(x) ÷* Vx

÷*

p(x)],

(2)

Bx[- p(x)],

(3)

- Vx [- p(x)].

(4)

Vx p(x) <-+-'
3x p(x)

(1)

Let's think about these. To see that (1) is a tautology, note that - Vx p(x) has
truth value true exactly when Vx p(x) has truth value false, and this occurs
whenever there exists an x in the universe of discourse for which p(x) is
false, i.e., for which - p(x) is true. Thus -Vx p(x) is true precisely when
3x [- p(x)] is true. This argument does not rely on the choice of universe, so
(1) is a tautology.
De Morgan law (2) can be analyzed in a similar way. Alternatively, we
can derive (2) from (1) by substituting the 1-place predicate -p(x) in place of
p(x) to obtain
-tE:|113A

- Vx [-p(x)]

++

3x[ - p(x)].

The substitution rules in §2.5 are still valid, so we may substitute p(x) for
-p(x) and obtain the equivalent expression
-Vx [-'p(x)]

*-3x

[p(x)].

This is De Morgan's law (4) and, if we negate both sides, we obtain (2). An
application of (2) to -p(x) yields (3).
(b) Consider again the predicate y(c) = "c is yellow," where c ranges over the
universe of cars. De Morgan law (1) tells us that

- (VCy(c))

++

:IC(- y(0)

is a tautology. We conclude that - (Vc y(c)) and 3c(- y(c)) must have the same
truth value on purely logical grounds; we do not need to consider the context of
cars. In Example 1 we decided that - (Vc y(c)), i.e., "Not all cars are yellow,"
is true, so 3c(- y(c)) must also be true. Sure enough, it's true that "There exists
a car that is not yellow."
E
(a) The following compound predicate is true for every 2-place predicate p(x, y):

3x Vy p(x, y) --Vy 3Ix p(x,
y).(*
In other words, (*) is a tautology. To see this, suppose that 3x Vy p(x, y) has
truth value true. Then there exists an xo in the universe of discourse such that
Vy p(x(, y) is true, and so p(xo, y) is true for all y. Thus, for each y, 3x p(x, y)
is true; in fact, the same xo works for each y. Since 3x p(x, y) is true for all y,
the right side of (*) has truth value true. Since the right side is true whenever
the left side is, (*) is a tautology.
(b) The converse of (*),
Vy 3x p(x,y) -÷ 3x Vy p(x,y),
is not a tautology, as we noted in Examples 2 and 3 on pages 516 and 517.
Here is another simple example. Let p(x, y) be the 2-place predicate "x = y"
on the two-element universe U = {a, b}. Observe that 3x p(x, a) is true, since
p(x, a) is true for x = a. Similarly, 3x p(x, b) is true, and so Vy 3x p(x, y) is
true. On the other hand, as noted in the proof of (*), 3x Vy p(x, y) is true only
if Vy p(xo, y) is true for some xo. Since xo must be a or b, either Vy p(a, y) or
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TABLE 1 Logical Relationships in the Predicate
Calculus
Vx Vy p(x, y)
VyVx p(x, y)
]x 3y p(x, y)
3y 3x p(x, y)
3x Vy p(x, y)
Vy 3x p(x, y)

35a.
b.
36.

-X p(x)¢ Ix [- p(x)

37a.
b.
c.

d.
38.

-3x p(x) . Vx [-p(x)]
Vx p(x)
-3x [-p(x)]I
31x p(x) <
Vx [-p(x)]
Vxp(x)= 3x
x p(x)

De Morgan laws

Vy p(b, y) would be true. But Vy p(a, y) is false, since p(a, y) is false for y = b and,
similarly, Vy p(b, y) is false. Thus, in this setting, the proposition Vy 3x p(x, y)
3x Vy p(x, y) is false. Hence this compound proposition is not a tautology.
U
As in the propositional calculus, we say that two compound propositions P and
Q are logically equivalent, and we write P *-~ Q, in case P e-* Q is a tautology.
Also, P logically implies Q provided P -* Q is a tautology, in which case we
write P
- Q. Table 1 lists some useful logical equivalences and implications. We
begin numbering the rules with 35, since Chapter 2 contains rules 1 through 34.
In Examples 2 and 3 we discussed the tautologies corresponding to rules 37
and 36. The remaining rules are easy to verify.
A

A

(a) To verify rule 35b, that is, to verify that
3x3yp(x,y) (y-*3yxp(x,y)
is a tautology, we must check that this proposition has the value true for
all possible universes of discourse. By the definition of *, we need only
check that 3x 3y p(x, y) has the value true for a given universe if and only
if 3y Bx p(x, y) has the value true for that universe. Suppose 3x 3y p(x, y) is
true. Then 3y p(xo, y) is true for some xo in the universe, so p(xo, yo) is true
for some yo in the universe. Hence 3x p(x, yo) is true and thus 3y Bx p(x, y)
is true. The implication in the other direction follows similarly. Moreover,
both 3x 3y p(x, y) and 3y 3x p(x, y) are logically equivalent to the proposition
3(x, y) p(x, y), where (x, y) varies over U1 x U2 , with U1 and U2 the universes
of discourse for the variables x and y.
(b) Rule 38, applied to - p(x) in place of p(x), gives
Vx-p(x)=

3x- p(x).

Then De Morgan law 37a applied to 3x -p(x) gives
Vx- p(x) =zz- Vx p(x).
It is worth emphasizing that as we saw in Example 1, the reverse implication
is false.
N
De Morgan laws 37a to 37d can be used repeatedly to negate any quantified
proposition. For example,

-_3wVx1y3zp(w,x,y,z)
is successively logically equivalent to
Vw [- Vx3y3zp(w,x, y, z)],
Vw Bx [- 3y 3z p(w, x, y, z)],
Vw 3x Vy [-3z p(w, x, y, z)],
Vw3xVyVz[-p(w,x, y,z)].
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This example illustrates the general rule: The negation of a quantified predicate is
logically equivalent to the proposition obtained by replacing each V by 3, replacing
each 3 by V, and replacing the predicate itself by its negation.
(a) The proposition

VxVyz [x < z < y]

(1)

states that for every x and y there is a z between them. Its truth value, which
we really don't care about here, depends on the choices of the universes for x,
y, and z [see Exercise 12]. The negation of (1) is
3x 3y Vz{-[x < z < y]}.
Since "x < z < y" means "(x < z) A (z < y)," we can apply an elementary
De Morgan law from Table 1 on page 62 to get
- (x < z) V -(z

- [x < z < y]

< y)

(x > z) V (z > y).

Hence the negation of (1) is logically equivalent to
3x By Vz [(z < x) v (z > y)1.
This states that for some choice of xo and yo, every z is either less than or
equal to xo or else bigger than or equal to yo.
(b) Here is an example from calculus, but you don't need to know calculus to follow
the example. By definition, a sequence a,, a2, . .. of real numbers has the real
number L as a limit, and we write lim,,c, a, = L, in case no matter how
close we want to get to L we can get that close and stay that close by going far

enough along in the sequence. In mathematical terms, limnO a, = L means
that for every E > 0 [E measures how close we want to be to L, so e could be
very near 0] there is an N in IP [telling how far out is far enough] such that
la, - Li < e [a, is close enough to L, i.e., within E of L] whenever n > N.
Symbolically, this is
VE 3N Vn [n > N

LI < e]

Ian-

with universes (0, xo) for E and IP for N and n. The sequence al, a2, ... has a
limit in case limnc+ an = L for some L in IR, i.e., in case
LI < E]

3LVEIVn[n > N -lais true.

As you can imagine, sometimes one wants to say that a sequence does
not have a limit. Using our De Morgan laws and the fact that -(p

-*

q) is

logically equivalent to p A -q by rule lOa on page 62, we can handle this
negation. The compound proposition
Ian-Li < e]

-3LVE 3NVn [n> N
is logically equivalent to

la,

VL BE VN Bn [-(n > N

-

LI < E)]

and hence to
VL BE VN Bn [n > N

A

Ian

-

LI > e].

That is, no matter what L you try, there is a degree of closeness such that no
matter how far out you go there will always be at least one term in the sequence
that is not close enough to L. No wonder calculus seems hard sometimes. N
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S

Let the universe of discourse U consist of two members, a and b. De Morgan law
37a then becomes
-[p(a) A p(b)]
[-p(a)] V [-p(b)].
Except for the names p(a) and p(b), in place of p and q, this is De Morgan law
8b in Table 1 on page 62.
D
A general proposition often has the form Vx p(x), where x ranges over some
universe of discourse. This proposition is false if and only if 3x [-p(x)] is true,
by De Morgan's law 37a. Thus Vx p(x) is false if some xo can be exhibited for
which p(xo) is false. As we pointed out after Example 12 on page 55, such an xo
is called a counterexample to the proposition Vx p(x). Some illustrations are given
in Example 13 on page 56. Here are a couple more.
(a) The matrices

[I O]
[I

]

[O O]
[I

1]

provide a counterexample to the [false] assertion "If 2 x 2 matrices A and B
satisfy AB = 0, then A = 0 or B = O." This general assertion could have been
written
VAVB[AB = 0 -* (A= 0) v (B = 0)].
(b) The proposition "Every connected graph has an Euler circuit" is false. In view
of Euler's theorem on page 234, any connected graph having a vertex of odd
degree will serve as a counterexample to this assertion. The simplest counterexample has two vertices with one edge connecting them.
D
It is worth mentioning that implication 38 in Table I and its equivalent versions
in Example 4(b) are valid because we have restricted our attention to nonempty
universes of discourse. If we were to allow the empty universe of discourse, then
implication 38 would be false. In that case, Vx p(x) would have the value true
vacuously, whereas 3x p(x) would be false. It is true that everyone with three heads
is rich. [You disagree? Give a counterexample.] But it is not true that there is a rich
person with three heads. Here the universe consists of all three-headed people and
p(x) denotes "x is rich."
The second implication in Example 4(b) also fails for the empty universe, but
it is a bit slippery to analyze. It is true that every three-headed person is not rich, but
false that not every three-headed person is rich. Three-headed people have amazing
properties.

07M

M

1. Consider a universe U1 consisting of members of a club

and a universe U2 of airlines. Let p(x, y) be the predicate "x has been a passenger on y" or equivalently
"y has had x as a passenger." Write out the meanings of

the following.
(a) rule 35a
(b) rule 35b
(c) rule 36
2. Consider the universe U of all college students. Let p(x)
be the predicate "x likes broccoli."

(a) Express the proposition "not all college students like
broccoli" in predicate-calculus symbols.
(b) Do the same for "every college student does not like
broccoli."

(c) Does either of the propositions in part (a) or (b)
imply the other? Explain.
(d) Write out the meaning of rule 37b for this U and p(x).
(e) Do the same for rule 37d.
3. Interpret De Morgan laws 37b, 37c, and 37d for the
predicate y(c) = "c is yellow," where c ranges over the
universe of cars.
4. Let p(m, n) be the predicate "m : n" on the domain of
discourse N. Give the truth value of each of the following.
(a) Vn 3m p(m, n)

--

(b) -Vm 3n p(m, n) -

3m Vn p(m, n)

-3nVm p(m, n)
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(c) Vn p(m, n)

(a) Every even integer is the product of two even integers.

(d) Vm [-Vn p(m, n) V 3n p(m, n)]
5.

6.

Show that the following rules in Table I collapse to rules
from Table 1 on page 62 when the universe of discourse
U has two elements, a and b.
(a) rule 37d
(b) rule 37b
(a) Show that the logical implication
[3x p(x)] A [3x q(x)]

3x [p(x) A q(x)]

is false. You may do this by defining predicates p(x)
and q(x) where this implication fails.
(b) Do the same for the logical implication
3x Vy p(x, y) ==1 Vx ]y p(x, y).

[Compare this with the true implication of rule 36.]

(b) IS U TI = ISI + ITI for every two finite sets S and T.
(c) Every positive integer of the form 6k

-

1 is a prime.

(d) Every graph has an even number of edges.
(e) All mathematics courses are fun.
11. The statement "There are arbitrarily large integers n such
that p(n) is true" translates into the proposition

VN 3n [(n

>

N) A p(n)]

with universe of discourse P. Write the negation of this
proposition using the connective A, but without using
the connective -. Your answer should translate into a
statement that implies that p(n) is true for only a finite
set of n's.

7. For the universe of discourse N, write the negation of
Vn [p(n) - p(n + 1)] without using the quantifier V.
8. Write the negation of 3x Vy 3z [(z > y) - (z <x 2 )]
without using the connective-.

12. (a) Choose universes of discourse for x, y, and z so that
proposition (1) in Example 5 is true.

9. (a) Write the negation of

13. Our definition of compound predicate does not permit
expressions such as 3x p(x, x), for 2-place predicates
p(x, y). Describe a predicate q(x, y) such that

P = Vx Vy [(x < y)

3z{x < z < y]

-

without using the connective -.
(b) Determine the truth value of P when the universe of
discourse for x, y, and z is R or Q.
(c) Determine the truth value of P when the universe of
discourse is N or Z.
10. Give a counterexample for each of the following
assertions.
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(b) Choose universes of discourse so that proposition (1)
in Example 5 is false.

3x3y [p(x, y) A q(x, y)]

is true if and only if p(x, x) is true for some x.
14. In the case that the universe of discourse is empty,
Vx p(x) vacuously has the value true regardless of p(x),
and 3x p(x) is false. Describe the situation for a universe
with exactly one member.

-i
Are there more rational numbers than there are integers? How about real numbers;
are there more of them than there are of rationals? Are there fewer numbers in
the interval (0, 1) than in (0, 2) or than in ]R itself? Mathematicians would say
that the answers to these questions are no, yes, and no, respectively, but what do
these answers-and the questions-mean? Read on, and leave your intuition behind;
it won't help much here. The subject is fascinating, and we will just scratch the
surface in this section.
Counting infinite sets may look like something only a theorist could love to
do, but there is a practical side to the subject as well. If we are given some set S and
we would like to examine its members with an algorithm, say with a "for s in
S do" loop, then it's important to know whether the members of S can be listed
in a sequence. If they can't, then no sequential algorithm can examine them all, and
we should not look for one. The concept we'll need here, and which we will discuss
further, is called "countability."
When we counted finite sets in Chapter 5, we knew what we meant by the
size of a set-we could just count its elements-and we knew when two sets had,
or didn't have, the same size. Counting infinite sets is another matter. The idea of
enumerating the elements until we come to the end is not going to work, but we can
still hope to compare sizes. The clue to the commonly accepted correct approach
is the following elementary observation: Two finite sets are of the same size if
and only if there exists a one-to-one correspondence between them. Following this
guide, we define two sets S and T, finite or infinite, to be of the same size if there
is a one-to-one correspondence between them. In this book we will not study the
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classification scheme for sets in detail, but we will distinguish between two kinds of
infinite sets.
Sets that we can match up with I1,2,... , n} or with P = 11,2,...) are
especially important for both theoretical and practical reasons. The ones that match
up with {1, 2,... ,n} are the finite sets of size n. Sets that are the same size as
EP are called countably infinite. Thus a set S is countably infinite if and only if
there exists a one-to-one correspondence between 1P and S. A set is countable if it
is finite or is countably infinite. One is able to count or list such a nonempty set
by matching it with {1, 2, ... , n} for some n = IP, or with the whole set P. In the
infinite case, the list will never end. As one would expect, a set is uncountable if
it is not countable.
(a) The set N is countably infinite because f(n) = n -1 defines a one-to-one
function f mapping IP onto N. Its inverse f
is a one-to-one mapping of N
onto P; note that f- 1 (n) = n + 1 for n c N. Even though P is a proper subset
of N, by our definition P is the same size as N. This may be surprising, since a
similar situation does not occur for finite sets. Oh well, N has only one element
that is not in P.

Figure 1 0.

Ip

A one-to-one correspondence of Z onto P

(b) The set Z of all integers is also countably infinite. Figure 1 shows a one-to-one
function f from Z onto P. We have found it convenient to bend the picture of
Z. This function can be given by a formula, if desired:

(n)-

2n +1
-2n
l

for n > 0
for n<0

Even though Z looks about twice as big as EP, these sets are of the same size.
Beware! For infinite sets, your intuition may be unreliable. Or, to take a more
positive approach, you may need to refine your intuition when dealing with
infinite sets.
(c) Even the set Q of all rational numbers is countably infinite. This fact is striking,
because the set of rational numbers is distributed evenly throughout IR. To give
a one-to-one correspondence between P and Q, a picture is worth a thousand
formulas. See Figure 2. The function f is obtained by following the arrows
and skipping over repetitions. We have f(1) = 0, f(2) = 1, f(3) = 2
f(4) = 1 f(5) = -1, f(6) = -2, f(7) = -2,3, etc. Thus, at least in
principle, it is possible to design a looping algorithm that goes through the
whole set of rational numbers, one by one. No simple formula gives the nth
term in our listing from Figure 2, but Exercise 16 describes a clever way to list
Q that could be used as a basis for an algorithm.
S
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Figure 2
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3
2

*

-4/3

Figure 3 0o.
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-2-

+
~J
V
-1 **-3/4- -2/4-

*-

;1A

t

2 - -1

0 - 1
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- 3;

1

3/2
f

1/2-1/2

1/3 -

1/3 -j/

1/4 -

1/4 -

4/5-3/5 -2/5--1/5

3

-

*

2
+

1

2/4-

1/5 -2/5

-

4
4/3
+
1

3/4

3/5 - 4/5

Almost all of our examples of graphs and trees have had finitely many vertices
and edges. However, there is no such restriction in the general definitions. Figure 3
contains partial pictures of some infinite graphs. The set of vertices in Figure 3(a)
is 2, and only consecutive integers are connected by an edge. Note that this infinite
tree has no leaves, whereas every finite tree with more than one vertex has leaves.
The set of vertices in Figure 3(b) is Z x {0, 1}; this tree has infinitely many leaves.
The central vertex in the tree in Figure 3(c) has infinite degree; all the other vertices
are leaves. There are only two vertices in the graph of Figure 3(d), but they are
connected by infinitely many edges.
---

....

-4

-3

-2

- 1

0

1

2

3

4

...

5

(a)

(b)

P...
(c)

(d)

In all these examples, the sets of vertices and edges are countable. Graphs don't
have to be countable, but it is hard to draw or visualize uncountable ones.
U
There are sets that are uncountable, i.e., not the same size as IP. Our next
example gives two illustrations of a technique for showing that two sets are not
the same size. Called "Cantor's diagonal procedure," the idea goes back to Georg
Cantor, the father of set theory. You may find the result in part (b) more interesting,
but the details in part (a) are easier to follow.
-372q13EA

(a) We claim that the set FUN(P, O0, 1}) of all functions from P into O0, 1} is
uncountable. Equivalently, the set of all infinite strings of 0's and l's is uncountable. Obviously, FUN(P, {0, 1}) is infinite, so if it were countable, there would
exist an infinite listing {fi, 2, .f. . } of all the functions in this set. We define a
function f* on P as follows:
f*(n)

= { 1

if f,(n) = 1
if fn(n) = O
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f(l) = djjd21d31d4 1

f(2) =
f(3) =
f(4) -

Figure 4

dl2 d 22 d 32 d 4 2 ...

dl 3d23d33 d4 3 . . .
dl 4d 24 d34d44 . . .

The proof in Example 3(b) can be modified to prove that ER and (0,1) are
uncountable; in fact, all intervals [a, b], [a, b), (a, b], and (a, b) are uncountable for
a < b. In view of Exercise 9, another way to show that these sets are uncountable
is to show that they are in one-to-one correspondence with each other. In fact,
they are also in one-to-one correspondence with unbounded intervals. Showing the
existence of such one-to-one correspondences can be challenging. We provide a
couple of the trickier arguments in the next example and ask for some easier ones
in Exercise 3.

A

A

For each n in P, f*(n) # f, (n) by construction, so the function f* must be
different from every fi Thus {lf, f2, . . . } is not a listing of all functions in
FUN(P, {0, 1}). This contradiction shows that FUN(P, to0, I}) is uncountable.
(b) The interval [0, 1) is uncountable. If it were countable, there would exist a oneto-one function f mapping P onto [0,1). We will show that this is impossible.
Each number in [0, 1) has a decimal expansion .dld 2d3 .. , where each dj
is a digit in {0, 1, 2, 3, 4, 5, 6, 7, 8, 9}. In particular, each number f (k) has
the form .dlkd2kd3k ... ; here dnk represents the nth digit in f(k). Consider
Figure 4 and look at the indicated diagonal digits d 1 , d2 2, d33, .... We define
the sequence d*, whose nth term dn* is constructed as follows: if dnn - 1,
let dn* = 1, and if dnn = 1, let d,* = 2. The point is that dn* 7 dnn for all
n E P. Now d*d2*d*... is a decimal expansion for a number a in [0, 1) that
is different from f(n) in the nth digit for each n E P. Thus a cannot be one
of the numbers f(n); i.e., a is not in Im(f), so f does not map IP onto [0,1).
Thus [0, 1) is uncountable.
Note that we arranged for all the digits of a to be l's and 2's. This
choice was quite arbitrary, except that we deliberately avoided 0's and 9's, since
some numbers, ones whose expansions involve strings of O's and 9's, have two
decimal expansions. For example, .250000... and .249999... represent the
same number in [0, 1).
U

I

4

(a) It is easy to show that (0, 1) and (0, 2) are the same size; the function f defined
by f(x) = 2x gives a one-to-one correspondence from (0, 1) onto (0, 2). More
generally, the linear function f (x) = ax + b with a > 0 maps (0, 1) one-to-one
onto (b, a + b).
(b) In fact, 1R is the same size as (0, 1). The function f(x) = 2X/(l + 2X) whose
graph is shown in Figure 5 provides a one-to-one correspondence from 1R onto
(0, 1), as would any other function whose graph had this same general shape.

Figure 5 ip.
---------------------

I

I

-----------------------

I

-4

f(x)

I

21

I

I

2

I

4

I + 2X

(c) We can show that [0, 1) and (0, 1) have the same size. No simple formula
provides us with a one-to-one mapping between these sets. The trick is to
and then map this
isolate some infinite sequence in (0, 1), say I ,
4,
1.
1, ... , while leaving the complement fixed. That is, let
sequence onto 0, 2,
C = (0, 1)\ t-:

n = 2, 3, 4,.. .. I
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and define

0
f(x) =

if x =

-

if x = 1/n for some integer n > 3.

x

if xE C

See Figure 6.

) =C U

4,

C

1,1,1CUKnowing
2 X3 '4'

that a set is countable can be important. It would be truly annoying
if we had to construct a new correspondence every time we had a new set that we

1

wanted to show was countable. Fortunately, two basic facts often make the task

4,

much easier.
[0,1)

cu{0

'3

f: (0,1)

[0, 1)

Figure 6

A

Theorem
(a) Subsets of countable sets are countable.
(b) The union of countably many countable sets is countable.
Proof
(a) It is enough to show that subsets of P are countable. Consider a subset A of
P. Clearly, A is countable if A is finite. Suppose that A is infinite. We will use
the Well-Ordering Principle on page 131. Define f(1) to be the least element
in A. Then define f(2) to be the least element in A \ {f(1)}, f(3) to be the
least element in A \ {f (1), f (2)}, etc. Continue this process so that f (n + 1)
is the least element in the nonempty set A \ {f (k) : 1 < k < n} for each n E P.
It is easy to verify that this recursive definition provides a one-to-one function
f mapping P onto A [Exercise 10], so A is countable.
(b) The statement in part (b) means that, if I is a countable set and if {Ai : i E I} is
a family of countable sets, then the union
Ai is countable. We may assume

U
iEl

that each Ai is nonempty and that

U Ai

is infinite, and we may assume that

iEl

I = P or that I has the form (1, 2, . .. , n}. If I = (1, 2, . . ., n}, we can define
Ai = An for i > n and obtain a family {Ai : i E 1P} with the same union.
Thus we may assume that I = P. Each set Ai is finite or countably infinite. By
repeating elements if Ai is finite, we can list each Ai as follows:
Ai = {ali, a 2 i a3 i, a4i,

** }.

The elements in UAi can be listed in an array as in Figure 7. The arrows in
icI

the figure suggest a single listing for

U Ai:
iel

all, a12, a21, a31, a22, a13, al4, a23, a32, a4l,

(*)

Some elements may be repeated, but the list includes infinitely many distinct
elements, since
Ai is infinite. Now a one-to-one mapping f of 1P onto

U

iEI

U Ai

is obtained as follows: f (1) = alI, f (2) is the next element listed in (*)

iEI

different from f (1), f (3) is the next element listed in (*) different from f (1)
and f (2), etc.
o
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Figure 7 0

A

all

a2 1

a 12

13

a4 1 l

a2 2

a3 2

a4 2

a1 3

a

a3 3

a4 3

a1 4

a2 4

a3 4

a4 4 .

2 3

$a

.

The argument in Example 1(c), which shows that Q is countable, is similar to the
proof of part (b) of the theorem. In fact, we can use the theorem to give another
proof that Q is countable. For each n in IP, let

A=-

m cE
In

Thus An consists of all integer multiples of l/n. Each An is clearly in one-to-one
correspondence with Z [map m to m/n], so each A, is countable. By part (b) of the
theorem, the union
U An
Q
n cP

is also countable.

-37'1I3B

.

(a) If E is a finite alphabet, the set E* of all words using letters from E is countably
infinite. Note that E is nonempty by definition. We already know that X' is
infinite. Recall that
00
E*= U

i'k

k=O

where each Ek is finite. Thus V* is a countable union of countable sets, and
hence X* itself is countable by part (b) of the theorem.
(b) It follows from part (a) that the set of all computer programs that can be typed
on all the keyboards in the world [a finite set] is countable. Since each program
can produce only a countable number of outputs, part (b) of the theorem says
that the total number of outputs that can be produced by programs is countable.
Hence, even if we allow irrational outputs such as v17 and 7r/4, there must be
real numbers that cannot be computed by any program.
In fact, there must be uncountably many unobtainable outputs in part (b).
The reason is that if S is a countable subset of an uncountable set U, then U \ S
must be uncountable, since otherwise U would be the union of two countable
sets, and part (b) of the theorem would apply.
(c) Imagine, if you can, a countably infinite alphabet E, and let X* consist of
all words using letters of E, i.e., all finite strings of letters from E. For each
k E P, the set Ek of all words of length k is in one-to-one correspondence with
the product set Ek = E x E x ... x E (k times). In fact, the correspondence
maps each word ala2 ... ak to the k-tuple (al, a2, . .. , ak) . So each set Ek is
countable by Exercise 15. The 1-element set
= {A} is countable too. Hence
-°

00

*= U Ek is countable by part (b) of the theorem.

U

k=O

A

Consider a graph with sets of vertices and edges V and E. Even if V or E is infinite,
each path has finite length by definition. Let P be the set of all paths of the graph.
(a) If E is nonempty, then P is infinite. For if e is any edge, then e, e e, e e e, etc.,
all describe paths in the graph.
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(b) If E is finite, then P is countable. For purposes of counting, let's view E as
an alphabet. Since each path is a sequence of edges, it corresponds to a word
in E*. Of course, not all words in E* correspond to paths, since endpoints of
adjacent edges must match up. But the set P is in one-to-one correspondence
with some subset of E*. The set E* is countably infinite by Example 6(a), so
P is countable by part (a) of the theorem.
(c) If E is countably infinite, then P is still countable. Simply use Example 6(d)
U
instead of Example 6(a) in the discussion of part (b).

4:4MI41

1. Let A and B be finite sets with IAl < IBK. True or False.

co

: length(w) is even)

(c) U E2k = 1W E

(a) There is a one-to-one map of A into B.

k=O

(b) There is a one-to-one map of A onto B.

3

3

(c) There is a one-to-one map of B into A.

(d)

(d) There is a function mapping A onto B.

U

U

Ek

(e)

k=I

k=O

8. A set A has m elements and a set B has n elements.
How many functions from A into B are one-to-one?
Hint: Consider the cases m < n and m > n separately.

(e) There is a function mapping B onto A.

2. True or False.
(a) The set of positive rational numbers is countably
infinite.
(b) The set of all rational numbers is countably infinite.

(a) Show that if there is a one-to-one correspondence
of a set S onto some countable set, then S itself is
countable.

(c) The set of positive real numbers is countably infinite.
(d) The intersection of two countably infinite sets is
countably infinite.

(b) Show that if there is a one-to-one correspondence of
a set S onto some uncountable set, then S is uncountable.

9.

(e) There is a one-to-one correspondence between the set
of all even integers and the set N of natural numbers.

10. Complete the proof of part (a) of the theorem by showing that f is one-to-one and that f maps P onto A.

(f) The set of irrational real numbers is countable.

11. (a) Prove that if S and T are countable then S x T is
countable. Hint: S x T = UtcT(S X It}).
(b) Prove that if f maps S onto T and S is countable,
then T is countable.

3. Give one-to-one correspondences between the following
pairs of sets.
(a) (0,1) and (- 1,1)

(b) [0,1) and (0,1]

(c) [0, 1] and [-5, 8]

(d) (0, 1) and (1, oc)

(e) (0, 1)and (0, oc)

(f) R and (0, oc)

4. Let E = inc N: n is even}. Show that E and N \ E
are countable by exhibiting one-to-one correspondences
f:P P . E and g: P -IN \ E.
5. Here is another one-to-one function
onto R:

f mapping (0,1)

(b) If you know some calculus, prove that f is oneto-one by showing that its derivative is positive on
(0, 1).

6. Which of the following sets are countable? countably
infinite?
(c) In E Z: n

<

73)

(e) {5, l0, 15, 20, 25,...}

<731

(d) {n E Z: InI< 731
(f) N x N

(g) P I]
7. Let E be the alphabet la, b, c}. Which of the following
sets are countably infinite?

(a) E73

(b) E*

(m, n) = mr/n.

14. Show that any disjoint family of nonempty subsets of a

(a) Sketch the graph of f.

(b) {n cN:n

f

12. Show that if S and T have the same size, then so do
P(S) and P(T).
13. (a) Show that FUN(P, 10, 11) is in one-to-one correspondence with the set P(P) of all subsets of P.
(b) Show that P(P) is uncountable. Hint: Use
Example 3(a).

2x -1
x(l - x)

(a) {0, 1,2,3,4}

(c) Use parts (a) and (b) to give another proof that Q is
countable. Suggestion: For (m, n) in Z x P, define

countable set is countable.
15. Show that if S is countable, then Sn = S x S x
[n times] is countable for each n. Hint: Use
Exercise 1(a) and induction.

...

x S

16. Here's an elegant, explicit one-to-one correspondence
of the set Q+ of positive rationals onto P. Given m/n
in Q+, where m and n are relatively prime, write m =
pl1 . PMk and n = q i ... qn' as products of primes.
Define
2n1-I ... 2n 1.
2mk
( ) = 2ml
f (n) I
.. Pk
*ql
q1
In particular, f (m) = p2m ...

integers

2mk

M2

for positive

m.

(a) Calculate f()),

(),

f(),

f(

and
ad),

(2)
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(b) What fraction is mapped to 23? to 24? 25? 26? 27?
28?
(c) Explain why f is one-to-one and why f maps Q+
onto P.
This example was given by Yoram Sagher in the November 1989 issue of The American Mathematical Monthly,
page 823.

.6

*

6

17. The idea in Example 3(a) can be extended to show that
the sets S and FUN(S, {0, 11) are never the same size.
Imagine that up: S -- FUN(S, fO, 1}) is a one-to-one correspondence. Show that the function f: S -* {O, 1} defined
by f (s) = 1 -(p(s)(s) for each s is not in the image of A.

6

As usual: What does it mean? Why is it here? How can I use it? Think of examples.

CONCEPTS AND NOTATION
quantifiers, V, B
universe [= domain] of discourse
predicate = proposition-valued function
n-place predicate
compound predicate
free, bound variable
compound proposition
tautology
logical equivalence, implication, I,
counterexample
infinite sets
same size
countable
countably infinite
uncountable

FACTS
V and 3 do not commute with each other:
3x Vy p(x, y)
Vy 3x p(x, y) is a tautology, but
Vx By p(x, y) + By Vx p(x, y) is not.
N, 2, and Q are countable.
[0, 1) and FUN(P, {0, 1)) are uncountable.
R, [0, 1), and (0, 1) are the same size.
Subsets of and countable unions of countable sets are countable.

METHODS
Use of generalized De Morgan laws to negate quantified predicates.
Cantor's diagonal procedure for showing certain sets are uncountable.

P] P]

-1i Aail

5S.

1. Here the universe of discourse is JR. That is, all the variables x and y are in JR. True or False.
(a) Vx3y[x 2 < y + 1]

(b) 3xVy[x 2 < y + 1]

(c) Vy3x[x 2 > y + 1]

(d) 3y3x[x2 < y + 1]

(e) Vy3x[x 2 < y + 1]
2. True or False. If false, provide an example [either by
defining suitable predicates or by specifying a small universe of discourse, say U = {a, b}, and assigning truth
values].

(a) Vy3x p(x, y) == BxVy p(x, y)
(b) 3xVy p(x, y) == Vy3x p(x, y)
3. In this problem, the universe of discourse is N.
(a) Write the negation of 3nVm [m > n or m is even]
without using the connective -.
(b) Is your answer to part (a) true?
4. Determine the truth values of the following, where the
universe of discourse is N.

Supplementary Exercises
(a) VmVnVp[mn = mp

-*

n = p]

(b) Vmln[m + n = 0]

(c) 3nVm[m + n = m]

(d) 3nVm[m + n = n]

(e) Vm3n[n > m]

(f) 3nVm[n > m]
5. For each of the following sets, give the number of elements in the set if it is finite. Otherwise write "countably
infinite" or "uncountable," whichever correctly describes
the set.
(a) the set N of natural numbers

(h) the set E*, where E is a finite (nonempty) alphabet
(i) the set of all sequences of 0's and l's of length 12
(j) the set of all infinite sequences of 0's and l's
6. Determine the truth values of the following, where the
universe of discourse is R.
(a) Vx3y[x + y = 1]
(b) ]yVx[x + y = 1]
(c) Vx3y[x 2 + y2 = 1]

z2

(c) the set R of all real numbers

(d) Vx3yVz[z > v
(e) Vx3yVz[z 2 > x

(d) the interval (0, 0.001)

(f)Vx3y[x + y

=

1] *Vy3x[x + y

(e) the set N x N

(g) Vx3y[x + y

=

1]

(f) the set Q of all rational numbers

(h) Vx3y[x + y

1]

3yVx[x + y

(g) the set P(N) of all subsets of N

(i) 3yVx[x + y

=

1]

Vx3y[x + y

(b) the set Z of all integers
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> x]

z > y]

#

1]

3xVy[x + y :A 1]
=

1]
1]

Dictionary

I

I

The words listed here are of three general sorts: English words with which the reader
may not be completely familiar, common English words whose usage in mathematical
writing is specialized, and technical mathematical terms that are assumed background
for this book. For technical terms introduced in this book, see the index.

absurd Clearly impossible, being contrary to some evident truth.
all See every.
ambiguous Capable of more than one interpretation or
meaning.
anomaly Something that is, or appears to be, inconsistent.

e.g.

For example.

entries The individual numbers or objects in ordered
pairs, in matrices or in sequences.

axiom An assertion that is accepted and used without
a proof.

every The expressions "for every," "for any" and "for
all" mean the same thing. They all mean "for all
choices of the variable in question," so they correspond to the quantifier V in §2.1. The expression "for
some" means "for at least one" and corresponds to the
quantifier 3 in §2.1. It is generally good practice to
avoid the use of "any," which is sometimes misunderstood. For example, "If p(n) is true for any n" usually
means "If p(n) is true for some n," not "If p(n) is
true for every n."

bona fide

family

any

see every.

assume Assume and suppose mean the same thing and
ask that we imagine a situation for the moment.

Genuine or legitimate.

calls If algorithm A contains the instruction to use algorithm B, we say that A calls B.
cf.
class

Compare.
See set.

collapse

To fall or come together.

collection

See set.

commute

Produce the same result in either order.

comparable

Capable of being compared.
conjecture A guess or opinion, preferably based on
some experience or other source of wisdom.
corollary See theorem.
define Often this looks like an instruction [as in "Define
f (x) = x2 "] when it is merely a [bad] mathematical
way of saying "We define" or "Let."
disprove The instruction "prove or disprove" means
that the assertion should either be proved true or
proved false. Which you do depends, of course, on
whether the assertion is actually true or not.
distinct Different. Used to describe two or more
objects. Also can mean "clear" or "not fuzzy," but
we do not use the word that way.
distinguishable A collection of objects is regarded as
distinguishable if there is some property or characteristic that makes it possible to tell different objects apart.
In contrast, we would regard ten red marbles of the
same size as indistinguishable.
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See set.

fictitious

Imagined, not actual.

inclusion We sometimes refer to the relation A C B as
an "inclusion," just as we may refer to A = B as an
"equality."
initialize

Set the starting conditions.

inspection Something can be seen "by inspection" if
it can be seen directly, without calculation or modification.
invertible

Having an inverse.

irrational An irrational number is a real number that
is not rational, i.e., that cannot be written as m/n for
m, n E Z, n 7&0. Examples include v¶, 3, A, 7r,
and e.
lemma

See theorem.

loop A computer program or algorithm that is repeated
under specified conditions.
matrices

Plural of matrix.

max. For two real numbers a and b, we write max{a, b}
for the larger of the two. If a = b, then max{a, b} =
a = b.
min. For two real numbers a and b, we write min{a, b}
for the smaller of the two. If a = b, then min{a, bh a = b.
necessary We say a property p is necessary for a property q if p must hold whenever q holds, i.e., if q ==. p.
The property p is sufficient for q if p is enough to

Dictionary
guarantee q, i.e., if p ==> q. So p is necessary and
sufficient for q provided that p •• q.
permute To change the order of a sequence of elements.
proposition See theorem.
redundant Unnecessary or excessive.
sequence A list of things following one another. A formal definition is given in §1.6.
set The terms "set," "collection," "class," and "family"
are used inter- changeably. We tend to refer to families
of sets, for example, to avoid the expression "sets of
sets."
some See every.
sufficient See necessary.
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suppose See assume.
terminate End.
theorem A theorem, proposition, lemma, or corollary
is some assertion that has been or can be proved. The
term "proposition" also has a special use in logic: see
§2.1. Theorems are usually the most important facts.
Lemmas are usually not of primary interest and are
used to prove later theorems or propositions. Corollaries are usually easy consequences of theorems or
propositions just presented.
unambiguous Not ambiguous. See ambiguous.
underlying set The basic set on which the objects [like
functions or operations] are defined.
vertices Plural of vertex.

IAnswers and Hints
1.1 Answers
1.

(a) 20.
(g) I0.

3.
5.
7.
9.

(a) 0.
(c) -5.
(a) 10.
(c) 40.
(e) 54.
(a) 17.
(c) 7.
One could divide n by k to get n/k. If the answer is positive, then Ln/kj is the part of it to
the left of the decimal point. If the answer is negative, then Ln/kj is the part of it to the left of
the decimal point [a negative integer] minus 1. For example, L73/17J = L4.294... j = 4, and
[-73/17] = L-4.294...] = -4= -5.
(a) If t is an integer, then fx + ti = Fxl + t for every number x.
(a) 11. [They are 2, 3, 5, 7, 11, 13, 17, 19, 23, 29, 31.]
(c) Maybe. It turns out that the number of such primes is 470, and 3333/ In 3333 - 410.89. Not
very close. Indeed, 470/3333 and 1/ In 3333 differ by about 14%.
(a) 1030 /301n 10 ; 1.45 x 1028.
(c) (a) -(b) ; 1.3 x 1028.
Add -m + I to everything. The number of integers between m and n is the number of them between
m + (-m + 1) and n + (-m + 1), i.e., between I and n-m + 1. Apply Fact I or Fact 2.
(a) One example is x = y = 1.5.
(c) By definition, Lxi < x and Lyj < y, so Lx] + Lyj < x + y. Since Lx + yj is the largest integer
less than or equal to x + y and, since LxJ + Lyj is an integer, LxJ + Lyj < Lx + yJ.

11.
13.

15.
17.
19.

(c) 19.
(i) 1030 - 1029 + 1.

(e) I.

1.2 Answers
1.

3.

(a) False.
(e) False.

(b) False.

(c) True.

(d) True.

Give explanations.
(a) 1, 2, 15, 1, 13.

5.
7.

(a)
(a)
(c)
9. (a)
(c)
11. (a)
(c)
13. (a)
(c)
(e)

4=22, 4=22, 22=2. 11,
14=2.7, 37.
10, 1, 10.
The only multiple of 0 is 0, so lcm(0, n) must be 0.
They must be relatively prime, since gcd(m, n) = mn/lcm(m, n)
Since gcd(m, n) is a divisor of n, this is true if and only if mIn.
Relatively prime, since 64 = 26 and 729 is odd.
Relatively prime, since 45 = 32 . 5 and 56 = 23 7.
These are the odd ones, i.e., the ones that are not even.
The same as (a).
These are the ones that are not multiples of p.

1.

15. (a)
(c)
17. (a)
(c)

gcd(m, n) is a divisor of m and n, so it's a divisor of their difference.
2 and 1.
Since 1 < k2 < ki = n, we have k < fi;.
Since n is not prime, there are integers k and I with I < k < n, I < I < n, and n
kl. Say
O
k < 1, and let p be a prime factor of k. By part (a), p <!k < /n.
19. Since m, n, and gcd(m, n) are positive, s and t cannot both be negative. They can't both be positive,
because if they were we'd have
gcd(m, n) > I m + I n = m + n > gcd(m, n) + gcd(m, n) = 2 gcd(m, n),
which clearly cannot hold.
21. If x < y, then min{x, y) = x and max{x, y] = y, so min{x, y}+ max{x, y} = x + y. If x > y, then
min{x, y} = y and maxfx, y} = x, so min{x, y}+ max(x, y}= y + x = x + y. The equation holds
in either case.
1.3 Answers
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1.

(a) 0, 5, 10, 15, 20, say.

3.

(e) 1, 1/2, 1/3, 1/4, 1/73, say.
(g) 1, 2, 4, 16, 18, say.
(a) X,a, ab, cab, ba, say.
(c) aaaa, aaab, aabb, etc.
The sets in parts (a) and (b) contain the empty word A.

(c) 0, {1}, (2, 31, {3, 41, (5}, say.

1.4 . Answers
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5.
7.
9.
11.

(a) 0.
(c) 0.
(e) {2, 3, 5, 7, 11, 131.
(a) (0, 4, 8. 12, 16, 20).
(c) [0, 1, 2, 3, 4).
(a) cc.
(c) cc.
(e) co.
(g) cc.
A C A, B C B, C is a subset of A, and C, D are subsets of A, B, and D.
13. (a) aba is in all three and has length 3 in each.
(c) cba is in S* and length(cba) = 3.
(e) caab is in E* with length 4 and is in E* with length 3.
15. (a) Yes.
(c) Delete first letters from the string until no longer possible. If A is reached, the original string is
in s*. Otherwise, it isn't.

1.4 Answers
1.
3.
5.

(a) (1,2,3,5,7,9, 11).
(e) (3, 6, 12).
(a) [2, 3].

(c) {1,5,7,9, 11}.
(g) 16.
(e) (-oc, 0) U (3, oc).

(c) [0, 2).

(g) N.
(i) 0.
(a) 0.
(c) 0.
(e) {Xab, ba}.
(g) Bc n Cc and (B U C)c are equal by a De Morgan law [or by calculation], as are (B n C)c and
sC u C'.

7.
9.

A
(a)
(c)
11. (a)
(c)
13. (a)
(c)
(e)

A =0andAD0 =A.
Make A very small, like A
0.
Try A = B U C with B and C disjoint.
(a, a), (a, b), (a, c), (b, a), etc. There are nine altogether.
(a, a), (b, b).
(0, 0), (1, 1), (2, 2), .
(6, 6), say.
(6,1), (6, 2), (6, 3), .
(6, 7), say.
(1, 3), (2, 3), (3, 3), (3, 2), (3, 1).

1.5 Answers
1.
3.
5.

(a)
(a)
(a)
(b)

4, -6.
(c) 12, 4.
(e) 28, 14.
3.
(c) 0.
1, 1, 1, 0, 0. See the answer to part (b).
f(n, n) = 1 for even n, and f(n, n) = 0 for odd n. This can be checked by calculation or by
applying the theorem on page 5, with k = 2.
7. (a) f(3) = 27, f(l/3) = 1/3, f(-1/3) = 1/27, f(-3) = 27.
(c) Im(f) = [0, cc).
9. {n aEZ: n is even).
11. (a) The answers for n = 0, ,2, 3, 4, 5 are ,0, 1, 2, 3, 3. The remaining answers are 5, 5, 6, 7, 8, 60.
13. (a) f o f(x)
(x3 -4x) 3 -4(x 3 -4x).
(c) h o g(x) =(X2 + 1)-4.
(e) fogoh(x)=(x8+1)- 3 -4(x8+I)-1
(g) hog f(x)=[(x3- 4x) 2 ±+]-4.
15. (a) 1, 0, -, and 0.
(c) g a f is the characteristic function of Z \ E. f o f(n)

n -2 for all n E Z.

1.6 Answers
1.
3.
5.
7.

(a)
(a)
(a)
(a)

42.
3, 12, 39, and 120.
-2,2,0,0,and0.
0, 1/3, 1/2, 3/5, 2/3, 5/7.

(c) Note that an+l = (

9.

(a)
(c)
11. (a)
(c)
13.

(c) 1.
(c) 3, 9, and 45.

-+0-1
= n+2

for n E P

(e) 154.

Hence an+I -an =

n-2-n+1

n E N.
0, 0, 2, 6, 12, 20, 30.
Just substitute the values into both sides.
0, 0, 1, 1, 2, 2, 3, 3, ....
(0, 0), (0, 1), (1, 1), (1, 2), (2, 2), (2, 3), (3, 3),.

(a)

n

n4

5

625

10

104

25

3.91 105

50 . 6.25

106

4n

n20

1024

9.54. 1013

1.05. 106

20n

3.2. 106

n_!

120

1020

1.02. 1013

3.63 106

1.13 1015

9.09

1027

3.36. 1032

1.55 - 1025

1.27 1030

9.54 1033

1.13. 1065

3.04 1064

=

(n+)I(n+2)

for
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1.7 Answers
1. (a) No; S is bigger than T.
(c) Yes. For example, let f(l) = a, f(2) = b, f(3) = c, f(4) = f(5) = d.
(e) No. This follows from either part (a) or part (d).
3. (a) f(2, 1) = 2231 = 12, f(1, 2) = 2132 = 18, etc.
(c) Consider 5, for instance. 5 is not in Im(f).
5. (a) f(0) = 1, f(1) = 2, f(2) = 3, f(3) = 4, f(4) = 5, f(73) = 74.
(c) For one-to-oneness, observe that if f (n) = f (n'), then n = f (n)-1 = f (n')-1 = n'. f does
not map onto N because 0 ¢ Im(f).
(e) g(f(n)) = max{0, (n + 1)-1- = n, but f(g(0)) = f(0) =1.
7. (a) f -'(y) = (y -3)/2.
(c) h-'(y) =2 + ry.
9. (a) (f o f)(x) = 1/(I/x) = x.
(b) and (c) are similar verifications.
11. (a) All of them; verify this.
(c) suM(4) has 5 elements, PRoDo(4) has 3 elements, MAX-(4) has 9 elements, and MIN'(4)
is infinite.
13. If sI 0 S2, then f (s1 ) 0- f(S2) [why?]. Thus g(f (s))0 g(f (S2)) [why?]. Hence gof is one-to-one.
15. Since f and g are invertible, the functions f-: T S, g-: U -T. ,andf -1 o g-: U -S
exist. So it suffices to show (g o f) o (f-l o g-1) =l and (f- 1 o g-1) o (g o f) = Is. One
can show directly that g o f is one-to-one [see Exercise 13] and onto, but it is actually easier-and
more useful-to verify that f o g-1 has the properties of the inverse to g o f.
1.8 Answers
1. (a) The gcd divides 555,557 -555,552 = 5, so is either 5 or 1. Since 555,552 is clearly not a
multiple of 5, the gcd is 1.
(b) A similar argument applies to show the gcd is 1.
2. (a) Any sets with A n C nonempty give a counterexample.
(b) Any sets with A n C empty will work.
3. (a) The set consists of all multiples of 15.
(b) Presumably, Z is the universal set. Then any integers not divisible by 3 will work.
(c) Some small examples are 3, 5, and 6.
4. (a) 0, 0, 0, 0, 1, 1, 2, 2,14, respectively.
(b) [kj -= [ ] if and only if k is an integer, i.e., if and only if 5 divides k.
5. See the theorem on page 5, for example.
6. Domain is [0, 2] and codomain is [-4, 0]. Solve y = x2- 4x for x to get x = (4
+4y)/2.
Since x < 2, we must have x = (416+4y)/2 = 2-V+. Thus f - 1 (y) = 2-V4
for
-4 < y <0.
7. f({0,1))={neZ:n2 -3E{0,1}={ -2,21.
8. (a) [-1, 0].
(b) [ 2-,-1]I U [1, /2
(c) f ([- 1, 0]) [1,1].
9. (a) If n ends with digit 7, then n = 10k + 7 for some k E N. So n2 = 10(10k 2 + 14k + 4) + 9 ends
with the digit 9.
(b) There are 1,000 positive integers n such that n2 < 1,000,000. Of these, 200 end with digits 3
or 7, so 200 of the squares end with digit 9.
(c) 100, 200, 0, 0, 200, 100, 200, 0, and 0, respectively. Note that no squares of integers end with
digits 2, 3, 7, or 8.
10. (a) The first step, finding all divisors of m, is generally believed to be very difficult for large
numbers m.
(b) There is no largest multiple of m.
11. (a) 1, 1, 1, 7.
(b) Theorem 3 fails pretty easily. Theorem 4(a) and (b) are both true. Give some examples. Can
you find conditions when the equality
gcd(f, m, n) . lcm(f, m, n) = imn

12.
14.
15.
16.

does not hold? The methods of the text don't extend from two to three integers, but a consideration of prime factorization does the job.
40 In 10 t 92, so roughly 910of the 40-digit integers will be primes.
Ann is right: gcd(2, 12) = 2 = gcd(4, 6) and lcm(2, 12) = 12 = lcm(4, 6), so both m = 2, n = 12
and m = 4, n = 6 are examples.
(a) 2, 30.
(b) If exactly one of m and n is negative, then gcd(m, n) lcm(m, n) =-m i n.
(a) No. The image of any function f: E - E* will have at most two elements, whereas V is
infinite.
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(b) Yes. For example, define g: E*
E by g(X) = X and g(w) = the one-letter word using the
first letter of w, for w e E* with length(w) > l.
17.

(a) f(xI) = f(x 2 ) implies X1 + -= X2 + I implies (by squaring both sides) xl + I = x2 + I
implies xl = X2.
(b) Consider y e T. Then y > 0, so x = y2 - I is in S and f(x) = y 2 =1 + I = y.
(c) Yes. It is one-to-one and onto T by parts (a) and (b), hence invertible by the Theorem on
page 42. The inverse is given by f - (y)
y2 - 1 for y e T.
(d) Since f maps S into T and T
7
S, f: S
S. Thus f o f: S -- S is defined, and fi o (x) =
x/+ 1 + I for x e S. Clearly, Dom(f o f) = S, and the codomain is any set containing
lx e R : x > 1).
(e) Yes. See Exercise 13 on page 45.

18. (a) We first show that (A ED B) EDC C A (D (B EDC). Suppose that x e (A EDB) EDC. Then either
x E A EDB or x a C, but not both. Suppose that x E A EDB, so x ¢ C. If X E A, then x ¢ B,
so x 0 B EDC, and thus x E A ED(B EDC). If x 0 A, then x E B \ C, so x a B EDC, and thus
x E A ED(B ED C). Suppose now that x , A EDB, so x a C. If x a A, then X E B [why?], so
x y B EDC, and thus x e A ED(B EDC). This shows that (A EDB) (DC C A ED(BE C). To prove
that A Ed(B EDC) C (A (D B) EDC, we can simply interchange A and C in the argument.
(b) The set A ED(B EDC) consists of the elements that are in an odd number of the sets A, B, and
C. A member of A, but not of B or C, is not in B EDC, so it's in A ED(B EDC); a member
of A and B and C is also in A (D (B EDC); but a member of A and B, but not C, is not in
(A EDB) EDC.
(c) and (d) The set Al E ... EDAn consists of the elements in an odd number of the sets
Al, A2 ,. .., A,. This fact can be proved most easily for general n by using the method of
mathematical induction, discussed in Chapter 4.
19. Since 2 = 0lIlg 10 2 we have 2' = lonlog. 02. For n = l 0 k, this becomes 21- == 1 0 klog] 0 2. The
exponent in the table entry for 210 is the integer [1 Ok loglo 2j, and the factor in front is 10 ,awhere
a = 0k logl 02- LjOklogl 0 2j; so I < l0' < 10.

2.1 Answers
1.

(a) p A q.

3.

(a) Parts (b) and (c) are true. The other three are false.

5.

The proposition is true for all x, y a [0, oc), but is false when applied to all x, y e 1R.

7.

(a) -r -q.
(c) If it is false that x =0 or x = 1, then x2 # x.

9.

(a) 33 < 33 is false.

(C) -p

11. (a) (-I +1)2 =

<I

-(-q

A r).

(e) -r -+q.

(_1)2.

(c) No. If x > 0, then (x + 1)2 = x 2 + 2x + I >x
(X + 1)2 > X2 .

2

. In fact, if x >

then 2x + I > 0 and

13. (a) (O.-I ) .
15. (a) p

q.

(c)-r -*p.

(e) r -q.

17. (a) The probable intent is "If you touch those cookies, then I will spank you." It is easier to imagine
p of p -* q being true for this meaning than it is for "If you want a spanking, then touch those
cookies."
(c) If you do not leave, then I will set the dog on you.
(e) If you do not stop that, then I will go.

2.2 Answers
1.

(a) Converse: (q

A

r)

p.

-*

Contrapositive: -(q

r) - -p.
(c) Converse: If 3 + 3 = 8, then 2 + 2 = 4.
Contrapositive: If 3 + 3 : 8, then 2 + 2 0 4.
A

3.

(a) q -p.

(c) p -q,-q

5.

(a) 0.

(c) 1.

- -p,-p

Note. For some truth tables below, only the final columns are given.
7.

p
q
00
0 1
10
l
l

part(a)
1
1
1
0

part(b)
1
0
0
0

part(c)
1
0
0
0

part(d)
1
1
1
0

V q.
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9.

11.

p
000
001
010
0
1
1
1
I

q

r

p
0
0
0
0
I
1
1
1

q
r
00
01
1 0
1
1
0 0
0 1
1 0
1
I

final column
I

1
0
0
1
1

1

0

I

0
1
0

O
1
part(a)
0
1
1
1
I
1
1
1

part(b)
0
0
I
0
1
0
1
0

13. (b)

p
0
1

pE p
0
0

(C)

p
0

q
00

0
0

10
11

1
0

1
1

0
010

0
0

I

1 1

15.

r

(p Dq) )r
0

(a)

p q p - q
0 0
0
0 1
1
1 0
1
1 1
1
(c) In view of part (b), it suffices to verify p v q
-'p
q and p v q <=-' q v p. These are
rules I I a and 2a in Table 1 on page 62. Or use truth tables.

17.

(a) No fishing is allowed and no hunting is allowed. The school will not be open in July, and the
school will not be open in August.
21. (a) One need only consider rows in which [(p A r) -*> (q A r)] is false; i.e., (p A r) is true and
(q A\ r) is false. This leaves one row to consider:
-pq

r

(c) One need only consider rows in which [(p A r) --- (q A S)] is false; i.e., (p A r) is true and
(q A s) is false. This leaves three rows to consider:
p

q

r

s

23. Let p = "He finished dinner" and q = "He was sent to bed." Then p is true and q is true, so the
logician's statement --p -* -q has truth value True. She was logically correct, but not very nice.
25. (a) Consider the truth tables. B has truth value I on every row that A does, and C has truth value
1 on every row that B does, so C has truth value I on every row that A does.

2.3 Answers
1.For each part, test about five examples [i.e., consecutive sequences of integers], unless you run into
a counterexample, in which case you can stop. Why?
2.

(a) See the discussion in Example 2.
(b) See the discussion after Exercise 7.

3.

(a) Fine. One can use other variables, perhaps k and 1, or i and j.
(b) This is fine if there's no need to name the original odd integers. It will depend on the situation,
but it's always preferable to avoid unnecessary notation.

2.4 * Answers

4.

5.

6.
7.

8.
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(c) This is bad. The integers m and n are probably different, so the same variable k cannot be used
for both of them.
(d) This is just another way of writing part (a) and is fine.
(e) This is technically correct, but bad practice and confusing, because the notations x and y suggest
that x and y can be more general real numbers. It is traditional to use letters in the middle of
the alphabet for integers.
(f) Providing several examples is not sufficient to give a proof. See the discussion following the
Silly Conjecture.
(a) There is nothing wrong here, but this sentence doesn't distinguish between rationals and irrationals. A second sentence is needed, as in part (b).
(b) This is fine.
(c) Though technically correct, this is a bad start because it doesn't distinguish between rationals
and irrationals and because the choice of variables p and q is confusing. Rationals are often
wntten eq [or m
or even 1b ], but arbitrary real numbers are never written p or q. It wouldn't
n
be illegal, but it would be confusing.
(d) This is pretty good. It would be better to specify what p and q are, as in part (b), though most
readers would guess correctly that they are integers with q :A 0. Still, it's better to be specific.
This improves the communication between the writer and the reader.
(e) This is terrible and suggests confusion. The first half of the sentence specifies x, so the second
half just tells us that x 0 y. This is what the sentence really says. Presumably, the author meant
to tell us that the irrational number y satisfies y A rn for all choices of m and n in Z with
n : 0. This is true and helpful, but this isn't what is stated in the clause, "let y # E
be an
q
irrational number."
By the Division Algorithm, we can write n =3k + r, where r = 0, 1, 2. Then n2 - 2 = 9k 2 +
6rk + r2 - 2. Since 9k 2 + 6rk is divisible by 3, it suffices to show that r 2 - 2 is not divisible by 3.
Now we are reduced to three cases involving r. Since r 2 - 2 is either -2, -1, or 2 for r =0, 1, 2,
we are done.
n2 is odd by Example 1, so n2 - 2 is also odd.
(a) We can write n = 7k + r, where r =
I, 2, ... , 6. Then n2 - 2 = 49k 2 + l4rk + r2 - 2. Since
1.
2
49k + 14rk is divisible by 7, it suffices to show that r 2 - 2 is not divisible by 7. For r = 0, 1,
and 2, we get r 2 - 2 =-2, -1, and 2. None are divisible by 7; so far so good. Alas, for r = 3
we see that r2 - 2 = 7, which is certainly divisible by 7.
(b) Any number that, when divided by 7, leaves remainder 3 will give a counterexample. Thus 3,
10, 17, etc., are counterexamples. If in part (a) we had continued, we would have discovered
that r = 4 also does not work: r 2 - 2 = 14 is divisible by 7. So other counterexamples are 4,
11, 18, etc.
(c) The smallest three odd counterexamples are 3, 11, and 17.
Let x be a rational number, and let y be an irrational number. We can write x = e, where p, q E z
and q zA 0. We want to show that x + y is irrational, i.e., that x + y # mnfor all m, n E Z and
n 0 0. This would be tough, perhaps impossible, to do directly. The way to tackle this is to give
a proof by contradiction. Assume that x + y is rational, say x + Y = T for some m, n E Z, where
a 5# 0. Then we have qP + y = n Solving for y gives y = mn
, so y is a rational
n - q nq
number, contradicting our assumption on y. Hence x + y must be irrational.

If m and n are even integers, then there exist j and k in Z so that m = 2j and n = 2k. Then
mn = 4jk, which is a multiple of 4.
11. As in Example 4, an integer n has the form 5k + r, where k E Z and r c (0, 1, 2, 3, 4). Then
n2 - 3 = 25k2 + lOkr + r2 - 3. It suffices to show that r2 - 3 is not divisible by 5. To check this,
calculate r2 - 3 for r =0, 1, 2, 3, and 4.
13. (a) Factor n4- n2 into (n -)n 2 (n + 1) and note that one of the three consecutive integers n -1,
n, n + I is divisible by 3. Or treat three cases: n = 3k, n = 3k + 1, n 3k + 2.
(c) Apply parts (a) and (b).
15. (a) This statement is true and depends on the unique factorization of a number as a product of
primes. If m and n are written as products of primes, then mn is a product of primes using only
the primes used by m and n. Thus, if 3 is among the primes used by mn, it must have been used
by m or n, or both. So 31m or 31n. [Note that we've described the products of primes in words
,
where pi,
pi, q.,
qm
to avoid complicated notation: m = pi
p , n =q
are primes, k1 , . .., k1, jI, .. ., jm are positive integers, etc., etc.]
(c) The statement holds if and only if d is a prime or d = 1.
9.

2.4 Answers
1.
3.

(a) Give a direct proof, as in Exercise 9 on page 71.
(c) False. Try 2 + 3 or 2 + 5 or 2 + 11, for instance.
(a) True. Say the integers are n, n + 1, and n + 2. Their sum is 3n + 3 = 3(n + 1). This is a
direct proof.
(c) True; n + (n + I) + (n + 2) + (n + 3) + (n + 4) = 5n + 10. Alternatively, (n -2) + (n -1) +
n + (n + I) + (n + 2) = Sn. This is a direct proof.
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5.

This can be done using four cases; see Example 7.

7.

Example 5 on page 70 shows that the set of primes is infinite. An argument like the one in
Example 12 shows that some two primes give the same last six digits. This proof is nonconstructive.

9.

(a) None of the numbers in the set
{k E N: (n + 1)! + 2 < k < (n + 1)! + (n + 1))
is prime, since if 2 < m < n + 1, then m divides (n + 1)!, so m also divides (n + I)! + m. The
proof is direct.
(c) Simply adjoin 5048 to the list obtained in part (b). Another sequence of seven nonprimes starts
with 90.

11.

(a) 14=2 7and7isodd.So14=21 7.
(c) 96 = 2 48 = 2 224 = 2 2 2 12 = 222
2- 6 = 2 2
2 2 3, so 96 = 25 .3.
13. (a) Prove this by cases: n has the form 3k, 3k + 1, or 3k + 2 for some k e N. For example, if
n = 3k + 1, then
[n3

+ [23 ] = [k + -'] + [2k + 2

k + (2k + I ) = 3k + I = n .

(b) Give a proof by cases.

2.5 Answers
1.

(a) Rule 2a and Substitution Rule (b).

3.

(a) Rule lOa [with s for q, using rule (a)] and rule I la [with s for p and t for q, using rule (a)]
and rule (b).
(c) Rule 3a [with -p for p, s for q, s for r, using rule (a)] and rule (b).
(e) Rule 3a again, using rule (a).

5.

1,2,3:
4:
5:

7.

(c) Rules 10a and I and rule (b).

Hypothesis
Rule 16, a tautology
4, 1 and hypothetical syllogism (rule 33)

6:

5, 3 and rule 33

7:

6, 2 and modus tollens (rule 31)

(a) -(p -q)-

((p -q)

-- p).

(C) p V-p.

9.

(a) Rule 14 with q A r replacing q.
(c) Rule 8a with -p A r replacing p and q -. r replacing q.
11. Interchange all V and A in Example 8.
p q r
p q r
p
13. Consider the cases I 0
1 or
I
I 0 ' and

q
0

r
1

or

p
0

q
1

r

0

15. (a) Take the original proof and change the reason for A from "hypothesis" to "tautology." That is,
the proof itself needs no change.
17. (a) See rules I la and I lb.
(c) No. Any proposition involving only p, q, A, and v will have truth value 0 whenever p and q
both have truth values 0. See Exercise 17 on page 286.
19. Use truth tables.

2.6 Answers
1.

The argument is not valid, since the hypotheses are true if C is true and A is false. The error is in
treating A -> C and -A -* -C as if they were equivalent.

3.

(a) and (b). See part (c).
(c) The case is no stronger. If C and all Ai's are false, then every hypothesis Ai -* C is true,
whether or not C is true.
(a) With suggestive notation, the hypotheses are -b -* -s, s -. p, and -p. We can infer -s
using the contrapositive. We cannot infer either b or -b. Of course, we can infer more complex
propositions, like -p V s or (s A b) -- p.
(c) The hypotheses are (m v f) -+ c, n -s c, and -n. No interesting conclusions, such as m or
-c, can be inferred.

5.

7.
9.

(a) True. A -s B is a hypothesis. We showed that -A -+ -B follows from the hypotheses.
(c) True. Since (B v -Y) -s A is given, -Y -s A follows, or equivalently -- Y v A.
(a) Let c := "my computations are correct," b := "I pay the electric bill," r := "I run out of
money," and p := "the power stays on." Then the theorem is
if (c A b) -s r and -b -s -p,

then (-r

A p) -+

-C.

2.7 i Answers
1.

(c A b) -*

r

2.
3.

-b -r -(c

A b)

4.
5.
6.

-r
(-c v -b)
p -* b
(-r A p)
[(-c v -b)

7.
8.

(-r A p)
(-r A p)

9.

hypothesis
hypothesis
1; contrapositive rule 9

p

A b]

3; De Morgan law 8b
2; contrapositive rule 9
4, 5; rule of inference based on rule 26b

[b A (-c v -b)]
[(b A -c) v (b A -b)]

6; commutative law 2b
7; distributive law 4b

V contradiction]
(b A -c)
(-c A b)
c
-c

8; rule 7b
9; identity law 6a
10; commutative law 2b
simplification (rule 17)
11, 12; hypothetical syllogism

(-'rAp)
[(b A -c)

-÷

10.
11.
12.
13.

(-r A p)
(-r A p)
(-c A b) (-r A p)

(c) Let j := "I get the job," w := "I work hard," p := "I get promoted," and h
happy." Then the theorem is if (j A w) -* p, p -- h, and -h, then -j v -w.

1.

(j A w)
p -+ h

2.

3.
5.
6.
11.

-+

-h
-p
-(j A w)
-j v -w

4.
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p

"I will be

hypothesis
hypothesis

hypothesis
2, 3; modus tollens (rule 31)
1, 4; modus tollens (rule 31)
5; De Morgan law 8b

1.

-- s

negation of conclusion

2.
3.
4.
5.
6.
7.

s
s -* s v g
sv g
s v g -+ p
p
p -+ n

1; rule I
addition
2, 3; modus ponens
hypothesis
4, 5; modus ponens
hypothesis

8.

n

6, 7; modus ponens

9.
-n
hypothesis
10.
n A -n
8, 9; conjunction
11.
contradiction
10
13. (a) 1. A A-B
hypothesis
2.
A
1; rule 29
3.
4.
5.

A -*
P
-B

6.

PA-B

P

hypothesis
2, 3; modus ponens
l; rule 29
4,5;rule34

2.7 Answers
1.

2.
3.
4.
5.
6.

pDq4==q(pVq)A-(pA

(x -y)

7.

q)

-(-pA-q)A-(pAq).

Also, p e q .
(pA -q) v
(-p
A q) -(-(p
A -q) A -(-p
A q)).
If n is even, then n = 2k for some k E Z, so n2 - 3 = 4k 2 - 3, which is not a multiple of 4. If n
is odd, say n = 2k + 1, then n2 - 3 = 4k 2 + 4k - 2, which is also not a multiple of 4.
Show the contrapositive, using De Morgan law 8a. If a < 100 and b < 100 and c < 100, then
a+b+c <300; i.e.,a+b+c>300 is false.
"I heard something that could have been written by nobody but Stravinsky."
Prove the contrapositive. If m < 8 and n < 8, then mn < 7 7 = 49 < 56.
(a) If x < y, then max(x, y) = y and min{x, y} = x, so maxix, y} . min{x, y} = yx = xy. If
x > y, then maxix, y} = x and minix, y) = y, so max{x, y) . min{x, y) = xy.
(b) If x < y, then maxfx, y) = y and minfx, y) = x, so (maxlx, y} - mminx, y}) 2 = (y - x) 2 =
(x - y)2 . If x > y, then max(x, y} = x and minfx, y} = y, so (maxlx, y -min(x, y) 2 =
(a)
(b)
(c)
(d)
(e)

Rule
Rule
Rule
Rule
Rule

2

.

lOa and Substitution Rule (a).
3a and Substitution Rule (a).
8c and Substitution Rule (b).
I and Substitution Rule (b).
lOa and Substitution Rule (a).
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8.

We want a proof of b from r
Proof
I.
2.

r -d

3.
4.
5.

r

(d v b), -d, and r.

-

Reasons

(d V b)

hypothesis
hypothesis
hypothesis
1, 3; rule 30 [modus ponens]
2, 4; rule 32 [disjunctive syllogism]

dv b
b

It proves P
Q and then proves the contrapositive -Q -* -P, instead of proving Q -* P
[which is actually false in this example].
10. The "proof' shows the converse of what is to be proved. It starts by assuming what is to be shown.
9.

11. Prove the contrapositive. If n < 10 and m < n -1,
12. (a)

p

q

0
0
0
0
1
1
1
1

0
01
1
1
0
01
1
1

I

I

step

r
0

(-'p A q)

1

I
1
1
1
0
0
0
0

I

2 3

0
l
0
0

0
0
1
1
0
0
0
0

then n + 2m < 3n

-

2 < 28 < 30.

-p v r
1
1
0
1
1
1
1
1

0

1

0

2

(b) No. It is false in case p and r are false and q is true.
13. (a) False. One way to create an example is to arrange for A to contain B and C, and B # C.
(b) True. Consider e B. If also E A,thenx V AEB, sox ¢ A C andhencex ( ArC c C.
Otherwise, x 0 A, so x E A D B = A e C and x c C \ A C.
In each case, B C C. Similarly
CC B.
14. (a) Tautology; see rule 19 in Table 2 on page 63.
(b) Not a tautology. Consider the p = 0, q = I line of the truth table.
(c) Same answer as for part (b).
(d) Tautology; see rule 20 in Table 2 on page 63.
(e) Not a tautology. Consider either line in the truth table with p = 1, r = 0.
(f) Tautology; see rule 17 in Table 2 on page 63. More accurately, combine rules 2b and 17 to get
(pA

q) =>

(q A p) ==

q.

15. We use the style in Example 3 on page 87.
1, 2, 3.
4.
5.
6.

hypotheses
negation of the conclusion
3, 4; modus tollens rule 31
2; commutative law 2a

7.
5, 6; disjunctive syllogism rule 32
8.
1, 4; disjunctive syllogism rule 32
9.
7, 8; modus ponens rule 30
10.
5, 9; conjunction rule 34
11.
10; rule 7b
16. Since n is not divisible by 2, n = 2k + I for some k in Z. Thus n2 - I
4k2 + 4k. Since n is not
2
divisible by 3, n = 3m + i for some m in Z, so n2 - I = 9m ± 6m. Thus n2 - I is a multiple of
both 4 and 3, so it is a multiple of 12.
2
17. (a) Case 1: n = 3m. Then n2
I = 9M - 1, which is not a multiple of 3. Case 2: n
3m ± 1.
2
2
Then n
I = 9m ± 6m = 3m(3m i 2), which is a multiple of 3.
(b) This statement is logically equivalent to the one in part (a).
18.

19.

Proof

1.

p

(q

2.

q

p

3.

q

(q

4.
5.

(q A q)
q - r

Reasons
r)

hypothesis
hypothesis

r)

1, 2; rule 33 [hypothetical syllogism]

r

3; rule 14
4; rule 5b and Substitution Rule (b)

(a) If n n > 8 and m E 3, then n < 2, so n > 8/2 = 4.
(b) If m 2 + n2> 25 and mi E 3, then 22+ n2 > M2 + n2 > 25, son2 > 25 -4 and n > 5.
(c) If m2 + n 2 > 25 and n is a multiple of 3 and m < 3, then n2 > 25 - 9 = 42 , so n > 4 and
hence n > 6.
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20. The "proof' shows the converse of what is to be proved. It starts by assuming what is to be shown.
All the work is useless. In fact, n2 - n is always even.
21. (a) False. For an example, consider f: [-1, 1] -* [0, 1] given by f(x) = x2 , and consider the
sets AI = [-1, 0] and A2 = [0, 1]. Or consider a constant function.
(b) True. By definition of fi, f(f (B)) = {f(x): x E f - (B)1 = {f(x): f(x) E BI C B.
One can also begin with y in f (f '(B)) and show that y must be in B.

3.1 Answers
1.

(a) RI satisfies (AR) and (S).
(c) R3 satisfies (R), (AS), and (T).
(e) R5 satisfies only (S).
3. The relations in (a) and (c) are reflexive. The relations in (c), (d), (f), (g), and (h) are symmetric.
5.
RI satisfies (AR) and (S). R2 and R3 satisfy only (S).
7. (a) The divides relation satisfies (R), (AS), and (T).
(c) The converse relation Ri also satisfies (R), (AS), and (T).
9. (a) The empty relation satisfies (AR), (S), (AS), and (T). The last three properties hold vacuously.
11. Yes. For (R) and (AR), observe that (x, x) E R ~=4 (x, x) c Rh. For (S) and (AS), just interchange
x and y in the conditions for R to get the conditions for R-. There is no change in meaning.
13. (a) If E C RI and E C R2, then E C RI n R2. Alternatively, if RI and R2 are reflexive and
x E S, then (x, x) E RI and (x, x) E R2 ; so (x, x) E RI n R2?.
(c) Suppose RI and R2 are transitive. If (x, y), (y, z) c RI n R2 , then (x, y), (y, z) e RI, so
(x, z) E RI. Similarly, (x, z) E R2 15. (a) Suppose R is symmetric. If (x, y) E R, then (y, x) E R by symmetry, so (x, y) E RE.
Similarly, (x, y) E Ri- implies (x, y) E R [check] so that R = Ri . For the converse, suppose
that R = Ri and show R is symmetric.
0

0
17. (a)

3
0

(

(c) See Figure l(a).

2
p

(e)

p0

3.2 Answers
e

1.

3.
5.

(a)

(a)
(c)
(a)
(c)

e

a
(x, v)
a

y (e)

(x, w)

y (e)

b
(v, x)
b
(w, x)

c
(v, w)
c

d
(w, y)
d

(y, z)

(z, y)

e
(w, y)

f
(y, x)

and (e). Yes.
No. There is no edge from t to x.
xwy or xwvzy.

vxw or vzw or vzxw or vzyxw.
(e) zyxwv or zwv or zxwv or zyv.

7. Here is one: x <D<
9.

>

z

(a) (v, w), (v, y), (v, z). Note that (v, z) is in the reachability relation, but not in the adjacency
relation.
(c) All of them. The reachability relation is the universal relation.

11. (a) 2.

(c) 3.

(g) 3.

Parts (d) and (e) are not vertex sequences for paths.
13. (a) Edges e, f, and g are parallel.
15. (a) A = {(w, w), (w, x), (x, w), (y, y), (w, y), (y, w), (x, z), (z, x)}, whereas R consists of all six-

teen ordered pairs of vertices.
17. (a) c a d or c b d. Both have vertex sequence y v w w.
(c) There are four such paths, each with vertex sequence v w w v y.

3.3 Answers
1.
3.

(a) 1.
(a)

(e)

(c) 2.
-3I
1 4
0
3 2
2 - 2_ 3
5 5 7
8 1 3
7 5 5

.(c)

(g)

5 8 7
5 1 5
.
7 3 5
12 12 8
12 -4 8.
8
8 4
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5.

I
-1

-I

I 1

-1

(a)

3
2
5

(e)

1
2
5
4

F.()
7.

(a)

L

5
I

9.

(a)

9.

5
4
7

I
-1

-1

I

-I

4
7.
6
[18

15 ]()

6

18

I

0

01

I

° |.
Oa~O0 ij1,
1

(c) Not defined.

.

451c
0

11. (a)

1

I

O

O

O

0O

I

~O

O

00
] [1 I 010
O
0 1I0 LO
0 0 1
OO
I

[1

]

54

~O

O

110

0 100 001I,
IOO

I

0

0O

I

0
0 [ 01 0I.

(c) {n c N : n is odd).

13. (a) The (i, j) entry of aA is aA[i, j]. Similarly for bB, and so the (i, j) entry of aA + bB is
aA[i, j] + bB[i, j]. So the (i, j) entry of c(aA + bB) is caA[i, j] + cbB[i, j]. A similar
discussion shows that this is the (i, j) entry of (ca)A + (cb)B. Since their entries are equal,
the matrices c(aA + bB) and (ca)A + (cb)B are equal.
(c) The (j, i) entries of both (aA)T and aAT equal aA[i, j]. Here I < i < m and I < j < n. So
the matrices are equal.
0 0 1 0]
[000
0]

15. (a)
15

0
0

0

O 10 0l0

.(c)
(c)

.

17. (a)

O O 0 22

00 0
00 1

0

(c)
V5

19. (a)

(e)

O O 1 O

]

(c)
See Example 5(a) on page 110.

1

0

I1

I 1 ..

0 0
O

V3
'4

0 1]0

I

(g).

.

[

O

(i)

L

0
O

O

O

OI

0

0

1

0

0

1

1

e

01

1 0

3.4 Answers
1.

3.
5.

(a) is an equivalence relation.
(c) There are lots of Americans who live in no state, e.g., the residents of Washington, D.C., so
(R) fails for -.
(e) is not an equivalence relation because - is not transitive.
Very much so. See Example 5 on page 97.
(a) The possibilities are
2

1

2

1
1

3

2
3

3

1

2
3
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(c) The four equivalence classes have representatives

7.
9.
11.
13.

(a) Verify directly, or apply Theorem 2(a) on page 117 with f (m) = m2 for m E Z.
(a) There are infinitely many classes: {01and the classes {n, -n for n G P.
Apply Theorem 2, using the length function. The equivalence classes are the sets Sk, k E N.
(a) Use brute force or Theorem 2(a) with part (b).

15. (a) Not well-defined: depends on the representative. For example, [3] = [-3] and -3 < 2. If the
definition made sense, we would have [3] = [-3] < [2] and hence 3 < 2.
(c) Nothing wrong. If [m] = [n], then m4 + m2 + I = n4 + n2 + 1.
17. (a) - is reflexive by its definition, and it's symmetric since equality "=" and R are. For transitivity,
consider u - v and v - w. If u = v or if v = w, then u
w- is clear. Otherwise, (u, v) and
(v, w) are in R, so (u, w) is in R. Either way, u - w. Thus - is transitive.
19. For one-to-one, observe that 0([s]) = 0([t]) implies f(s) = f(t) implies s - t, and this implies
[s] = [t]. Clearly, 0 maps [S] into f(S). To see that 0 maps onto f(S), consider y E f(S). Then
y = f(so) for some so c S. Hence [so] belongs to [S] and 0([so]) = f(so) = y. That is, y is in
Im(0). We've shown f(S) C Im(0), so 0 maps [S] onto f(S).

3.5 Answers
1.
3.
5.
7.

(a)q=6,r=2.
(a) -4, 0, 4.
(a) 1.
(a) 3 and 2.

9.

+4
0
1
2
3

0
0
1
2
3

1
1
2
3
0

(c)q=-7,r=1.
(e)q=5711,r=31.
(c) -2, 2, 6.
(e) -4, 0, 4.
(c) 1.
(e) 0.
(c) m *Io k is the last [decimal] digit of m * k.
2
2
3
0
1

3
3
0
1
2

*4
0
1
2
3

0
0
0
0
0

1
0
1
2
3

2
0
2
0
2

3
0
3
2
1

11. Solutions are 1, 3, 2, and 4, respectively.
13. (a) mi - n (mod 1) for all m, n c Z. There is only one equivalence class.
(c) 0=0+1OandO=0*10.
15. (a) n = l000a+l00b+l0c+d =a +b+c+d+9.(llla+llb+c) - a+b+c+d (mod 9),
or use Theorem 2 together with 1000 - 100 - 10 1 (mod 9).
17. Like Exercise 15. Note that 1000 = 91 11 -1, 100
9.11 + 1, 10 = I 11-1, so 1000a +
100b + 10c + d -a + b-c
+ d - 0 (mod 11) if and only if a-b + c-d
- 0 (mod 11).
19. We have q p-q'
p = r' -r, so r'-r
is a multiple of p. But-p << r<r' r' < p, and
0 is the only multiple of p between -p and p. Thus r' = r, so 0 = (q -q') - p and q = q'.
21. (a) By Theorem 3(a)
(m MODp) +p (n MODp) = (m + n) MODp = (n + m) MODp

= (n MODp) +p (m MODp).
Since m, n E Z(p), m MODp = m and n MODP = n.

3.6 Answers
1.

(a) and (b). Eight edges and the sum is 16. Note that deg(vj) = 6 and deg(v3) = 3.

(c)
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2.

[3

5

7

4

6

8

5

7

9

A=
3
(a)
5
17
(C) 19.

4
6
8

and B

1

2

5

6

3 ]

7

10

I1

12

5
7
9

.
(b)

6
9
12

(d) 54.

9

12
12 15.
15 18
(e) 18.

3.

(a) This is an equivalence relation. For example, if m + n and n + p are even, so is m + p =
(m + n) + (n + p) -2n,
so the relation is transitive. There are two equivalence classes,
in c N: n is even) and {n E N n is odd).
(b) This is the equivalence relation
in Example 5 on page 114. It is transitive because, if there's a
path from u to v and one from v to w, then there's a path from u to w. The equivalence classes
are sets [u] = {u) U {v e V: there is a path from u to v). These sets are called connected
components in Chapter 6.
(c) This may not be an equivalence relation. As in part (b), R3 is transitive, but it's not necessarily
symmetric. There might be a path from u to v, yet no path from v to u. See, e.g., Figure 3 on
page 102.

4.

(a) Seven: [01, [1], ... , [6].
(b) Some examples are: 1, 8, 15 in [1]; -73,-66, 4 in [-73]; 73, 80, 3 in [73]; -73, -66,
[4]; 2250, 2250 + 7, 2250 + 14 in [2250].

4 in

5.
6.

The (j, k) entry of A + AT is aik + akj, while the (k, j) entry is akj + aik.
(a) Check (R), (S), and (T) directly. Or apply Theorem 2 on page 117, using f: S - Z(5), where
f (m) = m2 MOD5. Note that f (m) = f (n) if and only if m2 - n2 (mod 5).
(b) The image values of f are 1, 4, 4, 1, 0, 1, 4, respectively, so the equivalence classes are
{I, 4, 61, {2, 3, 7), and {5).

7.

The relation R is reflexive and transitive, but it is not symmetric. It is not an equivalence relation.

8.

(a) n - I (mod 2) unless 21n; i.e., n is odd unless n is even.
(b) If n - 1I (mod 3), then by Theorem 2 on page 122, n2

9.

No. For example, we would need f(l/2) = f(2/4), but f(1/2) = -1 and f(2/4) =-2.

12 (mod 3) - I (mod 3).

10. (a) Yes. m
m (mod 3) or n
n (mod 5) is certainly true, so ((m, n), (m, n)) E R.
(b) Yes. m
p (mod 3) or n q (mod 5) implies p - m (mod 3) or q - n (mod 5).
(c) No. Counterexamples are easy to find. For example, ((0, 0), (0, 1)) and ((0, 1), (1, 1)) are in
R, but ((0, 0), (1, 1)) is not. Give another example.
(d) No, because the relation is not transitive.
11.

(a) Otherwise, there exist x, y, z X S with x
y, y 6 z, and x t z. Since x ; y, y - x by
symmetry. Since yv
x and x - z, y - z by transitivity, a contradiction.
(b) Apply part (a) to the equivalence relation(mod p) on Z.
12. (a) Yes. If [n]l0 = [mi]lo, then n - m (mod 10); i.e., 10 divides n -m. Then 20 divides 2n -2m,
so 2n -3 - 2m -3 (mod 20) and [2n -3]20 = [2m -3]20.
(b) No. Imitating the proof for part (a) won't work. For example, [1] 0 = [Il]Io, but [5.1 -3]20 =
2 Aw
er 12 = [5
- 3s20
4.1 Answers
r

r >m

0
1
2
3
4
5

73
60
47
34
21
8

True
True
True
True
True
False

(a)

3.

Initially
After the first pass
After the second pass
After the third pass
After the fourth pass
After the fifth pass
(a) 0, 3,9,21,45.

5.

(a)

m

n

0
1
4
9
16

0
I
2
3
4

7.

initially
after first pass
after second pass
after third pass
after fourth pass
(a) 4, 16, 36, 64.

9.
11.

m= 13,n =73

q

1.

(c)

m = 73, n = 13 | q

r

r> m

Initially

13

False

I 0

(c) 1, 1, 1, 1, 1

(a) If m + n is even, so is (m + 1) + (n + 1) = (m + n) + 2. Of course, we didn't need the guard
I < m to see this.
(a) Yes. If i < j2 and j > I, then i + 2 < j 2 + 2 < j 2 + 2j + I = (j + 1)2.
(c) No. Consider the case i = j = 0.

13. (a) b > 2.

(c) b E N.

J1u

J. I
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15. No. The sequence "k := k2 , print k" changes the value of k. Algorithm A prints 1, 4, and stops.
Algorithm B prints 1, 4, 9, 16, because "for" resets k each time.
17. (a) Yes. new r < 73 by definition of MOD.
(c) This is an invariant vacuously, because r < 0 and r > 0 cannot both hold at the start of the
loop.

19. The sets in (a), (c), and (f) have smallest elements, (f) because n! > 21000 for all large enough n.
The sets in (b) and (e) fail, because they aren't subsets of N. The set in (d) fails because it is empty.
21. (a) This is an invariant: if r > 0 and a, b, and r are multiples of 5, then the new values b, r, and
b MOD r are multiples of 5. Note that b MOD r = b -(b Div r) - r.
(c) This is an invariant: If r < b and r > 0 on entry into the loop, then new r < new b; i.e.,
b MOD r < r, by definition of MOD.
23. (a) Yes. If p A q holds at the start of the loop, then p is true and q is true. If g is also true, then,
since p and q are invariants of the loop, they are both true at the end; hence p A q is also true
at the end.
(c) Not necessarily. For example, if p = "n > 0," q = "3 < 2," g = "2 + 2 = 4", and S
'n := n + 2," then p and q are invariants of the loop; but if n =-I on entry to the loop, then
-p is true on entry, but false after one pass through.
(e) Yes.
q
i
25. (a) a=2,n=11
P
initially
l
2
11
after first pass
2
4
5
after second pass
8
16
2
after third pass
8
256
l
after fourth pass
256. 8 2562
0
(b) You need to show that if qip = an, then (new q)(new ') (new p) = a'. Consider the cases when
i is odd and i is even. Since i runs through a decreasing sequence of nonnegative integers,
eventually i = 0 and the algorithm exits the loop. At this point p = an.
27. The Well-Ordering Principle fails for R and [0, co). You should provide subsets that do not have
least elements.

4.2 Answers
Induction proofs should be written carefully and completely. These answers will serve only as guides,
not as models.
1. This is clear, because both n5 and n are even if n is even, and both are odd if n is odd.
3. (a) If k- k + 1 is a multiple of 5 for some k e F, then, just as in Example l,
(k+ ) -(k+l)+l =(k -k+l)+5(k 4 +2k 3 +2k2+k),
5.

so (k +) 5 (k + 1) + I is also a multiple of 5.
Check the basis. For the inductive step, assume the equality holds for k. Then

Li2

ka

a2
1)2 = k (k + I) (2k + I)
=ZYi -t(k+l)
6
±

2

(k+ 1)2

Some algebra shows that the right-hand side equals
(k + l)(k + 2)(2k + 3)
6
7.

9.

so the equality holds for k + 1 whenever it holds for k.
(a) Take n = 3720 in Exercise l.
(c) By (a), (b), and Exercise 1, (37500 - 3710()) + (37 100 - 3720) + (3720 - 374) is a multiple of 10.
(e) By (c) and (d), as in (c).
The basis is "so = 20 a + (20 -I)b, " which is true since 20 = I and so = a. Assume inductively
that Sk = 2ka + (2 k - I)b for some k e N. The algebra in the inductive step is
2 [2ka + (2k - l)b] + b = 2k+a + 2 k+lb -2b + b.

11. Show that l lk+i

-

4 k+1

= 11 . (I Ik - 4k) + 7 . 4k. Imitate Example 2(d).

k

13. (a) Suppose that

E

2' = 2 k+ l - I and 0 < k. Then

iO

k+l
E2'

k

= E2

+2+k+1 = 2k+1 - I + 2k+1

so the equation still holds for the new value of k.

= 2k+2 -

l,
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(c) Yes.

2' = I = 2-

I initially, so the loop never exits and the invariant is true for every

ill

value of k in N.
15. (a) + 3 + -+ (2n -1) = n2
17. (a) Assume p(k) is true. Then (k+ 1)2 +5(k+ 1) + I = (k 2 +5k+ 1) +(2k+6). Since k 2 +5k+ I
is even by assumption and 2k + 6 is clearly even, p(k + 1) is true.

19. Hint: 5k.+1-

4(k + 1) - I

5

4k -1) + 16k.

( 5 k-

21. Hints:
n+2

2n+2

n+I

2n+I

2n+2

2n

2n+I

2n+2

n+lI

and
n+l

2n + I

2n+2

nI
and write both sides in terms of f. The left-hand

Alternatively, to avoid induction, let f(n) =
side is f(2n)- f(n), and the right-hand side is
I + (-2) + (3)

+ *''+

(2n')

f(2n) -2

-

23. Hints: 5 kk+2 + 2.

3

+2 (4

-2

(2n

2- f(n).

k+1 + I = 5(5k+1 + 2 3k + 1) -

4

(3 k

+ 1). Show that 3" + I is always even.

25. Here p(n) is the proposition "I sinnxj < njsinxi for all x (ERl." Clearly, p(l) holds. By algebra
and trigonometry,

I sin(k + l)xI
<

I sin(kx

+ x)l = Isinkx cosx + coskx sinxj

I sinkxl

.I

cosxj + I coskxl

I sinxj < I sinkxl + I sinxI.

Now assume p(k) is true and show p(k + 1) is true.

4.3 Answers
1.
3.

(a)k=2.
(c)k
12.
(a) n. Note that 3" 5 0(2"), but 3n = 0(n!); see Example 3(b) or Exercise 12.

5.

(a)
(c)
(e)
(g)

7.

(a) False. If 40" < C

9.

True. Take C > 2.
False. 22n < C . 2n only for 2" < C; i.e., only for n _<1g 2 C.
True, since 2"+1 = 2 2n = 0(2") and 2 =
2 +1 = 0( 2 n+I)
False. It is false that 22, - 0(2n); see the answer to (c).

. 2" for all large n, then 20" < C for all large n.
(c) False. If (2n)! < C . n! for all large n, then (n + 1)! < C- n! for large n, so n + I < C for
large n, which is impossible.
(a)k=5.
(c)k =6.

(e) k -2. The sequence is the sequence tn in Exercise I1(a).
[n terms] = n2. In fact, tn=2
n(n + I) as shown in Example 2(b)
on page 139.
13. (a) We are given s(n) - 3n 4 +a(n) and t(n) = 2n3 +b(n), where a(n) = 0(n) and b(n) = 0(n).
Now s(n) + t(n) = 3n 4 + [a(n) + 2n3 + b(n)] and a(n) + 2n 3 + b(n) = 0(n 3 ), since a(n),
2n 3 , and b(n) are all 0(n 3 ) sequences. Theorem 2(b) with a(n) = n3 is being used here twice.
15. (a) s(n)/t(n) = n4 is not 0(n 3 ).
11.

(a) Clearly, tn < n + n + -+n

17. (a) Algorithm B is more efficient if 5n log 2 n > 80n; i.e., if n > 216 = 65,536.
(c) n > 23 2 ; 4.3 x 109.
19. (a) Let DIGIT(n) = m. Then 10 DIG0T(n) is written as a I followed by m O's, so it's larger than any
m-digit number, such as n. And 10 `m is a I followed by m -I O's, so it's the smallest m-digit
number.
(c) Use part (a). In detail, DIGIT(n)-I = logI 0 10ODGIT(n)- < log1 o n, so DIGIT(n) < I +log 10 n =
0 (log1In).
21. (a) Since i starts as n and is replaced by [2j in each pass through the loop, we have i < n at the
end of the kth pass. The guard would fail for the next pass if k > lg 2 n, since then i < IL < 1.
23. There are positive constants A, B, C, and D so that
s(n) < A n5 ,

n 5 < B s(n),

t(n) < C n2 ,

and

n2 < D t(n)
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for sufficiently large n. Therefore,
A n5
n 2 /D

s(n)
t(n)

3

for sufficiently large n, so s(n)/t(n) = 0(n 3 ). Similarly, n3 < BC - st(n) for sufficiently large n,
so n3 = O(s(n)/t(n)). Hence s(n)/t(n) = 0(n 3 ).
25. (a) Assume c :A 0 since the result is obvious for c = 0. There is a C > 0 so that Is(n)I < C Ia(n)j
for large n. Then Ic s(n)l < C Icl . a(n)i for large n.

4.4 Answers
1.

(a) 1, 2, 1,2, 1, 2, 1, 2,

3.
5.

(a) SEQ(n) = 3n.
No. It's okay up to sEQ(100), but sEQ(101) is not defined, since we cannot divide by zero. If, in
(R), we restricted n to be < 100, we would obtain a recursively defined finite sequence.
(a) 1, 3, 8.

7.

(c)

9.

S3 =

22, s4 = 60.

(a) 1, 1, 2, 4.
(c) Ours doesn't, since to 7 2

11. (a) a6 = a5+2a4 = a4+2a3+2a4= 3(a3+2a2)+2a3 = 5(a2+2al)+6a2= l(al±+2ao)+10al=

11 -3 + 10 = 43. This calculation uses only two intermediate value addresses at any given time.
Other recursive calculations are possible that use more.
13. Follow the hint. Suppose S rh 0. By the Well-Ordering Principle on page 131, S has a smallest
member, say m. Since s, = 2 = FIB(3) and S2 = 3 = FIB(4), we have m > 3. Then Sm =
Sm-I + S -2 = FIB(m -I + 2) + Fa(m -2 + 2) [since m was the smallest bad guy] = FIa(m + 2)
[by recursive definition of Fls in Example 3(a)], contrary to m E S. Thus S = 0.

15. SEQ(n) = 2n-1 for n > 1.
17.

(a) A(1) = 1. A(n) = n * A(n - 1).

(c) Yes.
19. (a) (l, 110, 1200).
21. (a) (B) UNION(l) = AI,
(R) UNION(n) = An U UNION(n- 1) for n > 2.
(c) (B) INTER(l) = AI,
(R) INTER(n + 1) = A,+, n INTER(n) for n E P
[or INTER(n) = A, n INTER(n- 1) for n > 2].

4.5 Answers
1.
3.

Sn = 3 (-2)" for n E N.
1. If it holds for some n,
We prove this by induction. sn = an . so holds for n = 0, because a0
then sn+i =
=a(a"
=
sso)
an+l .so, so the result holds for n + 1.

5.

so=3°-2 0 30=1.si=31-2 .31=-3.Forn>2,
6Sn-I

9S,-2

=6[3n-1 -

2(n-1) .3n

=2[3 -2(n-

1]-

1) 3n] -[3

9[3n-2 - 2(n-2) .3 n-2]

-2(n-2)

3]

=3"[2-4(n -1)-1 + 2(n-2)]
= 3[1 -2n]

7.
9.

= Sn-

This time cl = 3 and c 2 = 0, so S, = 3 2 nfor n E N.
Solve I = ci + c2 and 2 = cjrI + c2r2 for cl and C2 to obtain cl
-(I + r2)/V5. Hence
S,

-

(rin + r n+
1

(I + rl)/V5 and C2 =

-r 2n - r2 + ) for all n,

where rl, r2 are as in Example 3 on page 161.
11. (a) rl=-3,r2 =2,cl=c 2 =l,sos =(-3)"+2nforneN.
(c) Here the characteristic equation has one solution, r = 2. Then cl = I and c2 = 3, so Sn =
2n + 3n . 2" for n a N.
(e) s2n = 1, S2n+1 = 4 for all n G N.

(g) sn

(-3)" for n E N.

13. (a) By Theorem 1(a), there are constants C and D such that for n > 2 we have
s, = Crt +Drn = (C+D(r2

) rn < (ICI + iD)rn
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(b) Any sequence s, = C2' + Dn2n with C and D different from 0 will work.
(c) By Theorem l(b), we have sn = O(nr{').
15. (a)

S2n

= 2" + 3 (2" - 1) = 2m+2 - 3

(c) S2m = - 25 m.
(e) s 2 = 7 -6.2m.
17.

S2" = 2¶5sI +

m

(g) s2- = (6

m)2 -1

(2- - 1)]. Verify that this formula satisfies s2 o = sl and S2n+- = 2S2n + (2 m)2.

19. (a) t2n =bm tj +bn

'E

b(2')

4.6 Answers
1. The First Principle

is adequate for this. For the inductive step, use the identity 4n2 -n+8(n+1)-5 =
+ 7n + 3 = 4(n + 1)2 - (n + 1).
Show that n5 - n is always even. Then use the identity (n + 1)5 = n5 + Sn 4 + lOn3 + IOn 2 + Sn + I
[from the binomial theorem]. Use the First Principle of induction to show that n 5 -n is always
divisible by 5. See Example I on page 137.
Yes. The oddness of an depends only on the oddness of an I, since 2 an-2 is even whether an-2 is
odd or not.
(b) an=lforallnEN.
(c) The basis needs to be checked for n = 0 and n = 1. For the inductive step, consider n > 2 and
4n

3.

S.
7.

9.

2

assume ak
1 for O < k < n. Then a, = ajann--a,2
an2 1+an 2 =1 = 1. This completes
+_1copes the inductive
step, so an = 1 for all n E N by the Second Principle of Induction.
(b) an = n2 for all n E N.
(c) The basis needs to be checked for n = 0 and n = 1. For the inductive step, consider n > 2 and
assume that ak = k2 for 0 < k < n. To complete the inductive step, note that
an = I (an-1 -an-2 + 3)2 =

4

I[(n _ 1)2 - (n - 2)2 + 3]2 =

4

1

[2n12 = n2

4

11. (b) The basis needs to be checked for n = 0, 1, and 2. For the inductive step, consider n > 3 and
assume that ak is odd for 0 < k < n. Then an- , an-2, and an-3 are all odd. Since the sum of
three odd integers is odd [if not obvious, prove it], an is also odd.
(c) Since the inequality is claimed for n > I and since you will want to use the identity an =
an-I + an-2 + an-3 in the inductive step, you will need n -3 > I in the inductive step. So
check the basis for n = 1, 2, and 3. For the inductive step, consider n > 4 and assume that
ak < 2 k-1 for I < k < n. To complete the inductive step, note that
an = an-1 + an-2 + an-3 < 2 n-2 +

2 n-3

+

2 n-4

=

-

8

2 n-1

< 2 n-

13. (a) 2, 3, 4, 6.
(b) The inequality must be checked for n = 3, 4, and 5 before applying the Second Principle of
Mathematical Induction on page 167 to bn = bn-1 + bn-3. For the inductive step, consider
n > 6 and assume bk > 2bk-2 for 3 < k < n. Then
bn = bn-1 + bn-3 > 2bn-3 + 2bn-5 = 2bn-2-

(c) The inequality must be checked for n = 2, 3, and 4. Then use the Second Principle of Mathematical Induction and part (b). For the inductive step, consider n > 5 and assume bk > (_ )k 2
for 2 <k < n. Then
bn =bn-I + bn-3 > 2bn-3 + bn-3 = 3bn-3 > 3(,)n 5
> (,/2)3(_/2)n-5 =
3
Note that 3 > (J2)

(J2)n-2

2.828. This can also be proved without using part (b):

b, > (,/2)n-3 + (,,2)n-5 = (X'F)n-2

[, I

I32]

15. Check for n = 0 and I before applying induction. It may be simpler to prove "SEQ(n) < I for all
n" separately from "SEQ(n) > 0 for all n." For example, assume that n > 2 and that sEQ(k) < I
for 0 < k <n. Then
SEQ(n) = (1/n) * SEQ(n -1)

+ ((n - 1)/n) * SEQ(n -2)

'

(1/n) + ((n- 1)/n) = 1.

The proof that SEQ(n) > 0 for n > 0 is almost the same.
17. The First Principle of Induction is enough. Use (R) to check for n = 3. For the inductive step from
n to n + 1,
n-2

FIB(n + 1) = FIB(n) + FIB(n-

1) = I + Y FIB(k) + FIB(n- 1) = 1 +
k=1

n-I

: FIB(k).
k=I
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19.

For n > 0, let L(n) be the largest integer 2k with 2 k < n. Show that L(n) = T(n) for all n by
showing first that L(Ln/2j) = L(n/2) for n > 2 and then using the Second Principle of Induction.
21. Show that S(n) < n for every n by the Second Principle of Induction.

4.7 Answers
1.
3.
5.

(a)
(a)
(c)
(a)

20.
(c) 1.
(e) 4.
(20, 14), (14, 6), (6, 2), (2, 0); gcd = 2.
(20, 30), (30, 20), (20, 10), (10, 0); gcd = 10.
gcd(20, 14)
2, s = -2, t = 3.
a q
S
t
20
14
1
6 2
2 3
0

(c) gcd(20, 30) = 10, s =-1,

1
0
1
-2

(g) 6.

0
1
-1
3

1.

t

a
20
30
20
10
0

q
0
1
2

s

t

1
0
1

0
1
0
I

-I

7.

(a) x = 21 [-- 5 (mod 26)].
(c) No solution exists, because 4 and 26 are not relatively prime.
(e) x
23 [-- 3 (mod 26)].
9. (a) x
5 (mod 13).
(c) Same as (a), since 99 - 8 (mod 13).
11. Assume that a = s m + t n and a' = s' m + t' n at the start of the loop. The equation
a' = s' m + t' n becomes next = Snext m + next n at the end, and next = a'q a=
s'.m +t' n -q s m -q *t *n = (s -q s) m + (t'-q .t) -n =Snext m +t ext n at the end.
13. (a) I= s (m/d)+ t- (nod)for some integers s and t. Apply Exercise 12 to m/d and nld in place
of m and n. A longer proof can be based on prime factorization.
(b) k = s't-st'
works. Note that d s= ss' m + st' n and d s' = s's m + s't n; subtract.
(c) Let x = t . a/d.
15. (a) Check for 1= 1. For the inductive step, it suffices to show that if a =m = FIB(l + 3) and
b = n = FIB(/ + 2), 1 > 1, then, after the first pass of the while loop, a = FIB(l + 2) and
b = FIB(/ + 1). For then, by the inductive hypothesis, exactly I more passes would be needed
before terminating the algorithm. By the definition of (a, b) in the while loop, it suffices to
show that FIB(l + 3) MOD FIB(1 + 2) = FIB(l + 1). But FIB(l + 3) MoD FIB(l + 2) = [FIB(l + 2) +
FIB(i + I)] MOD FIB(I + 2) = FIB(1+ I) MOD FIB(I + 2)= FIB(l + 1), since FIB(Q+I) < FLB(I
+ 2)
for 1 > 1.
(b) Use induction on k. Check for k= 2. For the inductive step
1lg 2 FIB(k + 1) = 10g

2

(FIB(k) + FtB(k-

1)) < log

(2FiB(k)) =

2

1 + 1lg

2

FIB(k).

[This estimate is far from best possible. The Fibonacci numbers are the worst case for the
Euclidean algorithm on page 175.]
(c) By part (a), GCD makes I passes through the loop. By part (b),log 2 (m+n) = log 2 FIB(l-+-3) < 1
ifI

> 2.

4.8 Answers
1.
2.

3.

4.
5.

(a) and (b). Both "n is odd" and "n is even" are invariants of the loop. Ifn
and hence so is 10-3n.
Similarly, for n even.
(a) No, 3n < 2m is not an invariant. For example, tryn = 1, m= 2.

is odd, then so is 3n,

(b) Yes. If 3n < 2m and n > m, then 3m < 3n < 2m, so m < 0; thus 3
2 . 2m.

= 9n < 6m < 4m
=

(a) True.
(b) False. See Exercise 5 on page 143.
(c) and (d). False. See TheoremI on page 148.
(a) 0(n3).
(b) 0(n5).
(a) Forn

(c) 0(n4 ).

.3n

(d) 0(n6).

2

E P, we haven < (n + 7)2 < 3(n + 7)2,so n2= 0(3(n + 7)2) By Example 5(e) on
page 149, 3(n + 7)2=
0(n2), Thusn2 =(9(3(n
+ 7)2).
(b) Suppose that 2 2n = 0 ( 3 f).
Then there is a constant C such that 2 2n= 4' < C. 3n for all large
enoughn. Then C >(4)f,
so logC >n
log4; i.e., < logC/log 3 for all large enoughn,

which is absurd.
(c)n! = I... n < n ...

n= n, sologn!< nlogn.Take C=

.
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6.

Suppose that there is a number C such that n' <_ C * n! for all large enough integers n. Then,
observing that the first factor in n! is 1 and the remaining n -I
factors are at most n, we get
n' < C. n'-1, so n < C for all large n, which is absurd.

7.

(a) h 3 = 5.
(b) The characteristic equation for this linear recurrence is x 2 - 2x - I = 0, with roots I + X2 and
I. Thus hn = C(I + f2-)n + D(l for suitable constants C and D. n = 0 gives
0
C + D, ando = I gives I =C(l + ) + D(1- 42). The solutions are C = 1/2
and
D
-1/2vX.
Thus

V2)n

h,
8.

(a) an,= 2 - 3n.

[(I + 12)n - (I

- )n]

(b) a. = (-2)n.

(c) an =

9.

The defining conditions imply bI = 7, b2
11, b 3 = 19, and b4
that bm > 8m for some m > 4. Then bm+j= 2bm-3 > 16m-3
since 8m - 11 > 32 - 11 > 0. The result follows by induction.
10. (a) 5.
(b) 42 = 16.
11. (a) For example, s(n) = n 2 and t(n) = n3.
(b) For example, s(n)

=

n

3

and t(n)

=

3n

- (-2)n.

=

35 > 8 - 4. Assume inductively

=

8(m+ 1)+8m-II > 8(m+ 1),

2

n .

12. Prove the propositions p(n) = "3n + 2n -I is divisible by 4" by induction. Check that p(l) is
true. Observe that 3f+1 + 2(n + 1) - I - [3n + 2n -1] = 2(3n + 1). For all n, 3n is odd, so 3Y + 1
is even and 2(3' + 1) is divisible by 4. Now 3f+1 + 2(n + 1) -I = [3 n + 2n - 1] + 2(3n + 1),
and if p(n) is true, then each term on the right is divisible by 4. Thus the left-hand expression is
also divisible by 4, and p(n + 1) is true whenever p(n) is true. So all propositions p(n) are true
by induction.
13.

The inequality holds for n = 0, and for n > 1, (2n)! =

for k
14.

n=

(n + k)

n!

>

n!,

sincen+k

>2

1. Or use induction.

>

3

(a) n4.

(d) vfi9.
15. (a) I and 5.
(b) Check the basis 25 >

(b) n .

(c) n!.

(e)

()n6.

n4.

For the inductive step, one can use 2 k+1 = 2 2k> 2 k 2 [by the
= (k + 1)2 + (k - 1)2 - 2 > (k + 1)2, since (k - 1)2 - 2 > 42 - 2 > 0
because k > 5. Other algebraic approaches are possible.
16. One possible answer is the following.
52.

inductive assumption]

GeneralDivisionAlgorithm(integer, integer)
(Input: integers m > 0 and n.}
{Output: integers q and r with m - q + r
begin
q

0

r

Inl

=

n and 0 < r < m.}

while r > m do
q :=q

+ I

r :=r

-m

if n < 0 then
if r = 0 then
q :-q
else
q:=

r

-q

-

:=m-r

return q and r
end A

17. The condition n = m q + r is an invariant, but 0 < r is not. The changed algorithm gives the
correct answer if Lmj is even, but produces a negative r if L J is odd. It does increase q and keep
n = m q + r on each pass through the while loop, so those two conditions in the "somewhat more
explicit" algorithm are not enough to guarantee a correct algorithm.
18. (a) Since gcd(s, t) divides s and t, it divides sm and tn, so it divides their sum, sm + tn - 1.
(b) By part (a), gcd(m, n) divides 1; hence gcd(m, n) = 1. Thus m and n are relatively prime.
(c) gcd(s, n) also divides 1.
(d) Yes. In this case, I = tn, so n = I1 and gcd(0, n) = 1.
19. By assumption, s, = tn for all basis case values of n. Assume inductively that for some m we have
S- = tn whenever 0 < n < m. Then the recurrence condition defines Sm and tm in the same way
from the same values, so Sm = tm The claim follows by the Second Principle of Mathematical
Induction. A proof can also be based on the Well-Ordering Principle.
m
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20. Since the sequence is uniquely determined by the basis and recurrence relation, we need only verify
that 02 + 1 = 1, that 12 + I = 2, and that
2

2((n - 1) +1)

2

- ((n - 2)

2

+1)+2=n

for

+I

n>2.

These are the same calculations one would make in a proof by induction on n.
21. By definition, there is some constant C such that a (n) < C1og 2 n for all sufficiently large n. Hence,
2
2
2
n .a(n) < C n21lg 2 n for the same constant C and all large enough n, son .a(n) = 0(n 10g 2 n).
22. To see that S is nonempty, we need q' so that n -m
q' > 0, i.e., so that q' < n/m. Even if n
is negative, there are such integers q', so S is nonempty. By the Well-Ordering Principle, S has a
smallest element r, which has the form n -m
q for some q c 2. Clearly, r > 0, since r E S.
Since r-m = n -m -(q + 1) < r, r-m cannot belong to S. So r -m < 0, whence r < m.
23. (a) Consider, for example, the set of primes larger than 17, or the set of powers of 19. Both sets
are infinite, and none of their elements are divisible by primes less than 19.
(b) The set
9
(n E N : n > 10
and n is not divisible by primes less than 19)
*

is nonempty by part (a), and it has a smallest member by the Well-Ordering Principle on
page 131.
(c) No. The argument in part (b) gives no clue as to the value obtained.
24. (a) a3 = 24.
(b) Use induction. The claim is true for n = 0,1, 2, 3 by inspection. If it is true for n > 3, then
an+I = 6an - l2anI

+ 8an -2

= 6

n2n

-12

- (n -

1) * 2n-1 + 8 * (n -

2) * 2n

2,

which simplifies to 2 n-2[8n + 8] = 2n+1 (n + 1). That is, the claim is true for n + I if it's
true for n, so the claim holds for all n by induction.
25. (a) The first seven are 1, 1, 3, 5, 9, 15, and 25, respectively.
(b) We use the Second Principle of Induction on page 168 to prove "an is odd" for all n > 0. This
is clear for n = 0,1 ; in fact, we've checked this for n < 6. Assume the statement is true for
n

=

0,l

, . . . ,

k - 1.

Then ak-

and ak-2 are odd. Hence ak = ak-l +ak

2

+

l

is the sum of

three odd integers, and so ak is also odd. Now the assertion is true for all n by induction.
(c) As in part (b), we use the Second Principle of Induction to prove "an < 2n" for n > 1. This
is easily checked for n = I and n = 2. Assume that a, < 2" is true for n
1,2, . . ., k-I
(where k > 3). Then
I

ak = ak-I + ak- 2 +

Hence the assertion for n = 1,2,
holds for all n by induction.

<
. . .,

2k

+

2

k 2+

l<

2

k-

+

2k

2+

k-1 implies the assertion for n

2k

=

2.=

2k

k. Thus the assertion

26. Since a, = O (bn), by definition there are a constant C' and a positive integer N such that an < C'bn
whenever n > N. Choose C to be at least as large as C' and all of the numbers ak/bk for
k = 1, ... , N -1. Then an < Cbn for every n in P.
27. By Exercise 26, there exists C so that lakl < Ck for all k. So, for all n,
jbnl < jalI+la21+

-+lanI

C+2C+

-

C=C-

(+)

2

<C

n2.

So by the definition, bn is 0(n 2 ).
28.

By Exercise 26, there is a constant C > 0 such that a, < C n for all n. We have cl = ao + ao,
C2 = ci + al = aO + aO + a0, and in general c, = ao + Z,.n0 ai, as can be shown by induction.
Thus
n-I
Cn <ao+

n-I
C

i <ao

+ C

i=O

n = ao + Cn

2

< (ao + C)n

2

.

i=O

Or prove directly by induction that Cn < ao + Cn 2 , as follows. The case n = 0 is clear. Then
2
2
Cn = Cn-1 +an1 < ao+C(n
- 1) +ani [by the inductive assumption] < ao+C(n- 1) +C(n1)
2
2
[by the choice of C] = ao + C(n - n) < aO + Cn .

5.1 Answers

1.

(a) 56.

(c) 56.

3.

(a) 10.

(c) 0+0 = 0.

(e)

(e) 1.

(1000!/650!)/(999!/649!) = 1000/650.

5.

(a) (20) = 125,970.

7.

(a) 126.

9.
11.

(a) 0.
(c) 2401.
(a) This is the same as the number of ways of drawing ten cards so that the first one is not a
repetition. Hence 52

-

(51)9.
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13. (a)
(c)
(e)
(g)

106.

9

59. 105 = 9 106/2
answer to (a)-answer to (b). This is also [(107- 1)/2j-[(106
9 .9 8 .7 .6 5 .4= 9. P(9, 6). Choose the digits from left to right.
9.9.8.7.6.5.4 -5.8.8.7.6.54 =41 8.7.6.5.4.

15. (a) 13

. (4)

(4l8) -

624.

(c) 13 (34) (") .44

-4=

-

1)/2j.

(b) 5108.

54,912.

(d) 1,098,240.

17. (a) It is the n x n matrix with O's on the diagonal and l's elsewhere.
19. (a) n (n-1)3. If the vertex sequence is written vl V2 V3 V4, there are n choices for vi and n
choices for each of v2, V3, and V4.
(c) n(n- 1)(n -2)(n2). vl, V2, V3 must be distinct, but V4 can be vl.

-I

5.2 Answers
1.

(a) 25 = 0.32.
25

(c) 25
9 = 0.36.

3.

(a) 5432 = 0.192.

(c) 52

5.

Note that (7) = 35 is the number of ways to select three balls from the urn.
(a)

35

(c)

0.40.

35
35

=

(e) 1.

35*

7.

(a) 0.2.

(c) 0.6.

9.

Here N = 2,598,960.
(a) 624/N ; 0.000240.

(c) 10,200/N - 0.00392.

(e) 1,098,240/N

0.423.

(c C 363 =- 12'I
13. We have P(Ei U E2 U E 3 ) = P(E1 U E2) + P(E 3) - P((El U E2 ) n E3 ). Now P(Ej U E2 ) =
P(El) + P(E 2 ) -P(Ej n E2 ) and hence P((E1 U E2 ) n E3 ) = P((El n E3 ) U (E2 n E3 )) =
P(E1 n E3) + P(E2 n E 3 ) -P(E n E3 n E 2 n E3 ). Substitute. Alternatively, use the identity
El U E2 U E3 = (E \ E2 ) U (E 2 \ E 3 ) U (E 3 \ El) U (ElnE2 n E 3 ).
15c(a) 6
(c)
22

11. (a) 2

17. Let Q, be all n-tuples of H's and T's and En all n-tuples in Q, with an even number of H's.
It suffices to show that IEnI = 2`- , which can be done by induction. Assume true for n. Every
n-tuple in En,+l has the form (o,H), where co e Qn \ En, or (wT), where w E En. There are
2`- n-tuples of each type, so En+i has 2' elements. This problem is easier using conditional
probabilities [§9.1].
19. (a) If Si is the set of all 4-element subsets of S, the outcomes are equally likely. If E2 is the event
"exactly 2 are even," then 1E21 = (4) . (4)= 36. Since IQI = () = 70, P(E2) = L6 - 0.514.
(e) T10
()760'
21. (a) The sample space Q is all triples (k, 1,m), where k, 1, m e (1,2, 3}, so IQI = 33. The triples
where k, 1,m E (2,3] correspond to no selection of 1. So P(I not selected) = 23 and answer
10 704.
(C)

1

(Sn-

)

(d) I-(0.999999)t °°°°°°
is equal to e.

0.632120. This is essentially 1 -

0.632121, since lim

(n-1 )n

5.3 Answers
1. 125.
3. (a) 0.142.
(c) 0.78 since 1000- ID7 U D11 | = 1000 -(142 + 90 -12) = 780.
5. There are 466 such numbers in the set, so the probability is 0.466. Remember that D4 n D6 = DI2,
not D2 4 . Hence ID41 + ID51 + ID61I D4 n Ds -ID 4 n D6 1- IDs n D61 + ID4 n D5 n D61 =
250 + 200 + 166 - 50 - 83 - 33 + 16 = 466.
7. (a) (2441 = 455.
9.

(a) x4 + 8x3 y + 24X2 y2 + 32xy 3 + 16y 4 .
(c) 81x 4 + 108x3 + 54x 2 + 12x + 1.

11. (b) There are

()

subsets of size r for each r, so there are

Y

() subsets in all.

(c) If true for n, then

~

n+t

>

(

)

n

(

1+

E

(r

+

) +1

+ r=n
r=1

r)

(r

r=

1

E

r
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5
()k=

3)

(3

(3)

(4)

(3G)
n

(b) Apply induction to p(n)="

()

nI+
-

(

I

)

for n > m, and apply Exercise 10(b).

n

(c) The set A of (m + l)-element subsets of {1, 2,...n + 1 is the disjoint union

U

Ak, where

k=m

Ak is the collection of (m + 1)-element subsets whose largest element is k + I. A set in Ak is
k} with k + I added to it, so IA =E

an m-element subset of 11, 2,.

(k).

15. (a) Put 8 in one of the three boxes; then distribute the remaining 6 in three boxes. Answer is

3 (8)= 84 ways.
(c) Since I + 9 + 9 < 20, each digit is at least 2. Then (dl -2) + (d 2 -2) + (d3 -2) = 20 -6 = 14
with 2 < di < 9 for i = 1, 2, 3. By part (b), there are 36 numbers. Another way to get this
Looks
number is to hunt for a pattern: 299; 398, 389; 497, 488, 479; 596, 587, 578, 569; .
like 1+2+3+ ... +8= (9) 36.

)

17. (a) Think of putting 9 objects in four boxes, starting with I object in the first box. (8444
19. (P 1)*

165.

Note that there are no such sets unless 21 < p + 1.

5.4 Answers
15!
3!4!5!3!
(b)

1)(5

1)

( 3 )(4 )(5)
3.

(a) As in Example 8, count ordered
D = 3. Answer 5!3!2!3! =
(b) 600,600.
(c) Count ordered partitions, where
of A, B, and C give equivalent

partitions (A,
720,720.

B, C, D}, where IAl I

5, IBI

3,

Cl

= 2, and

IAl = BI
Cl = 3 and IDI = 4, but note that permutations
13
= 200,200.
sets of committees. Answer

(c) (3) = 120.

(e)

5.

(a) 310 = 59,049.

7.
9.

(c) 53 . 2 = 250.
(a) 625.
There are 2 (2fl) unordered such partitions and (2n,) ordered partitions.

'O' = 4200.

11. (a) 10. (8) (1) . (2) = 2800. Just choose a third member of their team and then choose three teams
from the remaining 9 contestants.
13. Fifteen. Just count. We know no clever trick, other than breaking them up into types 4, 3-1, 2-2,
2-1-1, and I-I-I-1.
There are 1, 4, 3, 6, and I partitions of these respective types. This
solves the problem, because there is a one-to-one correspondence between equivalence relations
and partitions; see Theorem I on page 116.
15. (a) (3 2 4) = 3! 24! -1260.
(c) (2 2 3 2) = 2! 2!3! 2! 7560.
(e) (o 293 4) 22 . 33 . 44 = 34,836,480.

5.5 Answers
One way to do this is to apply Example I (b) with p = 1.
Here 1SI = 73 and 73/8 > 9, so some box has more than 9 marbles.
For each 4-element subset B of A, let f(B) be the sum of the numbers in B. Then f(B) >
I + 2 + 3 + 4 = 10, and f (B) < 50 + 49 + 48 + 47 = 194. There are thus only 185 possible values
of f(B). Since A has (1) = 210 subsets B, at least two of them must have the same sum f(B)
by the second version of the Pigeon-Hole Principle on page 213.
7.
For each 2-element subset T of A, let f(T) be the sum of the 2 elements. Then f maps the 300
2-element subsets of A into {3, 4, 5, ... , 299).
9. The repeating blocks are various permutations of 142857.
11. (a) Look at the six blocks
1.
3.
5.

(n,

n2, n3, n4),

(no, n6, n7, n), .

(n21, n22, n23, n24)-

(n22, n23, n24). By part (b), at least one
(c) Look at the eight blocks (nl, n2, n3), (n4, n5, n6),
block has sum at least 300/8 = 37.5.
13. If 0 E lm(f), then nI, n0 + n2, or nI + n2 + n3 is divisible by 3. Otherwise f is not oneto-one and there are three cases. If n1 -_n + n2 (mod 3), then n2 - 0 (mod 3) and n2 is
divisible by 3. Similarly, if nI - n 1 + n2 + n3 (mod 3), then n2 + n3 is divisible by 3. And if
0n + n2 + n3 (mod 3), then n3 is divisible by 3.
nI + n2
15. (a) 86 = 262,144.
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(b) Let A be the set of numbers with no 3's and B be the set with no 5's, and calculate IA, n Bn =
I(A U B)CI. Answer = 73,502.
(c) 8!/2! = 20,160.
(d) 60.
17. (a) We show that S must contain both members of some pair (2k -1, 2k). Partition {1, 2, .
2n)
into the n subsets {1, 2}, {3, 41, ..
{2n - 1, 2n1. Since ISI = n + 1, some subset 12k -1, 2k}
contains 2 members of S by the Pigeon-Hole Principle. The numbers 2k - I and 2k are relatively
prime.
(b) For each m E S, write m = 2k .1, where I is odd, and let f (m) = 1. See Exercise 24 on
page 137. Apply the second version of the Pigeon-Hole Principle on page 213 to the function
f: S {1,3,5,... ,2n
1-.
(c) Let S (2, 4, 6,... , 2n1.
19. (a) By the remark at the end of the proof of the Generalized Pigeon-Hole Principle on page 217,
the average size is 2 . 21/7 = 6.
5.6 Answers
1.

264. We can pick the first four letters any way we like, but then the last three are determined.

2.

IF n WI = IFI + IWI -IF U WI = 63 + 50 -IF U WI > 63 +50 -100 = 13.

3.

26!- 225! = 24 25!. We count the lists in which A and Z are together by imagining the letters A
and Z as being tied together into a single big letter. Then there are 25! orderings for the resulting
set of 25 letters, and each AZ letter can be ordered in two ways.
5 . 8 . 8 . 7 . 6 . 5. There are 5 choices for the right-hand digit, then 8 choices for the left-hand one,
avoiding 0 and the chosen l's digit, after which there are 8, 7, 6, and 5 choices for the remaining
four digits, say from left to right.

4.

5.

(a) (s+3-1)

6.

(b) Same as (a). Just throw the fruits in two at a time.
(c) 1+2+3+4+4+3+2+1=20.
(a) There are (15) = (15) ways
(b) There are

7.

8.

9.

=(2o)

=45.

(5 15)/3!

ways.

(a) There are 96 of them. Choose the first digit to be anything but 0; then choose each successive
digit to be anything but the one just before it.
(b) Choose the rightmost digit first, from {1, 3, 5, 7, 91, in one of 5 ways. Then choose the leftmost
in one of 8 ways (avoid 0 and the digit just chosen), and the remaining digits in 8 . 7 . 6. 5
ways. The answer is 5 8 8 7 6 5.
(a) There are (154)ways.
(b) There are (14 ) (11) ways. Count the ways to get all three poisonous ones out, and subtract.
(c) There are (14) -(11) -3
(11) ways. Count the ways that don't get any poisonous ones, then
the ways that get exactly one poisonous one, and subtract. Or (G)G(i') + ('3)(12i).
The easy way is to choose a flag for the pole that just gets 1, in one of 3 ways. Then order the 2
flags on the other pole in one of 2 ways. All told, there are 3 . 2 = 6 ways.

10. (a) P(26, 8) =

26!

= 26. 25... 19.

(b) (5)

(c) (93) 256.
11. (a) 4 20 = 80.
12. (a)3!6!7' 13 =(20)

.

(21).

(d) P(4, 4) = 4!.
(b) 41.
(1)

(1)

(4) (3)

20(36l3)

(b) (10)/2.

(c) (14) = (1)
13. (a) 104 - 94.

(b) 104- 2 .94 + 84.
14. 1; it's a certainty. Break the numbers into 10 groups, where the members of each group have the
same last digit. By the Pigeon-Hole Principle, at least one of the sets has 21
10 = 2.1 or more members
and hence has at least three members.
15. (a) 5! [= P(5, 5)].
(b) 56 - 46 [= the total number of words -the number without d].
(c) 54 [= the number of strings of length 4 to fill out the word].

(1)

16. ("2 1) .
[= 465 . 816 = 379,440].
17. 800 + 800 + 800 - (250 + 250 + 250) + 50 = 1700.
18. There are (4) ways to draw 4 males and

(240)

ways to draw 4 females. By the Product Rule, there

are (24)(24) ways to draw 4 of each. The probability is thus

(4)(;)

0.305.

19. (a) 1/52.
(b) 1/52. Reason 1: There are 522 possible draws xy, and 52 of them are xx with both the same,
so the answer is 52/522. Reason 2: Whatever card was chosen first, the probability is 1/52 of
getting it again.
(c) 0. This is without replacement.
(d) Approach 1: There are P(52, 6) = 52!/46! = 52 51 50 49 48 47 strings with 6 different,
but 526 possible strings, so the answer is P(52, 6)/526. Approach 2: We want the probability
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(e)
(f)
(g)

(h)
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that the second card is not the first, and that the third card is neither the first nor the second,
]Why does the answer in the first approach lead
.47
24
5
. 50 '
and so on. The answer is
to 6 factors, but this answer leads to 5?]
1. That's what "without replacement" means. Alternatively, we could use the approaches in the
last part to get P(52, 6)/P(52, 6) or 51 ' 50 449 448 47
I minus the answer to part (d).
Decide on which two should be the same, say the first and fifth or the second and fourth; there
are (6) = 15 ways to do that. Then find the probability that the other four are all different and
different from these two. This is like part (d). Imagine picking the equal ones first and tying
them together. The problem is then like picking 5 different cards from a 52-card deck, so there
are P(52, 5) ways to do it. [Why not 4 from a 51 -card deck? Sure, but then multiply by the 52
choices for the first (tied together) card.] Altogether, there are (6) . P(52, 5) 6-card sequences
with exactly two the same, so the answer is (6)P(52, 5)/526
0.237.
of
spades
go
in
the
list, so (6) .512 strings meet
There are (6) ways to choose where the aces
this condition. Thus the probability is (6) 512/526.

(i) We count: 516 strings with no aces of spades, 6 . 515 with one ace of spades, (6) . 514 with 2
65l]/526
1
aces of spades, etc. The answer is [516 + 6 515 + (6) 5 14 + (6) 513 + (6)
Alternatively, it's I - ((6) .51 + (6) . 1)/526
- 1.5 x 10-8, which we could also get from
the Binomial Theorem, since y6 o (6)516 i = (I + 51)6.
1.36 x 10-4.
65l4/526
U) We can use the approach in (i) to get I - [516 + 6 515 + (6)
20. (a) 1/8.
2! 4!8,! = 840 words, so
(b) First approach: All words are equally likely, and there are (2 84l)
the answer is 2! . 4!/8! = 1/840. Second approach: All 8! lineups of birds are equally likely,
but different lineups give the same word. Indeed, 2! 1! -4! ! give W 0 L H 0 L L L (or any
other word), so the answer is 2! 1I! . 4! 1!/8!. Third approach: P(first letter is W) = 1/8,
2/7, P(next is L given first two are W 0) = 4/6, etc., so the
P(next is 0 given first is W)
answer is

2

4

1

I

3

2

I =

2! 4! [We haven't looked at such conditional probabilities

yet, but this method turns out to be legal. We are in effect counting the ways we could assemble
the birds in correct order.]
(c) We count the teams with no larks: (4j) = 1. Since there are (') teams, there are () -I with at
least one lark. How would the answer change if we were choosing a team of 3 birds instead
of 4?
(d) We count the teams with no larks and with I lark: (4) + 4. (4) = 17. [The factor 4 here comes
from the 4 choices for the lark.] The answer is (8) - 17 - 53. It would be a mistake to start by
putting 2 larks on-in one of (2) ways-and then to count the ways to fill out the team- 2
and get (4) . (1) = 90, since then teams with more than 2 larks would get counted more than
once.
(e)5.
(f)4.
(g)4+I =5.
(h) This is straight objects-in-boxes. There are ( 4-1 = (1,1)= 165 possible distributions.
(i) It would make sense if we knew the probability of any given distribution. If all are equally
likely, then the probability that the second one is the same as the first is l/(G), but there's no
reason to believe that all distributions are equally likely. They aren't, for example, in bridge.
See Example 3 on page 206.
21. 4 5 2 = 40, corresponding to the various numbers 2a'57' with a c {0, 1, 2, 3}, b E (0, 1, 2, 3, 4),
c e (0, 11.

22. (a) Color the outside edges one color and the "diagonal" edges the other.
(b) Pick a vertex, say v. At least 3 edges to v are the same color, by the Pigeon-Hole Principle.
Say 3 are red, leading to vertices w, x, y. If any edge joining two of w, x, y is red, then we
get a red triangle with v as one vertex. Otherwise, w, x, y are the vertices of a green triangle.
[This exercise is in the general area of Ramsey theory.]
n, We want to show that some bucket has at
23. Consider the buckets (2i -1, 2i} for i = 1, 2, . . m.
least 2 people in it. There are more people than buckets, so the Pigeon-Hole Principle wins again.
[What if there were only m people?]
24. (a) P(8, 8) = 8!. Order matters.
(b) 8! -2
7!. We count forbidden ways. Chain Bob and Ann together and treat them as a blob.
There are 7! ways to order 6 students and a blob, then 2 ways to arrange the blob.
(c) 2 . 6!. The blob is bigger, that's all.
(d) There are (6) choices without either Pat or Chris and (6) choices with both of them, so the

answer is (4) + (2)
(e) (8)/2. [Order doesn't matter here.]
(f)

(2)

[ways to pick their companions].

)
25- (a) (4) (30) (20) =(o40l
(b) The animals are independent. So it's like throwing 10 frogs into 40 boxes in any one of
)0 ways to do it.
(I04O 1) ways, then 10 gerbils, then 10 snakes. Altogether, ( 4
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(c) If the animals have name tags, then there are 40 choices for each animal, so 4030 ways to do
it.
(d) This is objects-and-boxes with a twist. The "objects" are the cages, and the "boxes" are the
colors. There are (4°44 - )
12,341 possible color distributions.
(e) 440 ; 1.2 x 1024. There are 4 color choices for each cage.
26. (a) 70. Stick A and C inside B.
(b) 100.

(c) 100> BUCI =70+65 -IBnCL, so iBnCI > 35.
(d) 0.
(e) (A nB)U(AnC) = IAn(BuC)l = IAI+IBUCI -IAUBUC
and 20 is possible if C C B.
27.

>50+70-100 =20,
1

512

(a) There are 512 words that do not use x and 612 words altogether, so the probability is
_
Or think of the word construction as a process consisting of 12 steps, for each of which the
probability of choosing a letter other than x is 5, and use the Product Rule to get (5 )12.
(b) There are 512 words that don't use x, of which 412 don't use a either. The probability is 62
(c) Use Inclusion-Exclusion. Let X be the set of words that use x, and B the set of words that use
b. We want IX'UBI =IX' I+IBI- Ixn B= 512+(612-512) -(512 -412) = 612-512+412.
(d) First choose the 4 positions for the c's, in one of ( 12) ways. For each such choice there are 58
ways to complete the word, so there are (42) 58 words containing exactly 4 c's.
(e) (, 136) =

32 3)(6

(if) ('3)G4'4'4)
(g) (6)[312 3

12±3]

28. (a) There are three possible distributions: 4-1-1, 3-2-1, 2-2-2.
(b) The numbers of distributions of the three types listed in part (a) are 3(4 1 1), 3!(% 2), and
(2 2 2)' respectively, so the total number of distributions with distinguishable people and cars is
3.-

6!+6
4!

6! +
3!2!

6! = 540.

2! 2!2!

29. This is NONSENSE again, and the answer is the same: 3 12! 2 One way to see this is to count
the words of length 7 with just two N's (that's 2! !72
2 2!)' the number with no O's, the number
with one S, the number with one E, and add these up. Alternatively, we can recognize that we get
the words we want by making the words of length 8 and dropping off the last (forced) letter.
30. We follow the hint. There are m! ways to arrange the flags on the long pole, and then there are
(mn 1 1) ways to choose where to cut the pole into n separate poles, so the answer is m! ("nnl I).
31. (a) 38.
(b) There are 28 strings with no a's in them and 8 27 strings with one a. Thus the answer is
28+8.27= 5.2
(c) We use the Inclusion-Exclusion Principle. Let A be the set of strings with at most one a, let
B be the set with at most one b, and let C be the set with at most one c. Then we want
Aln B' n C'I . By part (a), IAl = IBI = ICI = 5 28. Moreover,
IA n BI = the number with no a's or b's + the number with no a's and one b
+ the number with one a and no b's
+ the number with one a and one b
= I +8+8+8

7 =73 = IA nCI = IB

dC1.

Since IA n B n Cl = 0, the answer is
38- 3*5*2+3(I+28+87).
32.

w, = 3w,_1 + (4 ` 1 w,-i). [Number of words that don't start with B plus number of words
that do.] 0, 1, 6, 28, 120.

33. There are (16+ 6) = (
=) (128)possible distributions. This is really an objects-in-boxes problem,
since we can think of starting with 16 people and then assigning them to the categories M, W, C.
34. How many distributions are there of 8 distinct objects into four boxes so that the R box gets 2
objects, the E box gets 3 objects, the M box gets 2 objects, and the B box gets 1 object? There
are (2 382 ) distributions.

35. (a) (G5 5 5 5 5).

(b) 330

36. How many ways are there to distribute 9 distinguishable balls in three boxes so that the first box
gets 3 balls, the second gets 4, and the third gets 2? The number is (G 4 2).
37. (a) (21131)
13 3

(b) (

= (22)

f 1 1) = (2).

(c) (222)

[Put 2 reds and 5 greens in first, then 13 more.]

2(l). [Count ones with at least 6 blues, and subtract.]

5.6 1 Answers
38. (a) 15.

(b)
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(c) 25 + 5 = 30.

(40)/1(10).

39. (a) 35.
(b) 35 -3
2 + 3. [This is Inclusion-Exclusion, working on the set of functions that include all
three of a, b, and c in their images. Subtract the number that miss at least one of these values.]
40. (a) 70 = 0.7.
(c) (70. 30)/('Th.

5
25

41. (a)

3

20

19

25

24

(c) 0.
42. (a) (10+3 1)

(b)

(45)/(A10)

(d)

(100 )(55)

=

44

45

= 0.2.

(b2C0)

(b)

(b)

(1°2-

18

23

0.4957]

(12).
[What are they?]

(1I1) = 11.

1) -

(c) Put 3 snakes on at first. Then select 7 more committee members, in one of (7+3-1)
43. (a) 38

(2) ways.

6561.

(b) (') = 56.
(c) (1)

(5) =(3)=50

(d) (') 25

1792.

(e) 3 . 36 = 2187.
(f) For k = 1, 2, 3, let Ak be the set of sequences in S with no k's. Then we want IA' n AC n ACI1.
First we count the complement AI U A2 U A3, using Inclusion-Exclusion, to obtain 3. IAi IIAI nA21+IAI nA 2 n A3 1 = 3 28 -3 1+0 =765. Then the answeris 6561 -765 =5796.
44. (a) This is another Inclusion-Exclusion problem. Not divisible by 2, 5, or 17 means not divisible
by 2 and not divisible by 5 and not divisible by 17. As in Example I on page 197, for k = 2,
5, and 17, let Dk = {n E S: n is divisible by k}. Then IDI n DI n D 7 I

= I(D 2 U D5 U D1 7 )cl = 1000 -ID
=1000-(ID21+IDs5+1D

-ID

2

2

U Ds U D171

1 71)+(ID 2 nDs1+ID

2

nD

1 71+

IDsnD17 1)

n D5 n D17 1

[note the reversal of signs from our usual Inclusion-Exclusion formula]
= 1000-

(L1000/2] + [1000/5] + L1000/17])

+ ([100/10] + L1000/34] + L1000/85]) - L1000/170
=1000 -(500+200+58)+(100+29+11)-

5

= 377.

(b) For the second part we want
ID2 n D n D'71 = ID2 n (D5 U D1 7 )'
= ID21- ID2 n (D5 U D17)
=

ID 2 1 -

I(D2

ID21- (ID2 n Ds1 +ID
=

1D 2 1 -ID

2

nDs

2

n D 17 )1

2

n Di 7 D)+ (D2 n DO n (D2 n D17)1

DO) U (D

-ID

2

nD

17

I+ID

2

nD

5

nD

171

L1000/2] - 1000/10] - LlOO0/34] + L1000/170] = 376.
When you think of it, this is reasonable; there should be about as many even numbers as odd
ones not divisible by 5 or 17. In fact, thinking in this way gives us another way to approach
this problem. We can count the numbers not divisible by 5 or 17, subtract the number of those
that are odd, i.e., the answer to part (a), and get the number that are even. Thus l(D5 U DI 7 )' l

1000-

ID5 U D171 = 1000 -(IDsI

+ ID71- IDs n D171) = 1000 -(200+58-11) = 753.

Hence the number of even ones is 753 -377 = 376.
45.

(a) (89) =

6

(b) (') = (')(9), (')(9), and (0)(9) + (13)(59) + (8)(9) + (8)(9).

(c) Same as (a). The sum counts the number of teams with i men (and hence 6 -i women) for all i,
so it's the total number of teams, (m+).) Think of teams of size t from m men and w women.
(d) (8+9+5); (17) + (5)(17) +(5)(17).
46. (a) No. Each triple, such as (3, 1, 6), has probability (1)3 = , but the number of triples that give
each sum varies from sum to sum.
(b) 0, 0, 1, 3, 3 + 3 [corresponding to one I and two 2's or two l's and one 3], 3 + 6 + I
[corresponding to I + I + 4, 1 + 2 + 3, and 2 + 2 + 2].
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(c) First put an object into each box. There are then ( 3-1 ) = () ways to distribute the other
three. The constraint of at most 6 objects per box has no effect this time.
(d) Sure. Question (c) is really question (b) for sum 6. Think of each die as a box.
(e) Each die has at least I and at most 6. The question is like (c). Put I in each box; then distribute
5 more in any of (5 311) = (2) ways. The problem gets more complicated for sum 9, since
then each "box" contains at most 6 objects.
47. There are 1026 functions from E to D. Not all are onto D. If we let F, be the set of functions from
E to D \i}, then we want
I(FoU

UFs)'

= 1026

IFoU .. UF91.

Now IlF = 926, | F,n Fj I = 826 if i 54 j, etc. Thus the answer is
1026

10.926 + (1)826

(10)726 +

+ (-1)9 (

126 + (- l)I(l)02s.
0)

48. (a) This is like putting 10 objects into three distinguishable boxes: first, second, and third. The
answer is (O 3- 1) = 66.
(b) Now put one object into each box first. The answer is (731 -) 36.
(c) If we could tell the subsets apart (first, second, and third), this would be like part (b). But
we can't. For instance, 3 + 4 + 3 and 3 + 3 + 4 are the same breakup, even though (3, 4, 3)
and (3, 3, 4) are different ordered triples. To organize our thinking, let's count ordered triples
(i, j, k) with I < i < j < k and i + j +k = 10. There are 3 ways to choose i in 11, 2, 31. Then
the number of ways to choose j depends on how iwas chosen. If i = 1, then there are 4 j's,
corresponding to (1, 1, 8) (1, 2, 7), (1, 3, 6), and (1, 4, 5); if i = 2, there are 3, corresponding
to (2, 2, 6), (2, 3, 5), and (2, 4, 4); and if i = 3, there's only j = 3, corresponding to (3, 3, 4).
All told, there are 8 ways, but no good formula it seems.
49. (a) (k 1). Just choose the other s numbers from {I, 2, . ,
- 1.
(b) By part (a) with k = i + 1, this sum is the number of ways to choose s + I numbers from
(I, 2, . ,m + I); i.e., it's (M,++:)
50. Let a be the set of words with two A's in a row and P the set with two B's in a row. We want
(choose where the A's start, then place the C, or view this as
la U PI. We have la I- 4 *3 = 1P1
4!/2!), so IaI + /3B
- 2 *4
3 = 24. Also, Ia n P1
3! (treat AA and BB as big letters). The
number of winners is thus 24 -6 = 18, so the probability is 18/(2 2 1) = 18/30 = 0.6.
51. (a) Count the ones in which ABC does occur. This string can appear in 3 places, and the other
two letters can be anything, so there are 3 - 52 strings with ABC and 55 - 3 - 52 without it.
(b) Let a be the set of strings in which ABC does occur and /3 the set in which BCD occurs. We
*52. Strings in a n /3 look like
want lar n pcl. As in the answer to part (a), Jal = 1/1 -3
ABCD* or *ABCD, so there are 2 5 of them. The answer is 55 -6 -52 + 2 .5. [This would
be substantially more complicated if we were looking at strings of length 6. Why?]
52. The total number of ways to deal the cards is
of these deals, so the probability is

(,3

13 13 13), and Sam gets all four aces in

(9 13 13 13)/(1 1313 13).

likely) hands Sam can possibly get is (n), of which

(,

13 13 13)

Alternatively, the number of (equally

(9) give him all four aces, so the probability

13 12 It tO

48)1 (52)

52351 50 49. A natural interpretation for this last factored form is based on the
concept of conditional probability, discussed in Chapter 9. Think of the four aces, S, H, D, C.
Then P(S in Sam's hand) = 13/52. Given that event, P(H in Sam's hand) = 12/51. etc.
53. (a) 263.
(b) 263- 26 - 25 24.
(c) Let a be the set of words with AA in them, and similarly for b,c,.
z. We want la U b U
cU... U z1.
We have laI = ib =... = IzI = 2 .25 + I (consider words AA*, *AA, or AAA).
Since la n hi = 0 and similarly for other pairs of letters, the answer is 26 * (2 - 25 + 1).
54. (a) 0, 1, 5, 21.
(b) w, = 2w,-I + 2w, 2 + Y-2. The terms here come from counting the allowable words of
length n that start with B or C, with AB or AC, and with AA, respectively.
is (9)/(1

55. (a) (I 2 4)
(b) (l2 4)
(C)

56.

215!

4!t2!
! 4!-

! i! 2! 4!
[Treat the I's as a single letter.]
= 30. [The M goes in the middle, with two I's, one P, and two S's on each side of it.]
=

(d) 0i4: 12 4) =
II!
(a) n 2(-1)i I, - e

- 0-00003.
0.368.

(b) Almost exactly I-

0.632.

57. l(Ai U .. U An)"I = So- SI + S2 ---- + (-IW&-n
58. (a) To get the number with A at least 3 times, put 3 letters in the A box to start with and distribute
the remaining 2 letters in (2+3 1) = (4) = 6 ways. We can't have 2 or more letters appear 3
times here, so the answer is 3 - 6 = 18.
= 3.
(2) - 21, so the answer is 21 -18
(b) The total number of 5-letter multisets is (531)
[This is obvious as well from the fact that the distribution must be 2-2-1.]
(c) The number with exactly 3 A's is () -22 = 40, the number with exactly 4 A's is (4) 2 = 10,
and the number with 5 A's is 1, so the answer is 3 . [(5) .22 + (5) 2 + 1]
153.
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(d) The total number of 5-letter words is 35 = 243, so the answer is 243- 153 = 90. [We could also
get this answer from (b). Choose the first pair, in one of 3 ways. Place it, in one of (5) ways.
Choose the second pair, in one of 2 ways. Place it, in one of (2) ways. Divide by 2, because we
can't tell which pair was chosen first. Alternatively, consider 3!(2 2 1)/2! = 3 (2 2 1) 90.]
(e) It would be possible to have two different letters show up three or more times. We'd need
Inclusion-Exclusion to keep track.
59. We want partitions of 14 into four parts, each with at least 3 members. The only possibilities are
3 + 3 + 3 + 5 and 3 + 3 + 4 +4. There are ( 34 5)/3! partitions of the first type and 3!3 5 4.3
ways to choose officers for each one. There are (G3 4 4)/2! . 2! partitions of the second type and
3!2 . (4 . 3 . 2)2 ways to choose officers for each of them. Altogether, then, the total number of
ways is

3!3 5 4 3

314

)/3! + 3!2

2 2)

.(443

34 4)2!.

2!.

Alternatively, one could think of first choosing 4 sets of 3 officers, then adding the remaining 2
people to the sets so formed. The number of ways to choose officers if we were to distinguish the
committees would be 14 13.12... 3 = 14!/2!, so if we don't distinguish committees, it's 14!/2! 4!.
Then there are 42 choices for where to put the remaining 2 sociologists. The final answer expressed
in this way is 42 . 14!/2! 4!. Believe it or not, these two answers are the same.
60. (a) As in Example 3 on page 199, the number of words with at least one letter in its original
position is
5!(+

61.

120-60+20-5+ 1,

so the number of derangements is 60 -20 + 5 - I = 44.
(b) We must want a, 1, and e to move, and also not want a p as the second or third letter. There
are 4 words of form p * *p *; choose where e goes and then where a goes. Similarly, there
are 4 of each of the forms p ***p and ***pp, so we have 12 derangements altogether. There
seems to be no obvious easier method here. A long computation with the Inclusion-Exclusion
Principle gives this answer too, of course.
(c) The words must have the form *a*aa *; there are 3 derangements.
(d) 0. Where would the p's have to be?
(a) (P) is an integer, because it is the number of r-element subsets of a set with p elements. Since
(P) . r! . (p -r)! = p! and since p divides the right side, p must divide the left side. But p
does not divide r! or (p -r)!, so p must divide (P). Note: The fact that p is prime is crucial
here. For example, (4) is not a multiple of 4.
(b) The expansion of (a + b)P in the Binomial Theorem on page 200 holds. By part (a), p divides
each of the terms (P)arbP-r for 0 < r < p, so each of these terms is - 0 (mod p). Thus
(a + b)P - aP + bp (mod p).

62.

(a) See Exercise 61(a). This uses the fact about primes.
(b) Of course, 1P = 1. If
=_-k (mod p), then (k + I)P -k+ IP = k + I (mod p) by
Exercise 61(b). The claim follows by induction.
(c) If p = 2, this just says that n2 is even if and only if n is even; see Exercise 8(a) on page 127.
If p is odd and n el , then (-n)P = (- I)PnP - (-1)n (mod p), by part (b).
(d) By (c) we have plnP -n = n (nP-1 -1), so if p does not divide n, then plnP- -1. Thus
nP-0 - 1 (mod p).

6.1 Answers
1.

(a) s t v or s u v; length 2.

3.
5.
7.

(a) is true and (b) is false.
(a) and (b) are now both true.
See Figure l(c). u and w are vertices of a cycle, and so are w and x. But no cycle uses both u
and x.
e
a
b
c
d
e
f
g
h
k

9. (a) y(e) Iw, x}
{x, uJ
{t, u}
11. (a) e b h k g and its reversal g k h b e.

(c) u v w y; length 3.

{t,

v}

{u, v)
{u, yA
{v, z) {x, yA {y, z)
(c) e c d, b h f and their reversals.

13. (a)

(c) There are none by Theorem 3, since 5 3 is not even.
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15. (a), (c), and (d) are regular, but (b) is not. (a) and (c) have cycles of length 3, but (d) does not. Or
count edges. (a) and (c) are isomorphic; the labels in the following figures show an isomorphism
between (a) and (c).
v

w

O~x

17. One isomorphism is indicated by the edge labels in the figure. Since the graphs have parallel edges,
matching up vertices does not completely describe an isomorphism.
c

d

19. (a) (') = 56.
21.

(a)

(c) 8 7 + 8 7 6 + 8 7 6 6 = 2408.

)

(c) No such graph. Use Theorem 3 [consider Exercise 6(b)].

(e)

23.

i

(g) K4 .
Assume no loops or parallel edges. Consider a longest path ol ... U. with distinct vertices. There
is another edge at v.. Adjoin it to the path to get a closed path and use Proposition 1.

25. Use I V(G)I = Do(G) + DI (G) + D2 (G) +

and Theorem 3.

6.2 Answers
1.
3.

5.
7.
9.

11.

Only Figure 7(b) has an Euler circuit. To find one, do Exercise 3.
One solution starts with vertex r and simple closed path C = r s v u r. Then successive while
loops might proceed as follows.
1. Choose U, construct vyz wv, obtain new C = rs v yz w U u r.
2. Choose s, construct stU x yus, obtain final C = r sr U x yu s U y z w Uu r.
You should find your own solutions, starting perhaps at other vertices.
You will find that the closed paths all have length 4. After you remove any one of them, the
remaining edge set will contain no closed paths.
(a) U3 VI V2 V3 V6 V2 U4 V6 VI V4
U5 U5 U3 U4 is one.
(a) Add an edge e to G to get G* with all vertices of even degree. Run EulerCircuit(G*) to get
C*, then remove e from C*. Alternatively, choose v initially to have odd degree, and use
ClosedPath [with a modified input] to yield a starting path C from v that cannot be extended.
The while loop remains the same.
{0, 1} 3 consists of 3-tuples of O's and l's, which we may view as binary strings of length 3. The
graph is then
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000

Oil

001

010

110

101

100

111

(a) 2.
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(c) No.

13. (a) Join the odd-degree vertices in pairs, with k new edges. The new graph has an Euler circuit, by
Theorem 2. The new edges do not appear next to each other in the circuit, and they partition
the circuit into k simple paths of G.
(c) Imitate the proof. That is, add edges Iv2, V3} and (V5, V6}, say, create an Euler circuit, and then
remove the two new edges. Then you will obtain V3 VI V2 V7 V3 V4 s5V7 V6 VI V5 and v6 V4 V2,
say.
15. (a) No such walk is possible. Create a graph as follows. Put a vertex in each room and one vertex
outside the house. For each door, draw an edge joining the vertices for the regions on its two
sides. The resulting graph has two vertices of degree 4, three of degree 5, and one of degree 9.
Apply the corollary to Theorem 1.

6.3 Answers
1.

3.

(a) 4.
(c) 4 + 2 . 2 = 8. Here are their pictures.

-_I i IU_ :I I ZI7

For (e), the answer is 8 . 8 = 64. Any spanning tree in (e) can be viewed as a pair of spanning
trees, one for the upper half and one for the lower half of the graph. Each half of the spanning tree
is a spanning tree for the graph in (c). Hence there are 8 . 8 = 64 such pairs.
5.

All but edges eI and es.

7.

(a) Since 2n -2 is the sum of the degrees of the vertices, we must have 2n -2 = 4 + 4 + 3 + 2 +
I (n -4). Solve for n to get n = l1.

9.

(a)

(b) Prove by induction on n.

(c)d =5,d2 =3,d3= 2,d
11.

= d=

4

1,andtheirsumis 16=2 9-2.

nr, vertices, so altogether n1 + n2 +
+ nm = n.
The ith component is a tree, so it has n -1 edges, by Theorem 4. The total number of edges

(a) Suppose the components have nlI, n2, .

is (nl-l)

+ (n2 -l)

+

+ (m-

1) = n-m.

13. By Lemma 1 to Theorem 4, it must be infinite. Use Z for the set of vertices; see Figure 3(a) on
page 529.

6.4 Answers
V

B

3.

y(a

r

p

q

(a) Rooted trees in Figures 5(b) and 5(c) have height 2; the one in 5(d) has height 3.

5. (a) i*

n

(c) The seventh.
4
7.

(c) 3.

(a)
1

3

5

7

s

f

Ii

A
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(c) The possibilities are

4

3

kl

t
9-

(a)

3

2

Am%\4

3

'I {4
2

I

3

2

1

le 3%
4

2

4

EX

11. From Example 5, we have (m- I)p = m

1, so (m-nI)p + I = mh = t.
13. There are 2k words of length k.
15. (a) Move either Lyon's or Ross's records to the Rose node and delete the empty leaf created.

6.5 Answers
1.

(a) In the vertex sequence for a Hamilton circuit [if one existed], the vertex w would have to both
precede and follow the vertex v; i.e., the vertex w would have to be visited twice.
(b) In the vertex sequence for a Hamilton path [if one existed], the vertices of degree I would have
to be at the beginning or end, since otherwise the adjacent vertex would be repeated. But there
are three vertices of degree I in Figure 1(d).

3.

(a) Yes. Try VI V2 V6 s514 V3 VI, for example.
(c) No. If Vl is in VI, then (V2, V3, V4, )51 C V2, but V2 and V3 are joined by an edge.
(a) Since there are n! choices for the order in which the vertices in V1 and in V2 are visited and
the initial vertex can be in either VI or V2 , there are 2(n!)2 possible Hamilton circuits.
(c) mandneven,ormoddandn =2,orm=n-.

5.

001

7.

Here is the graph:
000

1011II
100

9.
11.

Oit

110

One possible Hamilton circuit has vertex sequence 000, 001, 011, 111, 110, 101, 010, 100, 000
corresponding to the circular arrangement 0 0 0 1 1 1 0 1. Although there are four essentially
different Hamilton circuits in {0, 1}3 , there are only two different circular arrangements, 0 0 0 1 1
1 0 1 and 0 0 0 1 0 1 1 1, which are just the reverses of each other.
There is no Hamilton path because the graph is not connected. The graph is drawn in the answer
on page 566 to Exercise 11 on page 238.
(a) Kj has n vertices and just one more edge than K,
has, so it has exactly 2 (n - 1)(n -2) + I
edges.
(b) Consider vertices v and w in Kn that are not connected by an edge. Apply Theorem 3 on
page 253.

13. (a)

/

(c) Choose two vertices u and v in G. If they are not joined by an edge in G, then they are joined
by an edge in the complement. If they are joined by an edge in G, then they are in the same
component of G. Choose w in some other component. Then u w v is a path in the complement.
In either case, u and v are joined by a path in the complement.
(e) No. Consider

15. Given G,+,, consider the subgraph Ho, where V(Ho) consists of all binary (n + I)-tuples with
0 in the (n + I)st digit and E(HO) is the set of all edges of G,+I connecting vertices in V(HO).
Define HI similarly. Show Ho and HI are isomorphic to Gn, so have Hamilton circuits. Use these
to construct a Hamilton circuit for G,+I. For n = 2, see how this works in Figure 5.

6.6 Answers
a
1.

c

(a) b
a
(c) bE

d
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3.

(a)

5.

Both trees have weight 1330.
(a) There are four possible answers. The order choices are: e, d, a, b or Y, c; or e, d', c, b or
Y, a.

7.

(a)

9.

(a) el, e2, e3, es, e6, e7, eq.

11.

(a)

Either d or d' can be chosen and either g or g', so there are four possible answers to (a).

Edges al, a2, a3 can be chosen in any order. So can dl, d2, d3 . Edge d, can be chosen instead of
do. The weight is 16.

B
13. 1687 miles.

15.

(a) How big will V get?
(b) Here is one possible algorithm.

PrimForest(weighted graph)
Set E := 0.
Choose w in V(G) and set V : w}.
while V 5 V(G) do
if there is an edge {u, v) in E(G)
with u e V and v e V(G) \ V then
Choose such an edge of smallest weight.
Put {u, v} in E and put v in V.
else
Choose v e V(G) \ V and put v in V.
return E U
17. Follow the hint. Assume that G has more than one minimum spanning tree. Look at minimum
spanning trees S, T with e e T \ S. Then S U {e) has a cycle that contains an edge f in S \ T.
Then (S U [e}) \ If } is a spanning tree. W(e) > W(f), contrary to the choice of e. Supply reasons.

6.7 Answers
1.

(a)
(b)
(c)
(d)

No. The graph has vertices of odd degree.
One such path is v v w u y x w z y. [There are I I others.]
One cycle is v v. Another is w u y x w, and there are others.
No. For example, the path y u w y z Vx y is simple, closed, but not a cycle, since it repeats a
vertex.

2.

(a) Five, since there are six vertices.
(b) No. Such a path can use at most two edges joined to y and so would miss w, x, or z.
(c) Same as (a).
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(d) No. Such a path can use at most two edges joined to w and so would miss at least two among
v, u, x, and z.
3.

(a)
(b)
(c)
(d)

4.

(a) No. Each vertex in the 2-element subset has odd degree 7.
(b) Yes. The only two vertices of odd degree are the ones in the 2-element subset. Each Euler path
starts at one of these and ends at the other.
(c) No. Every path goes back and forth between the 4-element and 6-element sets of vertices, and
since a Hamilton path could not contain more than 4 vertices from the 4-element set, it could
not go through more than 5 members of the 6-element set.
(a) One of the four possible answers is

5.

False. See Lemma 2 on page 242.
Could be either. See Figure l(c) on page 239.
True. See Lemma I on page 242.
True. See Theorem 3(b) on page 241.

aO

6.

7.

8.

*e

*c

(b) c and d. There must be at least two nodes on each side of the root.
(a) Yes. The graph is connected, and all the vertices have even degrees, so Euler's Theorem
guarantees an Euler circuit.
(b) Yes. The graph has no loops or parallel edges, and each vertex has degree at least half the
number of vertices in the graph. Theorems I and 3 in §6.5 guarantee a Hamilton circuit.
[Note that in part (a) we have a couple of algorithms that would actually construct the
circuit for us, whereas in part (b) we have no general method to do so.]
(c) 33. [The number of edges is IE(G)I = Isum of degrees]/2 = 11 . 6/2.]
(d) ILI
(a) and (b). It consists of all four edges of weight 1, three of the edges of weight 2 [which ones
must be chosen?], all three of the edges of weight 3, and one edge of weight 7. Its weight is
26.
(c) Since the draph has two vertices of odd degree, by Euler's theorem on page 234 it does not
have an Euler circuit, but it does have an Euler path.
(d) No. There is no way to pass through the vertex of degree I or get back to it if one starts there.
(a) The diagonal edge of weight 3.
(b) The leftmost edge of weight 2.
(c) 2+4+2+ I+2+3+4= 18.
(d) 28. [The only Hamilton circuit is the path around the outside edge.]
(e) 2+4+2+1+2+3+5= 19.

(b) e6, e5, e7, e2, el, e3.
9.
(a) el, e2, e3, e5,e6, e7.
10. (a) Go right of foo, left of too [and there is goo].
(b) Go right of foo, left of too, should be right of goo [but it's not there].
(c) There are four possibilities. Here is one.
Poo

fooe
0

too

boo A/
\
0gooAn zoo
11. (a) There are four. Three of them correspond to subtrees of the tree in Figure 7 on page 249 having
leaves as follows: T1 with leaf aaa; T2 with leaves aa and b; T3 with leaves aa and ab. T4
has three leaves, all children of the root.
(b) There are five, the four listed in part (a) and one with leaves ba and bb. This one is isomorphic
to T2 as a rooted tree, but not as an ordered rooted tree.
12. (a) Must hold.
(b) Must hold, because t = 2* by Example 5 on page 248.
(c) Must hold. By the same example, n = 2 h+i_1, so n+l = 2h+1 and h+l = log2 (n+1) > log 2 n.
(d) Must hold.
13. Ann. Pick a vertex. Because the graph is a tree, there is a unique simple path from this vertex to
any other. The sets of vertices for which this path has even length and for which this path has odd
length form a bipartite partition of the vertices of the graph. [In the tree shown, the vertices in the
two sets have been marked with the letters a and b, respectively.]
14. By Euler's Theorem, all vertices need to be of even degree, so m and n must be even. If, in addition,
each vertex is visited exactly once by an Euler circuit, then each vertex must have degree 2. Thus
m = n = 2. Thus K2,2 is the only complete bipartite graph with an Euler-Hamilton circuit.
15. (a) There will be at least
(n - 3) = (ni)
page 253, the subgraph is Hamiltonian.

2(n 2

+ 2 edges remaining. So by Theorem 2 on
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(b) Select some vertex and remove all but one of the edges joined to it; i.e., remove n -2 edges. The
resulting subgraph is the same as K++ in Exercise 12 on page 257, which is not Hamiltonian.
16. The possible degrees are (0, 1.,
n -1}.
If some vertex has degree n -1, then no vertex has
degree 0. Thus at most n -I different degrees are possible. Apply the Pigeon-Hole Principle.
17. Let c be the number of components. A spanning forest for G consists of spanning trees Tt, ... , Tc
for the components. Each T, has as many vertices as its component does and has one less edge
than that. Then IV(G)l =
Im~V(Ti)l = Y` .- (JE(Ti)l + I) < JE(G)l + c.
18. (a) A Hamilton path doesn't repeat vertices, so it must be acyclic. Since it's connected, it's a tree.
Since it goes through or to each vertex, it must be a spanning tree.
(b) If we remove any edge e from H, we get a Hamilton path whose edges form a spanning tree
for G, by part (a). Since T is a minimum spanning tree, W(T) < W(H \ {e)) = W(H) - W(e).
This fact is of practical importance in dealing with the Traveling Salesman Problem. We know at
least two algorithms for finding the weight of a minimum spanning tree. If we can somehow find a
Hamilton circuit whose weight is not too much larger than W(T) + W(e) for every edge e in the
graph, then that circuit has about as small a weight as is likely to exist for a Hamilton circuit, and
it's time to stop looking for a better one.
19. (a) Theorems I and 3 in §6.5 say that, if G has no loops or parallel edges and if each vertex has
degree at least IV(G)I/2, then G has a Hamilton circuit. Since IV(G)l = 10 and each vertex
has degree at least half that, yet the graph has no Hamilton circuit, it must have a loop or
parallel edges.
(b) Sure. Just string the vertices in a cycle, with each vertex of degree 2.
20.

2

Recall that Tmh has 1 + m + m- + . . mh = (mh+-

1)/(m

-

1) nodes, with mk nodes at level k.

(a) The probability that a random node is at level k is mrk/((Mh+l- I)/(m- 1)), which for m = 2,
h = 3 is 2 k 1 1 5 . For level 2, it's 4/15.
(b) For level 3, it's 8/15.
(c) The most likely level is level 3. In general, more than half the nodes are leaves.
(d) The probability that the node chosen is at level k is as above. So for T2,3 the probabilities are
1/15, 2/15, 4/15, and 8/15, and thus
L(T 2 , 3 ) = 0.

1
2
1 + I1
+2
15
15

4

8

15

15

- +3

-- =

34
-

15

(e) For T3 ,2, the probabilities are 1/13, 3/13, and 9/13, so
1
+ 1I.
13

L(T 3 , 2 ) = 0 .-

21. (a) 999/1000 = 0.999.
(b)
998
97.
100100100

981 = P(999,1)
10

10

101

3
9
21
+ 2 =
.
13
13 13'

0.826. This is also P(o0O0,20). Why?
100020

(c) 20/1000=0.02.
(d) 1000. The numbers could even all be the same, but the names all different. By the 1001st
record, though, a collision is certain.
22. Both are correct. There are six vertices of odd degree. Ann's plan will make all of them have even
degree, and her new vertex will have degree 6. Bob can hook the vertices together in three pairs
with three new edges and make all vertices have even degree.
23. (a) Both have degree sequence 0, 0, 0, 3, 3, 2, 0, 1.
(b) No. For example, in the right graph, every pair of vertices is connected by a path of length
< 2. The left graph doesn't have this property. The left graph also has no adjacent vertices of
degree 4, and there are various other differences between the two graphs.
(c) Yes. Examples of Hamilton circuits are easy to find.
(d) No. The hypothesis of Theorem I fails, because each graph has vertices of degree <4.5. The
hypothesis of Theorem 2 fails, because (n -l)(n -2) + 2 = 30, but each graph has only
19 edges. The hypothesis of Theorem 3 fails, because each graph has nonadjacent vertices of
degree 3.

7.1 Answers
1.

(a) Use induction on m. Clearly, 20 is in S by (B). If 2m is in S, then 2 2' = 2m+1 is in S by
(R).
(b) Use the Generalized Principle of Induction on page 273, where p(n) = "n has the form 2m for

3.

(a) S ={(m,n):m<n}.
(c) Yes. A pair (0, n) is in S only by (B) or because (n -1, n- 1) e 5, and a pair (m, n) with
0 < m < n can only come from (m -1, n).

5.

(a) (B) X is in S,
(R) if w E S, then aw E S and wb E S.
(c) A E S by (B), so a, aa, and aab are in S by (R).

7.

(a) Two possible constructions are

some m E N."
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* r

Qr
V
v

* r

Oua

u

r

v

i v

r

rv

r

v

u
Xx

Xy

I)

U

iv

y

Rv
iv

b

(b) First obtain the subtree with root v by hanging the trivial trees with vertices x and y. Then
obtain the tree with root r by hanging the subtree with root v and the trivial tree with vertex u.
9. Use the Generalized Principle of Induction on p(n) = "n - 0 (mod 3) or n - I (mod 3)."
Certainly, p(l) is true. It suffices to show that p(n) == p( 3 n) and p(2n + 1) =* p(n). The first
implication is trivial because 3n -0 0 (mod 3) for all n. For the second implication, show the
contrapositive; i.e., n - 2 (mod 3) implies (2n + 1) - 2 (mod 3). The contrapositive implication
is easy to show directly, since n = 3k - 2 implies 2n + I = 3(2k + 1) + 2.
11. (a) Use (B) and (R) to show that the sequence 1, 2, 4, 8, 16, 5, 10, 3, 6 lies in S.
13. We follow the hint. Let p(w) = "'(w) is the number of letters in w." By (I) of Example 10(b),
p(w) is true if w E X = {A) U E. Suppose that w = uv with p(u) and p(v) true. By (2) of
Example 10(b), 1'(w) = 1'(u) + 1'(v) = (number of letters in u) + (number of letters in u) = number
of letters in w, so p(w) is true. [This argument is valid no matter how w is produced from members
of E* by (2).] Thus p(w) is true for every w in E* by the Generalized Principle of Induction.
15. (a) (2, 3), (4, 6), etc.
(c) No. For example, (3, 2) does not belong to S.
17. (a) Obviously, A C N x N. To show N x N C A, apply the ordinary First Principle of Mathematical
Induction to the propositions
p(k) ="if(m,n)ENx Nandm-+n =k, then(m,n)eA."
(b) Let p(m, n) be a proposition-valued function defined on N x N. To show that p(m, n) is true
for all (m, n) in N x Nf, it is enough to show:
(B)
(I)

p(O, 0) is true, and
if p(m, n) is true, then p(m + 1, n) and p(m, n + 1) are true.

19. (a) For w in E*, let p(w) = "length(w) = length(w)." Apply the Generalized Principle of
Induction. Since
= A, p(Q) is clearly true. You need to show that if p(w) is true, then so
is p(wX):

length( W)
In detail, suppose length(
length(wx)

length(w)
)

=
=
=

length(WX) = length(wx).

length(w). Then
length(x w)
length(x) + length( w)
length(x) + length(w)
length(wx).

(b) Fix wI, say, and work with p(w)
it is enough to show:
(B)
(I)

implies

"ww
I=

[by assumption]

W W." To show p(w) true for every w E E*,

p(X) is true;
if p(w) is true, then p(wx) is true [for w E E* and x E: E].

7.2 Answers
1.

(a)

3.
5.

(a) ((x + y) + z) or (x + (y + z)).
(c) ((xy)z) or (x(yz)).
(a) By (B), x, y, and 2 are wff's. By the (fg) part of (R), we conclude that (x 2) and (y 2 ) are
wff's. So, by the (f + g) part of (R), ((x2 ) + (y2 )) is a wff.
(c) By (B), X and Y are wff's. By the (f + g) part of (R), (X + Y) is a wff. By the (f -g) part
of (R), (X -Y) is a wff. Finally, by the (f * g) part of (R), ((X + Y) * (X -Y)) is a wff.
Blank entries below signify that the algorithm doesn't terminate with the indicated input n.
H FOO
GOO
BOO
MOO
TOO
ZOO

7.

Test(20)
Test( 10)
Test(5)= (false, -o)
(false, -c)
(false, -o).

8
9

8
9

40,320
362,880

4

4
4

8
8
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9.

11.
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Let p(k) be the statement '"00(n) = 2 k whenever 2 k < n < 2 k+l." Then p(O) asserts that
"ZOO(n) = 20 = I whenever I < n < 2," which is clear. Assume that p(k) is true for some
k E N and consider n such that 2 k+1 < n < 2k+2. Then 2 k < Ln/2J < 2 k+±1 so ZOO(Ln/2J) = 2k.
Since n # 1, the else branch of ZOO applies and gives ZOO(n)
2 k * 2 = 2 k+, so p(k + 1) is
true. Hence all statements p(k) are true by induction.
Euclid+ (108,30)
Euclid+(30,18)
Euclid+(18,12)
Euclid+(12,6)
Euclid+(6,0) = (6, 1, 0)
=(6, 0, 1-0
(12DIV6)) = (6, 0, 1)
(6, 1,0- I (8oDIV 12)) = (6, 1, -1)
=(6,-1, 1-(-1) (30DIv 18)) = (6, -1, 2)
=(6, 2, -1-2 (108DIV30)) = (6, 2, -7).
Sure enough, 108 2 + 30 (-7) = 6.

13. (a) Since gcd(m, n) = m when n = 0, we may assume that n 0 0. We need to check that the
algorithm terminates and that if Euclid(n, m MoDn) = gcd(n, m MoDn), then Euclid(m, n) =
gcd(m, n). The latter observation follows from the equality gcd(n, m MoDn) = gcd(m, n),
which was verified in the Proposition on page 172. To check that the algorithm terminates, we
need to be sure that the second input variable n in Euclid( , n) is eventually 0. This is clear,
since at each step the new n' = m MOD n is less than n and greater than or equal to 0, so the
values must decrease to 0.
(b) The algorithm terminates because it's the same algorithm as in part (a), but with extra outputs.
You need to verify that sm + tn = d at each stage of the algorithm.
15. (a) p and q are wff's by (B). p v q is a wff by (R). - (p v q) is a wff by (R).
(c) p, q, and r are wff's by (B). (p * q) and (r -* p) are wffs by (R). ((r -+ p) v q) is a wff
by (R), so ((p - q) - ((r -÷ p) v q)) is a wif by (R).
17. (a) p,q e Fby (B). (pvq) E Fby (R) with P = p and Q =q. Hence (pA(pVq)) E .Fby (R)
with P = p and Q = (p v q).
(c) If p and q are false, then (p -* q) is true, so r((p -* q)) is false. Thus (p -* q) cannot be
logically equivalent to a proposition in Y, by part (b). This provides a negative answer to the
question in Exercise 17(c) on page 85: p
q cannot be written in some way using just p, q,
A, and v.

19.

(a)

ConvertToBinary(25);
25MOD2 =I
ConvertToBinary(12);
12MOD2 = 0
ConvertToBinary(6);

6 MOD 2 = 0

ConvertToBinary(3);
3 MOD2= 1
ConvertToBinary(l) = I
= I I

110
1100

=
=

11001

(c) Replace n DIV 2 and n MOD 2 by n DIV 16 and n MOD 16, respectively. You would need new digits
for 10, 11, 12, 13, 14, and 15; the standard ones are A, B, C, D, E, and F.

7.3 Answers
1.
3.
5.

Preorder: rxwvyzsutpq.
Postorder: vywzxt puqsr.
Preorder: rtxvyzwupqs.
Postorder: vyzxwt pqsur.
The order of traversing the tree is
r, w, v, w, x, y, x, z, x, w, r, u, t, u, s, p, s, q, s, u, r.
(a) Preorder: rwvxyzuts pq.

7.

L(w) = wvxyz.

L(u) =uts pq.

The order of traversing the tree is
u, x, w, v, w, y, w, x, r, z, r, t, r, x, u, s, p, s, q, s, u.
(a) Postorder: vywztrx pqsu.

(c) Inorder: vwyxzrtu psq.

31
3/

9.

.- -

(a) "' 4/

-

-

(c) 4
--

KI

0

2
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11. (a)

(c)
9
8

13.

5

(a) 7
3

2
15. The number of descendants of v is a good measure. Each child w of v has fewer descendants than
v has. The measure of a base case is 0.
17. Since the digraph is acyclic, there can be at most one edge joining each of the n(n -1)/2
distinct vertices.

pairs of

7.4 Answers
3.

Reverse Polish: x 4 2 A
y * 23/
3
. Polish: + *-x ^ 4 2 y /2 3.
(a) Polish:
+ a b-a ab
a 2 A b 2. Infix: (a + b) * (a -b) -((a

5.

(a) 20.

7.

(a) 3 x * 4- 2
(c) The answer depends on how the terms are associated. For the choice (x - x2) + (x 3 -x

1.

answerisxx2

9.

-x3

x4A
x

(a) a b c * * and a b * c *.
(c) The associative law is a b c * *

11. (a) p- (q V (- p)).
13. (a) Infix: (p A (p -- q))

-+

^ 2)-(b ^ 2)).

4

), the

+

b * c *. The distributive law is a b c +* = a b * ac *+.

q.

15. (a) Both give a / b + c.
17. (a) (B) Numerical constants and variables are wff's.
(R) Iff and g are wff's, so are +±f g, -f g, * f g, / f g, and

A f g.
19. (a) (B) Variables, such as p, q, r, are wff's.
(R) If P and Q are wff's, so are P Q v, P Q A, P Q -,
P Q -, and P-.
(b) Argue, in turn, that q -, p q-A, and pq A - are wff' s. Likewise, p q - is a wff. Thus

-

pq-A-pq-

v is a wff.

(c) (B) Variables, such as p, q, r, are wff's.
(R) If P and Q are wff's, so are v P Q,
21.

A P Q,

-

P Q,

* P Q, and-

P.

The first operation is a unary operation and the second is a binary operation. In a reverse Polish
calculator, the first key pops just one entry off the stack, whereas the second key pops off two
entries.

7.5 Answers
1.

(a) 35, 56, 70, 82.

3.

We recommend the procedure in Examples 4 and 5.
(a)1,3,4,6,9,13-s4,4,6,9,l13-

6,8,9,13---9,13,l14--

14,22.Weight =84.

I

18t
(c) Weight = 244.
.15

5.

All but (b) are prefix codes.
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7.
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(a) 21
20

The corresponding optimal code is
letter
a
b
c
d
frequency
9.

11

20

4

22

e

f

g

14

8

21

code
100 111
1010 01
110 1011 00
In both parts (a) and (c), no labeled vertex lies below another such vertex. See figures.

(c)

(a)

000
001
110
111
110
In (a), the vertex 0 has only one child, 00. The binary tree in (c) is regular.
11.

111

(a) (61+73 -1)+(31+61+73-1)+(23+31+61+73 -1)=133+164+187=484.
(c) (23+31 - 1)+(61 +73 - 1)+ 187 =53+ 133+ 187 =373.

L, U L2 U L

(e)

L4

This merging involves at most (23+31
comparisons.
L] \

-

1)+ (23+31+61 -1)+

3

1-1
'-

L, U L 2 U L3 U L4

-

-

-

187 = 53+ 114+ 187 = 354

I

L
Li U L2 U L3 U L4
Li U L 2 U L3 U L4 U L-7

13. (a)
L7

L5

U

>

>L5 UJL6
L6

2W(
15. For example, in Exercise 1(a), the first tree has weight 35. The leaf of weight 21 = 12 + 9 was
replaced by the subtree with weights 12 and 9, and the weight of the whole tree increased to 56,
i.e., to 35 + 21.

7.6 Answers
1.

(a) (1+2)*((3*4) -5)

=21.

(b)
1

2.

5

3'
4
(a) X,bbaa, baba.
(b) They all have even length, since A has even length 0, and if w has even length, then so do awb
and bwa.
(c) Yes, since X A bXa = ba -- bbaa - abbaab.
(d) They are the same, since A has none of either, and if w has the same number of a's as b's,
then so do awb and bwa. Note from part (a) that not all words with the same number of a's
as b's are in S.
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3.

(a) 2

(b) rs ut Vw y zx.
7

4.

(a)

5.
6.

3
5
or equivalent.
(b) 3 * (3 + 3 + 4 + 5) + 2 * (6 + 8) = 73.
*+ 2 3 + 4 7 + 9 * 5 8 =55.
(a) Yes. Yes. No.
(b) 3.
(c) 3.
(d) yzuvswxtr.
(e) yuzsvrwtx.
(f) There are many ways. For example, vertices r, s, v, t, w, u, y, x, z could be labeled 1, 2, .
respectively.

7.

(a) L

S

9,

E

Y

C

is one answer.
(b) Using the tree in part (a), the answer is 1 0 1 1 0 0 1 0 0 1 1.
I
L, UL2
LI U L2 U L3
8.

L)

(a'

LUL2 UL 3 UL6
>L

4

U L5

L5

9.

3
5
is one answer.
(b) The procedure requires at most 2(14 + 20) + 3(3 + 5 + 7 + 8) = 132 comparisons, by part
(a).
For w in V, let p(w) = "w contains an even number of a's." We apply the Generalized Principle
of Induction. For the base cases, p(X) and p(b) are clearly true. If p(w) and p(u) are true, then w
has 2m a's and u has 2n a's for suitable m, n E N. Then awa and wu have 2m + 2 and 2m + 2n a's,
respectively. Since 2m + 2 and 2m + 2n are even, p(awa) and p(wu) are true. So the Generalized
Principle of Induction shows that p(w) holds for all w E S.

10. (a) (B)
(R)

Numerical constants and variables are wff's.
Iff and g are wff's, then so are +
± g, - f g, * f g, / f g,
is the unary negation operation].

Compare Example 3 on page 280.
(b) The first two.
(c) (3x+1)(2x)
3x * I + 2x **and3x 2 - 5x+4*3x2
11. One possible algorithm is the following.

SUM+(n)
if

n = 0 then

return (1, 1)
else
return (sUM+(n

-

1) + 1/[n.SUM+(l - 1)], n-sum+(n

-

1))

A

f g, and Of [here 9

* 5x *-4+.
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12. Suppose that L is a well-labeled subset of V(G). Thus L = ACC(L) and L has a sorted labeling. If
L = V(G), then V(G) obviously has a sorted labeling that agrees with that on L. Suppose that L =
V (G), so Label chooses some v in V (G) \ L. We have already verified that TreeSort(G, L. v) welllabels L U ACC(V) to agree with the L labels. Therefore, the recursive call to Label(G, L U ACC(V))
is legal and, moreover, the way it labels V(G) will agree with the L-labeling if it agrees with the
L U ACC(V)-labeling. The algorithm must terminate, because L U ACC(V) is closer to the base case
V(G) than L is, since IL U ACC(V)I > IL1. Assuming that the recursive call gives a correct labeling,
Label(G, L) does, too. Starting with L = 0 is fair, since 0 is vacuously well-labeled, and the result
is a sorted labeling of V(G), as desired.
13. (a) See part (c).
(b) For example, ba, bab, and bba. See part (c).
(c) B consists of all words in E* in which all letters a precede all letters b.
(d) No. Let S. be as in the discussion prior to Example 3 on page 270. Then S, = {w C B
length(w) = n). For example, one can build ab via A -+ ao -* aob or via A Ab - a*ob.
Find another example.
14. (a) The tree for one possible code is

I,
What matters is that a, c, and e have level 2, f has level 3, and b and d have level 4.
(b) 2 (20+30+33)+3. 8-+4 (4+5) =226.
(c) 001 1 1 1 100(01 1 00101 1 1 1000 01 10)0001 1, using the answer to part (a). Whatever
code is used, the encoded words will have lengths 12, 11, and 9 as bit strings.
15. (a) 33 * 17.
(b) 3n-" * 17.
(c) If n = 1, the base case, then ALGO returns 17, which is 31 1* 17. If the recursive call is made,
then n e P and n 4 1, so n > 2, thus n -I e IF and the recursive call is legal. If the recursive
call produces the correct result, i.e., if ALGO(n -1) = 3(n-1)-i * 17, then the algorithm
returns 3 * 3`2 * 17 =3"` * 17, as desired. The recursive calls are to a decreasing sequence
n, n I, n-2, .... of positive integers. Since every such sequence is finite, the algorithm must
terminate.
(d) For odd n, the new algorithm would return 17 * 3 n121 = 17 * 3(n )/2 Consider n = 5, for
example. For even n, it would not terminate if we allowed negative integers as inputs, or it
would break down if we did not. Consider, for example, n = 2.

16. (a)
L

(b)

i
R
P
L

G
and

B

E
17. (a) A. ob, ca, aabb, ccaa, caba, etc.
(b) Use the Generalized Principle of Induction on page 273. Clearly, length(A) is even. If length(w)
is even, then so are length(awb) = length(w) + 2 and length(cwa) = length(w)+2. By the
Generalized Principle of Induction, length(w) is even for all w a B.
(c) No. length(bb) = 2, but bb in not in B. In fact, no element in B can begin with b.
(d) Yes. We use the notation S, n a N, in the discussion prior to Example 3 on page 270. In our
case, S, = {w e B: length(w) = 2n}. If a word in S, ends in b, it is the word awb for a
unique w in S,,- . Similarly, if it ends in a, it is cwa for a unique w in S, 1. No words in S,
end in c.
18. Use the Generalized Principle of Induction on n: If w is balanced and length(w) = 2n, then w
is in S. Nothing is lost if we assumed w begins with the letter a; the other case is similar. The
assertion for n = I is clear, since ab c S. [The assertion for n = 0 is even clearer.] Now assume it
is true for n -I, n > 2, and consider a balanced word w of length 2n. If w is of the form a ... b,
then the middle string is balanced and we're done by induction. If w is of the form a ... a, then the
initial string of length I has an excess of a's and the initial string of length 2n -I has an excess
of b's, so somewhere along the way there's an initial balanced string wI in S. [To make this more
precise, for j = 1, 2, ... , 2n, let f (j) be the number of a's minus the number of b's in the first j
letters of w, and show that f must take the value 0 somewhere.] The remaining string w2 obtained
by removing w from w is also balanced and in S, so by (R), W = WIW2 is also in S.
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19. One way would be to arrange the vertices of the tree in a list L = (vI ...
execute the following.

) somehow and then

Let M := L.
while there are a parent p with child c such that c comes
after p in M do
Interchange p and c in M.
Label each vertex with its position in M.
(E.g., give the fifth vertex in M the label 5.)

Checking the guard would require additional commands.

8.1 Answers
1.

Sinks are t and z.The only source is u.

3.

(a) R(s) = Is, t, u, w, x, y, z} = R(t),
R(y) = (x, z}, R(z) = 0.
(c) s t s is a cycle, so G is not acyclic.

5.

(a)

R(w) = (2z, R(x) = 0,

R(u) = (w, x, y, z},

Supply labels

(c) s, u, x, Z.
7.

Use NumberingVertices. One example labels t = 1, z = 2, y = 3, w = 4, v = 5, x = 6, u = 7.

9.

(a) One example is rswtvwvuxyzvruvvsr.

11.

(a) One such digraph is drawn in Figure 3(b), where w = 00, x = 01, z = I 1, and y = 10.

13. Show that

6

is also acyclic. Apply Theorem 2 to G

.

A sink for G is a source for G.

15. (a) See the second proof of Theorem 2.
17. (a) In the proof of Theorem I on page 319 [given in the proof of Theorem I on page 227], choose
a shortest path consisting of edges of the given path.
(b) If u 5 v, then Theorem I guarantees an acyclic path from u to v, and Corollary 2 says such
a path has no repeated vertices, so it surely has no repeated edges. If u = v, then Corollary I
says there is a cycle from u to u. Again, all vertices are different, so all edges are too.
19. Consider a cycle in a graph G, with vertex sequence xI x2 ... xl, x. Then xl, . . ., x are distinct
and no edge appears twice. Assign directions to the edges in the cycle so they go from xI to x2 to
X3 to ...
to Xn to xi. Since no edge appears twice, this assignment cannot contradict itself. Assign
directions arbitrarily to the other edges of G. Then the edges in the cycle form a directed cycle in
the resulting digraph.
Conversely, suppose it is possible to assign directions to edges in G so that a path with vertex
sequence xl X2 ... Xm xl is a directed cycle. Then m > I and xN, . . ., xm are all different. If m > 3,
then the path is an undirected cycle by Proposition I. If m = 2, the vertex sequence is xi x2 Xl, but
the edges from xl to x2 and from x2 to xi must be different because their directions are different.
In this case the undirected path is simple, so it is a cycle. Finally, if m = 1, the path is a loop, so
it's a cycle. In all cases the directed cycle is an undirected cycle.

8.2 Answers
1.

3.

W

A

/3

C

D

W

A
B
C
D

1.4
0.4
0.7
0.8

1.0

00

7
0 .3
co

0o

7

00
0.2
00

A
B
C

0.3

0.2

7

D

0.8

0.5

S

W

2

00

q

r

m
q
r

0o

6

00

4

00

0c

00

00

4

00

4

00

00

00

00

00

00

00

00O

00

0o

3

S

00

3

00

0c

5

I

0o

00

w

00

0c

2

0C

00

00

x

00

00

00

00

3

00

2
6

00

y
z

0o

00

00

00

00

00

0o
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(a) If the digraph is acyclic, the weights must be as shown below, with min(a + 1, b) = 4 and
minfc + 1, d, e]= 3.
3
2
2
3j
2

7.

(a) The critical paths are s v x

f

9.

(a)

s

u

v

w

x

y

f

0
0

2
2

7
9

5
7

5
5

11
11

15
15

A
L

f.

and s vxz

(c) s u x y f is the only critical path.
m

s

q

x

w

r

y

z

0
0

2
3

6
6

4
7

10
10

12
12

12
14

15
15

(c) There are two critical paths: m

qw z

11.(a)

A
L

and m q w r z.

13. (a) The two critical paths are s u w x y f and
(t, w), (w, x), (x, y), and (y, f).
(c) The edges are (u, v) and (x, z).

s t w x y f.

The critical edges are (s, u), (u, w), (s, t),

15. (a) Shrink the O-edges to make their two endpoints the same.

17. (a)

W

u

v

W

X

y

W

u

v

W

u

cc

I

co

cc

Oc

u

3

1

4

-l

cc

00 00
w cc cc
x
4 co
Y cc cc

3
cc
oc
cc

-2
cc
5
5

cc
cc
cc
cc

v
w
x
y

2
cc
4
9

3
cc
5
10

3
cc
8
13

-2
cc
3
5

oc
cc
xc
oc

v

X

y

(c) There would be no min-weights at all for paths involving u, v, or x, because going around the
cycle u v x u repeatedly would keep reducing the weight by 1.
19. (a) FF(u, v) = A(v) - A(u)
(c) The slack time at v.

-

W(u, v).

21. (a) A(u) = M(s, u) = weight of a max-path from s to u. If there is an edge (w, u), a max-path from
s to w followed by that edge has total weight at most M(s, u). That is, A(w)+W(w, u) < A(u).
If (w, u) is an edge in a max-path from s to u, then A(w) + W(w, u) = A(u).
(b) Consider a vertex u. If (u, v) is an edge, then (u, v) followed by a max-path from v to f has
total weight at most M(u, f). That is, W(u, v) + M(v, f) < M(u, f). Hence
L(v) -W(u,

v) = M(s, f) -M(v,

f)

-

W(u, v) > M(s, f)

-

M(u,

f)

= L(u)

for every edge (u, v), and so min(L(u) - W(u, v) : (u, v) e E(G)j > L(u). Choosing an edge
(u, v) in a max-path from u to f gives L(v) - W(u, v) = L(u), so L(u) is the minimum
value.
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(a) W*=

1

4
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00 00 00 00 00 00 00
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-0 2 3
0
00
00 0
00 0
00 0
00 0
00 0

(c) Po

0 0 0 04500
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0000
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M

3.

(a)
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V7

1
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00000
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0O000
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V3

P3(v )
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(VI, V3)
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6
3
2
1

4
00
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no change now

V2

5

2
2

M

(a) W 2

2 2
55
44
55
67
07
00
P(vj)

V3

IV], V2, V3, V4, 195]

5.

2
5
4
5
0
0
0

D (v)
V2

(VI, v2, V31
IV], V2, V3, V41

(c)

0 2 3 3
00 0 4
00 0 4
00 0 0
00 0 0
00 0 0
00 0 0

7~
6
3,
4

0 3 4 31
0 0 0 51,
0 3 0 31

P3 = 0 0
O

P4 =

00 00 00o oo 03
Also, W5 = W* = W4 and P5 = P*-P4.
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.
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9.

(a)

Do = Di = [ -co

1 2

-oo

-cc

-oc

D2 = [-0o

1

2

5

4

-oo

D3 = [-co

1

2

5

7

9

D4 = [-cc

1

2

5

8

13

-oc

D 5 = [ -o

1

2

5

8

13

11 ]

D6 = [-co

1

2

5

8

13

16 ]
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-co ]

-co ]
-oc

]

]

11. (a) The algorithm would give

whereas M(l, 3) = 9 and M(I, 4) = 12.
(c) Both algorithms would fail to give correct values of M(1, 4).
VI

1 0 1 0 1 0

0

V5

(c) MR

13. (a)
V2

V6

10

10

-

I

0

0

>ve

10

1
1

10
1

1 0

0

1

1 0

0

1-

15. (a) Create a row matrix P, with P[j] = 1 initially if there is an edge from VI to vj and P[j] = 0
otherwise. Add the line
Replace P[j] by k.
(b) Part of this exercise is solved in Example 4.
17. Initially, W[i, j] = I if there is an edge from vi to vj, and W[i, j]
update step to

0 otherwise. Change the

if W[i, j] < min{W[i, k], W[k, j]}, then
Replace W[i, j] by min{W[i, k], W[k, j]).
or to
W[i, j] := max{W[i, j], min{W[i, k], W[k, j111.
The pointer portion could be omitted.

8.4 Answers
1.

2.

(a)
(b)
(c)
(d)
(e)

Yes.
No. There are four vertices of odd degree.
c and h.
a and g
Use algorithm NumberVertices. One possible answer is a = 9, b = 8, c
f = 5, g = 7, h = 1, i
2.

-

3, d

6, e

4,

(a) No. There is a loop at f.
(b) The sinks have empty successor lists. They are a and d. The sources are the vertices that appear
on no successor lists. They are a, b, and g. Note that f is not a sink.
),c
Sa
ba

(c)

d

(d) No. The digraph is not acyclic. If the loop at f were removed, then it would be possible.

3.

-

(a)

A(v)I
L(v)
S(v)

start

a

b

c

d

e

f

finish

0
0
0

1
1
0

6
6
0

7
7
0

2
2
0

4
7
3

12
15
3

17
17
0
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0

0

(b) start

4.

finish

(c) start -+ a -+ b

4
3
c -- finish and start -*

(a)

v

w

x

f

7
oo
cc
cc
cc
cc
f ).

4
2
co
cc
cc
cc

5
3
cc
cc
cc
cc

8
6
2
4
6

W*

s

s
u
v
w
x

cc
oo
cc
cc
cc

u

2
oo
cc
cc
cc
f
oo cc
(b) (s, u), (u, x), (x,
5.

d -+ b -+ c -*

finish.

cc
(c) S(u) = 0, S(v) = 2.

(a) One answer is the following.

2

3
10

6.

11

(b) The sinks are labeled I and 4. The sources are labeled 7, 8, and 11.
(c) No. There is no path from vertex 7 to vertex 1.
Float times are indicated next to the edges in the figure. Arrival and leave times are indicated by
A(v) - L(v) next to the vertex v. The only critical path is the one made up of edges with float
time 0.
1-3

5

7 -7

0

16-16

21 -21

7.
8.

I- 1
7
8-13
5
10- 15
Bob is. If there is more than one critical path, then reducing the time for an edge that's in just one
of the paths will not reduce the overall time.
Bob is correct again. Here's an example, where the vertices a and b both have 0 slack time, but
the path s --+ a -+ b -+ f is not a critical path.
b

9.

(a)

M
{a)
{a, b)
[a, b, d}
{a,b,d,el
{a,b,d,e,c)
(a,b,d,e,c, f)
(a,b,d,e,c, f,g)

D(v)

P(v)

b

c

d

e

f

g

h

b

c

d

e

f

g

h

1
1
1
1
1
1
1

°°
9
9
7
7
7
7

5
5
5
5
5
5
5

°°c
7
6
6
6
6
6

°
oo
oo
13
9
9
9

°c
co
cc
12
12
10
10

c°
cc
oo
oo
oo
oo
13

a
a
a
a
a
a
a

b
b
e
e
e
e

a
a
a
a
a
a
a

b
d
d
d
d
d

e
c
c
c

e
e
f
f

g
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The minimum weight path from a to h has weight 13, and the path has vertex sequence a d e c f g h.
(b)
D(v)
M
P(v)
a
c d
a c d e f
e
f
g
h
g h

lb)

00

[b, el
{b, e, Cl
{bec, ifI
{b, e,c, f,g)

co

8
7
7
7
7

oo

o
oo

cc
oc

6
6
6
6
6

x
cc
oo

cc
12
12
10
10

x

13
9
9
9

b
e
e
e
e

oc

o
oo

oc
13

b
b
b
b
b

e
c
c
c

e
e
f
f

g

The minimum weight path from b to h has weight 13, and the path has vertex sequence b e c f g h.
10. (a) One pair is enough, since Warshall's algorithm solves for all starting points at once.
co
I
cc
5 oc
oo
oo
-0
2 0 4 0 0 0 0
oo oo
8cx
6 oo oo c
00
3 0 5 0 0 0
cc cc cc c cc
2
c
oo
0 0 0 0 0 6 0 0
cc
cc c
cc
I
c cc cc
0
00 0
5 00 0
(b) W 0=
cc cc
I
oo x
7
6 oo
0 0 3 0 0 6 7 0
cc
cc cc
c cc cc
1
cc
0
00 0
O 0 7 0

oo

oo

oo

cccccccccccccc

oo

oo

x0 oo

3

0

O O O O O O 0

300

0

00

00

0

08

8

(d) abefgh.
11.

(a) Its vertex sequence is s u x y f.
(b) s, u, x, y, f.
M
D(u)
(d)

D(w)

D(x)

(c) 3 and 4, respectively.
D(y)
D(f)

0
(ul

2
2

7
7

5
4

cc
5

cc
cc

cc
cc

(u,w)

2
2

7
7

4
4

5
5

8
8

oo
9

fu,w,x}
12.

D(v)

Find an Euler circuit for the digraph shown.

N1
1

2
/3m

3

2

2

3

One Euler path starting at the box labeled I gives a de Bruijn sequence 1, 3, 3, 2, 2, 3, 1, 2, 1.
Notice that all nine strings 11, 1 2, 13,. . ., 3 3 occur along this [circular] sequence.

9.1 Answers
1.

(a) P(B.) = P(R.) = P(E)

3.

IS, LI

P(Bo n R,) = P(Bo n E) = P(R n E)= 4 .

are dependent, since P(S n L) =

whereas P(S)* P(L)=

,

IS, E) are dependent, since P(S n E) = 336', whereas P(S) P(E)
IL, El are dependent, since P(LIE)
5.

No. P(BIA)=

7.

(a) 0.25.

9.

, whereas
P(B) =
2

.15
-5

36

636'

0 0 P(L). Similarly for IL, G}.

)=

2-

5.-

(c) No, P(AIB) = 0.25 0 P(A).

(a) 13 z20

35

(c) 13 .8

+ 18

3li

24

Equivalently, view this as drawing 2-element subsets. Then the answers are
(a)

(

s 3

(I1

5

55'

'(121)-

11. (a) 4 5.3. -1305-2-

(c) P(Bn U]) = 1 - =

2

2
(c) I - 48525150
47.

0.00018.

13. (a) P(B) = I . + I

(c) (38 =

+ 1

4

0.217.

9 47

2.

15. (a) &.
17.

(a) P(C) = P(E)
* P(CIE)+ P(F)
* P(CIF)+ P(G)*P(CjG)= 0.043.
(c) 1.

19. (a) P(D) = P(Nc n D) + P(Nn D) = 0.0041, so P(NCID)= P(N(nD)
_=0004
0.9756.
P(D) -0.0041
0976
(b) Since P(NC) = 0.044, P(N) = 0.956, so P(Nn D') = P(N) -P(N n D) = 0.9559. Hence
P((NC n D) U (N n DC)) = 0.004 + 0.9559 = 0.9599. This is the probability that the test
confirms the subject's condition.
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(c) P(DIN') =P(DnN') = 0.004 a: 0.091. Thus the probability of having the disease, given a
positive test, is less than 0.10. The following table may help clarify the situation.
D [diseased]

DC [not diseased]

0.004
0.0001

0.04
0.9559

N' [tests positive]
N [tests negative]
21.

-(I

(a)

-

q)'. We are assuming that the failures of the components are independent.
=
1
0.632 because lim 0 (I -)f
t
0.634. This is close to I-

(b) I-(0.99)100

(c) I-

(d) 1-(0.9)100.a 0.99997.

(0.999)1°°; 0.0952.

- 02
.55.
=
23. (a) (25) = 205938

25.

No. For example, toss a fair coin three times and let Ak = "kth toss is a head." Then AI, A 2, A3
are independent, but AI n A2 and A, n A3 are not. Indeed,
P(Ai

n A 3 1Ai

A 2 ) = 224

-

P(Ai

n A 3 ).

27. (a) No. If true, then A and B independent and B and A independent would imply that A and A
are independent, which generally fails by part (b).
(c) Absolutely not, unless P(A) = 0 or P(B) = 0.
P#(E)

29.

P(ES)S)
P(E n S)
P(FnS) = P(F n S)
P(S)

P(EIS)

(a) P*(F) = P(FIS)

9.2 Answers
1.
3.

(a) (3,4,5,6 ... , 17, 18).
(a) Using independence, we get P(X = 0) - P(Y = 2)

(c) (4-+ 14) (14+ -2) = 28
5.

(a) (0,1,2,3,41.
(c) Fork = 0, 1, 2, 3, 4, the answers are I 8 1,5,

7.

(a) Value set for D is 10, 1, 2, 3, 4, 51 and for M it is {1, 2, 3, 4, 5, 6).
9 = .Since {D < I and M < 3} has 7 elements,
(c) P(D < 1) = 16 = 4 and P(M < 3)
P(D < 1 and M <3) = 36

9.

=
The value set is {2, 3, 4, 5). P(X =2) = ()
520 = F2 Similarly, P(X = 4) = 5 and P(X =5)-

11.

The value set for Wis{1, 2, 3....

etc. In general, P(W = k)

=P. P(W

(6)k

1 ,

)I=,

respectively.

and P(X
P(W

=2)
6

3) =

6 . 1, P(W

=

3)=- 66 5.

6'

for k E P.

I

(a) (0.9) 10 zt 0.349.
15. (a) I- (0.98)50 z 0.636.
17. Suppose XE and XF are independent. Since E n F = {XE = I and XF = 11, we have
13.

P(E n F) = P(XE = I and XF = I) = P(XE = 1) P(XF = I) = P(E) P(F),
so E and F are independent.
Now suppose that E and F are independent. Since the value sets for XE and XF are both {0, 1),
we only need to check that
P(XE = k and XF =I) = P(XE = k)

Since the pairs {E, F), {E, F'C, (E,
page 358], we have

P(XF =I)

for

k, l E (0, 1).

F}, and (EC, F'} are independent [see Exercise 20 on

P(XE = I and XF = 1)= P(E n F) = P(E) P(F) = P(XE = I) P(XF = 1);
P(XE = 1 and XF -0)

= P(E). P(FC) = P(XE = 1). P(XF = 0);

and similarly for P(XE = 0 and XF = I) and P(XE = 0 and XF = 0). These four computations
show that the random variables XE and XF are independent.
9.3 Answers

1.

(a) E(X) = (-I) -

+ 0 g+ I

+2. 52=4
+

(c) E(3X+2)=3. E(X)+2=3. 4+2-4.4.
3.

2

4

2

2

+tO 1 + I
+ 16 2
(2)2 = 14so
= I
14/5 - 1.67.
+I 4+4.~-/ =
1-+2j2 = 5 and gtx+y = 1'x+I1y = 52AISOaX =°
Iy= 0 .+I
jux
Since X and Y are independent,
- (4)2 = , so ax = /'T/4. Similarly, oy = \//4.
Using Theorem 4, V(X

) = E(X

) -(E(X

))

2

for X is
5.

V(X+Y)= V(X)+V(Y)= 'H, So Cx+Y=

1/
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7.

(a) The answer is rather obviously 3.5. To confirm this, use the answer to Exercise 9 on page 366,
and calculate Zk=2 k P(X = k) = 7/2.

9.

(a) The mean deviation is y6=1 I k- 3.51 -=
[2.5 + 1.5 + 0.5 + 0.5 + 1.5 + 2.5] = 1.5, a bit
smaller thanar
1.71.
E(X) = 5/13. Note that X = Xi +X 2 + X 3 +X 4 + X5 , where Xi = 1 if the ith card is an ace
and Xi = 0 otherwise. What is E(Xi)?
(a) Let W be the waiting time random variable. If we imagine that all five marbles are drawn from
the urn, then it is clear that the blue marble is as likely to be the first marble as it is the second
marble, etc. That is, P(W = k) =5 5 for k = 1, 2, 3, 4, 5. [These equalities can also be easily
i]Thus E(W) = ( +2+3+4+5) = 3.
verified directly. For example, P(W = 3) = 44 1
so
we
expect
to wait 5 draws on average to get
marble
on
each
draw,
(b) We expect i th of a blue
the blue marble. To verify this mathematically, let W be the waiting time random variable so
I k(4)'-1 * 5, which turns out to
that P(W = k) = (4)k-I . I for k > 1. Then E(W) = .`
be 5.
(c) It doesn't take as long to get to the blue marble if we keep removing red ones.

11.
13.

15. The mathematical expectation is $500,000 in the first case and $600,000 in the second case. From
the strict point of view of maximizing expectation, one should prefer the 20 percent chance of
winning $3,000,000. However, most of us would take the first choice because we regard the value
of winning $1,000,000 as much more than one-third of the value of winning $3,000,000. In other
words, we don't consider the dollars after the first million to be as valuable as the first million. A
theory of "utility" takes this weighting of values into account.
17. (a) The expected number of hits at each official attempt is 1, so the expected number of hits in 10
official attempts is 10/3. This is using the "nonsensical" approach used in Exercise 12.
I-(0.017 + 0.087 + 0.195) = 0.701.
most 2 hits)
(c) I -P(at
(Ix + a) = X - Ax. Hence, bythe
19. Let Y = X + a. Then /ty = Apx + a, so Y- A y = X + adefinition,
V(X + a) = V(Y) = E((Y _ _y)2) = E((X
By Theorem 1, E(aX) = a

2

2

2

E(X) and E((aX) ) = E(a X )

2
V(aX) = E((aX) ) -E(aX)

2

2
2
= a . E(X )

-

a2

gx)2) = V(X).
a2 . E(X 2 ). So, by Theorem 4,
2
2
E(X) = a

21. (a) As = E(S) = Y" 1 E(Xi) = nlu and, by Theorem 6, V(S) =
as =

n

V(X).
V(X 1 ) = na 2 , so

or.

(b) Use Exercise 19.

9.4 Answers
12, Fs(k) is

1 3 6 to i5 21 26 30 33 356 36
36'1 36'1 36'1 36', 36' 36' 36'1 36'1 36'1 36' 36

1, respectively
rsetiey

1.

For k = 2, 3, 4, .

3.

interesting numer36 = 1, respectively. Note theeitrsignmr
4 36'19 36'1
t6, 256
For k = 1,2, 3, 4, 5, 6, F(k) is _36 36
36' 36
ators. Can you explain this phenomenon?

5.

66 for k E P. For k
F(3)
66epctey
F(2)
36
36(2
k
e
P.
=
I-(5)k
for
one
can
show
F(k)
671 . Using a geometric series,

F(4) =
7.

1, 2, 3, 4,

The answer to Exercise lIon page 366 gives P(W = k) = (6)k 6
F(l)
125, respectively. So
56 2-16'
25 , T2these probabilities are 66' 36'
oFl

-

216'

,9and

Use the probability axioms on page 190 and the Theorem on page 191.
and F(y) = P(X <y) < P(Q) = 1 for yE R.
(a) F(y) = P(X <y) > P(0) =0
(b) If yj < Y2, then {X < y I C (X < Y2), so F(yj) = P(X < yi) < P(X < Y2) = F(y2 ). Why

can't we conclude F(yi) < F(y2 )?
9.

(a) F(69) -F(64) .t. F(0) -F(-1.7)
(c) I - F(72) = I -F(l) - 0.159.

, 0.455.

11. Use Exercise 10.
77
(a) F(7700) = F( °°7s750) ;F(2.7) , D(2.7) - 0.996.
(c) F(7600) -F(7400) = F(4/3) - F(-4/3) t (P(4/3) -(-4/3),
using the table, but is closer to 0.8176 using a better table.

13. (a) 600.

which is approximately 0.806

(c) [A - 2a, A + 2a] = [560, 6401.

15. (a) Need P(490 < X < 510). Observe , = 500 and a = 21000 2 2 - 15.81, so IO z 0.632a.
< X < , + 0.63cr)
( (0.63) -d(P-0.63). This
Thus P(490 < X < 510) z P( -0.63a
turns out to be approximately 0.47.
(c) p,= 500, 000 and r = 500, so P(490, 000 < X < 510, 000) = P(, -20cr < X <g+20a) t
4)(20) -4(-20). This is very, very close to 1: 0.9999.. ,where the first 88 digits are 9. For
all practical purposes, the event (490, 000 < X < 510, 000) is a certainty.
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(I =

Note. Each calculation above is a special of case of considering n tosses. Then gt = 0.5n,
npq = 4/i/2, and one needs F(O.5n + 0.01n) - F(0.5n -0.Oln). This is equal to

F(0.02,i/f)- 7(-0.02,fi/)

t~

4(D(.02,l/-) - ((-0.O2,f/H).

17. (a) 13. Note that X = Xl + X2 + X3 , where Xi = I if the ith experiment is a success and Xi = 0
otherwise. So E(X) = E(XI) + E(X 2 ) + E(X3 ) = 2 + 3 + 4.
(b) arx - 0.81.
(c) No; the probabilities of successive experiments are not the same fixed value p.
19. (a) Since y or -y is nonnegative, we may assume that one of them, say y, is nonnegative. Now I
= "area under the bell curve 0" = "area under 0 to the left of y plus the area under ¢ to the
right of y," which equals ¢(y) plus the area under 0 to the right of y. By the symmetry of the
graph of 0, the area under 0 to the right of y is equal to the area under P to the left of -y,
i.e., to tD(-y). So I = 4)(y) + 4(D-y).
21. (a) Since X is normal, the cdf F of X is equal to 43. By Theorem l(b) on page 380, F(y)

9.5 Aniswers
1.

2.

(a)
(b)
(c)
(a)
(b)

1, 0.5, and 0.25 [= P({HHT, HTH})], respectively.
Yes. P(A n C)
1 = 1 . = P(A)P(C).
One possibility is that Y counts the number of heads in the first two tosses.
314.
This is a standard Bayes' Theorem problem.
2

12

P(B)P(RIB)
P(B)P(RIB) + P(BC)P(RIBc) =

2 + 3 . 3

P(A n B)].

3.

(a) 0.12 [= P(B) . P(AIB)I and 0.58 [= P(A)
(b) No, since P(AIB) $ P(A).

4.

(a) With self-evident notation, we use the Total Probability Formula on page 356 to obtain P(W)

-

P(Ul) . P(WIUI) + P(U 2 ) . P(WIU2 ) = I.

I +

(b) By Bayes' Formula on page 356, P(UI W) = P(U

5.

6.

W)

-

7
-=

14

7/=

(b) Might.
(a) Might.
(c) False, because P(B)/P(A) is bigger than 1.
(d) Might, e.g., if independent.
(e) True, since P(Ac) = I- P(A).
(f) True, by the Total Probability Formula on page 356.
P(BIR) = 1/17. The reason is that
P(BIR)

-

P(B n R)

P(B) . P(RIB)

P(R)

P(B) P(RjB) + P(BI) . P(RIBc)
33
4

13.
13 4

3+

-

7.

- .5 =

(a) P(X = 0) =

= 1/56, P(X =

L

+12

12. I -

1)

-

-

3

1

3 +48

17

()O= 15/56, P(X = 2) =

(s)

= 30/56.

(3)

(3)

(13)

= 10/56. Check by summing the answers to parts (a) and (b).

(b) P(X = 3) =

-

1

(31)

(c) E(X) = 0 5g + I 5 + 2. 35 + 3 .6 = 15 = 3.
2
10 = 225,
so V(X) = E(X
+22 .305-6 +32 5-6
(d) E(X )= 0 56 +. 15
56'
56
225 - 0.S0.

2

2

= 225
225
)-(E(X))
56- (

(e) No; X+Y = 3, so the bigger X is, the smaller Y is. For example, P(Y = 3) = P(X = 0) = 516'
but P(Y = 31X = 3) = 0.
63
56- = 1.125.

8.

(f) E(Y) = 3-E(X) =
Let G be the event that
selected, and N the event
1 and P(NIB) =
2
2-1+29 -

-

the good shipment was selected, B the event that the bad shipment was
that no defective set was selected. We want P(GIN). We have P(N IG) =
92 By Bayes' Formula on page 356, P(GIN) = P(G) P(NJ)+P(NIB)P(NB; =
P-

1

(a) L = 1, P(900 < X < 915)
10. (a) 0.9 [= 0.7 + 0.2].
9.

t

0.341

[= 4)(l)-4(0)].
(b) 0.62 [= 0.7 x 0.8 + 0.3 x 0.2].

(c) 0.86 [= 0.62 + 0.3 x 0.8 = I - 0.7 x 0.21.
(d) It's a step function that's 0 to the left of 0, jumps up to 0.24 at x = 0, jumps to 0.86 at x = 1,
and then jumps to I at x = 2.
2
(e) 0.37. First reason: E(X ) = OxO.24+1 xO.62+2 2xO. 14 = 1.18, so V(X) = 1.1 8-0.92 = 0.37.
Second reason: Say XI counts successes for the first experiment and X2 counts them for
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the second. By Theorem 7 on page 373 with n = 1,we have V(XI) = 0.7 x 0.3 = 0.21,
V(X 2 ) = 0.2 x 0.8 = 0.16. Since the experiments are independent, V(X) = 0.21 + 0.16.
(f) Independence doesn't matter in part (a), since E(Y + Z) = E(Y) + E(Z) in general, but in (b)
we need it in order to be sure that P(XI = I and X2 = 0) = P(XI = 1) P(X2 = 0), and
similarly with XI and X2 reversed. [We also used independence in the second argument for
part (e).I

11. (a) (43).
(b) pq =

4I [= 27, a little less than a half].

36

4

z

310

(c) 300.
k

400

k

(40
(3
I(¼ k=290 k
4)
4)
(e) Since individual attempts are independent, V(X) = 400V(Y), so by part (a) V(X) = 400. 136
75, and thus ox = V(X) = 5v. Or one can quote the theorem on binomial distributions

(d)

that says that axx = inpq

400 x 4 X 4

5=/3_,

so 290 < X < 310 is equivalent to 290 30 < X < 310 300
5V/3
5V/3
Thus L = 10 = 2 [e 1.15].
(g) P(290 < X < 310)
4(I.15)
CF
CP(-1.15) t 0.87 - 0.13 = 0.74. [With a better table, we
found that the value is about 0.75. The amazing thing is that we get such a large value-nearly
three-fourths of the time she will shoot between 290 and 310 baskets, whereas the probability
that she will get exactly 3 out of 4 baskets is only about a half. It's almost certain that she will
shoot between 250 and 350 out of 400.]
(f) X

-

X

i,,g = 300, and or

12. (a) P(X = -1) + P(X = °) - -1

(b) P (X =

(c) P(Y = 1) + P(Y = 2) =

1)=8

(d) 2 by part (a).

(e) P(X < 0) P(Y < 0) = 2 8
1-6 Used independence.
(f) I-P(X > Oand Y >0)
I-P(X > 0) P(Y > 0) = 12- I
19 Used independence.
(g) I -P(X+Y =4)=1 -P(X=2 and Y =2) - I P(X = 2) P(Y = 2) = 1 _= 63
Used independence.
(h) E(X)=-I
+° 0
+ 1 83+22
1
(i) Since E(Y) = E(X)
2, E(X -3Y)
E(X)- 3. E(X) = -1.
(j) By independence and Theorem S on page 372, E(XY) = E(X). E(Y) =
(k) E(IXI) = I 8 +°0
+ I 38 + 2 88 = 44'
8
8
(I) E(X2)
=I
8
+
°
8+
I 83+ 4 8 = 1, so V(X) = E(X2) _(E(X))2
I 4I-=34
(I)8
4(m) By independence, Theorem 6 on page 372, and Exercise 19 on page 374, V(X- 3Y)
V(X)+
V(-3Y) = V(X) + 9V(Y) = lOV(X) = '2
(n)

I/V(X + Y) =

13. (a) (6)3

>V(X) + V(Y) =

2. V(X) =

-i6.

Used independence as in part (n).

.

(b) 6. The "nonsensical" method in Example 4 on page 369 works here: You can expect 1/6 of a
failure on each trial, so a whole failure on the sixth trial.
14. (a) (0, 1,2, 3,4}.
(b) The function is 0 to the left of x = 0; then it jumps to 2 at x = 0 and is I to the right of
x = 0 and to the left of x = 2. Finally, it jumps to I at x = 2 and remains at that value to the
right of x = 2.
(c) It means that
P(N E I and D E J) = P(N E I). P(D E J)
for all intervals I and J. Equivalently, since the sample space in this case is finite, it means
that
P(N

xandD=Y)

P(N=x) P(D=y)

for all x in (0, 1, 2, 3, 41 and y in (0, 1}.
(d) 2.5 [= E(N) + E(D) = 2 + 0.5].
(e) 0.375 [= (4)/16 = 3/8, since E(N) = 2].
15. (a) E(S) = nop = 18000 66

3000.

(b) or =
= +/18000
1p
6.6 - 50.
(c) We use S for the normalization of S. Then P(17900 < S < 18200)
P( 17900- 18000 <
18 2 0 0 1 80 0 0
) = P(-2182001800050
< S < 4) t 4)(4)-4 (-2) 1- 0.023=0.977.

'<

(d) We assumed that the tosses were independent, so S is a binomial random variable.
16. (a) This follows from independence and the fact that (E x 22) n (Q.I x F) = E x F.
(b) C is the event "the suit is a club," F is the event "the value is four," and C x F is the event
"the card is the four of clubs." Also, P(C x F) = si2 and the product is 4 - .
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(c) Q I is the set II, 2, 3, 4, 5. 6) of possible values of the black die. Q2 is the same set of possible
values of the red die. Also, B, = 11,2,3), R2 = i5, 6), P(B n R) = P(Bi x R2) =
and the
product is 2 3

10.1 Answers
1.

(a) Since the operations v and A treat 0 and I just as if they represent truth values, checking the
laws I Ba through 5Bb for all cases amounts to checking corresponding truth tables. Do enough

3.

We have

until the situation is clear to you.
(.v ! ) A (X' A

5')

[x A (x' A

')] v [y A (x' AV')]

distributivity

[V' A (x A x')l V lx' A (y A V')l

associativity and

commutativity
[y'A 0V[x'A0]

5.

(a) la, c, d) = (a) U {c) U {d).
(c) J = J0. v,. v f, where f,, f. f/
o b c d e
.f.

II
0

f

()
0
0

()
()
0 (J
I01

=Ov=O

0.

are defined as follows

()
0
0

Note the similarity among parts (a), (b), and (c).
7.

(a) The atoms are given by the four columns on the right in the table.
x
y a b c d

o

0

1

0

0

0

o

I
0
0
I
0 (
0
I
I
0( 0 0
(c) In the notation of the answer to

0
(0
1
part (a), h = a v h v d.

11, 2)

f(If

(1,1)

9.

(a)

(21

11.

(a) If a < x or a < y, then surely a < x vy by Lemmas 4(a) and 3(a). Suppose a < x v y. Then
a =aA (xV v) = (a
x)V(a Ay). One ofa AX and a Ay, say a AX, must be different
from0.ButO<aAx<
r,soa AX
aandoa<x.

(c) (1,0)

0

(0, I)
(0, 0)

(c) a < I =
xV X', so a < x or a < x' by part (a). Both a < x and a < x' would imply
a < x A x' = 0 by part (b), a contradiction.

10.2 Answers
1.

X'V'7 v X'V'Z v xyZ'.

3.

x

(a)

(b)

xy

z'

xyv'

(c)

(d)

I
0

I
0

I

)0
0 (

0
I

0
0

0

1

I

0

0

0

1

()

I

I

()

O

(

I

I

(0

(

0

1

1
1
I

0
1
I

1
0
I

0
I
I

0
I
0

0
I
I

I
I

(a) -vyz' VAxyz
(C)
V5"
A VZ. V XY'

5.
7.

(a) Xi 2X3X4 V XI X2X 3 X4'

9.

X' V,V

V XV7. VAy-

(a) -VI. s'.Note V VV"

X1 A2X3X 4.
VY V yV'7VV

VAXCz VXv Iz'-X'v'7VX'Y'7'Vvxyzvxv'z'.

so' wegt7V'

c

yz

v? vc
vz

vI and similarly y'

x'z'

y.

Nowx.'y'z vzxyz z and x'v'z'vxy'z'y V V'Z) (y 'z v y'z') =z vV y. This expression

can also be obtained from a table of the corresponding Boolean function. The expression is not a
single product of literals, by Exercise 12 [its function has the value I in more than four places], so
any equivalent expression as a join of products ot literals has at least two products, with at least
one literal in each product. This the expression z y' is optimal.
11. (a) Find the minterm canonical form for E'. Then hind E= (E')' using De Morgan laws, first on
joins and then on products.
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13. (a) The Boolean function for x'z V y'z takes the value 1 at three elements in H3. The Boolean
functions for products of literals take the value I at 1, 2, or 4 elements in B3 by Exercise 12.

10.3 Answers
1. (a) {[((xy)z)' V x'] V [(z V y')']1' simplifies to xyz with a little work.
3.

(a)

=T

5.

(a)

7.

(a) S-= ,
(c) 5=0,

9.

(a)

:

Y

Co =0.
Co = 1.

x

x

(c)

Y

VY

Y~x

11.

13. It is convenient to view the result as valid for n = 1. Apply the Second Principle of Mathematical
Induction. A glance at a piece of Figure 8 shows that the result is valid for n = 2. Assume the result
is true for all j with I < j < n. Consider k with 2k-1 < n < 2k, and let n' =2k-l, n" = n- 2 k-' .
By the inductive assumption, there are digraphs D' and D" for computing xi E
... E3 xn, and
Xn,+] E .
Xn. D' has 3(n' - 1) A and v vertices, and D" has 3(n" - 1) A and v vertices.
Also, every path in D' and in D" has length at most 2(k -1). Now create D as shown.

D

A

D has 3(n' - 1) + 3(n"- 1) + 3 A and v vertices, i.e., 3(n -1)
path in D has length at most 2(k - 1) + 2 = 2k.
15. (a) The Boolean function for El e E2 is f = fi E f2, where

such vertices. Moreover, every

f(al, a2, .* , a.) = fl(al,a2, ... ., a.) E f2(al, a2,

a.)

for each (al, a2 . , an) in Bn. This function has value 1 if exactly one of fl (a,, a2 .
an)
and f2(al, a2, . .. an) does.
(b) The result is clear for the Boolean expression x1,since the corresponding Boolean function is
I at (a1, a2,. . ., an) if and only if aI = 1. Assume that the statement is true for 1 < m < n,
and consider the Boolean function f for
(xi (ED X2 E) ...

E)x.)

E) xm+i

By part (a), there are two cases where f takes the value 1. This happens if the Boolean function
for x1 E X2 3 (D. Xm takes the value I and the one for Xm+I takes the value 0, in which case
am+, = 0 and an odd number of the values at, a2, . . , am are 1 [by the induction hypothesis].
This also happens if the Boolean function for xJ EDX2 & ... E Xm takes the value 0 and the
one for xm+l takes the value 1, in which case am+l = 1 and an even number of the values
a1, a2, . . ., am are 1 [again, by the induction hypothesis]. In both cases, an odd number of the
values a1, a2, . .. , an, am+] are 1. A similar argument shows that f takes the value 0 when an
even number of the values a1, a2, . ., am, am+I are 1.

590 Answers and Hints
10.4 Answers
1.
3.

xyz V xyz' V xy'z' V xy'z V x'yZ V x'y'Z = x V Z.
xyz v xyz' v xy'z v x'y'z' v x'y'z= xz v xy v xty' = xy V y'z V x'y'.
I1-1
I

5.

(a)

x

x
yz

yze

Yz'

U-

x
7.

y'z

(a)x

yZ

yz

-FI
[1 I

A

I IV

I
Each two-square block is essential.
9.

I IV 1

1,4M 1

x'

y'z

I afi

W, I

(c)

y'z'

I

1 MM

I

!PJ

Each one-square block is essential.

(a) z' v xy v x'y' v w'y or z' v xy v x'y' v w'x'.
(c) w'x'z' v w'xy' v wxy v wx'z v y'z', not w'x'z' v w'xy' v wx'y' v wyz v wxz', which also has
five product terms, but one more literal.

10.5 Answers
1.
3.
5.

One solution is to set S = (1, 2, 3, 4, 5} and define O (xI, X2, X3, X4, X5) = {i C S: xi = 1).
(a) No. A finite Boolean algebra has 2" elements for some n.
(b) No, since IBOOL(n)l = 22". For example, 8 does not have this form.
In each part, each of the maps is a one-to-one correspondence; see Example 4 on page 114. Thus
we only need to verify properties (I)-(3) defining a Boolean algebra isomorphism.
(a) For U, v E B2, let x = 01 (u) and y = 0-l (v). Then ,- (u V v) = 0- 1(O(x) V ¢>(y)) 4, '(0P(x v y)) = x v y = -lt (u) v
'-'(v)
and, similarly, 4-1 (U A V) = 0-1 (U) A 0-1 (v).
Also 0-1 (u') = 0-1 (0(x)') = 4,-1 (0(x')) = x' = 0-1 (u)'.
(b) Let = 02 o 01 . Show 4(x v y) = 0(x) V 0(y) and ¢(x A y) = 0(x) A ¢(y).

7.

(a) 0(1)
0 and 0(7) = I define a Boolean algebra isomorphism 4: D7 -+ B. One way to see
that 0 preserves the Boolean operations v and A is to make tables for D7 like those in Figure I
on page 390 and compare. Also 1'
7 and 7' = I in D7 , so

,(1') = 4,(7) = I = 0' = 4(1)'

and

0(7') = 0 (1) = 0 = 1' = 4(7)'.

Alternatively, if you show that D7 is a Boolean algebra, then it must be isomorphic to B, by
the Remark after the Theorem. What are the atoms here?
(c) D5 has 4 elements. However, 2 and 4 have no complements in D8. For example, if 2' = z,
then 2 A z = I implies z = 1, whereas 2 v z -8 implies z = 8.
9.

(a) x < y - x vy = y <=vy)0
(
y) =0(y) ~= ~)v (y) = (y) Q (x) <0(y).
(b) Suppose that a is an atom in B1. Then a 7 0 in B1, and so ¢(a) = 0 in B2, since 0 is
one-to-one. If 0(a) weren't an atom, then there would be z in B2 with 0 < z < 0(a). Since
04 is a Boolean algebra isomorphism [Exercise 5(a)], part (a) would yield

4-l(0) < 0 I(z) < 0-t(((a)),

i.e.,

0 < 0-i(z) < a,

contradicting the assumption that a is an atom in BII. For the converse, suppose that 0(a) is an
atom in B2 . Then, from above and Exercise 5(a), 4- 1(04(a)) = a is an atom in BI.
n
11. (a) It suffices to consider ([ai, bi)},i, and show that each union U[ai, bi) can be written as a
finite disjoint union of such intervals. This is obvious for n

-

1. Assume it has been done

n-l

for UL[ai, bi); in fact, we can assume the intervals [al, bl), . . ., [an-I, bn-0)are disjoint. If
i=l

[an, bn) intersects none of these sets, we're done. Otherwise, let

I = i :I

<

i <n-

and [aibi)nf [anbn) #0),

a* = min({ai: i c I} U {an}),
b* = max(fbi: i E 1 U b}J),

10.6
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and observe [ar, bn) U U[ai, bi) = [a*, b*) so that
iEl

[a*, b*) U {[a
1,

b/) :i 1, 1 < i < n -1

n

expresses U[ai, bi) as a disjoint union of intervals of the form [a, b).
i=1

(b) Since A inherits the laws IB, .
5B from the Boolean algebra P(S), you only need to show
that if X and Y are in A then so are X U Y. X n Y. and X'.
(c) A has no atoms since nonempty members of A always contain smaller nonempty members
of A. For example, [a, b) contains [a, 1 (a + b)).
13. (a) 0 t (x V y) = 0-'(fJ(a) v 0(b)) = 0- 1(6(a v b)) = a v b = 0 - 1(x) v f - 1(y).
(b) Yes. Its inverse, of course, is 0.
(c) If c < d, then d = c V d, so 0(d) = 0(c v d) = 0 (c) V 6 (d), and thus 0(c) < 0(d).
(d) Repeat the argument for part (c) with 0-1 in place of 0, using part (a).
(e) Since 0 maps onto B2, there is an e in B1 with 6(e) = 02. Hence
6(01) = 6(01) v 02 = 6(01) V 6(e) = (Oi v e) = 6(e)

= 02.

(f) Say O(f) = 12. Then
0(

==0)
6(l

v

f) =

(1)

v6(f) = 06() v 12 = 12.

1
A 6(g') < 0(g), so, by part (d), 0 (0(g) A 0(g')) < 06 ((g)) = g. Similarly,
(6(g) A 0(g')) < g'. Thus 0-1(0(g) A 6(g')) = 0, so 0(g) A 0(g') =(0)
= 0, by part (e).

(g) We have 0(g)
1

0

(h) By part (f), O(g) VO(g')= O(g Vg') = 6(l) = I.
(i) This follows from (g), (h), and Lemma I on page 392.
(j) Use part (i) and the De Morgan law twice, once in B1 and once in B2.

10.6 Answers
1.
2.
3.

(a) (0, 1, O.O).
(b) (O.0, 1,O).
(c) (1, 1, 1, O).
(xvz)y' = xy' vzy' = xy'z vxy'z' vxy'z vx'y'z, so removing a duplicate gives xy'z vxy'z' vx'y'z.
(a) (1,,0,())V(0,,O, 1).
(b) (I,0,0)v(0,O, 1).
(c) (0,0, 1,(,0,)v (0,0,, 1,0).
(d) (1iv 3}.
(e) xy'z
[it's already an atom].

4.

(a)

(x v z)(y' V (xz)) = xy' V zy'xxz V zxz
= xy'z V xy'z' V xy'z V x'y'z V xyz V xy'z
= xy'z V xy'z' V x'y'z V xyz,

after eliminating duplicates.
yz

(b)

x

yz'

+

y'z'

y'z

+

+

S.

(0, 0, 0), (0, 0, 1), (0, 1, 0), (0, 1, 1), (1, 0, 0), (1, 0, 1).

6.

(a)

(xy v z')(y v z) = xyy v xyz V yz' Vzz' = xy V Xyz V yz'
= xyz V xyz' V xyz V xyz' v x'yz'
= xyz V Xyz' V x'yz'.
I

Ix

(c) The optimal expression is wy v x'y' v xz [not wx' or y'z].

7.

(a)

x

(b) xy' V x'z.

x'

8.

9.

(a)
(b)
(c)
(a)
(b)
(c)

xyzw' is one.
24 = 16.
Yes. Every finite Boolean algebra is isomorphic to some B". [In this case n = 16.]
(p((O, 0)) = 0 and ((1, 1)) = la, b}.
6((0, 0)) = 0, f((l, 0)) = (b}, f((0, I)) = (a), and O((l, 1)) = la, b}.
2.
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10. A little algebra gives f = ((x v y')' v x v z)' = (x'y v x v z)' = (y v x v z)' = x'y'z'. One solution
is shown, and you could also use two AND gates with negations on the inputs x, y, and z.
x
Y
z
11. The optimal expression is wy v w'z' v wx'z. [Don't use the yz' block.]
12. (a) The best one can do is wy' v wxz v wx'z' v x'y'z v xy'z', since each of the 2-square blocks
must be used.
(b) wxz V wx'z' v x'y'z v xy'z'. The 4-square block isn't needed.
(c) This is another example where greed does not pay.
13. (a) (y(x v z)) v xyz

=

xy

V

yz

V

xyz

=

xy v yz, so one circuit is

x
Y

z
(b) Yes. Since xy V yz = y(x V z), we can get this with an
x

OR

and an

AND

gate as shown.

Y

z
14. (a) Two examples are P({1, 2, 3, 4, 5)) and FUN(Ql,2, 3, 4, 5}, B).
(b) 3! = 6. [Watch the atoms.]
15. There are none; see the Theorem on page 419.
16.

to(0 )

= (0, 0), p({aa) = (1, 0), *p({b}) = (0, 1), qp(fa, b}) = (1, 1), or interchange (1, 0) and (0, 1).

11.1 Answers

1.

(a)

3.

(a)h,o, p,q,r,z.

Supply labels

(c)BandC.

(e) f, z, p, does not exist.
5.

(a) Yes. a v b = lub(a, b) = max(a, b}, a A b = glb(a, b) = min{a, b}.

(c) 73.
7.

(e) /7-3

(a) Suppose that -< is
Then x -< x, so x
y >- z, then y -< x
(b) Clearly, x -< x, so

a partial order on S and that >- is defined
>- x. If x >- y and y >- x, then y < x and
and z -< y, so z -< x and thus x >- z. Thus
(R) holds for <. If x -< y and y < z, there

x=y=z,

x=y-<z,

x -<y=z,

by x >- y if and only if y -< x.
x -< y, so x = y. If x >- y and
>- satisfies (R), (AS), and (T).
are four possible cases:

and

x

Show that x -< z in each case, so (T) holds.
9.

Not if E has more than one element. Show that antisymmetry fails.

11. (a) Usexvy=yvxandxvx=x.
v a b c d e
a
b
c
d
e

a
e
a
e
e

f

e a e e a
b d d e b
d c d e c
d d d e d
e e e e e
f
a b c d e f
13. (a) No. Every finite subset of N is a subset of a larger finite subset of N.
(c) lub[A, B} = A U B. Note that A U B E F(N) for all A, B E F(N).
(e) Yes; see parts (c) and (d).

y-<y-z.

11.2 1 Answers
15. (a) Only <. < is not reflexive and
, -

-<
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is not antisymmetric.

-

-

/

\

(c)
\

/

\

/

17. See Figures 2 and 7 or Exercise 16 for two different sorts of failure.
19. (a) Show that b satisfies the definition of lubfx, y, z}, i.e., x -< b, y -< b, z -< b, and if x <c,
y - c, z - c, then b -< c.
In detail: Since lub(x, y) = a, x -< a. Similarly a < b, so x < b by (T). In the same way
y -< b, and since lub(a, z} = b, we have z < b.
Now suppose x -< c, y -< c, and z
c. Then c is an upper bound for x and y, so
a - lubjx, y) < c. Then c is an upper bound for a and z, so b = lubla, z} -< C. Thus b -< c
for every upper bound c of (x, y, zi, and we conclude that b = lubtx, y, z).
(b) Show by induction on n that every n-element subset of a lattice has a least upper bound.
(c) Use part (a) and commutativity of v: (x v y) v z = lubix, y, z) = lub(y, z, x) = (y V z) V x
[by part (a) again] = x v (y v z).
<

11.2 Answers
1.
3.

(a) (1, 1), (1, 2), (2, 2), (2, 3), (2, 4), (3, 4), (4, 4) is one example.
(a) (0, 0), (0, 1), (0, 2), (1, 0), (1, 1), (1, 2), (2, 0), (2, 1), (2, 2).
(c) (3, 0), (3, 1), (3, 2), (4, 0), (4, 1), (4, 2).

5.

(a) 000, 0010, 010, 10, 1000, 101, 11.

7.

(a) No. If w E E*, then w sLL wu for every u c E*.

9.

(a)

(c)

11. Yes. If a -< b, then lub(a, b) = b and glb(a, b) = a.
13. (a) Transitivity, for example. If f -< g and g -< h, then f(t) -< g(t) and g(t) -< h(t) in S, for all t
in T. Since -< is transitive on S, f(t) -< h(t) for all t, so f < h in FUN(T, S).
(c) f (t) -< f (t) v g(t) = h(t) for all t, so f -< h. Similarly, g h, so h is an upper bound for
(f, g). Show that if f < k and g < k, then h -< k, so h is the least upper bound for (f, g).
15. (a) 501, 502, ... ,1000.
(c) Yes. Think of primes or see Exercise 17.
<

17. Consider a maximal chain al

-<

a2

-<

-<

a, in S. There is no chain b

-<

al

-<

a2

<

<

a, in

S, so there is no b with b -< al. That is, al is minimal. [Finiteness is essential. The chain (Z, <)
is a maximal chain in itself.]
19. Antisymmetry is immediate. For transitivity consider cases. Suppose

(sl,,... , Sn) -< (ti, ... ,tn,) and (ti, ... , t.) -<(ul,.. ,Uj
If sI -<I tr, then SI -<I t1 -I ul, so (sj, ... ,S,) -< (ul,... ,un). If sI = ti.
Sr-l = tr-I,
Sr r tr, if ti = ul, . . ., tp- = up-i, tp -<p up, and if r < p, then sl = u1, . . ., Sr-1
Ur-1 and
Sr <r tr = Ur; again (si .
s.) -< (ul, .u). The remaining cases are similar.

11.3 Answers
1

(a

3.

The products written in parts (a) and (c) do not exist.

5.

(a)[
I lo
5- ()[11
19]

7. (a)

-8

139

7

14

8

11

(c) [29

.

2 -6
O 0 1

9. (a)[1
a

11. (a) 2.

0 0].
.

4

1 0

(c)

0

0

O)

(c) 2.

0

1 0].
1

26 ]e

[

1

0
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13. (a) M

3

3

20

2

3

2

9

1

2

0

4

0

0

.

(c) fa b, fac,f
bd, f be, fc d, f ce, fhi,
kjd, kje.
15. (a) Simply remove the arrows from Figure 2 on page 440.
(c) d d, ee, d e, ed, bb, cc, bc, cb, j j.
17. (a) I-

=1I.

(c) Not invertible.

19. For I < k < p and I < i < m,
n

n

(BTAT)[k, il = EBT[k, j]AT[j, i]
J=I

EB[j, k]A[i, j].

-

j=I

Compare with the (k, i)-entry of (AB)T.
21. (a) In fact, AB = BA = aB for all B in £12122
(b) AB = BA with B
O
a

0

[ I

0

0 ] forces [ a

]

=

°

°

so

0.SoA

I

Now try B =[0

23. (a) Consider I < i < m and I < k < p, and compare the (i, k) entries of (A + B)C and AC + BC.
(b) If A is m x n, then B and C must both ben x r for the same r. For I < i < m and I < k <r
show (A(B + C))[i, k]
(AB + AC)[i, k].

11.4 Answers
1.

(a) A* A

I

I

I

. Since A * A < A is not true, R is not transitive.

1[100]
(c) Not transitive. Note that A * A

0 1
001

-

F0 0 0]
3.

(a) The matrix for R is A =

I

0|

L
0

1

j

[0001

.The matrix for R2 is A*A

O I O 1
(c) No; compare A and A * A and note that A * A < A fails.

0

1 0

I

O 1

5.

(a) Matrix for R° is the identity matrix. Matrix for R1 is A, of course. Matrix for Rn is A * A for
n > 2, as should be checked by induction.

7.

(a) Af =

0 0gO
0 1
0
1 0 0
[0 100]
0

1

0

and

0

(c) The Boolean matrix for R; is

[

0

I

9.

0

10

0

0

0 10
1 0

0

1

0

0

L 1000
0

0

.

. The Boolean matrix for Rg is

001]0

10

0 1

A, =

1

0
0

0I

.Rg

is a function and R

is not.

0

(a) RI satisfies (AR) and (S).
(c) R3 satisfies (R), (AS), and (T).
(e) R5 satisfies only (S).

11. (a) True. For each s, (s, s) e RI nR 2 , so (s, s) e RI R2.
(c) False. Consider the equivalence relations RI and R2 on {1, 2, 3) with Boolean matrices
Al

I
O

Then Al * A2

=

I

1

11.

0

1

1

I0
0

and
1

A2=

0

1

1

O

1

1

Since (1, 3) e RI R2 but (3, 1) V RI R2, this relation is not

symmetric.
13. Don't use Boolean matrices; the sets S, T, and U might be infinite.
(a) RI R3 U RI R4 C RI (R3 U R4) by Example 2(a). For the reverse inclusion, consider (s, u) in
RI(R 3 U R4 ) and show (s, u) is in R, R3 or R1 R4 .
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(b) If (s, u) c (R1 nR2 )R 3 , there is at such that (s, t) E R, nR2 and (t, u) E R3 . Since (s, t) E RI,
we have (s, u) E RI R3 , and since (s, t) E R2 , we have (s, u) E R2 R 3. One example where
equality fails is given by relations with Boolean matrices

Al

I

A2

°],

I 1,

[

A3

and

]

[

(c) Show that RI (R 3 n R 4) C RI R3 n RI R4 . Equality need not hold. For example, consider RI,
R3 , R4 with Boolean matrices

Al =
15.

I

OI

A3 =

,

0

1,]'

4

I

[

(R)

R is reflexive if and only if (s, s) a R for every s, if and only if A[s, s] = I for every s.

(AR)
(S)
(AS)

Similar to the argument for (R), with (s, s) 0 R and A[s, s] = 0.
Follows from AT~s, t] = A[t, s] for every s, t.
R is antisymmetric if and only if s = t whenever (s, t) E R and (t, s) E R, i.e., whenever
A[s, t] = AT[s, t] = 1. Thus R is antisymmetric if and only if all the off-diagonal

entries of A AAT are 0.
(T)

This follows from Theorem 3 and (a) of the summary.

17. Given m x n, n x p, and p x q Boolean matrices Al, A2 , A3 , they correspond to relations RI, R2 ,
R3, where RI is a relation from ll, 2, . . , m) to {1, 2, . .0 , n1, etc. The matrices for (RI R2 )R 3
and Rl(R 2 R 3 ) are (Al * A2 ) * A3 and Al * (A2 * A3 ), by four applications of Theorem 1.
19. (a) To show that R U E is a partial order, show
(R)
(AS)

(s,s) E RUE forall s E S,
(s, t) E R U E and (t, s) E R U E imply s = t,

(T)

(s, t) E RUE and (t, u) E RUE imply (s, u) E RUE.

To verify (T), consider cases. The four cases for (T) are: (s, t) E R and (t, u) e R; (s, t) E R
and (t, u) E E [so t = u]; (s, t) E E and (t, u) E R; and (s, t) E E and (t, u) E E. The last two
can be grouped together since, if (s, t) e E and (t, u) E R U E, then (s, u) = (t, u) E R U E.

11.5 Answers
I

I
1

01

].

1.

(a)LO

3.

(11,2, 13).
lI
I
0 0
O I O
(a)
0 010
O 1 0 1 0

5.

- OO

0

(c)

]
1

[

I

I

O

I

0].

0

(e)

I

I

1
0

1
0
1

0
1
0

00
1 0
0 1
1 0

0

0

1

0

1 -

(e)

I

O

I

I

0

I
1

I
1

0

0

1

0

1

1

0

0
0

1.

10 0 1 O
0

1

0

1

7.

(a) r(R) is the usual order <.
(c) rs(R) is the universal relation on FP.
(e) R is already transitive.

9.

(hi, h2 ) E st (R) if hI = h2 or if one of h1, h2 is the High Hermit. On the other hand, ts(R) is the
universal relation on F.O.H.H.
(a) Since R g r(R), t(R) g tr(R). Since E C r(R), E C tr(R). Thus rt(R) = t(R)UE C tr(R).
For the reverse containment tr(R) C rt(R), it is enough to show that r(R) g rt(R) and
that rt(R) is transitive, since then rt(R) contains the transitive closure of r(R). Now r(R) =
E U R C E U t(R) = rt(R), and rt(R) is transitive by part (c) of the lemma to Theorem 3 on
page 456. Thus tr(R) C rt(R).
(a) By Exercise 12(a) and (b), sr(RI U R2 ) = sr(R1 ) U sr(R2 ) = RI U R2 . Thus tsr(RI U R2 )
t(RI U R2 ). Apply Theorem 3.
Any relation that contains R will include the pair (1, 1) and so will not be antireflexive.
(a) The intersection of all relations that contain R and have property p is the smallest such relation.
(c) (i) fails. S x S is not antireflexive.

11.

13.
15.
17.

11.6 Answers
I

1.

9
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2.

(a) Add vertices 8 and 12 to Figure I on page 427; then add edges from 4 to 8, from 4 to 12, and
from 6 to 12.
(b) No.

(c) Yes, 1.

(d) 5, 8, and 12.

(e) 1.

(f) [1,5), {, 3,6, 12), 11,2,6, 12), {, 2,4, 12), and {1, 2,4,8}.
(g) No. For example, lub{8, 12) does not exist in the poset. Compare Example 9(b) on page 431.
3.

(a) 0000 < 0001 < 0011 < 0111 < 1111 or any other chain that adds one atom at a time.
(b) One example is xy < x < x v y < 1. [Since BOOL(2) is isomorphic to 3'4, its maximal chains
have length 5. One could stick 0 on the front of this chain.]

4.

(a) One possibility is a,aa, aab, aaba. There are infinitely many others.
(b) 00, 01, 10, 11 is the only choice.
(c) One example is (0, 0, 0), (0, 0, 1), (0, 1, 1), (1, 1, 1).

5.

(a) 1Bx B with product order is one example.
(b) How about Z with usual <?

(c) The matrix

[

] for the < relation on a 2-element set will do.

01

(d) One possible answer is this.

6.

All but parts (e) and (g) are true. In connection with (e), any partially ordered set with more than
one minimal element fails to have a smallest element. The set of negative integers, with the usual
order, has a largest element, so (g) is false.

7.

(a)
(b)
(c)
(d)

8.

(a)

11, 001, 101, 00010 and 00010, 001, 101, 11.
001, 010, 011, 100, 101
[could leave off 001 and 101].
01, 010, 0100 [could just list 010].
Infinitely many. [Every word that starts with 001 precedes 01.]
I 0 0 I

r

0

0

1

(b) The relation is transitive, since A * A < A.
9.

(a) X, arc, bar, cab, car, bare, bear, beer, care, crab, brace, career, crabber.
(b) A, arc, bar, bare, bear, beer, brace, cab, car, care, career, crab, crabber.
I1-.--2

10. (a)

(b 0

0

0b

(d)

0

0

1

Av (A* A)=

I
.

1
0

1

0

0

0

0

0

0

c

0

0I
1

1

.

[0 1 0 1]
(e) No. It's neither reflexive nor transitive.
11. (a) For instance, (1, 16) and (2, 15) are not related (i.e., comparable) to each other.
(b) The filing order does the job. Let (s, t) -< (m, n) in case s < m or s = m and t < n.
max
12.

X

-amax
and

are two possibilities.

minimumrn
13. Yes. This follows from Theorem I on page 436, since {3, <) is a chain. Alternatively, we need to
argue that if u and v are strings in 117, then either u < v or v < u in the filing order. If u : v,
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then there's a first position in which u and v differ. If u has a 0 there, but v has a 1, then u < v.
If u has a 1, but v has a 0, then v < u in the filing order.
14. (a) a.
(d) No.

(c) g, h, f.
(e) a, e, a, doesn't exist, c, g.

(b) Yes, a.

15. (a) Both equal A. The equality is an instance of a distributive law, which holds in some lattices.
(b) a and 1. Here the distributive law fails.
(c) A, A, x, and y.
16. Here are the answers in a table.
R3
R4
RI
R2
R
S
AS
T
Partial order
Equivalence relation

Yes
No
Yes
Yes
Yes
No

Yes
Yes
No
No
No
No

Yes
Yes
No
Yes
No
Yes

No
Yes
No
No
No
No

I 0 1
I 0 0
1 0 0
and AT=
1
I 0 I
I 0 ]
(b) It is reflexive and transitive, but not symmetric.
(c) It is not reflexive, symmetric, or transitive. For nontransitivity, look at the (2, 3) entry of A2 *A2 .

17. (a) Al *A

I

Al, Al *A 2 =

1.

18. (a)
(b)
(c)
(d)

251, 252, ... ,500.
Any four primes less than 500.
{2, 4, 8,16, 32, 64, 128, 256), f2571.
216, 6, 15, not exist, 146.

19. (a)
(b)
(c)
(d)

Yes; R is reflexive.
No. (6,3) E s(R), but (6,3) V R.
Yes; R is transitive.
{2, 3,4, 5, 6, 8, 9, 10, 121. For example, (12, 5) is in tsr(R) because (2, 12), (2, 10), (5, 10) are
in R; hence (12, 2), (2, 10), (10,5) are in sr(R), so (12,5) is in tsr(R).

20. Yes. Restrictions of partial orders to subsets always make the subsets posets, because they're still
reflexive, still antisymmetric, and still transitive. Every two members of V* are comparable so,
since A inherits the order from V, every two elements of A are also comparable.
21. (a) A one-to-one mapping 57of one lattice onto another lattice is a lattice isomorphism in case it
satisfies the conditions p(x V y) = 9p(x) v S7(y) and O(x A y) = So(x) A O(y) for all x, y. In fact,
it is sufficient for ( to satisfy one of these conditions for all x, y. Alternatively, two lattices are
isomorphic if they are isomorphic as posets. Two posets (SI, -<1) and (S2, -<2) are isomorphic
if there is a one-to-one mapping p of Si onto S2 that preserves the order: x, y E SI and x -<1 y
imply ((x) <2 P(Y).
(b) D2 4 and D54 are isomorphic with Ll. The other two lattices are not isomorphic with any of
the lattices in Exercise 15.

12.1 Answers

1.(a)
y
z
y
y
z
y
z
z
(c) Graph automorphisms can interchange w and y and they can interchange x and z.
(e) There are nine different colorings. Can you identify them?
3.

(a) The group {e, r, r2 , r3} of rotations of the pyramid about the axis through its top vertex and the
midpoint of its base.
(c) 4.

(e) 4!/4 = 6.

5.

(a) 1.

(c) 12.

7.
9.

(a) AUT(F) = (e, gf, where g interchanges z and w and fixes x and y.
(a) 2. What are they?

l(C)LiL
(e)

1
f

13. (a) Let g, f be in AUT(D). Then (x, y) is an edge if and only if (g(x), g(y)) is an edge. Similarly,
(g(x), g(y)) is an edge if and only if (f (g(x)), f (g(y))) is an edge. Hence (x, y) is an edge if
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and only if (f (g(x)), f (g(y))) is. So f o g is in AUT(D). Similar arguments show that AUT(D)
contains the identity and that g
is in AUT(D) when g is.
15. (a) G = le, g}, where e is the identity permutation of V = lu, v} and g(u) = v, g(v) = u. Both
e* and g* are the identity on the I-element edge set E.
(b) Suppose not; i.e., suppose that g*({x, y}) = h*({x, y)) for every edge {x, y}) in E. Since g 7 h,
there is a vertex z of H with g(z) : h(z). Since H is connected and has at least two vertices,
there is an edge (z, w} in E with z = w. Since {g(z), g(w)} = g*({z, w}) = h*({z, w}) =
{h(z), h(w)) but g(z) =Ah(z), it must be the case that h(w) = g(z) =#h(z) = g(w).
Now, if there were another edge lz, u} attached to z with u 0 w, then the same argument
would yield g(z) = h(u), whence h(u) = h(w), which is impossible. So z only has one edge
attached to it, {z, w), and, similarly, so does w. Since H is connected, this must be the only
edge in H, contrary to the hypothesis.

12.2 Answers
1.
3.
5.
7.
9.

(a) Z.
(c) Z.
(e) Z.
(a) 3Z.
(c) Not a subgroup; 2 and 4 are in the subset, but 2 + 4 is not.
IAUT(D)I = 4. IAUT(D)(P)I = I{p. r}I = 2, IFIX(P)I = I{e, f l = 2, and 2 2 = 4; the cases for q,
r, and s are similar.
(a) We know l isa generator. So is 2, since 2+522= 4, 2+52+52= 1, and 2+s2+5252 =3.
Similarly, 3 and 4 are generators.
(a) Us(n) = n + 3 defines one.

11. (a) Observe that (g9g2)(g2- g l) =g1(gg22-')g1-1 = glegi-1 = gigi-1 = e. Similarly,
(g2- 1g, )(g9g2) = e, or appeal to uniqueness of inverses.
(c) An easy induction shows that (g, g2 . gn)-= g=
A
.l g92g- . The inductive step uses
(1 92 .. gn gn+l) =gn+l
(g1 g2 gn)
13. (a) Since e E G and e(x) = x, R contains all (x, x) and is reflexive. Since g(x) = y
x = g (y), (x, y) E R <=# (y, x) E R, so R is symmetric. For transitivity, note that the
conditions g(x) = y and g'(y) = z imply that g' o g(x) = z.
15. (a) If g and h belong to the intersection, then they both belong to each subgroup in the collection,
so their product gh does too. Since each subgroup contains the identity, so does the intersection.
Every member of the intersection belongs to each subgroup, so its inverse does too. Thus its
inverse also belongs to the intersection. Hence the intersection is closed under products and
inverses and contains the identity.
(c) By part (a), n[H: H is a subgroup of G and A C H] is a subgroup of G; call it R, say.
Clearly, A C R. Since R is contained in every subgroup of G that contains A, it must be the
unique smallest such subgroup.
Since R is a group that contains A, it also contains A-' and all products that can be formed
from elements of R, so R D (A). If we can show that (A) is a group, it will follow that R C (A)
and hence that R = (A).
Clearly, products of members of (A) are still in (A). If g = b ... b, E (A) with bl,
b
in A U A-', then g-1 = b,
... bl 1- [see Exercise l l] with b-', .. . ., bl-. e A U A-' too,
so g-I E (A). Finally, e = gg-I e (A) for every g in (A), or we can view e as a "product" of
0 factors from A U A- .
17. Theorem I shows that each IG(xj)I must be a divisor of IGI = 2k. So each IG(xj)I must be 1, 2,
4, ... or 2 k. Since IXI is odd, for at least one j we must have IG(xj)l = I. By Theorem I again,
IGI = IFIXG(Xj)l, so G = FIXG(Xi). Hence g(xj) = xj for all g e G.
19. FIX({W, y]) = le, f] since both f (w) and f (y) belong to lw, y]. However, FIX(W) n FIx(y) = {e].
21. (a) For h E H, (g h)-' = hg- E H g-1, so {f-1: f E g H] C H g 1. Moreover,
h g-' = (g h- )-' is in{f lf:
E g H} for h E H, so H
g fgff-Yf f E g. H).
(b) g H -* H g-1. Show this is one-to-one.
23. Given g E H, we want to show that g- I H. This will show e E H, since e = g g-1 for g in the
nonempty set H. The elements g, g2 , . .. are all in the finite set H, so they cannot all be different.
Thus there are integers k, n c P with k < n and gk = gn. Hence

e = g, . (g-1), = gn (g-l)k = gn-k
If n -k = 1, then g = e = g-1 e H. Otherwise, n-k
> 2, so g-1 =g n-k-1 e H. [We have
shown that g - I (g) C H.]
25. (a) (a) = {e, a, b}.
(b) (a) -c = {e .c,a ec, bec = {c,d, f}, and co (a) = (cee,coa, ceb} = {c, f,dl.
(c) (c), (d), (f).
(d) IGI/I(d)l = 6/2 = 3. Also, see part (e).
(e) {e, d), {a, c}, {b, f }.
27. g H contains g e = g. So if g H = H, then g e H. If gE H, then H and g H both contain g
and so are not disjoint. By Proposition 2, g H = H in this case.

12.3 * Answers
29. (a) (R)

Note that g-1
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g = e E H.

(S)

Note that g 1-I

92 = (g2- 1 go) 1.

(T)

Note that g3-1

g1 = (g3

g2) (g92

gi).

12.3 Answers
1. (a) From Example 1, the numbers are 6, 4, 4, 2, 0, 0, 0, 0, and their sum is 16.
(c) The sums agree; we have just calculated ISI in the proof of Theorem I in two ways, using
formulas (I) and (2).
3.
5.
7.

9.

FIX(e) = {w, x, y, z}, FIX(g) = {x, z), FIX(h) = (w, yi, and Fix(gh) = 0. So, by Theorem 1, there
are 4 (4 + 2 + 2 + 0) orbits under G. Indeed, they are 1w, y) and {x, zi.
For the orbit {w, y}, the automorphisms g and gh both move each element. For the orbit lx, zi, the
automorphisms h and gh both move each element.
h takes each element of {w, x, u, v} to itself, so h* takes each 2-element subset of this set to itself.
There are (4) = 6 such sets. The only other 2-element set mapped to itself is {y, z}, so FIXT(h*)
has 7 elements.
(a) 4.
(c) Apply Theorem 3, noting that m(e) = 5, m(f) = 4, and JGI = 2. The answer is (k 5 + k 4)/2.

11. (a) Here's the action.

w x
e |w tx
a
z
y

y
y
x

z
z
w

m(e) = 4, m(a) = 2, IGI = 2. Theorem 3 gives C(k) = (k4 + k 2 )/2.
(b) As in Example 10, the answer is C(4)-4.C(3)+6.C(2)-4.C(l) = 136-4-45+6 10-4.1 = 12.
Alternatively, consider the 24 permutations of the labels, and note that two permutations give
equivalent labels only if they are reverses of each other; e.g., the labels wxyz and zyxw are
reverses of each other.
13. (a) Apply Theorem 3, noting that m(e) = 4, m(r) = m(r2 ) = 2, m(f) = m(g) = m(h) = 3. The
answer is C(k) = (k4 + 2k 2 + 3k3 )/6.
(b) Apply Theorem 3 on page 482 to get C(k) = (k3 + 2k + 3k2 )/6.
15. (a) C(3)-3 C(2)+3 C(1)=21-3 6+3-1=6.
(b) 4.
(c) C(5)-5 C(4)+ 10 C(3)- 1OC(2)+5 C(l) =120- 555+ 10 21 -10 6+5= 0, of
course.
17. (a) From Figure 12(b) we find: orbits under (e) are ({w, {x}, {y], (z}; orbits under (g) are {w, y},
{x}, (z); orbits under (h) are {w}, Ix, z), (y}; and orbits under (gh) are {w, y), fx, z}. So
m(e) = 4, m(g) = m(h)
3, and m(gh) = 2.
(c) C(2) = 1(16 + 16 + 4)
9.

19. Following the suggestion:
Type

a
b

Number of
that type

6
6

d

3
8

e

1

C

m(g) when
group acts on vertices
4
2
4
4
8

m(g) when

group acts on edges
7
3

6
4
12

(a) C(k) = (k8 + 17k 4 + 6k2 )/24. For example, there are 6 + 3 + 8 = 17 rotations with m(g) = 4.
21. (a) In this case, functions numbered n and 15 -n in Figure 10 are regarded as equivalent. So there
are eight equivalence classes, which correspond to eight essentially different 2-input logical
circuits.
(b) Now, as noted in the discussion of Figure 10, 2 and 4 are equivalent, as are 3 and 5. There are
now six distinct classes. List them.

12.4 Answers
1.

(a) and (c).

3.

(a) Not an isomorphism, since it doesn't map Z onto Z.
(c) Is an isomorphism, being a one-to-one and onto homomorphism.

5.

(a) Associativity follows from associativity in R: [f + (g + h)](x) = f(x) + (g + h)(x) =
f(x) + [g(x) + h(x)] = [f(x) + g(x)] + h(x) = (f + g)(x) + h(x) = [(f + g) + h](x) for all
x E R. The zero function 0, where O(x) = 0 for all x E R, is the additive identity for F. The
additive inverses are just the negatives of the functions.
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(b) Yes. Explain.
(c) p(f + g) = (f + g)(73) = f(73) + g(73) = 9(f) + p(g).

7.

(a) (0).
5Z ={5n: n e Z).
(d) {0).
(a) (g,h)*(e,eo) =(g e,heo)=(g,h) =(e g,eoeh) (e,eo)*(g,h). (g -,h
)*(g,h)(g *g, h I ah) = (e, eo), and (e, eo) = (g g l, h h-1) = (g, h)* (g',
h-1). [One of

(c)

9.

these is enough, by uniqueness of inverses.]
(c) The kernel is G = ((g, eo): g E G).

(e) V'(h) = (e, h) for all h

E

H.

11. (a) 4.
(b) 4.
13. The pre-image of q(g) is gK, where K is the kernel of A. By assumption, IgKj = 1. So IKI = 1,
and (p is one-to-one as noted in the Corollary 2 to Theorem 1.
15. (a) Clearly, eHe-1 = H, and (gh)H(gh)- = g(hHh-')g- . Also, if H = gHg-1, then

g- Hg

g

1

(gHg- 1)g= H.

(c) {g E G gHg-1 = H) is a subgroup [part (a)] of G containing A, and G is the smallest
subgroup containing A. So {g e G: gHg-1 = HI
G; i.e., gHg-1 = H for all g E G, so
H is normal.

17. (b) [Io
(c)

[

[

Z

l/]

]xe2,weesH[I0

[l X] [l/y

0 = {[

]x(E

i).

] = [I xy2] is in H.

(e) Use the result of part (d) and the Fundamental Homomorphism Theorem.

12.5 Answers
1.
3.

(a) Yes.
(a) Yes.

5.

(a)
(c)
(a)
(c)

7.

(c) No. Only I itself has an inverse.
(c) Yes; compare Example 7(b).

No.
No; the zero matrix has no inverse, for example.
break, fast, fastfood, lunchbreak, foodfood.
fastfast, foodfood, fastfastfoodbreakbreak, A.

9.

(b) (N, max) is a monoid because 0 is an identity. (N, min) has no identity, so it is not a monoid.
Check these claims.

11.

(a) P.

(c) Z.

13. EP= {I)+, {0)

{0)+, 181P

15. (a) 2N.

(c) {0).

1 01
17. (a)

I 0
0 0

(b)

(c)

(e) Z.

(g) 181P.

{18)+.

(e) E*

1 0 0
and

1

0 10.
00 1

0
0I

FI

10 0

1

[0 1 o

010
0

00 I

0011

1 °
, I 0 0°0
10l, 0
|0
1
1 i.e., the six "per01
0 1 0
[001]
1 00
0 1 0]
I 0 0
mutation matrices." This semigroup is isomorphic to the group S3 of all permutations of a
3-element set.

O

L23

[0

0 4 ,00

0 8
0Iand

oo][o 00]

F

Lo

0 0]
0

0°.
00

19. (a) 61P ={6k: k EP).
(c) No. For example, 6 and 12 are not both powers of the same member of 6P, so they cannot both
lie in the same cyclic subgroup.
21. (a) 601P.
(c) 60 generates the additive semigroup 60P.
23. Only the function ye in (a) is a homomorphism. Though it is one-to-one, it does not map F onto F,
so it is not an isomorphism.
25. (a) If z' is also a zero, then z' = z *z' = z.
(c) Each ((0, lI.. .n,
-) is an example, where k .1I = min(k, 1). Another example is (P(U), n),

with U a finite nonempty set; the zero element is 0.
27. (a) q,(S) is closed under products, because q°(s)Elpqs') = $O(s *s') E S(S). And p(e) is an identity
for (p(S), because ip(s)Of (e) = (p(s * e) = V(s) = V(e * s) = (p(e)Elp(s) for all ,o(s)
in q(S).
12.6 Answers
1. (a), (b), (d). (f).
3.

(a) (p(f +g) = (f +g)(0) = f (0)+ g(O) = V(f) +V(g) and f (f
O(f)
Wg).

g) = (f

g)(0)

-

f (0) g(O) =

12.7 * Answers
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(c) For r, s e R, (p (r + s))(x) = r + s = (p(r))(x) + (57(s))(x) for all x E R. Hence (s(r + s) =
q(r) + sp(s). Likewise, po(r . s) = (p(r) c s(s).
(e) q((n + 3Z) . (m + 3Z)) = 'o(nm + 3Z)
[definition of product in Z/3Z2
= 2nm + 6Z
[definition of ~]
but
[definition of ~]
qo(n + 3Z) O(m + 3Z) = (2n + 6Z) (2m + 6Z)
= 4nm + 6Z
5.

[definition of product in Z/6Z].

Consequently, so is not a ring homomorphism.
(a) Evaluate both sides of the equation at a.
(c) By (b), p(x) = kZ=o CkXk = k=O Ck qk(x) (x -a) + ak)
Ek. Cka k. Let q (x) = F~k-O Ckqk (X).
(d) p(x) is in the kernel if and only if p(a) = 0. Use part (c).

=

(rk'=ockqk(x))

(x -a)

+

7.

(a) 24Z.
(c) 3Z + 2Z = 1Z = Z, since

9.

(a) Verify well-definedness directly, or apply Theorem I to the homomorphism m -* (m MOD 4,
m MOD 6) from Z to Z(4) x Z(6), as in Example 10. As noted in Exercisel4, it suffices to check
that m -m MMOD4 and m m MMOD6 are homomorphisms on 2(12).
(c) (1,4) is one of the twelve; find another one.
(a) Since 2 *6 3 = 0, 2 has no inverse.
(b) Exhibit an inverse for each non-0 element. The inverses for non-0 elements in Z(5) can be read
off of Figure 3 on page 123. [See Exercise 18 for the general argument.]
(c) F x K isn't even an integral domain since (1, 0) . (0, 1) = (0, 0).

11.

= 3 -1 + 2 (-1) e 3Z + 2Z.

13. Use any A, B such that AB 7#BA; e.g., A-

[0

0] and B =

[

0].

15. (a) The kernel of fp is either F or 101 by Example 8(b).
(b) Since I is a subgroup of (R, +), 0(I) is a subgroup of (6(R), +) = (S, +). If 0(r) 06(R)
and 0(a) e 6(I), then 6(a) 0(r) = 0(a . r) E 0(1), since a . r is in the ideal I. Similarly,
0(r) .0 (a) E 0(1), so 0(1) is closed under multiplication by elements of 0(R) = S.
(c) Use part (b) and Example 8(b).
17. (a) I = 15Z.
(b) See Example 10. Let o(m) = (m MOD3, m MoD4) for m E 2(12).
19. (a) R 2 = lao + alx +
+ ax" E R: every a, is even),
+ bmxm E R: bo = 0),
R x = {bo + bix +
R 2 + R x = [CO + CIX + * *- + CrXr E R: co is even).
(b) Suppose R . p = R .2 + R . x for some p c R. Since 2 c R . p, p must be constant, and since
x E R p, p is I or -1. But then R p = R, a contradiction.

12.7 Answers
1.

(a) {u, w) and lv, x).

(d)

(b) f.

e

f

g

h

e

g
h

h
g

e
f

f

f
e

g

g

h

e

f

h

h

g

f

e

(c) e and g.

(e) Since m(e) = 4, m(f) = m(g) = 3, and m(h) = 2, the answer is '[34 + 2 33 + 32] - 36.
(f) Since m(e) = 5 and m(f) = m(g) = m(h) = 3, the answer is ' [35 + 3 .33] = 81. The values
for m are different from those in part (e). Do you see why?
2.

(a) e, v.

(b) 3, 4.

(c) 1, 2, 5, 6.

(d) 4. They are (1, 51, (2, 61, (31, (4).
(e) 24. The numbers of orbits of members of G are m(e) = 6, m(r) = 3 = m(h), and m (v)
Thus the number of colorings is

3.
4.

5.

4.

-[26 + 2
3 + 24]
[64 + 8 + 8 + 16] = 24.
4
4
IFIXG(5)J = IGI/IG(5)I) = 12; see Theorem I on page 472.
6. This follows from Theorem I on page 477.
(A, a, b, c).
No. For example, ab # ba.
Yes. X is the identity.
cab, cabeab, cabcabcab, for examples. A is not an example.
It's a subsemigroup if and only if the concatenation of every two words in L is a word in L.
Associativity is inherited from E*. It's a monoid if it contains A as well.
(b) No. For example, L, contains ab but not abab.
(a)
(b)
(a)
(b)
(c)
(d)
(a)
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(c) No. Again, abab ¢ L2 , since A V L2 .
(d) Yes. In fact, L3 is the set of all words of even length, as one can show by induction on the
length of a word in L3 . The identity is X.
6.

(a) See the answer to Exercise 9 on page 125.
(b) (Z(4), +4) is a commutative group. The identity is 0 and inverses can be read from the table.
(c) (Z(4), *4) is a commutative monoid, but not a group. The identity is 1, but 0 has no (multiplicative) inverse.
(d) (Z(4) \ {0], *4) is not even a semigroup, because it is not closed under multiplication: 2 is in
Z(4) \ (0), but 2 *4 2 = 0 is not.

7.

(a)
(b)
(c)
(d)

8.

(a) (a,E}, 1P), {y), {1).

j,m,n,o, p.
The only one is (i) = (k) = le, i, j, k}.
The two such subgroups are le, j, m, n) and (e, j, o, p).
There are none, since 3 does not divide 8; see Lagrange's theorem on page 472.

(b) 162. This number can be seen by inspection as 3.3.3.[3+ ()] orby an application of Theorem 3
on page 482. The automorphism e has 5 orbits on E(H) and g has 4, so the number of colorings
is I [35 + 34] = 162.
9.

(a)

1ii04+ 2 103 + 3 102 + 2 101 = 12,320. See Example 8 on page 482.
(b) (10) + 10 = 55. There are 10 solid-color colorings and (1) different 2-color colorings, since
the two colorings with a given pair of colors are equivalent.
(c) The total number of such colorings, including ones that are equivalent, is (10 . 9)2; there are
10 ways to color each of the top two vertices, then 9 ways to color each of their opposites.
Since e fixes all of them, other rotations fix none, horizontal and vertical flips fix 10. 9 each,
and diagonal flips fix none, the answer is
8[(l0.9)2 + 2 109]-=
8

1035.

10. (a) The unchanged ones are the ones for which the coloring is constant on the 2 orbits of R2 . There
are 32 of them.
(b) Just use different colors on the orbits. Or easier yet, take two different solid-color colorings.
(c) The orbits of R2 are the two sets consisting of alternate beads.
(d) The group acting on the necklace consists of the identity e, five rotations RI, R2 , R3 , R 4, R5 ,
and six flips, three of which fix 2 beads and three of which fix no beads. The numbers of orbits
for these operations are 6, 1, 2, 3, 2, 1, 4, 4, 4, 3, 3, 3, so the number of colorings is
1 [36+3 34+4 33+2 32+2
12

3] =92.

See Theorem 3 on page 482.
11. (a) (0), (1) = (5) = (7) = (11) =Z(12), (2) = (10), (3) = (9), (4) = (8), and (6).

(b) No. All subgroups of Z have the form nZ, and all of these are infinite except for 0Z = (0).
(c)
12. (a)
(b)
(c)

No. The set is not closed under the operation. For example, 3 *12 4 = 0.
(e) = (el, (g2 ) = {e, g2 , g4}, (g 3) = {e, g3 ), and G = (g) = {e, g, g2 , g3 , g4 , g51
They all are. The group is commutative.
We need to check that (p(xy) = ps(x) gp(y), i.e., that ((xy) 3 , (xy) 2 ) = (x 3 , x 2 ). (y 33,y 2 ) This is
true, since (xy)3 = x 3 y 3 and (xy)2 = x2 y 2 in G, and multiplication in G x G is coordinatewise.
The kernel is just le), so the homomorphism is one-to-one.
(d) By the answer to part (c), f is one-to-one, so p(G)I = IGI = 6 = I(g3) x (g2 )1. Since
also $s(G) g (g3 ) x (g 2 ), the sets o(G) and (g3 ) x (g 2) are equal. Hence, gp is a one-to-one
homomorphism of G onto (g3 ) x (g2 ), i.e., an isomorphism.

13. (a) If x, y E gp(U), then x = p(u) and y = So(v) for some u, v E U. Since U is a subsemigroup
of S, we have u a v E S, and thus x * y = qp(u) * qp(v) = p(u * v) is in qp(S). Associativity is
inherited from T.
(b) Yes. If x, y E qp(V), then qO(x), q0(y) E V, so (p(xey) = yp(x) *tp(y) E V and x y E (V).
Associativity is inherited from S.
14. More generally, if A

C

S, then

o(A+) = ((s: s is a product al

...

a, of members of Al)

= -(p(s): s = al... a and al, . .. an
= If: t =.(al)

..... (a.) and al,
...

(E

Al

ae
,

Al

= (p(A)+.
15. (a) Yes. The identity element is the equality relation {(s, s) : s E S).
(b) P(S x S) is commutative if and only if ISI = 1. If x, y E S with x 0 y, let RI = ((x, y))
and R2 = ((y, x)). Then RI R2 = ((s, ) : (s, u) c RI and (u, t) E R2 for some u E SI =
((x, x)) : ((y, y)) = R2 R1 .

13.1 * Answers
16. (a) More precisely, *oss is a homomorphism of (S, *) to (U, A), since (*fr)(ses')
t
* ( 4 (s)pEk(s')) = f(o(S))A V('o(S')) = (Vf o q)()A(f
)(S ).
1
(b) For t, t' c T, tLit' = (pq (t))EIV(((t')) = (p(
(t) * (t')), so V
( - (I ) *
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= *(q (ses'))

(tit

'

-

)

- I (t )

(c) S
S, since the identity map is is an isomorphism. S
T implies T - S by part (b). And
S T - U implies S - U by part (a).
17. Ann is wrong, and Bob is wrong about the homomorphism. To see an example, let M = 10, 1 with
usual multiplication, and let S = [0). The homomorphism A: S -* M given by V(0) = 0 shows
that Bob is wrong, too.
18. (a) By definition, xl = bj (mod ml). Assume inductively that Xk-I = bj (mod mj) for j
1,.
k-1. Then
Xk = Xk-l + Sk

(mI

m k-1)(bk -Xk-)

(mod ml

-Xk-

-

m. k-),

so

-X Xk-

- b (mod my) for j

1, .

- 1.

Moreover,
Xk = Xk-l + 1 (bk-xk-1)-bk (mod mk).

The claim follows by induction.
(b) S2 = 2 works, giving X2 = 72.
(c) S2 = 14 works, giving x2 =-302 - 72 (mod 11 . 17).
(d) The change would keep xi in the range 0 < xi < ml .. mi, in contrast to what happened in
part (c), and would perhaps speed up the arithmetical calculations. The output would still be
correct, since the proof in part (a) would still be valid.
(e) As in part (c), xl = 6 and S2 = 14, but now X2 = 72. The condition s3 . 11 . 17
I (mod 73)
is equivalent to S3 41 1 (mod 73) and is satisfied by S3 = 57. Thus
x3 = 72 + S3

11 17 (-1 -72) MOD (1 I 17 73) = 72.

[This time it didn't matter what S3 was.]
19. (a) By definition, pi (al) = b1 . Assume inductively that Pk-] (aj) = by for j = 1, . .
for j = 1,
, k-1,
Pk (aj) = Pk-I (aj) + Sk

= Pk- I(a) + O

(aj -al,)

by

(aj -

ak-

) (bk -Pk-I

k-1. Then,

(aj))

[since aj- a = 0],

and
Pk(ak) = Pk-] (ak) + sk(ak -al)
= Pk-l(ak) + I

.. (ak -ak-I)(bk-

Pk- (ak))

(bk -Pk-I (ak)) = bk.

Since pI(x) is constant, it has degree at most 1, and if pk(x) has degree at most k - 1, then
adding to it a product of k linear factors to get Pk+1 (x) yields a polynomial of degree at most
k. The claim follows by induction.
(b) We have pi (x) = 2, S2 = 1, p2(x) = 2 -2x, s3 = 1/6, and finally p 3 (X) = 2-4x + 2x2 .
(c) Yes. Consider interpolating p(l) = p( 2 ) = 3 or p(l) = 1, p(2 ) = 2, p(3) - 3, say.

13.1 Answers
1.

"Some person x is a mother of everybody," which is false.

3.
5.

(a) 0. Consider m odd.
(a) VxVyVz[((x < y) A (y

(c) 1.
< z))

(e) 0. Consider m

-

n

-

0.

(x < z)]; universes R.

-

(c) Vm Vn 3p[(m < p) A (p < n)]; universes N.

(e) en 3m[m < n]; universes N.
7.

(a) VwI Vw2 Vw3(w Iw 2 = WI W3)
(C)

9.
11.

VWI VW2[WlW2

=

--

(W2 = W3)].

W2WI].

(a) x, z are bound; y is free.
(a) x, y are free; there are no bound variables.
2
2
2
(c) 3x 3y[(x - y)
X - y ] is true.

(c) Same answers as part (a).

13. (a) No. 3m[m + I = n] is false for n = 0.
15. (a) 3!x Vy[x + y = y].
(c) 3!A YB[A C B]. Here A and B vary over the universe of discourse P(N). Note that VB[A g B]
is true if and only if A = 0.
(e) "f: A -+ B is a one-to-one function" - "b 3!a f(a) =b]. Here a ranges over A and b ranges
over B. One way to make this clear is to write Vb e B 3!a E A[f(a) = b].

604 Answers and Hints
17. (a)
(c)
(e)
(g)
19. (a)
(c)

True.
False; e.g., 3 is in the right-hand set.
False; the right-hand set is empty.
True.
(i) True.
(k) True.
0. One of m, m + 2, and m + 4 is always a multiple of 3.
(e) 0. Consider 3 + 5.
1.

(m) True.

13.2 Answers
1.

3.

5.
7.
9.

(a) Every club member has been a passenger on every airline if and only if every airline has had
every club member as a passenger.
(c) If there is a club member who has been a passenger on every airline, then every airline has had
a club member as a passenger.
Rule 37b says that "There does not exist a yellow car" is logically equivalent to "Every car is not
yellow." In fact, both are false. Rule 37c says that "Every car is yellow" is logically equivalent to
"There does not exist a nonyellow car." Both are false. Rule 37d says that "There exists a yellow
car" is logically equivalent to "Not every car is nonyellow." Both are true.
- (- p(a) A- p(b)). This is rule 8c of Table I on page 62.
(a) Rule 37d becomes p(a) V p(b)
3n[-' p(n) - p(n + 1)1]
or 3n[p(n) A - p(n + 1)].
(a) 3x 3y[(x < y) A VZ{(z < x) V (y < z)].
(c) 0; for example, [x < y -- 3z(x < z < y1] is false for x = 3 and y = 4.

11. 3NVn[p(n) -+ (n < N)].
13. One can let q(x, y) be the predicate "x = y." Another way to handle 3x p(x, x) is to let r(x) be
the I-place predicate p(x, x). Then 3x r(x) is a compound predicate.

13.3 Answers
1.
3.

5.

7.
9.

(a) True

(c) False.
(e) True. Compare Exercise 1 on page 44.
and
(a) A function of the form f (x) = ax + b will work if you choose a and b so that f (0) =-I
f(I) = 1. Sketch your answer to see that it works. [For example, f(x) = 2x - I works.]
(b) Use g, where g(x) = 1-x.
(c) Modify the suggestion for part (a). For example, f(x) = 13x - 5 works.
(d) Use x -- I/x.
(e) Map (1, oc) onto (0, oc) using h(x) = x - I and compose with your answer from part (d) to
obtain h(l/x) = (I/x) - 1.
(f) f (x) = 2x, say. Sketch f to see that it works.
(a) Use a graphing calculator or the data
0.8
0.9
0.5
0.6
0.7
0.2
0.3
0.4
x
0.1
0
0.83 1.90 3.75 8.89
-8.89
-3.75
-1.90 -0.83
f(x)
Only the sets in (b) and (c) are countably infinite.
(a) We may assume that S is infinite. Let f: S -÷ T be a one-to-one correspondence, where T is
a countable set. There is a one-to-one correspondence g: T -+ P since T is countable. Then
g o f is a one-to-one correspondence of S onto P.

11. (a) Apply part (b) of the theorem to S x T = U(S x

{t}).

Each S x

{t)

is countable, since it is

teT

in one-to-one correspondence with the countable set S.
(b) For each t E T, let g(t) be an element in S such that f(g(t)) = t. Show that g is one-to-one
and apply part (a) of the theorem.
(c) By part (a), Z x P is countable. Since f maps Z x P onto Q, Q is countable by part (b).
13. (a) For each f in FUN(P, {0, 1}), let 0(f) be the set (n E P?: f(n) = 1}. If f, g E FUN(P, (0, 1))
and f # g, then there exists k E IP so that f(k) :A g(k). Then k belongs to (n E P: f(n) = 1)
or In aE F: g(n) = 1), but not both. Hence 0(f) £ 0(g); this shows that 0 is one-toone. 0 maps onto P(EP) because, given A a P(P), its characteristic function XA belongs to
FUN(P, (0, 1) and O(XA) = A.
(b) Use Example 3(a) and Exercise 9.
15. For the inductive step, use the identity S' = S'-' x S.

13.4 Answers
1.
2.
3.
4.

(d) True.
(c) True.
(b) False.
(a) True.
(e) False. Consider any y < -1.
(a) False. With U = la, b}, say, let p(x, y) be the proposition "x = y."
(b) True.
(b) No. Consider n = 0.
(a) Vn3m[m < n and m is odd].
(c) 1. Consider n = 0.
(b) 0.
(a) 0. Consider m = 0.

(d) 0.

(e) 1.

(f) 0.

13.4 i Answers
5.

6.
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The sets in (a), (b), (e), (f), and (h) are countably infinite. The sets in (c), (d), (g), and (j) are
uncountable. The set in (i) has 212 elements. The sets in parts (j) and (g) are uncountable by
Example 3(a) on page 529 and Exercise 13 on page 533, respectively.
(a) 1.
(b) 0.
(c) 0.
(d) 1.
(e) 0. Given x, y, consider negative z with IzI large.
(i) 1.
(g) 0.
(h) 0.
(i) 1.

Index
A
absent child, 248
absolute complement, 23
absolute value, 30, 73
absorption laws
for Boolean algebra, 392
for logic, 86
abstraction, I
absurdity, 63
accessible set ACC, 292
accessible vertices, 292
acts transitively, 469
acts, a group, 465
acyclic
digraph, 102
graph, 225
path, 225
adder
full, 410
half, 409
addition
binary, 409
addition of matrices, 108
additive inverses
of matrices, 108
adjacency matrix
for a digraph, 109
adjacency relation, 102, 105, 114
adjacent vertices, 102
algorithms
AlgorithmGCD, 173
AlgorithmGCD+, 174
backtrack, 290
Chinese Remainder, 514
ClosedPath, 237
ConvertToBinary, 286
depth-first search, 290
Dijkstra's, 338
divide-and-conquer, 163
DivisionAlgorithm, 129, 132
Euclid, 284
Euclid+, 284
EuclideanAlgorithm, 175
EulerCircuit, 236, 237
Fleury's, 235
Forest, 258
Huffman's, 308, 312
Inorder, 288
Kruskal's, 260
Label, 296
LabelTree, 291
LabelTree2, 292
MaxWeight, 343
NumberVertices, 321
Polynomial Interpolation, 514

Postorder, 287
Preorder, 287
Prim's, 262
recursive, 278
Sink, 320
SmallestEntry, 286
SUMAlgorithm, 153
Test, 278, 282
TestTree, 279
TestWFF, 280
Tree, 257, 259
TreeSort, 293, 295
Warshall's, 340
alphabet, 19
and connective, 52, 58
AND gate, 405
AND-OR-INVERT gate, 411
anti-isomorphism, 494
antihomomorphism, 494
antireflexive relation, 97
antisymmetric relation, 97
approximately normally distributed, 384
associative laws
for Z(p), 126
for Boolean algebra, 391
for logic, 62
for matrices, 108, 442
for sets, 25
associativity
of composition of functions, 33
of composition of relations, 448
of symmetric difference, 25
atom of a Boolean algebra, 395
atoms, join of, 396
attaching a leaf, 271

B
backtrack algorithm, 290
base cases, 281
basis
for induction, 139
for recurrence, 153
for recursively defined set, 270
Bayes' Formula, 356
bell curve, 194

biased coin, 362
biconditional, 52, 60
big-oh notation, 148
big-theta notation, 149
binary addition, 409
binary operation, 299
binary relation, 95
binary search tree, 244
binary tree, 248
optimal, 307

U
I
I

bind a variable, 518
binomial coefficients, 186
binomial distribution, 376
binomial random variable, 363
Binomial Theorem, 200
bipartite graph, 255
complete, 255
body of a loop, 130
Boolean algebra isomorphism, 417
Boolean algebras, 389, 391
characterized, 419
complete, 393
Boolean expressions, 398
equivalent, 400
Boolean function, 397, 399
Boolean matrices, 443
Boolean operations, 443
Boolean product of matrices, 443
bound variable, 517, 518
bridge deal, 206
bridge hand, 206

C
cancellation in Z(p), 177
cancellation laws
for fields, 504
for matrices, 446
Cantor's diagonal procedure, 529
cards, 186
cases, proof by, 69, 73
cdf, 375
ceiling function, 3, 30
chain, 433
maximal, 438
characteristic equation, 160
characteristic function, 31
charges, method of, 290
child, children, 247
Chinese Remainder Algorithm, 514
Chinese remainder theorem, 508
closed intervals, 18
closed path, 225
in a digraph, 102
in a graph, 104
closed under intersections, 458
ClosedPath algorithm, 237
closure operators, 454
closures of relations, 452
code
Gray, 255
Huffman, 313
prefix, 309
codomain of a function, 29
coloring, 464
counting function, 482
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Index

combinations, 186
from a multiset, 208
common divisor, 10, 172
common factor, 10
common multiple of integers, 12
commutative group, 464
commutative law
for matrices, 108
commutative laws
for Z(p), 126
for Boolean algebra, 391
for logic, 62
for sets, 25
commutative ring, 502
commutative semigroup, 495
commuting functions, 32
complement
absolute, 23
in a Boolean algebra, 391, 392
of a graph, 257
of a set, 23
complement of sets
relative, 22
complementation
double, 25
in a Boolean algebra, 391, 392
complete bipartite graph, 255
complete Boolean algebra, 393
complete graph, 186, 229
component of a graph, 234
composite relation, 447
composition
of functions, 31
of relations, 447
compound predicate, 520
compound proposition, 520
concatenation, 496
conclusion, 2, 80
conditional implication, 52, 58
conditional probability, 350
congruence class mod p, 122
congruence mod p, 97, 121
congruence relation on Z, 97
congruences
solving, 176
congruent triangles, 113
conjunction rule of inference, 79
connected component, 234
connected graph, 234
constructive dilemmas, 63
constructive proof, 74
contradiction, 61
proof by, 70, 72, 87
contrapositive, 53
law of logic, 62
proof, 71
converse partial order, 426
converse proposition, 53
converse relation, 98
ConvertToBinary algorithm, 286
coset, 472, 490
countable set, 528
countably infinite set, 528

counterexample, 27, 56, 67, 526
Counting Lemma, 207
Counting Ordered Partitions, 205
Counting Permutations of Multisets, 209
covers, 398, 426
critical edge, 329
critical path, 329
cumulative binomial distribution, 376
cumulative distribution function, 375
curry recipe, 327
cycle
in a digraph, 102
in a graph, 225
cyclic group, 473
cyclic semigroup, 498

D
DAG, 102
de Bruijn sequence, 323
De Morgan laws
for Boolean algebra, 393
for logic, 62
for predicate calculus, 523
for sets, 25
decimal expansions
of rational, 214
degree of a vertex, 228
in a digraph, 322
degree sequence, 229
depth of a wff, 285

depth-first search algorithm, 290
derangement, 224
descendant, 247
destructive dilemmas, 63
diagonal of a matrix, 109
dictionary order, 437
digraph, 101
Dijkstra's Algorithm, 338
direct product of groups, 493
direct proof, 71
discrete random variables, 359
disjoint sets, 22
pairwise disjoint sets, 191
disjoint subtrees, 272
disjunctive normal form, 402
disjunctive syllogism, 63, 79
disprove, 56
distribution function, 375
distributive laws
for Boolean algebra, 391
for logic, 62
for matrices, 446
for sets, 25
DIV,

120

divide-and-conquer, 163
divides [an integer], 7
divisible by, 7
Division Algorithm, 13, 120
DivisionAlgorithm, 129, 132
divisor of an integer, 7
DNF, 402
domain of a function, 29

domain of discourse, 515
double complementation
for set, 25
double negation, 62
duality principle
for Boolean algebra, 391

E
edges
of a digraph, 101
of a graph, 103
empty relation, 99
empty set 0, 19
empty word, 20
endpoints of an edge, 103
equal matrices, 107
equal sets, 17, 18
equality relation E, 97, 449
equally likely outcomes, 190
equivalence class, 115
equivalence relation, 113
equivalent Boolean expressions, 400
equivalent propositions, 61, 524
Euclid algorithm, 284
Euclid+ algorithm, 284
Euclidean algorithm, 11, 173
EuclideanAlgorithm, 175
Euler circuit, 232
Euler path, 232
Euler's Theorem, 234
Euler's theorem, 233
for digraphs, 322
EulerCircuit algorithm, 236, 237
evaluation homomorphism, 505
even integer, 3
even number, 8
events in probability, 189
exclusive or, 22
connective, 65
existential quantifier, 55, 515
exit, from a loop, 130
expectation, 366
expected value, 366
exportation law, 62

IF
factor of an integer, 7
factorial, 35, 36
factoring integers, 9
failure, 362
fair coin, 193
fallacy, 86
false, true, 50
Fermat's Little Theorem, 127, 224
Fibonacci sequence, 155, 161
field, 504
filing order, 436
finite sequence, 38
fix, fixes, 470
fixing subgroup, 470
Fleury's algorithm, 235
float time, 330

Index 609
floor function, 3, 30
flush, 187
for loop, 134
forest, 243
minimum spanning, 261
Forest algorithm, 258
formal proof, 80
free variable,-517, 518
free-float time, 332
full m-ary tree, 248
full house, 187
full-adder, 410
function, 29
as a set of ordered pairs, 31, 96
inverse, 41, 42
invertible, 98
one-to-one, 39
onto, 39, 40
fundamental homomorphism theorem,
491

half-adder, 409
Hamilton circuit, 251
Hamilton path, 251
Hamiltonian graph, 251
hanging subtrees, 272
hash function, 268
Hasse diagram, 398, 426
height of a rooted tree, 248, 276
highest common factor, 10
homomorphism, 488, 499, 505
Huffman code, 313
Huffman's algorithm, 308, 312
hypotheses, 2, 80
hypothetical syllogism, 63, 79

identity in semigroup, 495
identity law
for matrices, 108
identity laws
for Boolean algebra, 391, 392
for logic, 62
for sets, 25
identity matrix, 443
identity permutation, 465
if [in computer science], 54
image of a function, 29
image of a set, 43
immediate successor sets succ, 320
immediate successors, 292
implication
biconditional, 52, 60
conditional, 52, 58
law of logic, 62
logical, 63, 524
improper subgroup, 471
Inclusion-Exclusion Principle, 197
inclusive or, 22
indegree of a vertex, 322
independent events, 352, 353
independent random variables, 361
indirect proof, 9, 71
induction see mathematical induction,
139
inductive step, 139
inference rules, 79, 80
infinity oo, 18
infix notation, 300
initial segment of a word, 428
initial vertex, 101
Inorder algorithm, 288
inorder listing, 288
integer multiple [of an integer], 7
integers, 2, 16
integral domain, 504
intersection
of infinitely many sets, 37
of sets, 22
intervals, 18
closed, 18
open, 18
invariant of a loop, 131
inverse image of a set, 43
inverse in a group, 464
inverse matrix, 443
inverse of a function, 41, 42
inverse of a matrix, 443
invertible function, 42, 98
invertible matrix, 443
irrationality of

ideal in a ring, 506
idempotent laws
for Boolean algebra, 392
for logic, 62
for sets, 25
identity in a group, 464

isomorphic Boolean algebras, 417
isomorphic graphs, 119, 228
isomorphic groups, 487
isomorphic semigroups, 499
isomorphism, 499, 507
of Boolean algebras, 417
of graphs, 228
isomorphism invariants, 228

G
gates, 405
Gaussian distribution, 382
Generalized Pigeon-Hole Principle, 217
generated subgroup, 473
generated subsemigroup, 497
Goldbach's conjecture, 51
graph [undirected], 103
graph automorphism, 467
graph of a function, 30
Gray code, 255
greatest common divisor, 10, 172, 430
greatest lower bound, 430
group, 464, 495
group homomorphism, 488
group isomorphism, 487
guard of a loop, 130

H

,/2, i3, etc., 72, 76

iteration of a loop, 130
iterative calculation, 154

J
join [vertices], 103
join in a Boolean algebra, 391
joins of atoms, 396

K
Kbnigsberg bridge problem, 232
Karnaugh maps, 404, 412
Kruskal'sAlgorithm, 260

L
Label algorithm, 296
labeled tree, 246
labeling
sorted, 291, 320
of a subset, 292
LabelTree algorithm, 291
LabelTree2 algorithm, 292
Lagrange's theorem, 472
language, 19
largest member of a poset, 430
lattice, 430
laws of algebra of sets, 25
leaf, leaves, 242, 247
attaching, 271
least common multiple, 11, 12, 430
least upper bound, 430
left coset, 471
length
of a path, 102, 104, 225
of a word, 20, 275
lenlex order, 437
letters of an alphabet, 19
level number of a vertex, 248
lexicographic order, 437
limit of a sequence, 525
linear order, 424
literals, 401
logarithm function, 42
logic and set theory, 64
logical argument, 78
logical equivalences, 62
logical implications, 63, 524
logical variables, 59
logically equivalent, 61, 524
long division, 214
loop invariant, 131
Loop Invariant Theorem, 131
loops in a graph, 103, 225
loops in algorithms, 128
lower bound, 430
lowest common denominator, 11
Lucas sequence, 171
Lukasiewicz, 300

M
m-ary rooted tree, 276
m-ary tree, 248
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full, 248
regular, 248
main diagonal of a matrix, 109
map, mapping, 29
mathematical induction, 139
finite, 139, 169
First Principle, 167
Generalized Principle, 273
Second Principle, 167, 168
when to apply, 142
matrix, 106, 107
matrix product, 109, 439
matrix sum, 107
max-path, 328
max-weight, 328
maximal chain, 438
maximal element, 429
maximum
of a poset, 430
of a set of numbers, 12
maxterm, 405
MaxWeight algorithm, 343
mean, 366
meet in a Boolean algebra, 391
merging sorted lists, 306, 311
methods for problem solving, 6
min-path, 327
min-weight of a path, 327
minimal element, 429
minimum
of a poset, 430
of a set of numbers, 11
minimum spanning forest, 261
minimum spanning tree, 259
minterm, 401
minterm canonical form, 402
MOD, 120
modulo p arithmetic, 122-125
modus ponens, 63, 79
modus tollens, 63, 79
monoid, 495
monotone sequence, 165
multigraph, 103
directed, 101
multinomial coefficient, 206
multinomial theorem, 206
multiple edges in a graph, 103
multiples [of integers], 7
multiset, 208
combination, 208
counting permutations, 209
permutation, 208

N
n-ary relation, 96
n-place predicate, 518
n-variable Boolean function, 397
NAND, 85
NAND gate, 405
natural homomorphism, 491
natural logarithm, 42
natural mapping, 117

natural numbers, 7, 16
necessary condition, 53
negation, 52, 58
double, 62
negative of a matrix, 108
node of a tree, 244
nonconstructive proof, 74
NOR gate, 405
normal distribution, 382, 384
normal random variable, 384
normal subgroup, 490
normalized random variable, 380
NOT gate, 405
null string, 20
null word, 20
NumberVertices algorithm, 321

0
Objects in Boxes principle, 202
odd integer, 3
odd number, 8
one-to-one correspondence, 39, 40
one-to-one function, 39
onto function, 39, 40
onto relation, 458
open intervals, 18
optimal binary tree, 307
optimal join of products, 403
or, 22
exclusive, 22
inclusive, 22
or connective, 52, 58
exclusive, 65
OR gate, 405
orbit, 467
order of an element, 473
order relation, 425
ordered n-tuples, 27
ordered pair, 26
ordered partitions, 205
counting, 205
ordered rooted tree, 249
ordered set, 425
outcomes in probability, 189
outdegree of a vertex, 322

P
pairwise disjoint sets
disjoint sets, 182
parallel edges
in a digraph, 101
in a graph, 103
parent, 247
partial order, 425
partially ordered set, 425
partition
of a set, 114
ordered, 205
pass, through a loop, 130
path
in a digraph, 102
in a graph, 104, 225
path length, 102, 104, 225

permutations, 184, 185
counting, 185
from multiset, 208
picture
of a digraph, 101
of a graph, 103
of a relation, 450
Pigeon-Hole Principle, 213
Generalized, 217
Placing Objects in Boxes principle, 202
poker hand, 187
Polish notation, 300
reverse, 300
wff's, 302
polynomial growth, 149
Polynomial Interpolation Algorithm, 514
poset, 425
positive integers, 16
postfix notation, 300
Postorder algorithm, 287
postorder listing, 287
power set, 19
pre-image
of a set, 43
of an element, 43
predicate, 517
n-place, 518
compound, 520
predicate calculus, 515
prefix code, 309
prefix notation, 300
Preorder algorithm, 287
preorder listing, 286
Prim'sAlgorithm, 262
prime factorization, 9, 177
Prime Number Theorem, 5
prime numbers, 5, 8
table of, 6
prime pairs, 76
principles of induction see mathematical
induction, 139
probability, 190
axioms, 190
conditional, 350
general, 195
probability axioms, 190
problem-solving methods, 6
product, 465
product of matrices, 109, 439
product of sets, 26, 27
product order, 435
Product Rule for counting, 183
product sign, 35
proof
by cases, 69, 73
by contradiction, 70, 72, 87
constructive, 74
direct, 71
formal, 80
indirect, 71
nonconstructive, 74
of the contrapositive, 71
trivial, 74
vacuous, 74

AM& 4, &

Index 611
proper subgroup, 471
proper subset, 18
proposition, 50
compound, 520
propositional calculus, 58
prove, 67, 76, 89
pseudo-random number generator, 136

Q
quantifier
existential, 55, 515
universal, 54, 515
quasi-order, 426
Quine-McCluskey procedure, 404
quotient, 13, 120

R
r-permutation, 184
random numbers in [0,1), 195
random variable, 359
random variables
discrete, 359
rational numbers, 17
a countable set, 528
as equivalence classes, 117
decimal expansions, 214
reachability matrix, 346
reachable relation, 105, 114
reachable vertex, 321
real numbers, 17
an uncountable set, 530
recurrence formula or relation, 153, 160
recursive algorithms, 278
verification conditions, 285
recursive calculation, 154
recursive clause, 270
recursively defined
sequence, 153
set, 270
reductio ad absurdum, 62
reflexive closure, 454
reflexive relation, 97
regular m-ary tree, 248
full, 248
regular graph, 229
relation, 95, 96
n-ary, 96
relative complement of sets, 22
relatively prime integers, 11
remainder, 13, 120
mod p, 121
replacement, with or without, 185
restriction, 479
reversal of a word, 277
reverse of a digraph, 325
reverse Polish notation, 300
wff's, 302
reverse sorted labeling, 343
right coset, 471
ring, 502
ring homomorphism, 505

ring isomorphism, 507
ring with identity, 502
root of a tree, 244
rooted subtree, 247
rooted tree, 244, 246, 272
m-ary, 276
2-3, 251
height, 248
order, 249
roulette wheel, 218
rules of inference, 79, 80

S
sample space, 189
scalar multiplication, 108
scalars, 108
scheduling network, 328
search tree, 244
semigroup, 495
generated by a set, 497
semigroup homomorphism, 499
semigroup isomorphism, 499
sequence, 35
finite, 38
set theory and logic, 64
Sheffer stroke, 85
shift functions, 44
similar triangles, 113
simple path, 225
Sink algorithm, 320
sink of a digraph, 319
slack time, 329
smallest member of a poset, 430
SmallestEntry algorithm, 286
solution set, 43
sort
topological, 291
sorted labeling, 291, 320
of a subset, 292
reverse, 343
sorted lists, 306, 311
source of a digraph, 319
spanning tree, 240
minimum, 259
square matrices, 107
stabilizer in group, 471, 475
stack, 300
standard deviation, 370
standard normal distribution, 382
stars and bars, 212
straight, 187
subfield, 505
subgraph of a graph, 225
subgroup, 471
fixing, 470
subposet, 429
subring, 505
subscripts, 34
subsemigroup, 495
subset of a set, 18
substitution rules, 82, 83
subtree with root, 247

success, 362
successor sets succ, 292, 320
sufficient condition, 53
sum of matrices, 107
SUMAlgorithm, 153
summation sign, 34
syllogisms, 63, 79
symmetric closure, 454
symmetric difference of sets, 22
associative law, 25
symmetric group, 465
symmetric matrix, 110
symmetric relation, 97

T
tautology, 60, 522
terminal vertex, 101
termination, of a loop, 130
terms of a sequence, 35
Test algorithm, 278, 282
TestTree algorithm, 279
TestWFF algorithm, 280
theorem, 80
topological sort, 291
total order, 424
Total Probability Formula, 356
tournament, 324
transitive action, 469
transitive closure, 454
transitive relation, 97
transpose of a matrix, 107
Traveling Salesperson Problem, 252, 263
tree, 239
m-ary, 248
m-ary rooted, 276
2-3, 251
binary, 248
binary search, 244
labeled, 246
optimal binary, 307
ordered rooted, 249
regular m-ary, 248
rooted, 244, 246, 272
spanning, 240
weighted, 304
Tree algorithm, 257, 259
TreeSort algorithm, 293, 295
triangle inequality, 73
trivial proof, 74
trivial subgroup, 471
trivially true, 74
true, false, 50, 231
truth table, 59

U
unary operation, 299
uncountable set, 528
unfair coin, 362
uniform distribution, 377
uniform random variable, 377
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union
of infinitely many sets, 37
of sets, 22
Union Rules for counting, 182
uniquely determined recursive definition,
274
universal quantifier, 54, 515
universal relation, 99, 105
universal set, 23
universe, 23
of discourse, 515
unless connective, 66
upper bound, 430

V
vacuous proof, 74
vacuously true, 74
valid argument, 78
valid inference, 86
valid proof, 84, 86
value set, 359
values of a function, 29

variables
bound, 517, 518
for a function, 28
for Boolean expressions, 398
free, 517, 518
logical, 59
variance, 370
Venn diagrams, 23
vertex sequence, 102
vertex, vertices
of a digraph, 101
of a graph, 103

weighted digraph, 325
weighted tree, 304
well-defined function, 118
well-formed formula, 279
well-labeled set of vertices, 293
well-ordered set, 434
Well-Ordering Principle, 131
wff, 279
wff's for reverse Polish notation, 302
while loop, 128, 129
with or without replacement, 185
word, 19
empty, 20
length of, 20

W
Warshall's Algorithm, 340
weight
of a leaf, 304
of a path, 325
of a subgraph, 259
of a tree, 305
of an edge, 252, 325

X
XOR

gate, 405

z
zero in a semigroup, 500
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